
Bandwidth and Latency

Bandwidth is about how many bits can be transferred in a time interval.
Ineternet development has been about widening the pipe.

Speed is about how quickly a user can complete a task.

Users don’t need more bandwidth to go faster, they need less delay.

The ISPs often (intentionally?) confuses bandwidth with speed when advertising.
As a result, the public has also been confused.
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RITE use-case scenarios

Impact Areas

Reducing latency by a few milliseconds justifies investments
of hundreds of millions of dollars.

Financial Trading

www.riteproject.eu

Interactive Video

Latency is critical to support a natural interaction environment for video conferencing systems.

Online Games

In networked games, extra delay can mean the difference between in-game life and death.

The RITE project investigates sources of increased latency in the
• Application layer: 
  -Reduce number of RTTs needed to connect.
  -Use multilink for redundancy and latency reduction.
• Transport layer:
  -Protocol improvements.
  -Protocol information sharing
  -Quicker recovery for interactive traffic.
  -More considerate background traffic.
• Network layer:
  -AQMs 
  -Network hints
Reduction of standing queues is important, but RITE also looks 
forward to tailor protocols that work well with minimal buffers at 
every hop, with or without using network hints to minimise delay.

Scientific outline
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Application latency − AoC 1hr trace

Without modifications Using modifications

When loss happens for interactive thin streams, recovery by timeout is 
the only option for recovery due to the inability to trigger fast retrans-
missions.

By allowing thin streams to retransmit on the first dupACK and disable 
exponential backoff for thin streams, it is possible to reduce the worst 
case recovery time by several seconds.

The plot to the left shows confirmed recovery latency for game traffic 
measured from one of Funcom’s servers for the MMORPG Age of Co-
nan. For the 2nd and 3rd retransmission the latency improvement from 
changing the thin-stream retransmission scheme is significant.
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Where does delay arise?

-Propagation time (baseline)
-Buffers in apps, operating systems
 and network nodes
-Protocol operations, handshakes etc.
-Recovery of loss (for reliable transfer)
-System processing

Remote system operations, RDP, VNC, m2m, sensor networks, trading systems.

Lower delay for completing search queries 
or presenting the user with relevant con-
tent is directly transferrable to revenue for 
Internet businesses.

-Google presented a study showing that a 
system-wide extra delay of 400ms would 
cost them $75.000.000 in a year

Consistent low Internet latency will allow for new application areas that to this date 
has been problematic or unsuccessful.

Use-case study: Funcom’s Age of Conan

From the data, we can see that the chance that a user experiences delays of several seconds during one hour of gameplay is about 50%. By 
deploying such modifications, the most severe cases will be avoided, and the Quality of Experience for the players will be improved.

payload size (bytes) packet interarrival time (ms) avg. bandwidth
application tested prot- percentiles requirement

(platform) ocol average min max average median min max 1% 99% (pps) (bps)
A narchy Online‡ P C T C P 98 8 1333 632 449 7 17032 83 4195 1.582 2168

World of Warcraft PC T CP 26 6 1228 314 133 0 14855 0 3785 3.185 2046
Counter Strike‡ PC UDP 36 25 1342 124 65 0 66354 34 575 8.064 19604
Halo 3 - high intensity Xbox 360 UDP 247 32 1264 36 33 0 1403 32 182 27.778 60223
Halo 3 - moderate intensity Xbox 360 UDP 270 32 280 67 66 32 716 64 69 14.925 35888
Gears of War Xbox 360 UDP 66 32 705 457 113 3 10155 14 8953 2.188 10264
Tony Hawk’s P roject 8 Xbox 360 UDP 90 32 576 308 163 0 4070 53 2332 3.247 5812
Test Drive Unlimited Xbox 360 UDP 80 34 104 40 33 0 298 0 158 25.000 22912
BZF lag PC T CP 30 4 1448 24 0 0 540 0 151 41.667 31370
World in Conflict PC UDP 365 4 1361 104 100 <1 315 <1 300 9.615 31.000
World in Conflict PC UDP 4 4 113 105 100 16 1022 44 299 9.524 4443

YouTube stream PC T CP 1446 112 1448 9 <1 <1 1335 <1 127 111.11 1278K
HT T P download PC T CP 1447 64 1448 <1 <1 <1 186 <1 8 >1000 14M
FT P download PC T CP 1447 40 1448 <1 <1 <1 339 <1 <1 >1000 82M

‡ T he presented values are average values over all players (sending minimum 1000 packets) within the period of the trace.
Server side trace.

One of the key challenges when trying to improve latency is that the existing Internet architecture is optimised for greedy flows. As the above 
table shows, interactive applications very often generate thin streams, bursty traffic or streams fluctuating between greedy and thin.
Changing the underlying Internet technologies to cater for different traffic patterns is an area of focus.


