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Introduction

The RITE project chose to focus on sources of latency due to interactions between systems. This was largely because
sources of latency within a single system tend to have already been addressed by the relevant developer. The RITE
project was scoped to focus on transport layer matters, and it was structured to deal separately with the two main types
of system interaction: interactions between end-system in WP1 and interactions between end-systems and network
elements in WP2.
The present deliverable is the ﬁnal report on WP2 work, which addresses the latter category—interaction between
end-systems and the network. D2.1 and D2.2 reported on the progress of this work in the previous two years, but
D2.2 was not public. Therefore, for the public record, work is brieﬂy repeated here in D2.3 even if has changed little
since D2.2. Such repetition is identiﬁed in the relevant sections, for the beneﬁt of those who have already read D2.2.
This deliverable mainly focuses on Prototype Development and Evaluation of designs developed in the earlier years of
the project. However, as the work has progressed, new insights have led to a continuous stream of innovations, all of
which could not be evaluated within the 3-year duration of the project. Therefore, the newly introduced designs are
reported for the record, and the lack of evaluation is highlighted. WP3 is devoted to more detailed testbed evaluation
of a few mechanisms selected for further study, and deliverable 3.3 reports on that work. Therefore the evaluations
reported in the present deliverable are generally conﬁned to initial feasibility testing, typically using analytical or
simulation techniques. Testbed evaluations are also sometimes outlined at high level.
In the RITE project’s extensive survey of the techniques for reducing latency, three transport-related mechanisms were
identiﬁed that could signiﬁcantly reduce latency by improving the interaction between end-systems and the network:
i) active queue management (AQM) to prevent capacity-seeking behaviour by end-systems (TCP) from ﬁlling buﬀers;
ii) using explicit congestion notiﬁcation (ECN) for much faster and more frequent signalling of the state of the network
to end-systems than can be achieved with loss alone; and iii) techniques for seeking out capacity more rapidly, either
when the ﬂow in question starts or when other ﬂows end.
The project structured the work of WP2 around these three activities, which naturally provide the structure for this
ﬁnal deliverable, as they did for D2.2 one year earlier.

1.1

Key Contributions of Evaluated Prototype Mechanisms

Below, the main contribution of each activity to the project goal of reducing Internet transport latency are highlighted.
Work that was introduced late in the project and therefore has not been fully evaluated is omitted, no matter how
important we expect it might be:
(i) Active Queue Management
Recommendations Regarding AQM We have contributed to the publication of these recommendations as
RFC 7567 and Best Current Practice (BCP) 197. This is now the IETF’s primary publication aimed at
reducing queuing latency. It sets the ground rules for using AQM, stating the key requirements of a good
AQM algorithm and the research issues. The document does not itself standardise speciﬁc algorithms;
speciﬁcations for these are following in later IETF documents.
AQM Evaluation Guidelines We have led the creation of this Internet Draft deﬁning, which has been adopted
by the IETF AQM WG and is progressing towards publication as an RFC. The document is useful for the
analysis of both novel and existing AQM mechanisms, not only for standardisation purposes but also for
the research community. These guidelines distil our own experience, adapted following feedback from the
community to ensure applicability in a wide range of scenarios.
Operating Range and Tunability of CoDel and PIE We have evaluated and compared the performance
of CoDel, PIE and the older ARED self-tuning AQM algorithms, using both experimental evaluations and
simulations in ns-2. The more recent focus has been on their ability to control queuing delay when operating
conditions are on the edge of the typical range seen on the Internet.
Impact of Scheduling on AQM Performance An analysis of the impact of including scheduling with an
AQM algorithm has been undertaken, by separating the FQ-Codel algorithm into its constituent parts, and
applying it to thin streams, not just continuous TCP ﬂows as in other studies.
4
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A Rural parameterization for AQMs A separate ‘rural’ parameterization has been proven to be necessary
for modern so-called ‘auto-tuning’ AQMs. Auto-tuning only applies to link-rate not to base round trip time
(RTT), so performance of extended rural access networks, especially over satellite links, suﬀers without
such a special parameterization.
Coexistence of Lower-than Best Eﬀort with AQMs A study of whether Lower-then Best Eﬀort transport
protocols can scavenge spare capacity in the presence of modern AQMs. It was found that LBE protocols
such as Low Extra Delay Background Transport (LEDBAT) or CAIA Delay Gradient (CDG) have great
diﬃculty using spare capacity when the delay target of the AQM is very low, such as the 5 ms target of
CoDel. However, they can work with other AQMs, although LEDBAT has to be conﬁgured with a much
lower target delay than the standard.
MADPIE A proposed extension to PIE to add deterministic as well as random drops to prevent oscillations in
queuing delay on high RTT paths. No additional eﬀect is intended or measured on low RTT paths.
(ii) Network Signals
Beneﬁts of ECN To promote the future use of ECN we led the creation of an Internet draft documenting the
diﬀerent (potential) beneﬁts of ECN. The objective is to make sure that ECN signals are not perverted by
current and future network infrastructures. The draft has been adopted by the IETF and is progressing
towards publication as an RFC.
ECN Path Support We contributed to an evaluation of the current state for ECN support on the paths in
the Internet and in end-systems.
Guidelines for Adding ECN to Lower Layers Not having full support for ECN is partly due to the nonexistence of clear guidelines on how ECN should travel between encapsulated layers. We led the creation of
an IETF draft that deﬁnes the interface between IP and numerous lower layer protocols, many under the
authority of other standards bodies. This draft has been adopted by the IETF and is progressing towards
publication as an RFC.
Alternative Backoﬀ with ECN We have proposed and evaluated a technique called Alternative Backoﬀ with
ECN (ABE), that requires sender-only modiﬁcation. Itis designed to give advantageous capacity utilization
when the standard ECN capability is enabled at the client and in the network, consequently incentivizing
both to be turned on.
ECN for Low Latency, Low Loss, Scalable Service (L4S) We have demonstrated that redeﬁning the meaning of an ECN mark and how to respond to it can provide a universal low latency service for the Internet.
We have explored and investigated diﬀerent strategies that will reduce response times to congestion, hence
reducing latency.
Coexistence of L4S and Classic Traﬃc: Coupled DualQ AQM To support this redeﬁned low latency
ECN response, the network can help to provide migration and backwards compatibility strategies. We have
proposed and evaluated coupled AQMs for throughput fairness between classes of ﬂows that have diﬀerent
congestion controllers.
(iii) Getting up to Speed Fast
What Use is Top Speed without Acceleration? We have shown that the current design of the transport
protocols is not able to take advantage of the full capacity of the network any more, as link capacities
have increased but typical ﬂows have remained so short that they complete before they have accelerated
to full-speed. We have shown that all approaches proposed to address this problem will not be able to
continue to scale with increasing link capacities.
Generic Accurate ECN Feedback in TCP Currently TCP echoes an ECN congestion signal only once per
RTT, revealing only the existence not the extent of congestion. We have persuaded the IETF that a solution
to this problem needs to be standardised, and contributed as co-author to the statement of requirements,
which the IETF has published as RFC 7560. A solution has also been proposed.
A preferred solution will not only serve current needs (e.g. DCTCP), but also a future TCP receiver should
generically reﬂect rich ECN information and its timing. Then sender-only solutions to the getting up
to speed problem can be deployed to exploit this generic feedback without having to get new receiver
capabilities deployed as well.
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Dropping packets with Active Queue Management

Large packet buﬀers in network devices along the end-to-end path can be the cause of excessive latency. The phenomenon has been called “Buﬀerbloat” [1], and results from excessive queues that are seldom emptied, so that the
almost constant large queuing delay impacts on the end-to-end latency and especially the performance of delay sensitive
applications.
Active Queue Management (AQM) mechanisms can be introduced in routers and switches to control the number of
packets in a buﬀer. These schemes drop (or mark, if ECN is supported) packets before the buﬀer overﬂows, depending
on the standing queue size and/or the queuing delay. AQM mechanisms aim to manage buﬀerbloat by reducing
end-to-end latency, reducing packet drops, and avoiding lock-out phenomena1 .
Deliverable D2.2 evaluated recent AQM proposals including Controlled Delay Active Queue Management (CoDel)
and Proportional Integral controller Enhance (PIE) algorithms. Based on the conclusions in deliverable D2.2, during
the third year of the RITE project, the AQM activity has focused on (i) further assessing the performance of CoDel
and PIE, (ii) evaluating how these schemes perform in speciﬁc scenarios, (iii) proposing parameterizations for speciﬁc
scenarios and (iv) proposing new dropping/marking schemes.
The rest of this section is organized as follows:
• Contribute to the evaluation of existing schemes:
– § 2.1 - IETF recommendations guidelines for AQM schemes;
– § 2.2 - AQM characterization guidelines;
– § 2.3 - Deﬁnition of CoDel and PIE operating range and tunability;
– § 2.4 - Constraints on AQMs from TCP: Insights from Curvy RED;
– § 2.5 - PIE I-D review for IETF.
• Prototype parameterizations for existing AQM schemes in speciﬁc scenarios:
– § 2.6 - AQM schemes and scheduling;
– § 2.7 - AQM schemes in capacity-limited networks;
– § 2.8 - AQM and Lower-Than Best Eﬀort protocols;
– § 2.9 - AQM detection tool
• AQM prototypes:
– § 2.10 - Maximum and Average queuing Delay with PIE (MADPIE);
– § 2.11 - Squared AQM.

2.1

AQM recommendations

RITE researchers have been contributing to the IETF initiative to create new AQM recommendation [2] to replace
the IRTF-developed informational ‘RED Manifesto’, RFC2309, with a new focus on reducing network latency using
AQM technology.
Section 2 of the document summarises the beneﬁts that active queue management can bring. Section 3 identiﬁes issues
and classes of mechanisms, and Section 4 provides standards requirements for using and developing AQM methods.
Although Sections 2 & 3 have been signiﬁcantly reworked since this activity was last reported in internal deliverable
D2.2, the key recommendations (repeated below) have remained relatively stable:
1 The lock-out phenomena is the result of single connection or a few ﬂows to monopolize other connections from getting room in the
queue. See the IETF AQM recommendations document in [2] or in the Appendix A.1
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1. Network devices SHOULD implement some AQM mechanism to manage queue lengths, reduce end-to-end latency, and avoid lock-out phenomena within the Internet. The choice of mechanism is not speciﬁed in [2], but
the constraints are, and the document speciﬁcally updates the RFC2309 requirement to use the Random Early
Detection (RED) algorithm.
2. Deployed AQM algorithms SHOULD support Explicit Congestion Notiﬁcation (ECN) as well as loss to signal
congestion to endpoints. This paves the way for other documents to deﬁne how ECN should be used (see related
RITE work, § 3 and §4).
3. The algorithms that the IETF recommends SHOULD NOT require operational (especially manual) conﬁguration
or tuning. This is a key feature of new algorithms, but one that needs caution, and RITE research is exploring
the parameter sensitivity of these methods (§ 2.3).
4. AQM algorithms SHOULD respond to measured congestion, not application proﬁles. This building on previous
IETF work, such as RFC7141 [3] (developed in part by the EC Trilogy 2 project).
5. AQM algorithms SHOULD NOT interpret speciﬁc transport protocol behaviours, and need to be robust to a
wide range of applications and network traﬃc.
6. Transport protocol congestion control algorithms SHOULD maximize their use of available capacity (when there
is data to send) without incurring undue loss or undue round trip delay. The interaction between transport and
AQM is the topic of other current IETF developments within the TCPM and AQM working groups.
7. Research, engineering, and measurement eﬀorts are needed regarding the design of mechanisms to deal with
ﬂows that are unresponsive to congestion notiﬁcation or are responsive, but are more aggressive than present
TCP. Although the document will deﬁne the trajectory for deployment and standards there is still much research
needed to ensure evolution of methods.
The IETF recommendations regarding AQM [2] has been published as RFC7567 and Internet Best Current Practice
(BCP) 197. The document does not itself standardise speciﬁc algorithms, speciﬁcations for these will follow in later
IETF documents.
This document is available in Appendix A.1.

2.2

Characterization guidelines

The merits of any new proposal of an AQM algorithm have to be thoroughly assessed before deployment and/or
standardisation. One of the objectives of the AQM Working Group at the IETF is thus to produce an Informational
RFC containing a set of characterization guidelines. Several RITE partners have been leading the writing of an Internet
Draft that should be adopted soon by the Working Group to fulﬁll this milestone [4]. Such guidelines will be useful
for the analysis of both novel and existing AQM mechanisms, not only for standardisation purposes but also for the
research community at large. These guidelines have been distilled from our own experiments (§ 2.3), and have been
adapted to ensure both their applicability in a wide range of settings and their acceptance by the IETF community.
One important aspect of the guidelines is that they are not bound to a particular evaluation toolset, and they should
be useful both for simulation studies as well as for tests using real implementations.
AQM characterization guidelines have to regard not only whether an AQM mechanism oﬀers an improvement over a
simple drop-tail buﬀer or over another reference AQM, but also considerations such as:
• What is the minimum set of standard experiments, metrics and performance indicators that should be used
to assess an AQM’s performance. The idea is that any new AQM proposal—and, especially, any proposal
submitted to the IETF for standardisation—should be evaluated at a minimum by means of the proposed
tests and indicators. Such a minimum set oﬀers a common basis of comparison and focuses evaluation on key
aspects of the algorithms. For this reason, considering e.g. context-dependent scenarios (like, say, very speciﬁc
application types or link technologies) has been deemed out of scope for this draft by the WG; a more exhaustive
“characterization suite” would be tackled later by the Working Group in another document.
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• Deployment safety: How does an AQM behave in the face of e.g. changing traﬃc patterns or diﬀerent endpoint
congestion-control algorithms? How sensitive is the performance of the algorithm to diﬀerent parameter settings?
If the algorithm is adaptive / self-tuning, is it robust under diﬀerent operating conditions?
• Interactions with Explicit Congestion Notiﬁcation (ECN) and ﬂow scheduling: recent proposals such as FQ_CoDel
[5] work by coupling a scheduling mechanism with a packet dropping mechanism; hence, it is important for a set
of recommendations on how to evaluate AQMs to take into account such couplings, due to potential interactions
arising from e.g. applying one mechanism when packets are enqueued and the other when they are dequeued.
The current version of the characterization guidelines do not propose guidelines to assess the performance of
scheduling algorithms: it is out of the scope of this document that focuses on dropping and/ or marking AQM
schemes. The characterization guidelines may be complemented with another one on guidelines for assessing
combination of packet scheduling and AQM. We note that such a document will inherit all the guidelines from
this document plus any additional scenarios relevant for packet scheduling such as ﬂow starvation evaluation or
impact of the number of hash buckets.
• Non-performance related issues such as implementation complexity, cost and self-tuning ability. These parameters, and any tradeoﬀ between them and pure performance aspects, have to be carefully considered before
adopting a new AQM in real-world deployment scenarios.
The draft, in its current version, discusses the considerations above and provides general guidance on:
• End-to-end metrics of interest for AQM performance evaluation. The focus on end-to-end measurements stems
from the fact that in real-world experiments it may well be not practical, or even not possible, to obtain
ﬁne-grained measurements from network equipment buﬀers (or at least, not as detailed as what is feasible with
simulations).
• Experiments that focus on evaluating some key aspects of an AQM’s operation, including: (a) any tradeoﬀs
between latency and throughput, (b) RTT fairness, (c) an AQM’s ability to absorb bursts while keeping latency
in check, (d) stability in the face of diﬀerent operating conditions. This includes outlining a common set of
topologies, types of traﬃc, types of endpoint congestion-control methods, etc.
• How to “fairly” compare diﬀerent AQM methods, based on the recommended experiments and metrics.
The ﬁrst version of the draft was presented at the 89th IETF meeting in London (March 2014), and updated versions
were presented in the 90th, the 91th, the 92th AQM WG meetings at IETF.
See the current version of this document in Appendix A.2 for more details.

2.3

Comparison of self-tuning AQM algorithms

In deliverable D2.1, we presented a preliminary experimental comparison of ARED [6], CoDel [7] and PIE [8] where
we evaluated the impact of their respective target delay parameter on their capability to control the queuing delay
without harming link utilisation. We also identiﬁed a spectrum of evaluation scenarios which had to be investigated
to better assess the performance of these AQM schemes.
In deliverable D2.2, we presented a detailed study of self-tuning AQMs. We have run simulations and real-life experiments that cover the spectrum of scenarios proposed in D2.1.
In this deliverable D2.3, based on our work presented in D2.2 that have been slightly extended and based on recently
published articles, we further assess the range of conditions in which the default parameters of PIE and CoDel fail
to perform well. We also evaluate how tunable CoDel and PIE are, i.e., whether they can easily be adjusted to (1)
achieve any desired trade-oﬀ between queuing delay and bottleneck utilization and (2) let CoDel and PIE improve
their performance outside their operating range.
For more details on the summary that is proposed in the rest of this section, see the current version of this document
in Appendix A.3.
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Notation

CoDel and PIE use similarly-named target delay (denoted by τ) and update interval (denoted by λ) parameters in a
diﬀerent manner. When needed for clarity, we use the notation τx , λ x to denote the parameters of AQM algorithm x.
2.3.2

Sensitivity of CoDel and PIE to network conditions

In D2.2 we have shown that we saw that CoDel is sensitive to the traﬃc load; that CoDel and PIE are sensitive to
the base RTT; that CoDel and PIE are sensitive to link speeds and “break” when link capacities are very low.
In light of the results presented in D2.2, we can conclude that:
• CoDel may not work well with RTTs in the interval [10 ms, 1 s] and is sensitive to the traﬃc load;
• the self-tuning of PIE, supposed to make it robust and optimized for various network conditions, shows some
limits.
The default parameters of PIE and CoDel may not suit every situation, making these AQM schemes to drastically
reduce the bottleneck utilization or to allow a queuing delay that is far from their target.
2.3.3

Operating ranges of CoDel and PIE

Based on our results presented in Appendix A.3 and those of [9, 10, 11, 12], we outline below the operating ranges
of PIE and CoDel. Considering only the RTT and the capacity of the bottleneck, denoted base RTT and Cbot , PIE
and CoDel, with their default parameters, have trouble with controlling the queuing delay and maintaining a high
bottleneck utilization if:
• base RTT ≥ 200 ms (Appendix A.3 and [10, 9]);
• Cbot < 2 Mbps (Appendix A.3 and [11]);
• Cbot > 100 Mbps ([9]).
We have observed that these AQMs do not fulﬁll their design goal outside these bounds, but we cannot guarantee
that they work as expected within them. If we consider other parameters than base RTT and Cbot , our results and those
presented in [12] illustrate that there is a high correlation between the traﬃc load and the performance of CoDel.
2.3.4

Tunability of CoDel and PIE

With the speciﬁc characteristics of e.g. rural broadband (base RTT ≈ 300 ms and Cbot ≈ 1 Mbps) and data-center
networks (base RTT ≈ 10−5 ms and Cbot ≈ 104 Mbps), the limited operating range of CoDel and PIE prevents them
from working as expected in these contexts. As one example, we have proposed speciﬁc parameterizations for the rural
broadband networks use case.
We have further evaluated the “tunability” of PIE and CoDel, that is, assessed to what extent we can obtain diﬀerent
trade-oﬀs than the default ones by changing only τ and λ; this would be a straightforward way to adapt their
operating ranges to speciﬁc network conditions. PIE has already been updated for data-centers [13] by changing the
α and β parameters. However, the IETF recommendations on AQM [2] advocate the selection of default parameters
appropriate to the general Internet with auto-tuning to avoid RED’s deployment issues.
We saw that the median queuing delay can easily be modiﬁed with PIE and CoDel by changing the target delay only;
however, this works for CoDel only when the congestion level is low. Setting the update interval to the RTT reduces
the RTT sensitivity of CoDel, but in many deployment cases, the person conﬁguring the router will not be aware of
the path RTT. Increasing the update interval tends to result in smoother evolution of the drop probability for PIE.

9

RITE
2.3.5

No. 317700

Discussion

Deploying AQM is essential step in reducing end-to-end latency [2]. Widespread deployment of early AQM proposals
has not happened yet, mainly due to their sensitivity to the network characteristics. Two recently proposed AQM
schemes attempt to tackle buﬀerbloat while addressing these issues. Before considering actual deployment of CoDel
and PIE, it is essential to outline their operating ranges (in terms of RTT, bottleneck capacity and congestion levels).
We evaluate the limits of PIE’s self-tuning ability and the sensitivity of CoDel to network conditions. Our conclusions, based on ns-2 simulations, are consistent with recently published studies that emulates networks using Linux
implementations of the algorithms. We found that both schemes show performance issues when the RTT is higher
than 200 ms, or the bottleneck capacity is lower than 2 Mbps. We also measure how the default parameterization of
PIE and CoDel lets PIE allow more queuing delay than CoDel and achieve higher bottleneck utilization.
PIE and CoDel have had to be updated for cable-modems networks [14]: in the context of networks with characteristics
that make them ﬁt into the operating ranges, the adequate performance of CoDel and PIE can not be guaranteed as
other parameters may have an impact, such as lower layers characteristics. In light of our results and the discussions
in [15, 16], we claim that there is no overall winner for the best AQM: each algorithm proposes a speciﬁc trade-oﬀ,
and works within limited network or traﬃc characteristics.

2.4
2.4.1

Constraints on AQMs from TCP: Insights from Curvy RED
AQM: Fixed Delay Target Considered Harmful

This activity allowed us to explain why attempting to keep delay constant is a bad idea. Unfortunately, this is the
goal of both PIE and CoDel. At high load, keeping delay constant requires excessively high drop. This high drop
itself takes over from queuing delay as the dominant cause of delay, particularly for short ﬂows. It might be argued
that this is not critical, because it only occurs at high load. However, the point of recent AQM redesigns like PIE and
CoDel was meant to be to auto-tune to adapt to the environment, which should include high load.
We came across this insight when we were comparing PIE and CoDel against our Dual Queue Coupled AQM. BT
was interested in replacing the diﬀerential scheduler in its Broadband Network Gateways (BNGs aka BRASs) with
AQM, so that all traﬃc could have low delay service, rather than having to manage a bandwidth limit on a subset
of traﬃc. However, BT was concerned that an AQM might introduce excessive drop for the VoIP traﬃc that had
previously been given higher priority service. We were increasing the number of ﬂows, and we found, for instance,
that the FQ_CoDel drop level rose to 4.8% when load was increased to 20 TCP Reno ﬂows in a 40 Mb/s link (that
is, 2 Mb/s per ﬂow, which is not a particularly high load). FQ_CoDel was conﬁgured with its default target delay of
5 ms.
This activity used a new AQM we developed for the DualQ Coupled AQM, called Curvy RED. However, it is included
at this point in the deliverable, because it is really more an evaluation of PIE and CoDel, than an evaluation of
Curvy RED. Curvy RED gave us insight because it includes a curviness parameter (u), which can be thought of as
a generalisation of a range of diﬀerent AQMs: when u = 1 it models RED; when u → ∞ it models PIE or CoDel
(at least in the steady state), and we used u = 2 in our DualQ AQM experiments. The analysis simply modelled the
AQM and the TCP equation as a pair of simultaneous equations, to understand the interaction between the two.
The analysis has been recorded in a brief technical report, included in Appendix A.4. The main insight is summarised
well by Figure 2.1, which is taken from the report. The horizontal axis is normalilsed load, which is essentially the
number of TCP ﬂows relative to the capacity, which is inversely proportional to the rate of one TCP ﬂow (see report
for the precise deﬁnition). An AQM of a particular curviness will cause queuing delay and loss to rise as shown by
the pairs of curves for each value of u. it can be seen that the AQM has to make drop rise harder to clamp queuing
delay to a constant value (like PIE and CoDel).
One conclusion is that, at high load, a link is better able to preserve reasonable performance if the delay target is
softened into a curve rather than a hard cap.
Another conclusions is that ECN escapes the dilemma: for ECN-capable traﬃc, a ﬁxed delay target only increases
marking, not loss. And marking is is solely a signal, not an impairment.
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Figure 2.1: Dilemma between Two Impairments: Delay and Loss against Normalised Load; for TCP Reno and the
Curvy RED Algorithm with Increasing Curviness, u; Base RTT = 20 ms
2.4.2

Scaling AQM conﬁguration

The second part of the same report (in Appendix A.4) builds on the analysis in the ﬁrst part to investigate whether
AQM conﬁguration should depend on link rate and on ﬂow aggregation. The analysis proves that, once an optimal
conﬁguration has been found for one capacity, the same AQM with the same conﬁguration can be deployed in diﬀerent
parts of a network whatever the capacity. But the conﬁguration has to be changed if maximum base RTT is diﬀerent
(e.g. in a data centre vs. the public Internet.
A surprising corollary of this analysis concerns cases with a highly aggregated number of ﬂows through a bottleneck.
Although aggregation reduces queue variation, if the target queuing delay of the AQM at that bottleneck isreduced to
take advantage of this aggregation, TCP will still increase the loss level because of the reduction in round trip time.
The way to resolve this dilemma is to overprovision (a formula is provided).
2.4.3

Insights from Curvy RED: Status and Next Steps

The analysis deliberately assumes that TCP is not limited by a minimum window of 2 segments. Of course it is in
practice, and this will alter the results. A modifed analysis has been done with this constraint, but not yet written up.
However, we want to ensure that this does not confuse the main message of the work: that a constant delay target
is not a useful goal. And it also must not confuse the related message that TCP should be modiﬁed to remove this
constraint, which makes it force queuing delay up on low RTT paths, desipite the eﬀorts of AQMs to clamp delay.
The many thousands of experiments comparing Curvy RED in our DualQ Coupled AQM with PIE, FQ_CoDel
and RED are reported under the network signalling activity in § 3.6, and the associated papers in the appendices.
Nonetheless, all experiments used a curviness value of 2. We plan to validate the analystical predictions of this work
experimentally, both in terms of the relationship between drop and queuing delay and in terms of scaling with link
rate and ﬂow aggregation.
We plan to add this enhanced analysis and full evaluation to the existing report to make a decent paper.
At the IETF meeting in July 2015, this work was presented in the AQM working group, and was greatly appreciated.
We also received useful and extensive written feedback, which should improve the ﬁnal paper. The developers and
proponents of PIE and CoDel have not indicated how they intend to respond, e.g. whether they need to change their
approach, or at least relax their recommended target delay.

2.5

Review of PIE for the IETF

The IETF AQM working group chairs asked for an expert review of the standards track speciﬁcation of PIE [17] before
it is allowed to proceed to completion of the AQM working group stage, which precedes Steering Group approval to
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become an RFC. The review is available online and an edited down version is included in Appendix A.5.
The review has received only superﬁcial discussion from PIE authors, developers and proponents in the 4 months since
it was submitted. The primary author did apologise for the limited response, saying “Some of Bob’s comments are
tough to address :-). It could be a paper on its own. I will update as much as I can in the next week or so.‘’
2.5.1

PIE Review: Main Concerns

The review is a desk analysis of the speciﬁcation, although it draws on known experimental evaluations of PIE, both by
the RITE project and others. It is primarily a code review (of the pseudocode in the speciﬁcation, but also sometimes
of the Linux source available online). It is also a review of the scholarly paper on which PIE is based (the review is
actually longer than the paper!). As well as questioning the adequacy of the document as a standards speciﬁcation, it
also includes (sometimes informal) proofs that a number of the techniques, enhancements and algorithms in PIE (e.g.
auto-tuning, averaging, derandomisation) are either misguided, redundant or sometimes even counterproductive.
In summary, the review questions the following two lines in the ‘Discussion’ section of the speciﬁcation:
• “PIE is simple to implement”
• “PIE does not require any user conﬁguration”
It says: “I am afraid I have to say that I do not believe either statement is warranted any more. PIE has lost its
way a bit. The implementation has not retained the elegance of the theory. The performance beneﬁt from so-called
‘enhancements’ is questionable or non-existent, whereas the added complexity is very apparent. Also PIE now contains
a large number of hard-coded constants (I counted 20) that ought to be scenario-dependent conﬁguration variables.”
The following list is a summary of the concerns raised, or the full review can be found in the above Appendix:
1. Proposed Standard, but no normative language
(a) work needed to distinguish between design intent and speciﬁc implementation
(b) unclear how strongly the enhancements are recommended
2. Has PIE been separately tested with and without each enhancement, to justify each?
3. Needs to enumerate whether it satisﬁes each AQM Design Guideline
(a) If not, say why or ﬁx.
(b) Particular concerns:
i. No spec of ECN behaviour
ii. No autotuning of the two main parameters
iii. Transport speciﬁc (Reno-based?) autotuning of α & β
4. Rationale for a PI controller not properly articulated
5. Technical ﬂaws/concerns
(a) Turning PIE oﬀ
(b) ‘Autotuning’ α & β parameters
(c) Averaging problems
(d) Burst allowance unnecessary?
(e) Needs a Large Delay to Make the Delay Small
(f) Derandomization: a waste of cycles
(g) Bound drop probability at 100% → DoS vulnerability?
(h) Avoiding Large Packet Lock-Out under Extreme Load.
12

RITE

No. 317700

6. Numerous magic numbers
(a) ∼ 20 constants, 13 of which are not in the header block.
(b) About half ought to be made to depend on other constants
(c) Need to state how to set the remaining constants for diﬀerent environments
7. Implementation suggestion for Autotuning α & β

2.6

Impact of scheduling on AQM performance

FlowQueue-CoDel (FQ-CoDel) [5] is a scheduling scheme that features prioritization and ﬂow isolation. FQ-CoDel
creates one sub-queue per ﬂow and applies CoDel on each of them. The awareness of the latency resulting from
over-provisioned buﬀers has been accompanied by an increase in real-time applications such as Voice over Internet
Protocol, video conferencing, interactive Web applications, gaming or ﬁnancial trading applications.
Since FQ-CoDel features a mechanism that prioritizes low-rate traﬃc, the beneﬁts for the increasing number of
thin streams that carry latency sensitive applications needs to be assessed. Moreover, the potential interest for its
deployment might be all the more interesting in the context of bandwidth-limited networks. This paper ﬁlls the gap
in research evaluating FQ-CODel when the traﬃc is a mix of thin streams and bulk ﬂows and evaluates which part of
FQ-CoDel (CoDel, prioritization, ﬂow isolation) provides improvement. Because FQ-CoDel features ﬂow prioritization,
we also evaluate to what extent its ﬂow starvation prevention mechanism works.
An extended version of what is proposed below can be found in Appendix A.6.
2.6.1

Flow isolation of FQ-CoDel and thin streams

We have proposed a custom non-prioritization version of FQ-CoDel, FQ-CoDel Without Prioritization (FQ-CoDel
WP). FQ-CoDel WP does not make the distinction between the “new” and “old” list and subqueues are created one
after the other, while the scheduler still visits subqueues similar to SFQ. This is used to assess the beneﬁts of the ﬂow
isolation for the thin streams applications.
It appears from the results presented in Appendix A.6 that (1) dropping packets with CoDel enables a latency reduction;
(2) ﬂow isolation alone cannot reduce the queuing delay experience; (3) ﬂow isolation techniques are sensitive to the
traﬃc load. FQ-CoDel features ﬂow isolation and this results in lower queuing delay than with CoDel alone, showing
that the ﬂow isolation technique, along with CoDel drops, can oﬀer the best of the two schemes.
2.6.2

Flow prioritization of FQ-CoDel and thin streams

We compare the performance of the default FQ-CoDel with “FQ-CoDel WP 100ms”, which is a modiﬁed version of
FQ-CoDel in which the target of CoDel is increased to 100 ms (instead of the default 5 ms) and prioritization is disabled.
Therefore, the diﬀerences between FQ-CoDel WP 100ms and FQ-CoDel are (1) CoDel will be more aggressive and (2)
the absence of prioritization in FQ-CoDel.
Based on the results presented in Appendix A.6, we can conclude that the CoDel part of FQ-CoDel is essential to
provide low latency in the context of capacity-limited networks. Also, the ﬂow prioritization of FQ-CoDel provides a
useful latency reduction and makes the queuing delay of the thin streams less sensitive to the traﬃc load.
2.6.3

Flow starvation prevention of FQ-CoDel

The interarrival time of thin stream packets can impact the prioritization algorithm of FQ-CoDel. Flows with a
diﬀerent pattern of packet-interarrival times but similar packet sizes can be treated diﬀerently.
We implemented FQ-CoDel Without its Starvation Prevention Mechanism (FQ-CoDel WSPM) i.e., a version of FQCoDel where starvation prevention is disabled and does not move empty subqueues to the “old” list.
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The FQ-CoDel thin-stream prioritization mechanisms could therefore be vulnerable to a Denial of Service (DoS) attack
where large number of thin streams would be intentionally injected into the network bottleneck to attempt to lock the
DRR scheduler in the “new” list, thus starving the “old” list ﬂows. Additional mechanisms may therefore be needed
to protect the network from unresponsive ﬂows.
2.6.4

Discussion

We measured that the ﬂow isolation of FQ-CoDel is the main factor resulting in improved latency performance for
thin ﬂows over a congested bottlenecks with limited bandwidth. However, such isolation would be impossible when
the classiﬁer is presented with a traﬃc aggregate that it cannot dissect (e.g., when encrypted Virtual Private network,
VPN, tunnels are used). We have also identiﬁed that the CoDel mechanism in FQ-CoDel provides non-negligible
improvements for this speciﬁc traﬃc, which means that when the classiﬁer cannot operate, latency might still be
reduced.
Flow prioritization has been introduced within FQ-CoDel to favor low-rate traﬃc, or latency sensitive applications
such as web traﬃc. We have measured that this scheme does not provide noticeable performance improvements for
thin stream traﬃc, but does makes FQ-CoDel vulnerable to DoS attack.

2.7

Rural AQMs

There is no single “typical” bottleneck speed and there are a wide variety of access technologies; ﬁbre deployments
in urban areas may oﬀer ≈ 100 Mbps, but long-haul DSL used in many developed countries for rural access networks
may oﬀer only ≈ 1 Mbps and some links may have still lower capacities. In such rural scenarios, bottleneck utilisation
is expected to be very high. Higher delays are also sometimes inherent for rural networks since backhaul links might
be longer or satellite systems may form a part of the end-to-end path. In addition, bloated buﬀers could easily add
further delay to these networks.
As discussed in § 2.3.3, in the context of capacity-limited networks, the default parameters of CoDel and PIE are not
suitable. In deliverable D2.2, we have proposed to change CoDel’s target delay τ and interval λ so that they achieve
a more desirable trade-oﬀ between queuing delay and bottleneck utilization.
To further analyze the beneﬁts of providing a Rural parameterization (as opposed to the Urban parameterization)
that is speciﬁc to rural broadband networks, we have decided to focus on CoDel and FQ-CoDel. PIE has already been
shown to need an updated parameterization for speciﬁc scenarios (such as data-centres [13]. CoDel has been shown to
not always control the queuing delay with a limited impact on the bottleneck utilization (Appendix A.3 and [18, 12, 9],
and it was uncertain whether CoDel could be tuned for objectives and network conditions other than the ones for
which it has been designed: this led to our interest in examining CoDel and not PIE.
In this deliverable, we have extended the work presented in deliverable D2.2, by providing a parameterization that
suits both CoDel and FQ-CoDel and evaluating the RTT sensitivity of our Rural parameterization with simulations.
We have also used a testbed and emulated speciﬁc networks to validate the interest of our parameterization.
In the UK, 21% of rural areas are currently unable to achieve a DSL downlink speed of 2 Mbps [19]. Despite introducing
a larger RTT (e.g., 500 ms or more) satellite technology may be deployed in such cases to realise a commercially viable
broadband service [20]. We have therefore evaluated our Rural parameterization using a real satellite link.
The summarized version of this work that is presented in this section can be found in a more detailed version in
Appendix A.7. This work is based on earlier preliminary work [11].
2.7.1

Proposing a Rural parameterization in ns-2

We have run simulations in ns-2 that let us propose a Rural parameterization that for both CoDel and FQ-CoDel
that, for capacity-limited networks, both enables a high bottleneck utilisation (around 90% or higher) and limits the
queuing delay.
In Appendix A.7, we provide more details on the characteristics of the topology and the traﬃc that we have generated
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to determine the new parameterization of CoDel and FQ-CoDel. We have considered (1) repeated downloads of a ﬁle
of size 1.7 MB; (2) TCP bulk transfer; and (3) “thin” TCP ﬂows.
We have found out that the choice of an update interval of 300 ms and a target delay of 65 ms yields a reasonable
compromise between queuing delay (< 50 ms) and utilisation (slightly above 90%).
2.7.2

RTT sensitivity of the Rural parameterization using NETEM

The Rural parameterization (τ = 65 ms; λ = 300 ms) was derived with an RTT of 300 ms. As deployments will
experience various RTTs, we compare Rural and Default parameterizations with a 1 Mbps link across a range of
end-to-end RTTs from 50 ms to 550 ms. The improvement imp M for a given metric M is computed as imp M =
( MDefault − MRural )/MDefault (for FCT in Fig. 2.3a) and the increase inc N for a metric N is computed as inc N =
NRural − NDefault (for queuing delay in Fig. 2.3b and the bulk throughput in Fig. 2.3c).
ICMP Ping

snd1

dest1

TCP NewReno IW3 1700 kB downloaded

snd2
100 Mbps - OWD = 1.25 ms

dest2

1 Mbps - OWD =? ms

R1

R2

100 Mbps - OWD = 1.25 ms

Qsize = 300 ms

snd3

dest3

TCP NewReno IW3 non application limited bulk transfer

Figure 2.2: Topology and traﬃc used to assess the RTT sensitivity of the Rural parameterization
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Figure 2.2 presents the topology and traﬃc used in this section. The following traﬃc was considered: (1) repeated
downloads of a ﬁle of size 1.7 MB, with an inter-ﬁle interval exponentially distributed with mean 9.5 s; (2) TCP bulk
transfer, lasting for the entire length of the simulation; (3) ICMP pings that are used to measure the queuing delay.
interval of 300 ms and a packet size of 150 B; these may represent gaming traﬃc. Both (1) and (2) use a packet
size of 1500 B. The traﬃc mixed simulated was: one ﬂow for each of ﬂow types (1), (2) and (3)). The ﬂows start
randomly within the ﬁrst second of the experiment. The experiments last 300 s and were run 100 times, each with a
diﬀerent seed. We measure the bottleneck utilisation, the 1.7 MB File Completion Time (FCT) and the queuing delay
experienced by the ping ﬂow.
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(c) Bulk transfer.

Figure 2.3: Base RTT and Rural and Default parameterizations
Figure 2.3a shows that Rural parameterization improves the FCT for every RTT. In Fig. 2.3b, we can see that the
queuing delay for thin streams is increased with CoDel with Rural parameterization, because τRural > τDefault , but
this is not the case with FQ-CoDel, due to its prioritisation scheme. The Rural parameterization increases the bulk
throughput.
Our Rural parameterization proposes an interesting trade-oﬀ by increasing the utilisation of the limited capacity and
limiting the queuing delay for various RTT values.
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Assessing the beneﬁts of Rural parameterization using a real satellite link

As explained in the introduction of this section, despite introducing a larger RTT (e.g., 500 ms or more) satellite
technology may be deployed in such cases to realise a commercially viable broadband service [20]. This section assesses
the diﬀerence between our parameterization and the default parameterizations, along with providing a comparison
between DropTail, SFQ, FQ-CoDel and CoDel.
ICMP Ping

snd1
REAL satellite link

1 Mbps - OWD ms

R1

dest1
R2

100 Mbps - OWD = 1.25 ms

Qsize = 500 ms

snd2

dest2

TCP NewReno IW3 1700 kB downloaded

Figure 2.4: Topology used to assess the beneﬁts of using the Rural parameterization on a real satellite network
Figure 2.4 shows the topology used in this section. The forward satellite link is between snd1 and R1 , the bottleneck
is restricted to 1 Mbps and AQM is used at R1 ; in addition to the queue management schemes tested so far, this link
allowed also the use of Stochastic FQ (SFQ). There is background traﬃc that we can not control on the satellite link.
Therefore, we only consider small ﬁle downloads and measure the FCT and the experienced RTT.
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Figure 2.5: FCT and measured RTT over a satellite network
Figure 2.5 shows that introducing CoDel or FQ-CoDel with Default parameterization results in (1) a higher FCT than
DropTail or SFQ and (2) a lower RTT. With CoDel or FQ-CoDel with Rural parameterization, the RTT is lower than
with the other evaluated schemes, without negative impact on the FCT. With adequately parameterized AQM, as
opposed to with DropTail, the latency is reduced by ≈ 60 % (i.e., by 300 ms), which would seriously improve rural
broadband users’ experience.
2.7.4

Discussion

Consistent with other analysis of PIE, we have proven CoDel can also be tuned to better match the needs of a
“non-default” network scenario. We propose a conﬁguration with a larger target delay and update interval for CoDel:
this resulted in reduced download time of medium-sized ﬁles, higher bottleneck utilisation and limited queuing delay
to an acceptable level, for diﬀerent traﬃc proﬁles.
With our parameterization, CoDel and FQ-CoDel would allow a better quality of service for users browsing the web
from a rural location since the latency is reduced and capacitiy utilization is close to that without any AQM scheme.
This work has been presented to EUCNC 2015 and provoked some discussions during the presentation. This work
contributes in warning the community that the default parameterizations of CoDel and FQ-CoDel may not result in
good performance which would prevent the deployment of AQM in speciﬁc scenarios. We intend to put these issues
to the authors of the draft that is standardising the CoDel algorithm, as we show in a speciﬁc context that updating
the interval variable to reﬂect the RTT is necessary when the RTT is higher than 300 ms.
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Interaction between Lower-than Best Eﬀort & AQMs

To ensure the safe deployment of AQM schemes and their ability to tackle the buﬀerbloat, the IETF works on
characterization guidelines [4] which advise to consider a scenario where the impact of introducing AQM on the fairness
of Lower-than-Best Eﬀort (LBE) protocols is assessed. Indeed, as shown in [21], when there are AQMs deployed in
one router, LBE may fail in their design goal, that is to exploit the remaining and unused capacity of a link. To
further assess this problem, this section presents simulation results where we propose diﬀerent parameterizations of
the AQM and the LBE protocols used in [21]. We expect to verify the validity of their conclusions when the targets
of the protocols are diﬀerent.
The LBE protocols that are considered in our work are LEDBAT [22] and CDG [23]. We focus on LEDBAT because
it is deployed in BitTorrent and on CDG because it has been shown to be a good LBE candidate [24, 25]. The
diﬀerence with the work in [21] is that we consider a better parameterization for LEDBAT (following [26, 27]) and
that they do not consider CDG which estimates the state of the router’s queue and might therefore be able to cope
with AQM. Since LBE schemes use estimations of the state of the queue or the queuing delay, an AQM that allows
higher amount of buﬀering than the ones considered in [21] should be considered: we complement their conclusions
by adding simulation results with PIE that allows on average 20 ms queuing delay, whereas CoDel allows only 5 ms
queuing delay.
The summarized version of this work that is presented in this section can be found in a more detailed version in
Appendix A.8.
2.8.1

Congestion window evolutions

Figure 2.6 describes the topology used in this section. The traﬃc generated is the following: (1) one non applicationlimited LBE bulk ﬂow using LEDBAT or CDG as congestion control policy between snd1 and dest1 ; (2) one non
application-limited TCP bulk ﬂow using NewReno as congestion control policy between snd2 and dest2 . The Initial
congestion Window (IW) is set to 10 packets for (2); the SACK option is enabled for (1) and (2). To avoid any
synchronization eﬀect, (1) randomly starts in [0; 1] s and (2) in [1; 2] s.
LBE (LEDBAT or CDG)

snd1
100 Mbps - 1 ms

R1

10 Mbps - 48 ms

R2

dest1
100 Mbps - 1 ms

AQM - Qsize = 80
snd2

TCP NewReno (SACK option, IW=10)

dest2

Figure 2.6: Topology and traﬃc
We denote by τLB the target delay of LEDBAT, τPIE the target delay of PIE and τCoDel the target delay of CoDel.
Each scenario is entitled “LBE-AQM”. As one example, “LB25-ARED” is the scenario where the LBE protocol is
LEDBAT with τLB = 25 ms and the AQM is ARED. Each simulation run lasts 50 seconds. Our work is based on NS-2
simulations; LEDBAT, CDG and any TCP variants used in this article use the TCP-Linux updated to linux kernel
version 3.17.4 in NS-2.2
Figure 2.7 shows the evolution of the congestion window of the TCP NewReno and the LBE ﬂow, for various AQM
schemes and diﬀerent values of τAQM .
The queuing delay is maintained around 20 ms with PIE (τPIE = 20 ms). LEDBAT will let itself introduce τLB queuing
delay; this results in LEDBAT not being LBE when τLB ≥ 25 ms. With τLB = 5 ms (which is lower than τPIE ), LBE is
possible. With CoDel as an AQM, no values of τLB let LEDBAT able to provide an LBE service, which is in accordance
with the results published in [21]. This is due to the low value of τCoDel that makes CoDel try to maintain a 5 packets
queue. In these conditions, there is not much room for an LBE service.
The congestion window of CDG is lower than the one of TCP New Reno, with PIE. CDG seems able to carry out
LBE services in these conditions. However, with CoDel, the targeted queuing delay is so small that, even with CDG,
2 More

details at: http://heim.ifi.uio.no/michawe/research/tools/ns/index.html

17

RITE

20

30
Time [s]

40

20

(a) LB5-PIE

20

30
Time [s]

30
Time [s]

40

20

(b) LB25-PIE

40

(e) LB5-CoDel

20

30
Time [s]

No. 317700

30
Time [s]

40

20

(c) LB100-PIE

40

20

(f) LB25-CoDel

30
Time [s]

40

(d) CDG-PIE

30
Time [s]

40

20

(g) LB100-CoDel

30
Time [s]

40

(h) CDG-CoDel

Figure 2.7: Congestion window evolution

no LBE service seems possible.
2.8.2

Discussion

This work assesses the capacity of CDG and LEDBAT to carry out LBE services when there is an AQM on the path.
We summarize the results presented in this paper in Table 2.1. This table features cases with DropTail and ARED
that are not presented in this summary: more details can be found in Appendix A.8
Table 2.1: Possible coexistence of LBE and AQM
DropTail
LEDBAT
τLB = 5 ms
LEDBAT
τLB = 25 ms
LEDBAT
τLB = 100 ms
CDG

3

ARED
τ = 5 ms
3

PIE
τ = 20 ms
3

CoDel
τ = 5 ms
7

3

7

7

7

7

7

7

7

3

3

3

7

We believe that the deployment of CDG or LEDBAT with a target delay of 5 ms as LBE is possible. Also, because
the target delay of CoDel is lower than the one of PIE, no LBE service is possible if CoDel is deployed, whereas it
may be possible with PIE. We expect, as a future work, to verify this conclusions with experiments in a real testbed,
using the recently posted implementation of CDG for Linux kernels [28].

2.9

AQM detection active measurement tool

Pointer to appendix A.10
The type and details of queue management mechanisms that are deployed at the congestion points of networks are not
always publicly known. Knowing the kinds of a bottleneck drop scheme is crucial in understanding the performance of
the network and choosing how to develop the right end-host mechanisms. The best-known queue scheme is tail-drop
FIFO that only drops packets when its buﬀer is full. Active queue management schemes (AQM) start throwing packets
out of their buﬀer as soon as they realize a long queue has become persistent. We present an end-to-end measurement
method to detect the kind of queue scheme at a bottleneck router3 . We have developed an active measurement tool
3 We

use the term router throughout, although more generally other devices might act as bottlenecks
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and evaluated our measurement methodology on an experimental test-bed. The results of our experiments show
that the proposed approach provides the basis for building a tool to identify some AQMs deployed on the bottleneck
automatically.
2.9.1

Queue Detection Approach: AQM or Tail-drop

The path between a Sender and a Receiver consists of a sequence of network routers that forward packets to the next
hop. When sending a ﬂow of data, one such router along the path has the least available bandwidth for the ﬂow; it is
considered the bottleneck of this path. If the Sender sends packets quicker than the bottleneck router of the path can
handle, it begins to ﬁll up its queue, and the router must eventually drop some of the packets.
Consider the FIFO case; The tail-drop FIFO establishes a single queue for each outgoing link, and forward packets
on that link in the order in which they arrive. Packets are dropped only when the queue is full. On the other hand,
AQM policies proactively drop packets when the queue starts to ﬁll up before reaching the state when the queue is
completely full [29, 30, 31]. As a result, a simple way to distinguish them is to look for packet loss occurring before
the queue is full.
Suppose the Sender transmits a periodic packet stream to the Receiver. The stream consists of n packets, Maximum
sized (MSS), with t seconds inter-transmission time (ITT). The Sender adds a timestamp tk and sequence number to
the payload of each packet k (1 ≤ k ≤ n) prior to its transmission. Having the transmission time tk and the arrival
time ak , the Receiver computes the queueing delay of all received packets. To do so, ﬁrst the Receiver calculates the
one-way delay (OWD) for all delivered packets as Dk = ak − tk ; the queuing delay of packet k would be Qk = Dk − Dm ,
where Dm is the minimum OWD. Looking at the packets’ queueing delay in combination with loss occurrences, the
Receiver can infer at which point the queue saturated, and whether any loss happened before that point or not. We
here show how the measured queueing delay and loss patterns can provide information about the bottleneck router’s
queue management type.
If the stream rate is larger than the available bandwidth of the bottleneck router, the queue of the router gradually
builds up. Therefore, packet k will wait in the queue for a longer time interval than packet k − 1. Consequently, the
packets’ queueing delay { Q1 , ..., Qk−1 , Qk , ..., Qn } has an increasing trend while the queue is being ﬁlled up. If n is
large enough, at some point, the queue becomes full and some of the packets get dropped.
Normally, the rate at which packets enter the queue becomes equal to the rate at which packets leave the queue,
when the queue is saturated. Therefore, the packets that the bottleneck router receives after its queue is ﬁlled up
experiences approximately the same queueing delay. If there is any packet loss while the queue delay is growing, before
the queueing delays get approximately constant, the Receiver can infer that the bottleneck router is employing AQM
as its queue management. This approach is designed to work in the presence of variations in other traﬃc, but the
additional noise will have to be ﬁltered out.
2.9.2

Experiments

To test the proposed method, we developed an active measurement tool. The tool is composed of a Client process
running at the client and a Server process running at the server. The tool uses UDP for the periodic packet stream.
There is also a TCP connection between the two end-points which is used to transfer control messages such as the
stream speciﬁcations, the abortion or the end of measurement process, etc.
Figure 2.8 shows the network topology employed to test the proposed approach. The Client and Server machines are
connected through two Linux machines: one bottleneck router and one emulating network delay using Netem[32]. The
links between the machines are all 1Gbps, except for the link between the Router and the Netem machine, where we
have used ethtool to reduce the capacity to 10Mbps. The Linux router uses tc to shape diﬀerent bottleneck AQM s
and tail-drop queue schemes into the router. We tested all the queue schemes with their default parameters which are
listed in Table 2.2.
We ﬁrst tested the proposed approach where there is no background traﬃc. The results are shown in Figures 2.9a
and 2.10a. Figure 2.9a illustrates the queue delay variations of four periodic streams from the client to the server. All
four streams have n = 3000 packets and t = 500µs ITT (MSS size). CoDel [31], PIE [29], and ARED [30] will, as
expected, drop some packets before their buﬀer is fully saturated. Tail-drop queues, (packet-based and byte-based), do
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Figure 2.8: The Network Topology
Table 2.2: Diﬀerent queue parameters
Queue Type
Packet-based
Byte-based
ARED
CoDel
PIE

CoDel

CoDel

1.4

1.4

1.4

1.2

1.2

1.2

1.2
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0

0
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Figure 2.9: Queue delay for diﬀerent queue schemes - blue dots show the received packets’ queue delay in seconds, red
dots are the packets which got dropped
not show losses until after the queue is full.
Looking at the queue delay curves along with the packet losses (Figure 2.9a), the Server can diﬀerentiate between
AQM and tail-drop. However, to ﬁgure out which kind of AQM is being employed in the bottleneck, we need to
look closer at the drop policies’ loss patterns. We used a Gaussian kernel density estimator [33] to show diﬀerent loss
distributions produced by the ﬁve drop policies (Figure 2.10a). To do that, we consider each sequence number k as a
data point (1 ≤ k ≤ n). We then compute the loss density for each data point Lk using (1):
Lk =

1

∑ √2π e−

|k− j|
2

(1)

∀j

Where |k − j| is the distance from data point k to the packet loss with sequence number j. Figure 2.10a illustrates
loss density curves for diﬀerent drop policies. All AQMs gradually drop packets, while tail-drops show zero loss rate
at ﬁrst and a signiﬁcant increase in loss occurrences when there is no more space in their buﬀer. Once CoDel starts
dropping packets, it constantly reduces the time between two packet drops because the stream does not slow down
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Figure 2.10: Loss Density for diﬀerent queue schemes
and the queue delay stays above the threshold. This eﬀect is visible in the CoDel loss density curve. The ARED loss
density grows notably after receiving 500 packets. Then the loss rate decreases and stays almost constant for the rest
of the test period. Compared to CoDel and ARED, PIE shows more variable loss density. This could be explained by
the fact that PIE drops packets at enqueue using a probability, which is calculated periodically based on queue delay.
Ideally we would prefer to apply the queue detection tool when there is no other traﬃc; without any competing traﬃc,
detecting varying tail-drops and AQMs would be easier. However, situations may occur where a probe may be needed
even in the presence of other traﬃc. Figures 2.9b and 2.10b show that the results are distinguishable also in the
presence of three greedy TCP ﬂows. Diﬀerentiating between diﬀerent types of AQMs might however become diﬃcult
because of the noise introduced by the background traﬃc. What happens here is that the measurement traﬃc forces
competing TCPs to withdraw by creating a huge number of losses. A question arising is why queue delays still start
form zero while there are other streams in the queue. The reason is that the Server uses minimum OWD (Dm ) to
calculate each packet’s queue delay. Consequently, the fastest packet (the packet with the minimum OWD) is deﬁned
to have zero queue delay in both scenarios.
Historically, router performance has been measured in terms of either packet throughput or byte throughput. As
a result, routers have been built with either a ﬂat buﬀer that implements byte-based queueing, or buﬀers that are
structured as maximum-sized cells that can hold one packet each and thus, implement packet-based queueing. Both
of these architectures (and probably more) are deployed in the Internet, and we know from other work [34] that they
aﬀect diﬀerent kinds of traﬃc diﬀerently.
The idea behind separating packet-based from byte-based queues is simple. Byte-based queues4 will allow small
packets to ﬁt in the end of a nearly-full queue, giving small packets an advantage. Packet-based queues, however, will
treat small and large packets in the same way. Therefore, we suggest that by observing the loss rate behaviour of a
queue exposed to diﬀerent packet sizes, we can deduce whether the queue is byte-based or packet-based.
We further performed experiments about this phenomenon and the results are discussed as follows. Figure 2.11 depicts
the loss rate behaviour of a packet-based versus byte-based tail-drop queue when the packet size changes from very
small packets (96bytes) to MSS sized packets. For each packet size, the Client sends 3000 back-to-back packets to the
Server. The loss rate of a packet-based tail-drop queue does not depend on the packet-size, while a byte-based queue
will drop more packets as the packet-size increases. Even when there are three greedy TCP background ﬂows, the
diﬀerence between packet-based and byte-based tail-drop is still clearly observable.
4 At least if byte-based tail-drop is implemented naïvely—to avoid packet-size bias some byte-based schemes drop an arriving packet if
the buﬀer is already one maximum-sized segment from being full [34].
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Figure 2.11: Packet-based VS. Byte-based
2.9.3

AQM Detection Tool: Status and Plans

Currently, we are working on a paper to submit to “ValueTools” focusing on the tool itself and another one to “Passive
and Active Measurement” (PAM) with the full evaluation results and analysis, both from “in-the-wild” measurements
and from the testbeds. We are also planning on making the source of the tool available by the end of the RITE project,
once the results are stable enough.

2.10

MADPIE

In § 2.3, we have illustrated that PIE is RTT sensitive. We have measured wide oscillations in queuing delay when the
RTT increases. This results in temporarily high dropping probability, low bottleneck utilization and high maximum
queuing delay. To reduce the RTT sensitivity of PIE and improve the performance of latency sensitive applications
over large RTT paths, we propose to mix the ideas behind CoDel and PIE to (1) control the maximum queuing delay
with deterministic drops, following CoDel’s principle and (2) control the average queuing delay with random drops,
following PIE’s principle. Our proposal, Maximum and Average queuing Delay with PIE (MADPIE) extends PIE and
adds deterministic drops to prevent the queuing delay from growing beyond critical points.
For more details on the summary that is proposed in the rest of this section, see the current version of a paper included
in Appendix A.9.
2.10.1

Adding deterministic drops in PIE

MADPIE uses the same random drops as PIE, the main diﬀerence between the two algorithms being that we add a
deterministic drop in MADPIE. On top of the parameters of PIE (such as τRD (PIE’s target delay) and λ RD PIE’s
interval), MADPIE only requires two internal parameters that are: (1) τDD , the queuing delay above which the
deterministic drops occur and (2) λ DD , the frequency at which the pmax is updated. Every λ DD , if the estimated
queuing delay is higher than τDD , p_max is set to 1; p_max is set to 0 by default and otherwise. In MADPIE, if a
packet is not dropped nor marked by the random drop algorithm, and if p_max== 1 then the packet is dropped or
marked and p_max is set to 0. There can be a maximum of one deterministic drop every λ DD .
2.10.2

Proof of concept

The aim of this section is to illustrate how MADPIE diﬀers from PIE when the RTT increases.
n DD , n RD , n BO and ntot respectively represent the number of drop events induced by a deterministic drop (DD)
(MADPIE only), a random drop (RD) (PIE and MADPIE), a buﬀer overﬂow (BO) (PIE and MADPIE) and the total
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Figure 2.12: Topology used to prove the concept of MADPIE
number of drops. r x = n x /ntot is the ratio of the drop events induced by the event x. Figure 2.13 shows r RD and r DD
for PIE and MADPIE as a function of the queuing delay when the drop occured.
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Figure 2.13: Queuing delay and proportion of losses
As one example (dashed lines in Figure 2.13), when the RTT is 500 ms and the AQM is MADPIE, r DD ≈ 70 %
and when the deterministic drops occured, the 5 % percentile of the queuing delay was ≈ 30 ms, the 50 % percentile
≈ 34 ms and the 95 % percentile ≈ 48 ms. With PIE, most of the drops are induced by the PIE algorithm and not
buﬀer overﬂow and when the RTT is 500 ms, the queuing delay raises up to more than 90 ms. With MADPIE, when
the RTT is 100 ms, the random drop part of MADPIE is responsible for more than 80 % of the drops, whereas when
the RTT is 500 ms, the deterministic part of MADPIE is responsible for around 70 % of the drops with a consequent
queuing delay reduction. Therefore, MADPIE drops more packets when the RTT increases and this prevents high
queuing delays.
2.10.3

Traﬃc mix and RTT mix
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Figure 2.14: Topology and traﬃc mix used to evaluate the RTT sensitivity
Figure 2.14 presents the topology used in this section. NX −Y represents the number of ﬂows for the application X
on the Y ms RTT path. Between sndCBR−100 and destCBR−100 (resp. sndCBR−500 and destCBR−500 ), NCBR−100 (resp.
NCBR−500 ) Constant Bit-Rate (CBR) ﬂows use User Datagram Protocol (UDP) with a sending rate of 87 kbps and a
packet size of 218 B. Between sndSF−100 and destSF−100 (resp. sndSF−500 and destSF−500 ), NSF−100 (resp. NSF−500 ) ﬂows
transfer ﬁles of S kB (S ∈ 15; 44; 73; 102). Between snd FTP−100 and dest FTP−100 (resp. snd FTP−500 and dest FTP−500 ),
NFTP−100 (resp. NFTP−500 ) TCP bulk ﬂows are generated. TCP ﬂows use CUBIC as congestion control policy. All
the ﬂows randomly start between 0 s and 1 s. Each run lasts 100 s and is repeated 20 times. The metrics are sampled
ever second (except for the queuing delay and the one way delay that sampled per-packet). We choose to present the
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results with NCBR−100 = NCBR−500 = 4, NSF−100 = NSF−500 = 20 and NFTP−100 = NFTP−500 = 2. As the RTT of the
paths are not the same, the queue size at R1 is set to the BDP of the higher RTT.
More information on the traﬃc generation can be found in Appendix A.9.
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2.10.3.1 CBR traﬃc - between sndSF− X and destSF− X The results for the CBR traﬃc are shown in Figure 2.15.
We provide in Figure 2.15a an example to explain how to read Figure 2.15b.
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Figure 2.15: Goodput and queuing delay - CBR traﬃc for which RTT = 100 ms
Due to the presence of the ﬂows that experience an RTT of 500 ms, the ﬂows that experience an RTT of 100 ms face a
queuing that momentarily raise above 60 ms with PIE (i.e 55 % of the one way delay). Since the default target delay
of CoDel is 5 ms, the allowed queuing delay is lower than with PIE and MADPIE, for which the target delay is set to
20 ms. By default, CoDel would maintain a lower queuing delay than PIE, which leverages the impact of the ﬂows that
experience an RTT of 500 ms. Also, because CoDel uses deterministic drops, the queuing delay can not raise much
higher before the ﬁrst drops are induced. These results show that MADPIE takes the best of the two schemes: with
MADPIE, the median queuing delay is lower than with PIE and the queuing delay is kept under control, and the higher
values of the queuing delay are close to those with CoDel. While with PIE, the queuing delay momentarily increase
above 60 ms (i.e. 55 % of the RTT), with MADPIE, the introduction of the ﬂows that experience an RTT of 500 ms
have less impact: the queuing delay momentarily raises above 40 ms, that is 45 % of the RTT. MADPIE provides a
latency reduction of ≈ 13 % for the 75th percentiles and of ≈ 21 % for the 95th percentiles and the performance are
close to those of CoDel.
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2.10.3.2 Small ﬁles download - between sndSF− X and destSF−X We show in Figure 2.16 the downloading time
of small ﬁles for the ﬂows that experience an RTT of 100 ms (Figure 2.16a) and an RTT of 500 ms (Figure 2.16b).
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Figure 2.16: Small ﬁle downloading time
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The 5th , the 25th , the 50th and the 75th are quite the same whether the AQM is PIE, MADPIE or CoDel; the 75th
percentile is slightly lower with MADPIE. The 95th percentile is always lower with MADPIE When the ﬁle size is
higher than 73 kB, the 95th percentile is slightly lower with CoDel or MADPIE than with PIE, probably thanks to the
lower queuing delay that is experienced by packets that have been dropped and retransmitted.
For the small ﬁles downloads that experience a base RTT of 500 ms, the performance are quite the same for CoDel and
PIE: with PIE, the bottleneck utilisation is higher (see § 2.10.3.3 for more details) and with CoDel the queuing delay
is lower (see § 2.10.3.1 for more details). MADPIE somehow takes the best of the good schemes and thus, provides
lower downloading times for small ﬁles.
2.10.3.3 Bulk ﬂows - between snd FTP− X and dest FTP− X We show in Figure 2.17 the goodput of the bulk
transfers for the ﬂows that experience an RTT of 100 ms (Figure 2.17a) and an RTT of 500 ms (Figure 2.17b). CoDel
shows a lower goodput than PIE, which is due to its lower target delay: PIE allows more buﬀering. MADPIE slightly
reduces the bottleneck utilization for the bulk ﬂows that experience an RTT of 100 ms. The same happends for the
ﬂows that experience an RTT of 500 ms. With MADPIE, the resulting goodput is a trade-oﬀ between CoDel and PIE.
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Figure 2.17: Bulk ﬂow goodput

2.10.4

Discussion

The results presented in this section conﬁrm that AQM must be deployed for the sake of latency sensitive applications.
Indeed, even with a buﬀer that is not over-provisioned, we measure that the queuing delay without AQM can drastically
increase, resulting in (1) high end-to-end delay for VoIP applications, (2) high transmission time for small ﬁles. The
beneﬁts of not using AQM is only seen for bulk transfers, where goodput is slightly reduced when AQM is introduced.
We modiﬁed the PIE algorithm to make it less dependent on the RTT of the path. MADPIE extends PIE by adding,
on top of the random drops, deterministic drops similar to those CoDel’s algorithm introduces. Through simulation
we found that our modiﬁcation does not aﬀect PIE when the RTT is lower than 100 ms. The deterministic drops are
more dominant when the RTT increases, which results in lower maximum queuing delays and better performance for
VoIP traﬃc and small ﬁles downloads at the expense of bulk transfers losing a little capacity.
2.10.5

MADPIE Status

The paper in Appendix A.9 was submitted to a journal by the end of August 2015 5 .
5 Paper

yet

co-authored by N. Kuhn and D. Ros; because of double-blind submission, authors are not listed and the project not acknowledged
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Discussion on squared AQMs

One of the diﬃculties of deﬁning AQM algorithms is caused by the non-linearity of the control signal (drop or mark) to
the rate that classic TCP endpoints are sending. To be ”TCP friendly” classic TCP implementations need to produce
a sending rate that is inverse proportional to the square root of the signal probability. As a result the load or number
of ﬂows is proportional to the square root of the signal probability.
This non-linearity has a few consequences for the design of AQMs:
• Non-linear algorithms are usually too complex to handle at packet rate. As a result complex algorithms are
performed at a lower rate, or heuristic/empirical algorithms are deﬁned that have no theoretical basis but
experimentally behave ”good enough”.
• The operation range, with respect to the number of ﬂows, of an AQM is bounded, depending to the range where
the conﬁguration parameters are eﬀective (producing results that are within the objectives of the AQM).
• Adaptation algorithms are deﬁned to extend the operation range. Typically they are applied step-wise, potentially adding oscillation-like eﬀects to the traﬃc.
• To handle square roots of numbers smaller than 1 (typically smaller than 1%), twice the precision is required
for the internal variables, compared to the non-square-rooted values.
• The AQM cannot be used to control scalable congestion controllers.
From our work in the network signals activity on AQMs for scalable congestion controllers (meaning the number of
ﬂows or load is proportional to the signal probability) we came to the conclusion that classic AQMs can be linearised
in a very simple way. Figure 2.18 shows the concept of ”Thinking Twice at the Output”. By applying a squaring
function just before applying the signal probability, the AQM can work on the linear scalable probability, and the
feedback to the congestion controller is adapted to the square root that is part of the response function for classic
congestion controllers. A squared probability is very simple to implement. If p is compared with 2 random values
instead of one, the probability is eﬀectively squared. Generating (or lookup of pre-generated) random values is done
at line speed today. Applying this simple extension removes all above mentioned disadvantages.

Figure 2.18: Linearity of Thinking Twice at the Output of an AQM
The following two subsections brieﬂy describe two examples where a squared AQM design can beneﬁt. These two have
been considered in the RITE project, but the application of this concept to other (novel) AQMs might become useful
in the future.
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A simpler RED: Curvy RED

Figure 2.19 shows a RED AQM on the left that controls an average queuing delay proportional to the number of
ﬂows for a scalable congestion controller (such as DCTCP and Relentless TCP). It consists of a single linear mapping
starting at the origin (p=0 if q=0), and has to be squared before being applied as a drop probability for Classic TCP
controllers. The resemblance between Curvy RED and RED (here supporting multiple piece-wise linear segments) can
easily be seen in Figure 2.19. The SW/HW code to implement the Curvy RED and the precision of the variables is
much smaller than that for standard RED, and more complex piece-wise linear RED variants (such as Gentle-RED).
For more info on Curvy RED, see § 2.4. The idea is also evaluated as part of the DualQ Coupled AQM (see § 3.6),
where it is used as the Classic Q AQM for the drop based ﬂows. The DualQ Coupled AQM is implemented and
evaluated in the Video and Web testbed as part of WP3 work.

Figure 2.19: Curvy RED: a linear AQM which can be approximated by a more complex (2-step piece-wise linear)
RED AQM

2.11.2

A simpler PIE: PI2

PIE [17] has been proposed as an improvement to the original PI controller based AQM. Several improvements on PIE
have been proposed, but it can be both simpliﬁed and optimized by the ”Thinking Twice at the Output” concept.
As the PI controller needs to control a non-linear system (Classic TCP ﬂows), it needs to adapt its proportional (β)
and integral (α) gain factors to the level of congestion. The PIE implementation proposes to ”correct” α and β based
on the current p value in a stepwise manner, to keep the control process in a stable regime.
Figure 2.20 shows our PI2 proposed implementation that avoids the need for the stepwise gain factor adaptations,
which results in full load-spectrum support, while still using a normal PI controller. The PIE paper [8] proposed
initially to divide the gain factors by 2 for p < 10% and to divide by 8 for p < 1%. Table 2.3 shows the changes in the
output drop probability of d on diﬀerent input deviations for both PIE and PI2 . As can be seen, the output values
of PIE and PI2 are very close together, suggesting that the PI2 controller will work at least as eﬃciently as the PIE
controller, and over a wider operating range.
In our review of PIE for the IETF we hinted towards the beneﬁts of squaring PIE’s drop probability (§ 5.2 of Appendix A.5). We showed that PIE’s step-wise auto-tuning could be achieved more simply and robustly by multiplying
the auto-tuning parameters by the drop probability.
Given that these ideas arrived relatively late in the project, PI2 has been implemented in ns2, but not fully evaluated
yet. Further ns2 evaluation, implementation and testbed evaluation will be needed, but results might not be available
within the scope of the RITE project due to the limited time left.
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Figure 2.20: PI2 : no need to autotune α and β to level of drop probability

Table 2.3: Output comparison between the stepwise corrected PIE at its targeted midpoints and the full load-spectrum
corrected linear PI2 AQMs.
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Network signals: ECN markings and interactions with TCP

The integration and evaluation of the diﬀerent mechanisms relying on network signals that have been proposed in the
context of WP2 and presented in D2.1 and D2.2, has helped converging these ideas into a selection of mechanisms
that oﬀered promise towards our objective to reduce latency. The overall results of this activity can be structured in
four phases: (1) deﬁning the beneﬁts of using ECN; (2) proposing a roadmap laying out paths to reach those beneﬁts;
(3) proposing prototypes that realise crucial steps of the roadmap; and (4) identifying future potential for further
improvements.
The work items are mapped to the relevant sub-sections as follows:
1 Our work to deﬁne the full range of beneﬁts of ECN is discussed in § 3.1;
2 With these amazing beneﬁts in mind, we have developed an ECN Roadmap to reach them. Pre-requisites were
to measure what the current deployment of ECN is (§ 3.2) and to identify that the challenges of extending ECN
deployment are, not only at layer 3, but also below (§ 3.3). Then in § 3.4 we present the roadmap towards full
exploitation of the low latency potential of ECN;
3.1 Prototype 1: one ﬁrst step of the roadmap consists of easy-to-deploy changes that incentivize wider deployment
of ECN in routers, clients and servers, presented in § 3.5;
3.2 Prototype 2: the second step of the roadmap is smarter interactions between end nodes and routers, presented
in § 3.6;
4 Further improvements at the end-node level to more fully achieve the amazing beneﬁts of ECN are presented in
§ 3.7.

3.1

ECN beneﬁts

Explicit Congestion Notifcation (ECN) is a TCP/IP extension to signal network congestion without packet loss, which
has barely seen deployment though it was standardised and implemented more than a decade ago.
In a congested network that has not deployed ECN in the network devices, packets may be lost where the transport
congestion control algorithms have not responded to the congestion quickly enough for reductions in the congestion
window to mitigate such losses. When a loss occurs this loss needs to be detected by the sender and the packet
retransmitted. This incurs path latency. For TCP without ECN, the congestion window is only reduced in response to
packet loss, which makes loss a necessary occurrence for the operation of TCP. A bulk sender will cause the congestion
window to grow until a loss is experienced and then reduce and retransmit the lost packet.
For applications such as VoIP, gaming, or streaming video this loss, and the delay until retransmission, can be very
disruptive, which is one of the reasons many VoIP and streaming video implementations have used UDP based protocols
rather than TCP deﬁning their own congestion control algorithms.
Other causes of packet loss, such as radio interference, might still be present. However, through the use of ECN,
packet loss can be avoided in all but the most extreme congestion, and congestion control algorithms can become
more responsive by providing explicit signalling of congestion on the path. In order for ECN to be eﬀective however,
it requires end-to-end signalling and the co-operation of network devices (routers, middle boxes, etc) on the path.
3.1.1

ECN’s lack of deployment

Explicit Congestion Notiﬁcation (ECN) is an important indicator that next generation end-system transport protocols
can use to signiﬁcantly reduce path latencies [35]. Despite existing for more than 15 years, ECN is still to see signiﬁcant
deployment and use in the Internet. However, this could be set to change for two key reasons: (1) Increasing awareness
of the beneﬁts of reducing latency and (2) Growing momentum to deploy Active Queue Management (AQM) methods
in network devices, an essential pre-requisite to enabling ECN.
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Potential ECN beneﬁts in the future

Our work in RITE to encourage the use of ECN by end systems is documented in detail in D1.3. This identiﬁes two
initiatives:
• Section 6.1 of D1.3 proposes a simple adjustment to TCP’s response when receiving ECN-marked packets (this
alters the multiplicative back-oﬀ factor of TCP). This can bring signiﬁcant improvements to latency on paths
where AQM methods are deployed. The mechanism is called “Alternative Backoﬀ with ECN” (ABE). It simply
consists of a parameter adjustment to β ecn to the recommended values in [36]. ABE’s performance has been
evaluated in a RITE work published as [36] (see Appendix B.5) in collaboration with an external partner and
has been taken up by RITE for standardization in the IETF as [37] (see Appendix B.4).
• Section 6.2 of D1.3 looks at how a new class of transport protocol designed for use within data centres (e.g.
DCTCP), and how the protocol design can evolve to work across an ECN-enabled Internet path. Evaluation
of DCTCP has shown that marking immediately in the network, with accurate feedback to the receiver, and a
sender response proportional to the level of congestion can together result in really low queuing latency. This
work also enabled us to understand that, without ECN, AQMs cannot clamp down too hard on queuing delay,
because TCP pushes up loss too high as a consequence (see § 2.4 about Constraints on AQMs from TCP).
Section 3.6 will further show that the sender response of DCTCP makes the congestion signal scale with the
throughput. This allows TCP to keep its sawteeth very small, which allows the AQM to use a very low queuing
threshold without compromising utilisation. In turn, this leads to not only low delay, but low variation in
delay. The explanation of all these points has been brought together in the rationale section of a paper under
submission, and included in Appendix B.7 While it requires a change in the semantics of ECN and a need for
new transport mechanisms, this approach can pave the way for a Low-Latency, Low-Loss and Scalable (L4S)
transport service.
3.1.3

Today’s ECN beneﬁts

In addition to the above two initiatives that incentivize the use of ECN either in its current standard form or by changing its semantics, Section 2 of the RITE IETF draft on ECN Beneﬁts [35] identiﬁes beneﬁts to Internet applications
that use an ECN-enabled transport. ECN avoids the ineﬃciency of dropping data that has already made it across at
least part of the network path. This immediately translates into a (slight) gain in throughput because packets that
would have otherwise been dropped are marked (but still delivered). While this is a minor beneﬁt [35], it can yield
larger gains as a consequence – e.g. reduced Head-Of-Line Blocking (HOL-Blocking) delay for transports such as TCP
that provide in-order delivery of received data segments (see the results of testbed experiments using ABE in WP3).6
Other beneﬁts of using ECN include: a reduced probability of RTO expiry, making incipient congestion visible, and
beneﬁts to applications that do not retransmit lost packets. We encourage the reader of this document to refer to
D1.3 as well as [35] (see Appendix B.6) for detailed information.

3.2

ECN path support evaluation

The University of Aberdeen has collaborated with ETH Zurich7 to perform a number of measurements to determine:
1. the proportion of webservers that would provide ECN when requested
2. the proportion of network paths that would fail if ECN negotiation was attempted
3. the proportion of network paths that would successfully pass ECN signalling information
6 §§ 5.2 & 5.3 of D1.3, give an evaluation and discussion of diﬀerent ways to remove HOL blocking at diﬀerent layers, in HTTP/2, in
QUIC, and in RITE’s own Inner Space proposal). If ECN were available, all these techniques would be less necessary, although HOL
blocking is only one form of latency that they target.
7 ETH Zurich’s contributions were supported by the European Commission though the Seventh Framework Grant Agreement mPlane
(FP7-318627)
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Table 3.1: ECN negotiation statistics, of 581,711 IPv4 hosts and 17,028 IPv6 hosts, all vantage points, 27 Aug - 9 Sep
2014, compared to previous measurements.
IPv4
hosts
pct
326743 56.17%
324607
55.80%
2136
0.37%
107
0.02%
27
0.02%
248791
43.23%
2013
0.35%
6177
1.06%

hosts
11138
11121
17
1
0
3961
83
1929

IPv6

pct
65.41%
65.31%
0.11%
0.01%
0.00%
26.23%
0.48%
11.33%

2011
pct
11.2%
–
–
–
–
82.8%
–
–

2012
pct
29.48%
–
–
–
–
70.52%
–
–

Description
Capable of negotiating ECN
...and always negotiate
...sometimes negotiate, of which...
negotiation depends on path
sometimes reﬂect syn ackﬂags
Not capable of negotiating ECN
...and reﬂect syn ackﬂags
Never connect with ECN

The ecnspider tool was developed to perform these measurements. This tool was a highly paralellised HTTP client
that enabled and disabled the Linux kernel’s ECN negotiation option and opened connections in batches to connect
to a pre-resolved list of webservers. A collection of scripts were developed and used to mangle packets for the third
test, measuring path transparency for ECN signalling information.
Three vantage points were used to conduct the experiments. These vantage points were connected to the Internet
(they were not intended to test edge network equipment, such as home routers). The servers at these vantage points
were running Ubuntu 14.04 (kernel 3.13.0 without syn retry fallback as in RFC3168), run by commercial hosting
provider Digital Ocean, in London, New York, and Singapore. Initial investigation showed that all ECN signalling
works properly on this provider’s networks, and all sites have native dual-stack connectivity.
The sample of webservers used for these measurements were, as with similar studies in the past, chosen from Alexa’s
publicly available top million websites list. The website names were then resolved to at most one IPv4 and one IPv6
address per site, eliminating duplicate IP addresses. Name resolution was performed on the 27th of August 2014 from
the London vantage point using Google’s public DNS server, resulting in 581,737 unique IPv4 addresses and 17,029
unique IPv6 addresses.
Packet captures were performed during the measurements for later analysis using QoF, an IPFIX Metering and
Exporting process, derived from the YAF ﬂowmeter, designed for passive measurement of per-ﬂow performance characteristics. This allowed us to analyse the IP and TCP ﬂags on received packets in ﬂows generated by the ecnspider
tool.
The ﬁrst measurements were performed from the three vantage points from the 27th of August to the 9th September
2014. These measurements aimed to determine the proportion of webservers with ECN support and the proportion
of paths that would be broken should an attempt be made to negotiate ECN in order to detect ECN dependent path
failure.
The ﬁrst interesting result from these tests is that over half of the website hosts tested were capable of negotiating
ECN. This is compared to two previous studies in 2012 where less than 30% of hosts were capable of negotiating ECN.
This increase has been attributed to the enabling by default of ECN “server mode” in the Linux kernel, which allows
servers to provide ECN support when it is requested by clients but will not request ECN itself.
For IPv4, 1.06% of hosts showed a failure to connect when ECN negotiation was attempted, however for IPv6 this
was over 11%.
Analysis of the ﬂows was performed to determine which ECN-related IP and TCP ﬂags were seen. The results in table
3.2 are grouped by IP version and also by whether or not the ﬂow had successfully negotiated ECN, or reﬂected the
TCP ECN ﬂags on the SYN/ACK.
It was observed that there were 6939 IPv4 and 2013 IPv6 hosts that always negotiated ECN but never send an
ECT codepoint as seen from any of the three vantage points. While the speciﬁcation for ECN does not require the
marking of every packet sent with an ECT codepoint, this may be an indication of middleboxes (e.g., ﬁrewalls, traﬃc
normalisers, front-end load balancers, service level agreement enforcement, and other boxes that perform deep packet
inspection and subsequent modiﬁcation of the network packets). on the path that could be bleaching these bits in the
IP header.
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Table 3.2: Signaling anomalies - relationship between ECN IP and TCP ﬂags, of 581,711 IPv4 hosts and 17,028 IPv6
hosts, all vantage points, 27 Aug - 9 Sep 2014.
Marking

IPv4 (N=581711)
ECN
Reﬂect
No ECN

ECN

IPv6 (N=17028)
Reﬂect
No ECN

only ect(0)
ect(0) + ect(1)
ect(0) on syn ack

315605
0
7780

693
0
0

1995
0
46

8998
4
89

1
1
0

46
7
82

only ect(1)
ect(1) on syn ack

3
4

1
0

17
16

0
7

10
0

12
31

only ce
ce + ect
ce on syn ack

11
5
11

1
2
0

7
0
5

0
23
22

0
66
0

48
39
87

none

6939

1343

243150

2013

5

3694

The anomoly with the potential to create the biggest problem here was ECN being negotiated but all packets being
received being marked with CE. There were only 11 cases of this occurring with IPv4 and no cases of this occurring
with IPv6. Further, there were 5 cases with IPv4 and 23 cases with IPv6 where an ECT codepoint and CE marking
was seen, potentially indicating that a CE marking router was present on the path.
There were 2688 hosts for IPv4 and 47 hosts for IPv6 where ECN had not been negotiated however ECT(0) markings
were seen on the packets. Further, CE markings were seen from 8 hosts with IPv4 and 48 with IPv6 where ECN
had not been negotiated. Because it was only possible to perform captures at one end of the connection, this may
be for a number of reasons. ECT(0) ﬂags may be being reﬂected, TCP ﬂags may be being bleached where successful
negotiations have occurred but we were unable to verify this, or a middlebox on the path may be incorrectly setting
these bits.
To further verify that ECN signaling is correctly working end-to-end, we ran CE and ECT blackhole experiments
on the 24th of September 2014, and ECE and CWR response tests on 23rd September 2014 both from the London
vantage point.
While the ECE response test succeeded for IPv4 in 94.8% (309,842 hosts) of all ECN-enabled cases, the CWR response
test succeeded only in 44.3% (144,290 hosts) of the cases. Further, we found 690 IPv4 hosts responding with ECE
and 351 hosts responding with CWR even though ECN had not been successfully negotiated. There also appears to
be signiﬁcant impairment or implementation error in ECN signalling for IPv6, with only 7 hosts responding ECE and
9 CWR.
We have shown that while webservers support for ECN continues to increase, there does not appear to have been
any appreciable reduction in the proportion of potential connectivity failure linked to ECN since 2011. The vast
majority of connectivity problems we found with ECN negotiation were close to the server, i.e., cases in which routing
changes during a connection would not lead to connection failure in the middle of an ECN-enabled ﬂow. The fallback
behaviour deﬁned in RFC 3168 was shown to eliminate connectivity risk for these cases, such that enabling ECN by
default would lead only to increased connection latency when attempting to connect to about ﬁve of every thousand
websites.
The paper describing these measurements, B. Trammell, M. Kühlewind, D. Boppart, I. Learmonth, G. Fairhurst, and
R. Scheﬀenegger, Enabling Internet-Wide Deployment of Explicit Congestion Notiﬁcation appears in Proceedings of
the Passive and Active Measurement Conference 2015, pp 193-205. This work was also presented to the Internet
Congestion Control Research Group at the 2015 Dallas IETF meeting.
A smaller scale of the experiment was repeated by the University of Aberdeen in collaboration with Simula Research
Laboratory to test from additional vantage points using a multi-homed server connected to NorNet. A new DNS
resolution was performed for the top 100,000 websites from the Alexa Top Sites list on the 2nd February of the list
also retrieved on that date. This resolution was performed from AS224 (UNINETT) again using Google’s public
DNS server. Attempts to contact the resolved webservers using IPv4 and IPv6 were made from AS224 and AS5381
(POWERTECH). While the original study had used three vantage points that were geographically distributed, they
were all from the same provider. These extra vantage points were on an academic and a commercial ISPs networks
and so could be used to verify that our original results are representitative of behaviours in other networks.
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A total of 97743 IPv4 and 6892 IPv6 unique addresses were resolved from the list of 100,000 websites. For IPv4,
there was no ECN-dependent connectivity failures in 97.7% of cases. In 1.4% of cases the hosts appeared down and
only in 0.08% of cases were there apparent ECN-dependent failures in connectivity. In 57.5% of cases, ECN could be
successfully negotiated with the end host.
For IPv6, there was no ECN-dependent connectivity failures in 95.51% of cases. In 4.4% of cases the hosts appeared
down and only in 0.2% of cases were there apparent ECN-dependent failures in connectivity. In 57.5% of cases, ECN
could be successfully negotiated with the end host.
These numbers show a small increase in the proportion of sites where ECN could be successfully negotiated and a
small decrease in the number of ECN-related failures, although it should be noted that the ﬁrst study looked at the
top 1,000,000 sites where this smaller scale study only looked at the top 100,000 websites.
While our study shows that it is not particularly unsafe for operating system vendors to activate ECN on the client-side
by default, we cannot yet unreservedly recommend doing so by default. For a tiny minority of sites (about one in
60,000), we cannot rule out path-dependent connectivity issues not solved by fallback as in RFC 3168. A similar
proportion of sites exhibit indiscriminate CE marking, which would cause severe throughput degradation with use of
ECN. These numbers are small enough that targeted collaboration with the operations community based on additional
measurement is a viable way forward, coupled with development of ECN probing techniques that are able to detect
such anomalies and respond by the endpoints disabling use of ECN. Such techniques have been proposed within the
TCPM working group of the IETF but have not yet been developed.
In summary data provided by RITE measurements is encouraging to the deployment of ECN as a latency-reducing
mechanism. Server-side support has been observed to be more widely deployed, and paths generally allow ECN marks
to propagate. This shows substantial improvement with respect to previous studies. The data also suggests that
the mechanism to negotiate use of ECN would likely behave correctly if enabled by clients. Related work within
RITE has led to a change in the IETF’s recommendations, encouraging vendors and operators: RFC 7567 (IETF
Recommendations Regarding Active Queue Management) now recommends that routers should support ECN and
provide means to conﬁgure this, and a further RITE-authored document (ECN Beneﬁts, to be published 2015) will
motivate ECN deployment within the Internet, and explain the beneﬁts in terms of reduced latency.
There is however a need for further action to complete deployment of ECN and enable this to be enabled by default
in clients:
• There is a need to benchmark home network equipment to ensure the edge ISP networks can support ECN.
• There is a need to continue to address implementation errors in stacks and middle boxes.
• There is a need to complete work on new mechanisms to verify that paths correctly mark ECN-capable packets.
• Encouragement to develop and deploy ECN marking techniques and transport protocols that can utilise these
signals.

3.3

Guidelines for Adding ECN to Protocols that Encapsulate IP

This section is an edited down version of a similar summary given in the previous (internal) deliverable D2.2 released
in Aug’14. Progress since then is reported in § 3.3.2 on standards co-ordination, status and plans.
3.3.1

ECN Encapsulation: Motivation

The beneﬁts of ECN outlined in § 3.1 can only be fully realised if support for ECN is added to the relevant subnetwork
technology, as well as to IP. When a lower layer marks a packet with ECN, the marking needs to be explicitly
propagated up the layers. The same is true if a buﬀer marks the outer header of a packet that encapsulates inner
tunnelled headers.
Because IP is the interoperability protocol across all subnet technologies, the addition of ECN to IP eﬀectively changed
the interface to every lower layer protocol. When ECN was ﬁrst standardised in 2001, the speciﬁcation [38] recognised
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Figure 3.1: The Four Arrangements for Propagating Congestion Notiﬁcation up to the IP Layer
that a programme of work would be necessary to deﬁne ECN propagation by amending lower layer protocols and
tunnelling protocols. That programme has already produced standards for propagation of ECN up from MPLS to IP
(as well as from MPLS to MPLS) [39] and for ECN propagation from any IP-in-IP tunnel [40].
However, rather than a few individuals with ECN expertise working through an endless list of layer 2 protocols and
tunneling protocols, it was decided to spread the load of this task, and produce guidelines so that others without
detailed knowledge of ECN could co-operate in this task. The draft guidelines for propagating ECN between lower
layers and IP are reproduced in Appendix B.3.
The main contribution is to classify any lower layer protocol into one of the four arrangements shown in Figure 3.1.
It is then possible to give generic guidelines applicable to each arrangement, and therefore cover all known lower layer
protocols.
Figure 3.2 shows two motivating examples for ensuring that ECN markings propagate correctly from lower layers.
Figure 3.2a shows the prevalence of tunnels in the 3GPP LTE System Architecture Evolution (SAE). Given that ECN
is now mandated in the MAC spec for the Evolved Universal Terrestrial Radio Access Network (E-UTRAN) [41], ECN
propagation will need to be correctly deﬁned for the tunnelling protocols used, e.g. the General Packet Radio Service
(GPRS) Tunnelling Protocol (GTP—see Appendix B.3 for the full list of references).
Figure 3.2b shows schematically a small selection of traﬃc ﬂows through a data centre. ECN is more widely used
within private data centres than in the public Internet. In a multi-tenant data centre, as traﬃc passes into the
network, it will be encapsulated (usually in the hypervisor) in order to ensure forwarding isolation between tenants
unless explicitly routed through a higher layer gateway. There is yet to be convergence on one tunnelling standard,
with contenders being NV-GRE, VXLAN and MPLS, therefore ECN propagation has to be deﬁned for all these (again,
see Appendix B.3 for the full list of references). Another layer of encapsulation might also be used when traﬃc passes
from one data centre to another over wide area networks.
Whether or not there is any tunnelling between hypervisors, an outer layer of Ethernet encapsulation will always be
added to IP packets in order to cross a data centre. It has proved diﬃcult to ﬁnd space to add ECN to the IEEE 802
family of protocols. But fortunately, layer 3 switches are widely used, which use the outer layer 2 header for forwarding
control, but they can bury into an inner IP header for transport control functions such as Diﬀserv and ECN.
This is an example of an important role of the guidelines; to explain the conditions under which a lower layer protocol
will not need to be modiﬁed to support ECN. They describe two modes of operation that allow ECN to be used across
a large number of existing lower layer technologies without modifying any protocol standards, as long as the caveats
in the guidelines are satisﬁed:
• the ‘L3 switch’ case already described for Ethernet above;
• and the ‘null’ mode, where the lower layer subnet is non-blocking by design.
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Figure 3.2: Motivating Examples of ECN Encapsulation.
Also, there is a large class of tunnelling protocols that encapsulate IP-in-IP but with another shim protocol between
the two. The guidelines explain how these can all be updated in a single standards action.
3.3.2

ECN Encapsulation: Standards Co-ordination, Status & Plans

It was decided to write the guidelines as an IETF document (Appendix B.3), given that the IETF is the standards
authority for IP. However, the guidelines deﬁne the interface between IP and numerous lower layer protocols, many
of which (but not all) are under the authority of other standards bodies.
The draft guidelines have already been used by the authors of extensions to the TRansparent Interconnection of Lots
of Links (TRILL) protocol, which is owned by the IETF TRILL WG. Indeed, they have now used the guidelines twice,
because TRILL extensibility was redesigned.
The draft guidelines were adopted onto the agenda of the IETF’s transport services working group (tsvwg) in March
2014. Since then, we have prepared liaison requests for the IETF leadership to approve and to send to the IEEE and
the 3GPP. These liaisons are reproduced respectively in Appendices B.1 & B.2.8
The IEEE liaison period passed without comment, which the liaison oﬃcer expected, because the IEEE is not currently
working on congestion notiﬁcation technology.
8 We originally recruited two co-authors for the draft who already work in these two standards bodies (one holding the position of liaison
oﬃcer between the IETF and IEEE802.1, and also being an expert in IEEE congestion notiﬁcation technology).
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The 3GPP liaison period is still open for comments9 Liaison with the 3GPP is expected to be more controversial,
because the 3GPP has incorporated ECN into a number of its systems for real-time multimedia, and there is concern
that some of the approaches could be incompatible with the IETF’s end-to-end deﬁnition of ECN.
Also, the IETF tsvwg will be liaising internally with other IETF working groups, e.g. TRILL (which is already
engaged), the Network Virtualization Overlays (NVO) Working Group and the Internet Area WG (int), which is
responsible for the Generic Routing Encapsulation (GRE) and many other tunnelling protocols.

3.4

ECN Roadmap

Early experience of using ECN across the general Internet encountered a number of operational diﬃculties when the
network path either failed to transfer ECN-capable packets or inappropriately changed the ECN code points. Our
recent survey (in collaboration with external partners, see § 3.2) reported a growing number of network paths that at
least allow ECN code points to pass unhindered. Nonetheless, TCP with ECN enabled has not been used widely in
the current general Internet.
More recently ECN has been deployed in controlled environments - for example, within a data centre or within a
well-managed private network where routers can be conﬁgured to support ECN. In this context, Data Centre TCP
(DCTCP) has been proposed and is available within a range of operating systems. DCTCP is described in an Internet
Draft published by the authors. DCTCP was not intended for use in the general Internet, not because it would not
work at scale, but because DCTCP traﬃc would not co-exist with existing Internet traﬃc, so it would require all
end-systems and network nodes to be upgraded at once.
In the public internet, ECN is widely supported on servers, however turned oﬀ by default on clients, largely because,
during Microsoft’s early attempt to add ECN to Windows Vista, a number of home gateways black-holed ECN
connections or even crashed. A recent announcement from Apple has proposed turning on ECN on clients. On routers
there is currently hardly any deployment of ECN for marking ECN capable packets. Many Cisco router models
implement ECN, but no operators are known to have turned it on in production networks. ECN is now on by default
in (FQ-)CoDel in mainline Linux which can be expected to be deployed in home routers.
Section 3.1 highlights the beneﬁts that ECN deployment could provide. ECN being deployed now does not exploit
its full low latency potential. Classic ECN just removes the latency induced by losses, but not queuing. However
smart ECN techniques, such as the dual queue (§ 3.6), would involve interactions between network routers, servers
and clients. Therefore, RITE proposes the following roadmap for the large scale deployment of ECN to happen.
Step 1a: Socialize the Beneﬁts
As well as creating an IETF RFC on the beneﬁts of ECN (§ 3.1), various inherent beneﬁts of ECN have been a repeated
theme in many of the dissemination activities of the RITE project.
Step 1b: Establish the Deployment Baseline
Establish the existing extent of ECN deployment and the various path behaviours that could challenge ECN deployment. The RITE project has contributed to the most recent evaluation of ECN path support (§ 3.2), building on
earlier investigations.
Part of the reason for liaising between the IETF, IEEE and 3GPP (§ 3.3) has been to establish readiness for ECN and
the presence of any blockages, such as alternative uses of the ECN ﬁeld in data centres or mobile networks.
Step 2: Sender-only changes
RITE has developed a simple, easy-to-deploy update to TCP that may accelerate ECN deployment. This new mechanism is called the TCP Alternative Backoﬀ for ECN (ABE—see § 3.5). This has been implemented in Linux and has
been speciﬁed in an IETF Internet-Draft.
9 Due

to an oversight, the IETF had approved the statement, but omitted to send it until July 2015.
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Figure 3.3: ECN Roadmap
Activating ABE on the sender-side should incentivize clients and routers to enable ECN, because it improves throughput by solving the low utilization problem that PIE and CoDel suﬀer from in longer RTT scenarios.
Step 3: Updating routers
It is believed that network operators will need a highly compelling reason to deploy ECN in their networks, which in
many cases will also involve requiring their equipment vendors to implement ECN support.
It is possible that Apple’s initiative to turn on classic ECN in their devices could persuade operators to move, although
the mere absence of loss might not be a suﬃcient motivator. It is possible that ABE might give just enough extra
motivation to make operators move.
Nonetheless, we believe that operators need to be motivated by the end-game, in order to take the ﬁrst step. The
RITE project has expressed the full power of ECN in its ‘Data Centre to the Home’ demonstrator and testbed (§ 3.6).
We have demonstrated one of the new products it enables (Panoramic Interactive Video), which has already captured
the imagination of the marketing divisions of a number of companies, not least industrial partners in RITE. There is
even a possibility that operators might jump straight to the end-game (termed L4S for low latency, low loss, scalable
service) without passing through the ﬁrst step of classic ECN deployment.
The L4S service requires the following deployment sub-steps:
1. Accurate ECN feedback (§ 4.4) on both client and server, which is in the process of standardization in the IETF’s
TCPM WG;
2. An agreed Identiﬁer for L4S traﬃc (informal discussions have started in the IETF, but no formal proposal has
been made—see § 3.7.1);
3. Scalable TCP at least on the server designed to be safe alongside existing traﬃc (TCP Prague: § 3.7);
4. The DualQ Coupled AQM in at least the downstream bottleneck (§ 3.6).
One possible deployment scenario is that a network operator initially arranges all these steps, solely to provide L4S
service for its own value-added services. This would apply equally in DSL, cable or mobile scenarios, although we have
focused on DSL in RITE, where the Broadband Network Gateway (BNG) is downstream bottleneck.
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Another possible scenario is that L4S sees initial deployment in data centres, in order to deploy low latency DCTCP,
where legacy TCP traﬃc cannot be immediately removed. Such data centre deployment could enable more inter-data
centre use of DCTCP, and gradually migrate out to end-customers, perhaps starting with corporates.
Step 4: Further improvements
Once the latency beneﬁts of ECN have been realised through initial deployments, there will be plenty of follow-up
work to improve performance further and to build infrastructure to support production operations.
• § 3.7.2 lists some additional performance improvements that would become possible in TCP beyond the the
initial ‘safety-ﬁrst’ modiﬁcations (‘TCP Prague’).
• Beyond support for L4S in the main bottlenecks, support would also need to be added in secondary bottlenecks
(e.g. the buﬀer into the upstream link from residential gateways and/or from mobile devices). Also, in some
scenarios (e.g. data centres or layer 2 access networks such as PONs) the DualQ Coupled AQM might need to
be added in lower layers (§ 3.3 outlines RITE’s preparatory work for this eventuality).
• Some form of policing of the long term envelope of L4S is likely to be needed in the future, as pointed out in the
Recommendations on AQM that RITE co-authored (see § 2.1 and RFC 7567 in the associated appendix). This
includes methods for mitigating the impact of non-conformant and malicious ﬂows.
• There will also be a need for tools to enabling AQM (and ECN) deployment and to measure the performance (a
need also identiﬁed in RFC 7567).

3.5
3.5.1

Alternative Backoﬀ with ECN
Problem with current AQM mechanisms

The problem we face today is that modern AQM schemes can interact badly with the traditional TCP response
to congestion notiﬁcation. A common rule-of-thumb is to allocate buﬀering at least equivalent to a path’s intrinsic
“bandwidth delay product” (BDP) enabling TCP to achieve close to 100% path utilization. Yet the design goal of
AQM schemes, such as Controlled Delay (CoDel) and Proportional-Integral controller Enhanced (PIE), is to eﬀectively
instantiate a shallow bottleneck buﬀer with burst tolerance. So TCP performance suﬀers once a path’s BDP exceeds
the bottleneck AQM scheme’s eﬀective buﬀer size, whether congestion is signalled by packet loss or ECN.
3.5.2

Motivation behind ABE

While packet loss can be due to full buﬀers or the channel conditions, an ECN mark is an explicit indication of
the existence of an AQM on the path most likely to be the state-of-the-art AQM mechanisms such a CoDel or PIE
instantiating 5 ms to 20 ms shallow buﬀers by default. Therefore an ECN mark could induce a less conservative response
(in terms of multiplicative decrease factor) compared to packet loss, in order to achieve 100% path utilization.
3.5.3

Solution: Alternative Backoﬀ with ECN (ABE)

Step 2 of the ECN deployment roadmap outlined in § 3.4 introduces the Alternative Backoﬀ with ECN (ABE) mechanism as a simple and easy-to-deploy update to TCP that may accelerate ECN deployment before more sophisticated
and complex mechanisms can be deployed. ABE consists of a parameter change to TCP’s response to ECN Congestion
Experienced (CE) marks (β ecn , which is the multiplicative decrease factor used in response to an ECN mark) while
keeping the response to packet loss intact. ABE sets β ecn to derived recommended values from the evaluations of [36]
(see Appendix B.5) which are normally in the range of 0.7 to 0.85.

38

RITE
3.5.4

No. 317700

Evaluation of ABE

ABE has been evaluated under a variety of scenarios using real-life tests and simulations by RITE in collaboration with
an external partner. The results of our evaluations are recorded in [36] (see Appendix B.5). Using a mix of experiments,
theory and simulations with standard NewReno and CUBIC ﬂows, our evaluations show signiﬁcant performance gains
in lightly-multiplexed scenarios (common on the access links), without losing the delay-reduction beneﬁts of deploying
CoDel or PIE. ABE is a sender-side-only modiﬁcation that can be deployed incrementally (requiring no ﬂag-day) and
oﬀers a compelling reason to deploy and enable ECN across the Internet. ABE has also been oﬀered for standardization
in the IETF as [37] (see Appendix B.4) and been presented to the IETF TCPM working group. Based on the
recommendation from TCPM WG chairs, RITE partners plan to pursue ABE’s standardization activities through the
ICCRG.
The detailed description and evaluation of ABE mechanism concerns only end-system changes, so it is presented in
Section 6.1 and Appendix E of D1.3, although it is also included in Appendix B.5 for convenience. It would not
be appropriate to discuss the ABE evaluation results in this deliverable, since ABE mechanism is a sender-side only
change and does not constitute any change to the network.

3.6

Coupled AQMs for mixed Congestion Controls

This section presents a Dual Queue Coupled AQM that both exploits the results of the discussions on Immediate ECN
presented in previous deliverables d2.1 and D2.2 and the initial ideas on Coupling AQMs as described in D2.2. We
selected the most promising Coupled AQM scheme supporting coexistence between Classic and Low Latency congestion
controllers as it was also the most simple to implement. We also took advantage of the fact that Data Centre TCP
was available, implemented on diﬀerent platforms and had already quite some properties as we had foreseen for a low
latency congestion controller. As a result, by only providing network support for it, we could arrange a deployable
scenario for a low latency service in a controlled environment such as for instance from the Data Centre to the Home.
This work is described in a paper under submission, titled ”’Data Centre to the Home’: Ultra-Low Latency for All”
[42]. Also an IETF draft (draft-briscoe-aqm-dualq-coupled-00 [43]) was submitted to the AQM working group to
deﬁne the DualQ Coupled AQM as a standardized AQM. For full detail of this work we refer to the paper and IETF
draft in appendix (see Appendix B.7 and Appendix B.8). This section will give a top-level overview of its content.
3.6.1

The Low Loss, Low Latency and throughput Scalable (L4S) service

The DualQ Coupled AQM uses two queues for two services: ”Classic” and ”Low-Latency, Low-Loss and Scalable”
(L4S), denoted resp. by subscripts ’C’ and ’L’. The ’Classic’ service is intended for all the behaviours that currently
co-exist with TCP Reno (TCP Cubic, Compound, SCTP, etc). The ’L4S’ service is intended for DCTCP traﬃc but
it is also more general, it will allow a set of congestion controls similar to DCTCP (e.g. Relentless) to evolve.
In our tests, we use DCTCP unmodiﬁed, despite its known deﬁciencies (listed as further work in § 3.7). Our focus is
on getting the network service in place. Then, without any management intervention, applications can exploit it by
migrating to scalable controls like DCTCP, which can then evolve while their beneﬁts are being enjoyed by everyone
on the Internet (See Step 2 of the ECN roadmap presented in § 3.4).
3.6.2

Dual Queue for Low Latency

To achieve low latency for L4S traﬃc in the presence of Classic traﬃc, we deﬁned a Coupled AQM across two queues
as shown in Figure 3.4.
When multiple queues are used, a mechanism for classiﬁcation and scheduling must be deﬁned. A very simple
classiﬁcation is based on ECN capability. If the ECN ﬁeld in the IP header is not cleared, we classify the packet into
the L4S (L) queue, otherwise into Classic (C). More sophisticated classiﬁcation might be necessary if also classic traﬃc
is using ECN (see § 3.4). To minimise latency for L4S traﬃc, we schedule the L4S queue with strict priority, and the
Classic queue only when the L4S queue is empty.
To control the prioritized L4S traﬃc, the ECN signal from the L4S queue is coupled to the queuing time of the Classic
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Figure 3.4: Dual Queue Coupled AQM
queue. The coupled feedback ensures that ﬂows share capacity correctly across the two queues and that the L4S queue
size remains enough empty to provide scheduling opportunities for keep the Classic ﬂows. Whenever there are packets
in the Classic queue, the coupled ECN feedback that the L4S queue emits already depends on its own utilisation (via
the Classic queue). However, the L4S queue needs to be able to emit ECN signals if L4S load causes the L4S queue
itself to grow, particularly if there is no Classic traﬃc to generate any coupled feedback. For now, in addition to any
coupled feedback, the L4S queue applies a shallow step function without any smoothing delay, as used for DCTCP in
data centres. Further work is needed to explore potentially more optimal L4S-only AQM strategies.
As explained in D2.2 the Classic traﬃc needs a squared drop probability to be throughput aligned with the L4S traﬃc.
When there is traﬃc in both queues, (2) gives the applied coupling between the drop and marking probabilities. For
implementation eﬃciency, we approximate the denominator by an integer power of 2.
pC =

 p 2
L

2k

(2)

The resulting coupled AQM needs just 2 parameters for each queue. For the Classic queue:
• SC : To convert the current Classic queue sojourn time into a dropping probability in the range [0, 1) requires
a scaling parameter. To make multiplication eﬃcient, we use an integer power of two, so we deﬁne the slope of
the AQM’s square curve, relating Classic queuing time to drop probability from the Classic queue as 2SC ;
• f : To support smoothing the sojourn time of the Classic queue and make multiplication eﬃcient, we will use an
integer power of two for the EWMA constant, which we deﬁne as 2− f .
For the L4S queue:
• S L : As for the Classic queue, we deﬁne the slope of the AQM’s marking function as 2SL ;
• T: The queue size at which step threshold marking starts in the L4S queue.
For the classic drop based queue he sojourn time is averaged (denoted by the capital QC ), the L4S traﬃc gets immediate
feedback without averaging or delays.
The queuing time of the Classic queue drives the marking probability of L4S packets and dropping probability of Classic
packets with a linear intensity based on the scaling parameters S L and SC . For either case, 2−SL or 2−SC represent the
queuing time in the Classic queue at which marking or dropping probability reaches 100%. The diﬀerence in marking
intensity k = S L − SC represents a coupling rate weight factor between the two queues, but it is not an additional
parameter. Some value has to be chosen for k in (2) to relate the rates of L4S and Classic ﬂows, given the possible
discrepancy between their RTTs. This is a policy decision for the network operator. In our experiments, we adopted
the throughput equality policy to allow an easy comparison of the results. However, there is no implication that
this policy is recommended. Taking all factors into account, k = 0 might be a good recommendation for the general
Internet. It will promote the migration to L4S for all traﬃc.
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The pseudocode in Algorithm 1 summarises the implementation for scheduling and dequeuing a packet. The Linux
implementation of our AQM, L4S and Classic together consume fewer instructions per packet than even the simplest
form of RED.
Algorithm 1 Dequeue for Dual Queue Coupled AQM
1: if lq.dequeue(pkt) then
2:
if (lq.len() > T ) ∨ ((cq.time() << S L ) > rnd()) then
3:
mark(pkt)
4:
end if
5:
return(pkt)
6: end if
7: while cq.dequeue(pkt) do
8:
QC += (pkt.time() − QC ) >> f C
9:
if ( QC << SC ) > max(rnd(), rnd()) then
10:
drop(pkt)
11:
else
12:
return(pkt)
13:
end if
14: end while

3.6.3

. return the packet and stop here
. C EWMA
. Squared drop, redo loop
. return the packet and stop here

Evaluation

We have evaluated the proposed DualQ AQM mechanism in ALU video testbed that provides a realistic setting, and
that allows to run repeatable experiments (controlled environment). Figure 3.5 depicts the testbed, which consists of
a classical residential service delivery network. The client computers in the home network and the application servers
at the global ISP are Linux machines, which can be conﬁgured to use any TCP variant and start applications and test
traﬃc. The two client-server pairs (A and B) are respectively conﬁgured with the same TCP variants and applications.
Instead of in the BNG internally, a Linux server (AQM server) is used to create the per customer bottleneck and to
implement the DualQ Coupled AQM before that bottleneck.

Figure 3.5: Testbed conﬁguration
To assess our primary objective (long term throughput equivalence), we performed experiments on diﬀerent AQMs
with long-running ﬂows. We used steady ﬂows not as an example of a realistic Internet traﬃc mix, rather as a situation
where starvation can typically occur. We also evaluated the AQMs under dynamic load to verify the impact of low
latency and loss on completion time of short ﬂows. The results are plotted in Figures 3.6 for TCP Cubic and DCTCP
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ﬂows. On each client 0 to 10 ﬁle downloads are started from its matching server, resulting in 120 combinations. Each
combination ran for 250 s and the throughput for every ﬂow (average per second) is plotted in the ﬁrst matrix, and
the queuing delay CDF (based on sojourn time for every packet) in the second matrix. The row and column labels
indicate the TCP variant (C:Cubic, D:DCTCP) followed by the number of active ﬂows on the respective client-server
pairs.
Our DualQ Coupled AQM is able to guarantee equal throughput between DCTCP and Cubic ﬂows. It deviates slightly
due to the Classic Q size, which grows on higher load, resulting in less throughput for the Classic ﬂows, and is smaller
at lower load, resulting in a higher throughput for the Classic ﬂows. DCTCP clearly has a smaller throughput variance
than Cubic ﬂows. Also the queue variation is very high for Cubic, compared to the hardly noticeable step function
for DCTCP.

Figure 3.6: Per ﬂow throughput and Queue Delay CDF on the DualQ Coupled AQM for long ﬂows
D: Number of DCTCP ﬂows (blue), C: Number of Cubic ﬂows (red), N: the number of ﬂows.

To assess the dynamic behaviour, 25 load combinations were tested on the client-server pairs. Figures 3.7 show the
results for these dynamic experiment. The row and column labels (X0+L; X0+H, X1; X1+L; X1+H) indicate TCP
variant (X=C,D), the number of long-running ﬂows (0 to 1), and the dynamic load level which is an exponential
arrival process with 10 (L=low load) or 100 (H=high load) average arrivals per second (or none), requesting a Pareto
distributed download size α = 0, 9 with a minimum size of 1KB.
In the completion time results for Cubic, we see 2 levels of timeouts: at 1 s (due to lost SYN) and 300 ms (due to
lost FIN). The current DCTCP implementation uses ECN for all packets, avoiding these timeouts.
Comparing the Cubic completion times with the DCTCP completion times, we can again conclude that our DualQ
AQM can maintain the stunningly low queuing delays for L4S traﬃc, without sacriﬁcing the delay for the Classic
ﬂows. Parallel long running DCTCP ﬂows can achieve a reasonable but not optimal link utilisation because it reduces
the throughput more appropriately on congestion signals, but can only regain the available capacity incrementally
when a short ﬂow ends. One issue with DCTCP also becomes apparent for ﬂows bigger than the initial windows size
of 10. As marking probability is much higher, slow start will get consistently prematurely interrupted. A good result
is that no slow start overshoot is detected (zero Q delay), but it leads to unnecessarily longer completion times for the
medium sized ﬂows. The outcome suggests that a gradual slow start exit scheme is possible. These observations were
taken into account for deﬁning an optimal L4S congestion controller, listed in § 3.7.
We also compared the results of our AQM with other reference scenarios, including other state of the art AQMs
available in Linux. See the full paper attached in the appendix. No other mechanism could achieve comparable
completion times with such low self-inﬂicted delay, even not with per ﬂow queuing schedulers (FQ-X) that identify
ﬂows in the network.

42

RITE

No. 317700

Figure 3.7: Completion times, Class throughput and Queue delay CDF on the DualQ Coupled AQM for dynamic load
D: Number of DCTCP ﬂows (blue), C: Number of Cubic ﬂows (red), L: 10 exponential arrivals per second, H: 100
exponential arrivals per second.
Green = theoretical minimal completion time or total throughput, showing utilisation.

3.7

TCP Prague: Low Loss, Low Latency, Scalable and Safe

The TCP-PRIme work in deliverable 2.2 described mechanisms to improve congestion control optimized for low latency.
During the validation of our DualQ Coupled AQM, we used DCTCP for the L4S traﬃc, as it was available and had
the right properties based on the analysis that we did also in the context of the Coupled AQM work. Especially its
throughput scalable marking property (under non-on/oﬀ marking) and its support for immediate network marking
inspired us to use DCTCP. We knew that DCTCP was not designed for coexistence with Internet traﬃc, and there
were signiﬁcant deﬁciencies or at least non-optimalities with respect to our low latency objectives, but using a TCP
implementation with mainstream availability, supported on several platforms (including a commercial one—Microsoft
Windows Server) would help with the acceptance of our work. Testing and evaluation with DCTCP worked surprisingly
well, but it conﬁrmed our concerns, and we were able to identify additional issues that would need improvement in
our target L4S congestion controller.
This section describes the list of possible improvements to DCTCP. A ﬁrst set is required for compatibility and safe
Internet deployment as it may harm other traﬃc. A second set of improvements can be considered for enhancing the
performance of DCTCP when deployed in the bigger Internet context. These improvements can be done in parallel
and become active when the network starts to supports the Coupled AQM concept.
We proposed a draft of this list at an ad hoc meeting of about 30 people interested in developing DCTCP, including
developers of all the major operating systems. The meeting was held in July 2015 at the Prague IETF. The participants
developed the list into the form below and decided to call the new initiative ‘TCP Prague’ [44].
3.7.1

Improvements to prevent harm to other traﬃc

3.7.1.1 Fall back to Reno or Cubic behaviour on loss Currently due to incorrect code in the Linux implementation of DCTCP, no distinction is made between a loss and an ECN signal. On detecting a loss, DCTCP reduces its
window by the same small amount as it would with a mark This makes the congestion signal more frequent than with
Classic TCP, so the retransmission load is much higher, resulting in signiﬁcantly more aggressive behaviour. Without
the bug, Linux DCTCP was intended to respond to loss as Classic TCP. Such a less aggressive and loss compatible
response allows a gradual upgrade of congested bottlenecks. Whether the other platforms (Windows, FreeBSD) fall
back correctly will need veriﬁcation in our testbed.
3.7.1.2 Negotiate Accurate ECN feedback semantics For an L4S sender, a pre-requisite is accurate ECN
feedback, which feeds back the extent of marking not just the existence of at least one mark per RTT, which is all
classic ECN uses. Given these altered feedback semantics are a change to the TCP wire protocol, they need to be
negotiated. Such an eﬀort is well-advanced in the IETF in collaboration between RITE partners and others (see § 4.4
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and the IETF documents in its associated appendices [45, 46]).
3.7.1.3 Standardised packet identiﬁer In a situation where Classic ECN and L4S ECN capable ﬂows are
passing a network bottleneck, the AQM needs to be able to identify whether Classic or L4S classiﬁcation, marking
and scheduling is required. For this a packet identiﬁer will need to be standardised.
Currently two proposals are under discussion in IETF. The ﬁrst proposal would let L4S senders use the ECT(1)
codepoint as an initial mark. The disadvantage of this is that the CE codepoint would be shared, and once a packet
is marked it cannot be classiﬁed anymore. Classifying all marked packets as L4S would be a possible compromise.
Classic Traﬃc has very little marked packets, and would beneﬁt from the faster prioritised congestion notiﬁcation,
but potential out of order delivery of the marked packets might cause unwanted side eﬀects.
A second proposal is to use a newly deﬁned Diﬀserv codepoint for L4S. L4S could start oﬀ in controlled environments
only, where the Diﬀserv codepoint and appropriate L4S handling could be supported wherever required. A network
operator could use L4S for its premium services, or support L4S traﬃc to selected partners. A disadvantage of this
approach is that the default behaviour for best eﬀort networks is to bleach DSCPs. Therefore, the receiver can identify
if L4S service is supported end-to-end, but in inter-domain scenarios, the service would only work in the ﬁrst network
on the path. Later, if classic ECN all migrates to L4S, the ECN capability alone could become a suﬃcient identiﬁer.
Unlike Diﬀserv, ECN is deﬁned to propagate unchanged between networks.
3.7.1.4 Handle a window of less than two segments One of the observations when evaluating the DualQ
Coupled AQM was that the minimum window of 2 packets causes a standing queue when the RTT is low. If every ﬂow
has at least 2 packets in ﬂight, and the bandwidth delay product (in units of packets) is smaller than twice the number
of ﬂows, the excess packets will end up in the bottleneck queue. This is a problem for the L4S queue in the DualQ
Coupled AQM, as it will never get empty, even when marking 100%, the Classic traﬃc will starve. A solution for the
starvation of Classic traﬃc is possible in the AQM itself (for instance scheduling based on a biased maximum sojourn
time instead of with strict priority—see Appendix B.8), but this will not prevent pollution of the ultra low latency
queue. Therefore DCTCP and TCP Prague senders (at least) should support pacing for sub minimum segment size
windows, to prevent excessive standing queues in the network.
3.7.1.5 Heuristic testing for classic ECN bottlenecks If, despite every measure taken to prevent incorrect
marking, L4S traﬃc is handled by a Classic AQM, senders could fall back to Classic congestion control, if this situation
can be detected. Alternatively an optimistic deployment strategy can be taken assuming that the end-points need to
detect if the current bottleneck is using Classic ECN. The idea would be to detect a Classic bottleneck by whether
appreciable delay growth accompanies the marking.
3.7.2

Improvements optimising latency

3.7.2.1 Average ECN feedback over its own RTT Current DCTCP implementations apply exponential moving window averaging with a ﬁxed value. The goal should be that ECN feedback is averaged over its own RTT, not the
hard-coded RTT suitable only for data-centres. Another possible solution is to reduce the window by half a segment
size per ECN Echo, similar like Relentless TCP [47]. This might be needed to support larger RTTs which are common
on the Internet.
3.7.2.2 Proportional slow start Currently DCTCP exits slow start as Classic TCP would, when receiving a
single congestion signal. Another observations when evaluating the DualQ Coupled AQM was that DCTCP ﬂows due
to more frequent congestion feedback (in the order of several per RTT) have a higher probability to exit slow start
too soon, unnecessarily increasing completion time. As a result DCTCP ﬂows underperform for medium sized data
transfers. Also during slow start a response proportional to congestion should be applied, resulting in a gradual exit
from slow start.
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3.7.2.3 Faster than additive increase DCTCP is reacting proportionally to multiple signals per RTT to congestion. This is important to avoid buﬀer build-up in the network. If for multiple RTTs no congestion signal is received,
it might suggest that a faster increase is appropriate. This is important to also preserve a good utilisation if link
capacity becomes available again and shallow queues are used.
3.7.2.4 RTT independent throughput From our TCP-PRIme work we coined the idea to have a TCP congestion controller which send with a rate only dependent on the marking probability and not dependent on the RTT.
Large queues in the network have also advantages. Next to the obvious link utilisation advantage, its RTT fairness
equalisation role is less appreciated. Large queues help all ﬂows to experience a similar RTT. If the queue is dimensioned according to the largest delay to support (RM), the maximum RTT unfairness is only 2. A ﬂow with a
theoretical base RTT of 0 will experience a RTT of RM, and a ﬂow with a base RTT being RM will experience an RTT
of 2*RM. When queues in the network are very small, they lose their equalisation role, and an alternative solution is
needed to take over this role, preferably in the endpoints. In our TCP-PRIme work we proposed measuring marks
per ﬁxed time interval to determine the sending rate or window, or to measure the RTT to compensate the rate or
window, aligning it with a reference RTT.
3.7.2.5 Pacing As deﬁned above, pacing small windows is already essential to preserve a low queuing delay. Also
application limited ﬂows can cause large bursts if a large window is available after some idle time. Pacing will be
required if we want to avoid such bursts for our L4S traﬃc, especially for ﬂows with larger base RTTs, requiring larger
windows.
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Getting up to Speed (GUTS) Fast

Internet transport protocols have to be designed on the basis that each time a ﬂow starts the available capacity is
unknown. Even a re-start after idling cannot assume the capacity or other traﬃc has remained unchanged. So senders
universally use some variant of the TCP slow-start algorithm, which sends an initial handful of packets, waits for
feedback, then doubles how much it sends in each subsequent round as long as it has sensed no losses in the feedback.
Over the years, every doubling of bottleneck capacity has added another round trip of delay before slow-start can
exploit it.
Slow-start, with various optimizations, has been considered as an acceptable compromise between acceleration and
overshoot. However, slow-start does not scale. Over the years, every doubling of bottleneck capacity has added another
round trip of delay before slow-start can exploit it. This would not be a problem if ﬂow sizes in the Internet would
double as fast as link capacity doubles. With larger link capacity, larger transfers become feasible, but it does not
follow that all the demand for the smaller ﬂows disappears. Therefore an ever-growing proportion of a typical user’s
sessions become limited by slow-start, not capacity. The longer we fail to solve this ﬂow-start problem, investing in
capacity will make less and less diﬀerence to more and more people.

4.1

What Use is Top Speed Without Acceleration?

The aim of this activity to show that getting up to the speed is becoming a major component of latency as the network
links get faster. This activity started with quantifying the latency penalty from the start-up phase of typical Internet
transfer through evaluating a model of the start-of-the-art slow-start dynamics and characterising the typical ﬂow
lengths. Both Deliverable 1.1 and 2.2 discuss the slow-start model where we modeled the average rate of a single TCP
ﬂow for diﬀerent bottleneck capacities in order to show how the slow-start problem inﬂuences the performance. In
our analysis, for example, we show that unless a ﬂow becomes larger than 1 MB, it hardly even starts to exploit a
dedicated 80Mb/s link. The problem becomes much worse if the round trip time is longer. For example, if the round
trip time increases ten times, only ﬂows 10 times larger than the 1 MB one can start to make use of 80Mb/s capacity.
In order to substantiate the slow-start model we also carried out a longitudinal study of the typical ﬂow lengths in
the Internet using a decade of traces collected by Cooperative Association for Internet Data Analysis (CAIDA) [48].
Our study suggests that the distribution of ﬂow sizes is not changing much as capacity grows. The majority of ﬂows
is short in size and has hardly changed over time.
The work since deliverable 2.2 has further analysed the CAIDA traces to identify parallel ﬂows in access links. The
major outcome of the analysis is that most of the time the access link is empty when a new ﬂow arrives which suggest
the potentiality of a better ﬂow start-up scheme to utilise the idle capacity. One of the limitation of CAIDA traces is
that these measurements are taken at the peering points, and therefore do not see CDN traﬃc within ISPs. We also
have supplemented the trace analysis with newer traces collected at the Norwegian University of Adger. The result
based on analysing the university traﬃc is consistent with CAIDA’s.
Furthermore, in this activity, a scaling model has been produced, supported by the analysis of CAIDA traces to show in
which dimensions traﬃc has been scaling over the last decade. According to the model, the capacity increase of network
links can be used to absorb larger ﬂows or more simultaneous ﬂows with an expectation that increases in capacity
should make individual ﬂows faster. Based on our longitudinal analysis of CAIDA traces, as there is no clear change
of either the ﬂow size distribution or number of parallel ﬂows distribution, an additional speed-up of Internet ﬂows
can only be achieved using better ﬂow start-up mechanism to utilise the increasing capacity investment. The whole
analyses has been drafted in a paper titled “What Use is Top Speed without Acceleration?” (see Appendix C.1 ). In
this paper we have also shown that the impact of the ﬂow start-up limitation largely depends on the value-judgements
for diﬀerent ﬂow sizes as well as quality requirements to users.

4.2

Existing GUTS solutions

Very brieﬂy in Deliverable 1.1 and in detail in Deliverable 2.2, we surveyed existing attempts to solve the ﬂow start-up
limitation. Deliverable 2.2, using scaling analysis, further showed why existing unilateral proposals of tuning the
start-up mechanisms (e.g. by opening multiple ﬂows or using larger initial window) would not scale indeﬁnitely. For
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example, to keep up with the capacity increase, the number of parallel ﬂows would have to grow more than exponentially
over time—- the number of ﬂows has to scale faster than capacity growth, which itself increases exponentially over
the years. Besides, using a large number of ﬂows introduces other problems like ﬂow-state memory exhaustion in
servers and NATs, as well as the multiple initial windows overﬂowing buﬀers on slower links. The deliverable also
explained that those solutions (e.g. RCP [49], XCP [50]) that could scale are inherently not incrementally deployable
and therefore not feasible for the Internet. For example, RCP and XCP require all traﬃc to use the new scheme and
require a new packet header, which are not feasible to deploy in the general Internet. Please see Appendix C.1 for
the whole analysis of existing attempts to solve the getting up to the speed problem. According to our analysis, there
appears to be no feasible solution. This implies that if we are at the limit of host-only solutions, changing the network
interface is an industry co-ordination problem of epic proportions.

4.3

Up to Speed with Queue View (QV)

The central idea of Queue View is for buﬀers on the path to continuously encode the length of their queue by setting
markers in the explicit congestion notiﬁcation (ECN) ﬁeld in packet headers. Figure 4.1 shows packets arriving at a
queue with ECT(0) set in the 2-bit ECN ﬁeld of the IP header, represented by the tag ‘0’. ECT(0) is the name of the
‘10’ codepoint that a sender with an ECN-capable transport (ECT) must set by default according to RFC3168 [38].
In the remainder of this work, we will use ‘0’ to represent ECT(0) and ‘1’ to represent ECT(1), which is the term for
the ’01’ codepoint, currently set aside for experimental use. The ‘0’ & ‘1’ terminology also generalises the discussion
to include any similar pair of codes in protocols other than IP.
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Figure 4.1: QV: the idea. Only one zero at a time in the queue makes the spacing between zeroes into a measure of
queue. length
Solely for illustration purposes, the ﬁgure divides time into slots along the horizontal axis and one equal sized packet
leaves the buﬀer in each slot. Then, whenever more than one packet joins the queue within a timeslot (shown with
thicker borders), the queue grows. Actually the approach does not use time-slots and works just as well with variable
sized packets.
4.3.1

QV: Status

QV was presented in the internal deliverable D2.2. Due to pressure of other RITE activities this work was reduced
in priority and no further progress is planned before the end of the project. The work on QV so far is included in
Appendix C.1 as a public record. This appendix ends with a list of further work needed, and the status of each item.
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Generic Accurate ECN Feedback in TCP

The introduction of the GUTS section (Section 4) showed how scaling the performance of the Internet will become
increasingly limited by the ability to get up to speed fast. And it was further shown that all attempts so far to work
round the problem will not be able to scale (Section 4.2). The problem is the lack of visibility of available capacity
when a data ﬂow ﬁrst starts, because available capacity can change within milliseconds as other ﬂows come and go.
This is essentially a problem of lack of information at the interface between the host and the network—that is the
interface between the network layer and the end-to-end transport layer.
In Section 4.3, Queue View (QV) was introduced as a possible solution to this problem. By using one of the last
available codepoints in the IP header, QV reveals more accurate and instantaneous information to the data receiver
about available bottleneck capacity. In order for the sender to be able to use this additional information, the end-to-end
protocol for feeding back such information from the receiver to the sender has to be upgraded. Many of the more
modern transport protocols already provide accurate ECN feedback information (e.g. DCCP, SCTP, RTP-UDP). But
the most widely used transport, TCP, does not, and the alternative transport protocols have proved nearly impossible
to deploy through middleboxes.
Because of the way ECN was originally speciﬁed for TCP, only one feedback signal can be transmitted per Round-Trip
Time (RTT). This is suﬃcient for pre-existing TCP congestion control mechanisms that perform only one reduction
in sending rate per RTT, independent of the number of ECN congestion marks. However, QV is one of a number of
recently proposed or deployed mechanisms that need more accurate ECN feedback than ‘classic’ ECN [38] to work
correctly. The other mechanisms include two initiatives on the IETF’s standardisation agenda: Data Centre TCP
(DCTCP [51]) and Congestion Exposure (ConEx [52]). This is fortunate, because there is a very high bar to changing
TCP, given it is critical to the functioning of the Internet. So having multiple players all wanting change, increases
the pressure for the IETF to work on it.
4.4.1

Accurate TCP-ECN Feedback: Status

At the very start of the RITE project (October 2012), we started the process of persuading the IETF to modify TCP to
include more accurate ECN feedback. This involved persuading the IETF’s TCP maintenance and Minor Modiﬁcations
(tcpm) WG to charter a work-item to specify the requirements for such a change. Ten draft revisions later this has
been approved and published as RFC 7560 [45], which is also included in Appendix C.3. In parallel, we have been
developing technical proposals on how to meet the requirements. The IETF would not charter standardisation of such
work until the requirements were approved. However, now the requirements RFC is approved, we expect the current
negotiations with the working group chairs to succeed in chartering this work item.
In D2.2 we included and described version 03 of our technical proposal to add more accurate ECN feedback to TCP.
It used a number of ingeneous coding techniques to squeeze 3 counters into a 3-bit ﬁeld and it overloaded the rarely
used 16-bit Urgent Pointer with optional supplementary information adding more signiﬁcant bits to the 3-bit ﬁeld
plus information about the order of arriving codepoints. It satisﬁed all the measurable requirements (as they stood at
that time), which was an impressive feat, because it was generally believed that tradeoﬀs would be needed because all
the requirements taken together were very challenging. However, we received reactions like “Too complex’, “If I can’t
get the main idea in one slide, it’s not going to ﬂy,” or “I have tried, but I cannot understand it”.
Having ‘gone back to the drawing board’ we have made a diﬀerent set of tradeoﬀs for version 04 [46], which has been
submitted to the IETF (it is included in Appendix C.4. Table 4.1 summarises how it scores against each requirement
(the column headed AccECN-04). As with version 03, the scoring is given with and without the supplementary AccECN
TCP Option, which be stripped by an incorrectly designed middlebox as it traverses some Internet paths. The table
also shows how alternative approaches score for comparison, including our previous attempt (headed AccECN-03). It
will be seen that we believe that the new version (04) is much simpler, but it consumes more option space (‘overhead’),
while on all other dimensions it scores equally to version 03.
The new version (04) of the Accurate ECN protocol is now in the process of being implemented in the Linux kernel
(by Mirja K’́uhlewind) outside the RITE project). The long process that was needed to sense the IETF’s preferred
tradeoﬀ between requirements has meant that evaluation of the ﬁnal design might not be possible before the end of
the RITE project. Nonetheless, the wait has been worthwhile, because we now believe we have found the right set of
tradeoﬀs to satisfy the IETF and Linux communities—a thoroughly evaluated but unwanted solution costs more and
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Table 4.1: AccECN Protocol Features and Comparison with Alternatives
Scored from very positive ++ through neutral o to very negative - ∗ Compatible with an independent zero-overhead integrity solution [53]
is worth less than a solution that has the potential for considerable impact.
At the IETF in Prague in July 2015, we convened an ad hoc ‘Birds of a Feather’ meeting of those interested in
implementing the necessary modiﬁcations to DCTCP to make it safe to use on the public Internet. It exploited the
excitement that the RITE demonstration of ultra-low latency queuing using DCTCP over the public Internet (‘Data
Centre to the Home’, see subsection 3.6). The meeting had two goals: i) to agree a list of necessary but suﬃcient
of modiﬁcations; and ii) to identify those interested and create the necessary community coordination mechanisms
(mailing list, wiki etc). Although the meeting was convened in less than 24 hours, it attracted over 30 people, including
the TCP and/or DCTCP implementers from all the major operating system developers (Windows, Linux/Google
Android, FreeBSD/Apple iOS). One delegate (from Google) remarked that all the designers and implementers who
control the behaviour of nearly 100% of the Internet’s traﬃc were in the room. The minutes of the meeting are
available online [44].
A robust replacement for the Accurate ECN Feedback in DCTCP was high on the agreed list. It was agreed to
use the IETF processes to coordinate the design and implementation of this new evolutionary branch of TCP, to
be called ‘TCP Prague’. Therefore, once the AccECN design has stabilised, we can expect multiple independent
implementations, and the meeting discussed how they will be evaluated — primarily by organising interop sessions.
4.4.2

Accurate TCP-ECN Feedback: High Level Overview

Figure 4.2 gives a high level overview of the new AccECN protocol design. As with the previous version, it is divided
into an essential part (the 3-bits coloured green) and a dispensible supplementary part (the AccECN TOP Option
coloured orange). The 3 bits are used during TCP’s initial handshake to negotiate use of the AccECN capability or
otherwise to fall-back to the most advanced form of ECN that both ends support.
Once negotiation has been successful, these three bits are overloaded as a 3-bit ﬁeld (‘ACE’ in the inset of the ﬁgure)
that repeatedly communicates the 3 least signiﬁcant bits of the Data Receiver’s count of how many ECN marks it has
seen. Obviously, a 3 bit counter will wrap frequently, and loss of ACKs might mean the Data Sender misses a whole
cycle of the ﬁeld (see the draft in Appendix C.4 for how cycling of the ﬁeld is sensed and other details of the necessary
safety measures).
The supplementary AccECN Option provides suﬃcient space for up to three 24-bit counters (one for each ECN
codepoint). This is the cause of the extra overhead, but it is suﬃcient for a more dependenable feedback channel — it
would be highly unlikely that a whole cycle of a counter could go unnoticed due to a long string of losses. The extra
space is also suﬃcient for feedback in bytes, rather than packets. Again, full details are in the draft (Appendix C.4).
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Figure 4.2: Placement of AccECN Fields within the TCP Header
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Conclusions

ECN Beneﬁts
ECN path support evaluation
Guidelines for Adding ECN to Protocols that Encapsulate IP
ECN Roadmap
ABE: Alternative Backoﬀ with ECN
Coupled AQMs for mixed Congestion Controls
TCP Prague: Low Loss, Low Latency, Scalable and Safe

§ 3.1
§ 3.2
§ 3.3
§ 3.4
§ 3.5
§ 3.6
§ 3.7

What Use is Top Speed Without Acceleration?
Existing GUTS solutions
QV: Up to Speed with Queue View
Generic Accurate ECN Feedback in TCP

§ 4.1
§ 4.2
§ 4.3
§ 4.4

3
3
3
3
3
3

Evaluation

Prototype Tool

3

3
3
3
3
3
3
3
3

Guidelines

§ 2.1
§ 2.2
§ 2.3
§ 2.4
§ 2.5
§ 2.6
§ 2.7
§ 2.8
§ 2.9
§ 2.10
§ 2.11

Standardisation

AQM Recommendations
AQM Characterisation Guidelines
Comparison of self-tuning AQM algorithms
Constraints on AQMs from TCP: Insights from Curvy RED
Review of PIE for the IETF
Impact of scheduling on AQM performance
Rural AQMs
Interaction between Lower-than Best Eﬀort & AQMs
AQM detection active measurement tool
MADPIE: Maximum and Average queuing Delay with PIE
Discussion on squared AQMs

Prototype
parameterization

§

Prototype
Development

This deliverable has summarized the reduction in Internet latency from modiﬁcations to the interface (implicit or
explicit) between networks elements and end-systems. The status of each prototype development, evaluation or
production of a standard or a guideline has been outlined. Table 5.1 summarises all the activities, showing whether
they involved development of a prototype, a re-parameterization of existing prototype code, or development of new
prototype tools. It shows which activities involved evaluation (whether evaluation of our own prototype or of the code
of others), whether the outcome is being pursued for standardisation and/or whether it meets our intention to issue
guidance to the industry on how to reduce latency.

3
3

3
3
3

3

3
3

3
3

3
3

3

3
3

3
3
3
3
3

3

3
3
3
3

Table 5.1: Categorization of the Types of Activity in this Report
Collectively, the work summarized above has signiﬁcantly contributed to reducing Internet latency and we believe
it thoroughly satisﬁes all the objectives identiﬁed for WP2 in the Description of Work for the RITE project. As
promised, we have delivered both immediate incremental steps to reduce latency in speciﬁc circumstances, and a full
system to nearly completely remove queuing latency without losing utilization, with zero loss, zero conﬁguration and
management and incremental deployability over the current Internet.
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Active Queue Management Publications

In this appendix the publications of the Active Queue Management activity are included:
• F. Baker and G. Fairhurst, “IETF recommendations regarding active queue management,” Internet Draft, RFC
7567, 2015. [Online]. Available: http://tools.ietf.org/html/draft-ietf-aqm-recommendation
Abstract: This memo presents recommendations to the Internet community concerning measures to improve
and preserve Internet performance. It presents a strong recommendation for testing, standardization, and
widespread deployment of active queue management (AQM) in network devices, to improve the performance of
today’s Internet. It also urges a concerted eﬀort of research, measurement, and ultimate deployment of AQM
mechanisms to protect the Internet from ﬂows that are not suﬃciently responsive to congestion notiﬁcation.
The note replaces the recommendations of RFC 2309 based on ﬁfteen years of experience and new research.
• N. Kuhn (Ed.), N. Khademi (Ed.), P. Natarajan (Ed.), and D. Ros, “AQM Characterization Guidelines,” Internet
Draft draft-kuhn-aqm-eval-guidelines, work in progress, May 2015. [Online]. Available: http://tools.ietf.org/
html/draft-ietf-aqm-eval-guidelines
Abstract: Unmanaged large buﬀers in today’s networks have given rise to a slew of performance issues. These
performance issues can be addressed by some form of Active Queue Management (AQM) mechanism, optionally
in combination with a packet scheduling scheme such as fair queuing. The IETF Active Queue Management and
Packet Scheduling working group was formed to standardize AQM schemes that are robust, easily implementable,
and successfully deployable in today’s networks. This document describes various criteria for performing precautionary characterizations of AQM proposals. This document also helps in ascertaining whether any given AQM
proposal should be taken up for standardization by the AQM WG.
• A. B. Bagayoko, G. Fairhurst, N. Khademi, N. Kuhn, C. Kulatunga, and D. Ros, “Operating ranges and tunability
of CoDel and PIE,” Under submission, 2015
Abstract: Buﬀerbloat is excessive delay due to the accumulation of packets in a router’s oversized queues.
CoDel and PIE are two recent Active Queue Management (AQM) algorithms that have been proposed to address
buﬀerbloat by reducing the queuing delay while trying to maintain a high bottleneck utilization. In this paper,
we outline what are the operat- ing ranges, that is the network characteristics (in terms of round-trip times and
bottleneck capacity), for which these algorithms achieve their design goals. We highlight deploy- ment scenarios
where both AQM schemes result in poor performance when used with default parameters, and we evaluate to
what extent we can tune these to achieve var- ious trade-oﬀs. We ﬁnd that, by appropriate tuning (1) the
amount of buﬀering can easily be controlled with PIE, (2) the RTT sensitivity of CoDel can be reduced. Also,
we observe there is more correlation between the congestion level, the achieved queuing delay and the targeted
delay with CoDel than with PIE. An overall winner for the best AQM scheme does not exist, as each scheme
proposes a speciﬁc trade-oﬀ, and each works within a limited range of network characteristics or traﬃc proﬁles.
• B. Briscoe, “Insights from Curvy RED (Random Early Detection),” Available online, URL: http://riteproject.
eu/publications/, BT, Technical report TR-TUB8-2015-003, May 2015. [Online]. Available: http://www.
bobbriscoe.net/projects/latency/credi_tr.pdf
Abstract: Active queue management (AQM) drops packets early in the growth of a queue, to prevent a
capacity-seeking sender (e.g. TCP) from keeping the buﬀer full. An AQM can mark instead of dropping packets
if they indicate support for explicit congestion notiﬁcation (ECN). Two modern AQMs (PIE and CoDel) are
designed to keep queuing delay to a target by dropping packets as load varies.
This memo uses Curvy RED and an idealised but suﬃcient model of TCP traﬃc to explain why attempting to
keep delay constant is a bad idea, because it requires excessively high drop at high loads. This high drop itself
takes over from queuing delay as the dominant cause of delay, particularly for short ﬂows. At high load, a link
is better able to preserve reasonable performance if the delay target is softened into a curve rather than a hard
cap.
The analysis proves that the same AQM can be deployed in diﬀerent parts of a network whatever the capacity
with the same optimal conﬁguration.
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A surprising corollary of this analysis concerns cases with a highly aggregated number of ﬂows through a bottleneck. Although aggregation reduces queue variation, if the target queuing delay of the AQM at that bottleneck
is reduced to take advantage of this aggregation, TCP will still increase the loss level because of the reduction
in round trip time. The way to resolve this dilemma is to overprovision (a formula is provided).
Nonetheless, for traﬃc with ECN enabled, there is no harm in an AQM holding queuing delay constant or
conﬁguring an AQM to take advantage of any reduced delay due to aggregation without over-provisioning.
Recently, the requirement of the ECN standard that ECN must be treated the same as drop has been questioned.
The insight that the goals of an AQM for drop and for ECN should be diﬀerent proves that this doubt is justiﬁed.
• B. Briscoe, “Review: Proportional Integral controller Enhanced (PIE) Active Queue Management (AQM),”
Available on-line, URL: http://riteproject.eu/publications/, BT, Technical Report TR-TUB8-2015-001,
May 2015. [Online]. Available: http://www.bobbriscoe.net/projects/latency/piervw_tr.pdf
Abstract: The PIE draft ends with two assertions in the Discussion section:
“PIE is simple to implement”
“PIE does not require any user conﬁguration”
I am afraid I have to say that I do not believe either statement is warranted any more. PIE has lost its way a
bit. The implementation has not retained the elegance of the theory. The performance beneﬁt from so-called
‘enhancements’ is questionable or non-existent, whereas the added complexity is very apparent. Also PIE now
contains a large number of hard-coded constants (I counted 20) that ought to be scenario-dependent conﬁguration
variables.
• E. Grigorescu, C. Kulatunga, G. Fairhurst, and N. Kuhn, “Evaluation of Priority Scheduling and Flow Starvation
for Thin Streams with FQ-CoDelkojo,” European Conference on Networks and Communications (EUCNC) RITE special session, 2015
Abstract: Buﬀerbloat is the result of oversized buﬀers and induced high end-to-end latency experienced by applications across the Internet. This additional delay can adversely impact thin streams that frequently exchange
small amounts of data, but have stringent latency requirements. Active Queue Management (AQM) techniques,
such as Controlled Delay (CoDel), can control the queuing delay in a network device to ensure low latency by
dropping packets to indicate incipient congestion. FlowQueue- CoDel (FQ-CoDel) is a scheduling scheme that
creates one sub- queue per ﬂow and applies CoDel on each of them. FQ-CoDel features: (1) priority scheduling
for low-rate traﬃc; (2) ﬂow isolation; (3) queue management with CoDel. First, this paper ﬁlls a gap in the
understanding of FQ-CoDel by analyzing what features are of interests for providing low latency for thin streams
applications. Second, this paper provides the ﬁrst analysis of the limits of the ﬂow starvation mechanisms and
show that FQ-CoDel is vulnerable to Denial of Service (DoS) attacks.
• C. Kulatunga, N. Kuhn, G. Fairhurst, and D. Ros, “Tackling Buﬀerbloat in Capacity-limited Networks,” European
Conference on Networks and Communications (EUCNC), 2015
Abstract: Over-provisioned network buﬀers, often at the Internet edge, induce large queuing delay and high
latency; this issue is known as Buﬀerbloat. In response to this, a set of recently proposed Active Queue Management (AQM) algorithms attempt to reduce standing queues, while maintaining the bot- tleneck utilisation
at an acceptable level. This paper assesses the performance of two AQM schemes (CoDel and FQ-CoDel)
over capacity-limited networks with large Round-Trip Time (RTT). In such settings, these AQM schemes have
diﬃculty controlling the buﬀering level, resulting in both momentarily high queuing delay and low bottleneck
utilisation, even if the methods are claimed to be insensitive to link rates and round-trip delays. We explore
this issue and show that it is possible to adapt the parameterisation of CoDel and FQ-CoDel to oﬀer a higher
bottleneck utilisation while maintaining a low queuing delay. We present experiments over an emulated test bed
and a satellite network to conﬁrm that our new parameterisation improves the download time of moderate-size
ﬁles and reduces the latency for capacity-limited and large-RTT networks.
• N. Kuhn, X. Corbillon, and E. Lochin, “On the coexistence of AQM and LBE,” Under submission, 2015
Abstract: Active Queue Management (AQM) schemes are essential to guarantee low delay for latency sensitive
applications. Their deployment is a required step to tackle buﬀerbloat. It has been shown that AQM and
Lower-than Best Eﬀort (LBE), that carry non-priority traﬃc, can hardly coexist. In this paper, we show
that with adequate parameterizations, it is possible to provide both low end-to-end delay for latency sensitive
applications with AQM and low priority traﬃc with LBE protocols.
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• N. Kuhn and D. Ros, “MADPIE: Maximum and Average queuing Delay with PIE,” Under submission, 2015
Abstract: Buﬀerbloat is excessive latency due to over-provisioned network buﬀers. PIE and CoDel are two
recently proposed Active Queue Management (AQM) algorithms, designed to tackle buﬀerbloat by lowering
the queuing delay without degrading the bottleneck utilization. PIE uses a proportional integral controller to
maintain the average queuing delay at a desired level; however, large Round Trip Times (RTT) result in large
spikes in queuing delays, which induce high dropping probability and low utilization. To deal with this problem,
we propose Maximum and Average queuing Delay with PIE (MADPIE). Loosely based on the drop policy used
by CoDel to keep queuing delay bounded, MADPIE is a simple extension to PIE that adds deterministic packet
drops at controlled intervals. By means of simulations, we observe that our proposed change does not aﬀect
PIE’s performance when RTT 100 ms. The deterministic drops are more dominant when the RTT increases,
which results in lower maximum queuing delays and better performance for VoIP traﬃc and small ﬁle downloads,
with no major impact on bulk transfers.
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Introduction
The Internet protocol architecture is based on a connectionless endto-end packet service using the Internet Protocol, whether IPv4
[RFC791] or IPv6 [RFC2460]. The advantages of its connectionless
design -- flexibility and robustness -- have been amply demonstrated.
However, these advantages are not without cost: careful design is
required to provide good service under heavy load. In fact, lack of
attention to the dynamics of packet forwarding can result in severe
service degradation or "Internet meltdown". This phenomenon was
first observed during the early growth phase of the Internet in the
mid 1980s [RFC896] [RFC970]; it is technically called "congestion
collapse" and was a key focus of RFC 2309.
Although wide-scale congestion collapse is not common in the
Internet, the presence of localized congestion collapse is by no
means rare. It is therefore important to continue to avoid
congestion collapse.
Since 1998, when RFC 2309 was written, the Internet has become used
for a variety of traffic. In the current Internet, low latency is
extremely important for many interactive and transaction-based
applications. The same type of technology that RFC 2309 advocated
for combating congestion collapse is also effective at limiting
delays to reduce the interaction delay (latency) experienced by
applications [Bri15]. High or unpredictable latency can impact the
performance of the control loops used by end-to-end protocols
(including congestion control algorithms using TCP). There is now
also a focus on reducing network latency using the same technology.
The mechanisms described in this document may be implemented in
network devices on the path between endpoints that include routers,
switches, and other network middleboxes. The methods may also be
implemented in the networking stacks within endpoint devices that
connect to the network.

1.1.

Congestion Collapse

The original fix for Internet meltdown was provided by Van Jacobsen.
Beginning in 1986, Jacobsen developed the congestion avoidance
mechanisms [Jacobson88] that are now required for implementations of
the Transport Control Protocol (TCP) [RFC793] [RFC1122]. ([RFC7414]
provides a roadmap to help identify TCP-related documents.) These
mechanisms operate in Internet hosts to cause TCP connections to
"back off" during congestion. We say that TCP flows are "responsive"
to congestion signals (i.e., packets that are dropped or marked with
explicit congestion notification [RFC3168]). It is primarily these
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TCP congestion avoidance algorithms that prevent the congestion
collapse of today’s Internet. Similar algorithms are specified for
other non-TCP transports.
However, that is not the end of the story. Considerable research has
been done on Internet dynamics since 1988, and the Internet has
grown. It has become clear that the congestion avoidance mechanisms
[RFC5681], while necessary and powerful, are not sufficient to
provide good service in all circumstances. Basically, there is a
limit to how much control can be accomplished from the edges of the
network. Some mechanisms are needed in network devices to complement
the endpoint congestion avoidance mechanisms. These mechanisms may
be implemented in network devices.
1.2.

Active Queue Management to Manage Latency

Internet latency has become a focus of attention to increase the
responsiveness of Internet applications and protocols. One major
source of delay is the buildup of queues in network devices.
Queueing occurs whenever the arrival rate of data at the ingress to a
device exceeds the current egress rate. Such queueing is normal in a
packet-switched network and is often necessary to absorb bursts in
transmission and perform statistical multiplexing of traffic, but
excessive queueing can lead to unwanted delay, reducing the
performance of some Internet applications.
RFC 2309 introduced the concept of "Active Queue Management" (AQM), a
class of technologies that, by signaling to common congestioncontrolled transports such as TCP, manages the size of queues that
build in network buffers. RFC 2309 also describes a specific AQM
algorithm, Random Early Detection (RED), and recommends that this be
widely implemented and used by default in routers.
With an appropriate set of parameters, RED is an effective algorithm.
However, dynamically predicting this set of parameters was found to
be difficult. As a result, RED has not been enabled by default, and
its present use in the Internet is limited. Other AQM algorithms
have been developed since RFC 2309 was published, some of which are
self-tuning within a range of applicability. Hence, while this memo
continues to recommend the deployment of AQM, it no longer recommends
that RED or any other specific algorithm is used by default. It
instead provides recommendations on IETF processes for the selection
of appropriate algorithms, and especially that a recommended
algorithm is able to automate any required tuning for common
deployment scenarios.
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Deploying AQM in the network can significantly reduce the latency
across an Internet path, and, since the writing of RFC 2309, this has
become a key motivation for using AQM in the Internet. In the
context of AQM, it is useful to distinguish between two related
classes of algorithms: "queue management" versus "scheduling"
algorithms. To a rough approximation, queue management algorithms
manage the length of packet queues by marking or dropping packets
when necessary or appropriate, while scheduling algorithms determine
which packet to send next and are used primarily to manage the
allocation of bandwidth among flows. While these two mechanisms are
closely related, they address different performance issues and
operate on different timescales. Both may be used in combination.
1.3.

Document Overview

The discussion in this memo applies to "best-effort" traffic, which
is to say, traffic generated by applications that accept the
occasional loss, duplication, or reordering of traffic in flight. It
also applies to other traffic, such as real-time traffic that can
adapt its sending rate to reduce loss and/or delay. It is most
effective when the adaption occurs on timescales of a single RoundTrip Time (RTT) or a small number of RTTs, for elastic traffic
[RFC1633].
Two performance issues are highlighted:
The first issue is the need for an advanced form of queue management
that we call "Active Queue Management", AQM. Section 2 summarizes
the benefits that active queue management can bring. A number of AQM
procedures are described in the literature, with different
characteristics. This document does not recommend any of them in
particular, but it does make recommendations that ideally would
affect the choice of procedure used in a given implementation.
The second issue, discussed in Section 4 of this memo, is the
potential for future congestion collapse of the Internet due to flows
that are unresponsive, or not sufficiently responsive, to congestion
indications. Unfortunately, while scheduling can mitigate some of
the side effects of sharing a network queue with an unresponsive
flow, there is currently no consensus solution to controlling the
congestion caused by such aggressive flows. Methods such as
congestion exposure (ConEx) [RFC6789] offer a framework [CONEX] that
can update network devices to alleviate these effects. Significant
research and engineering will be required before any solution will be
available. It is imperative that work to mitigate the impact of
unresponsive flows is energetically pursued to ensure acceptable
performance and the future stability of the Internet.
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Section 4 concludes the memo with a set of recommendations to the
Internet community on the use of AQM and recommendations for defining
AQM algorithms.
1.4.

Changes to the Recommendations of RFC 2309

This memo replaces the recommendations in [RFC2309], which resulted
from past discussions of end-to-end performance, Internet congestion,
and RED in the End-to-End Research Group of the Internet Research
Task Force (IRTF). It results from experience with RED and other
algorithms, and the AQM discussion within the IETF [AQM-WG].
Whereas RFC 2309 described AQM in terms of the length of a queue,
this memo uses AQM to refer to any method that allows network devices
to control the queue length and/or the mean time that a packet spends
in a queue.
This memo also explicitly obsoletes the recommendation that Random
Early Detection (RED) be used as the default AQM mechanism for the
Internet. This is replaced by a detailed set of recommendations for
selecting an appropriate AQM algorithm. As in RFC 2309, this memo
illustrates the need for continued research. It also clarifies the
research needed with examples appropriate at the time that this memo
is published.
1.5.

Requirements Language

The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119].
2.

The Need for Active Queue Management
Active Queue Management (AQM) is a method that allows network devices
to control the queue length or the mean time that a packet spends in
a queue. Although AQM can be applied across a range of deployment
environments, the recommendations in this document are for use in the
general Internet. It is expected that the principles and guidance
are also applicable to a wide range of environments, but they may
require tuning for specific types of links or networks (e.g., to
accommodate the traffic patterns found in data centers, the
challenges of wireless infrastructure, or the higher delay
encountered on satellite Internet links). The remainder of this
section identifies the need for AQM and the advantages of deploying
AQM methods.
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The traditional technique for managing the queue length in a network
device is to set a maximum length (in terms of packets) for each
queue, accept packets for the queue until the maximum length is
reached, then reject (drop) subsequent incoming packets until the
queue decreases because a packet from the queue has been transmitted.
This technique is known as "tail drop", since the packet that arrived
most recently (i.e., the one on the tail of the queue) is dropped
when the queue is full. This method has served the Internet well for
years, but it has four important drawbacks:
1.

Full Queues
The "tail drop" discipline allows queues to maintain a full (or,
almost full) status for long periods of time, since tail drop
signals congestion (via a packet drop) only when the queue has
become full. It is important to reduce the steady-state queue
size, and this is perhaps the most important goal for queue
management.
The naive assumption might be that there is a simple trade-off
between delay and throughput, and that the recommendation that
queues be maintained in a "non-full" state essentially translates
to a recommendation that low end-to-end delay is more important
than high throughput. However, this does not take into account
the critical role that packet bursts play in Internet
performance. For example, even though TCP constrains the
congestion window of a flow, packets often arrive at network
devices in bursts [Leland94]. If the queue is full or almost
full, an arriving burst will cause multiple packets to be dropped
from the same flow. Bursts of loss can result in a global
synchronization of flows throttling back, followed by a sustained
period of lowered link utilization, reducing overall throughput
[Flo94] [Zha90].
The goal of buffering in the network is to absorb data bursts and
to transmit them during the (hopefully) ensuing bursts of
silence. This is essential to permit transmission of bursts of
data. Queues that are normally small are preferred in network
devices, with sufficient queue capacity to absorb the bursts.
The counterintuitive result is that maintaining queues that are
normally small can result in higher throughput as well as lower
end-to-end delay. In summary, queue limits should not reflect
the steady-state queues we want to be maintained in the network;
instead, they should reflect the size of bursts that a network
device needs to absorb.
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Lock-Out
In some situations tail drop allows a single connection or a few
flows to monopolize the queue space, thereby starving other
connections, preventing them from getting room in the queue
[Flo92].

3.

Mitigating the Impact of Packet Bursts
A large burst of packets can delay other packets, disrupting the
control loop (e.g., the pacing of flows by the TCP ACK clock),
and reducing the performance of flows that share a common
bottleneck.

4.

Control Loop Synchronization
Congestion control, like other end-to-end mechanisms, introduces
a control loop between hosts. Sessions that share a common
network bottleneck can therefore become synchronized, introducing
periodic disruption (e.g., jitter/loss). "Lock-out" is often
also the result of synchronization or other timing effects

Besides tail drop, two alternative queue management disciplines that
can be applied when a queue becomes full are "random drop on full" or
"head drop on full". When a new packet arrives at a full queue using
the "random drop on full" discipline, the network device drops a
randomly selected packet from the queue (this can be an expensive
operation, since it naively requires an O(N) walk through the packet
queue). When a new packet arrives at a full queue using the "head
drop on full" discipline, the network device drops the packet at the
front of the queue [Lakshman96]. Both of these solve the lock-out
problem, but neither solves the full-queues problem described above.
In general, we know how to solve the full-queues problem for
"responsive" flows, i.e., those flows that throttle back in response
to congestion notification. In the current Internet, dropped packets
provide a critical mechanism indicating congestion notification to
hosts. The solution to the full-queues problem is for network
devices to drop or ECN-mark packets before a queue becomes full, so
that hosts can respond to congestion before buffers overflow. We
call such a proactive approach AQM. By dropping or ECN-marking
packets before buffers overflow, AQM allows network devices to
control when and how many packets to drop.
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In summary, an active queue management mechanism can provide the
following advantages for responsive flows.
1.

Reduce number of packets dropped in network devices
Packet bursts are an unavoidable aspect of packet networks
[Willinger95]. If all the queue space in a network device is
already committed to "steady-state" traffic or if the buffer
space is inadequate, then the network device will have no ability
to buffer bursts. By keeping the average queue size small, AQM
will provide greater capacity to absorb naturally occurring
bursts without dropping packets.
Furthermore, without AQM, more packets will be dropped when a
queue does overflow. This is undesirable for several reasons.
First, with a shared queue and the "tail drop" discipline, this
can result in unnecessary global synchronization of flows,
resulting in lowered average link utilization and, hence, lowered
network throughput. Second, unnecessary packet drops represent a
waste of network capacity on the path before the drop point.
While AQM can manage queue lengths and reduce end-to-end latency
even in the absence of end-to-end congestion control, it will be
able to reduce packet drops only in an environment that continues
to be dominated by end-to-end congestion control.

2.

Provide a lower-delay interactive service
By keeping a small average queue size, AQM will reduce the delays
experienced by flows. This is particularly important for
interactive applications such as short web transfers, POP/IMAP,
DNS, terminal traffic (Telnet, SSH, Mosh, RDP, etc.), gaming or
interactive audio-video sessions, whose subjective (and
objective) performance is better when the end-to-end delay is
low.

3.

Avoid lock-out behavior
AQM can prevent lock-out behavior by ensuring that there will
almost always be a buffer available for an incoming packet. For
the same reason, AQM can prevent a bias against low-capacity, but
highly bursty, flows.
Lock-out is undesirable because it constitutes a gross unfairness
among groups of flows. However, we stop short of calling this
benefit "increased fairness", because general fairness among
flows requires per-flow state, which is not provided by queue
management. For example, in a network device using AQM with only
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FIFO scheduling, two TCP flows may receive very different shares
of the network capacity simply because they have different RTTs
[Floyd91], and a flow that does not use congestion control may
receive more capacity than a flow that does. AQM can therefore
be combined with a scheduling mechanism that divides network
traffic between multiple queues (Section 2.1).
4.

Reduce the probability of control loop synchronization
The probability of network control loop synchronization can be
reduced if network devices introduce randomness in the AQM
functions that trigger congestion avoidance at the sending host.

2.1.

AQM and Multiple Queues

A network device may use per-flow or per-class queueing with a
scheduling algorithm to either prioritize certain applications or
classes of traffic, limit the rate of transmission, or provide
isolation between different traffic flows within a common class. For
example, a router may maintain per-flow state to achieve general
fairness by a per-flow scheduling algorithm such as various forms of
Fair Queueing (FQ) [Dem90] [Sut99], including Weighted Fair Queueing
(WFQ), Stochastic Fairness Queueing (SFQ) [McK90], Deficit Round
Robin (DRR) [Shr96] [Nic12], and/or a Class-Based Queue scheduling
algorithm such as CBQ [Floyd95]. Hierarchical queues may also be
used, e.g., as a part of a Hierarchical Token Bucket (HTB) or
Hierarchical Fair Service Curve (HFSC) [Sto97]. These methods are
also used to realize a range of Quality of Service (QoS) behaviors
designed to meet the need of traffic classes (e.g., using the
integrated or differentiated service models).
AQM is needed even for network devices that use per-flow or per-class
queueing, because scheduling algorithms by themselves do not control
the overall queue size or the sizes of individual queues. AQM
mechanisms might need to control the overall queue sizes to ensure
that arriving bursts can be accommodated without dropping packets.
AQM should also be used to control the queue size for each individual
flow or class, so that they do not experience unnecessarily high
delay. Using a combination of AQM and scheduling between multiple
queues has been shown to offer good results in experimental use and
some types of operational use.
In short, scheduling algorithms and queue management should be seen
as complementary, not as replacements for each other.
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AQM and Explicit Congestion Marking (ECN)

An AQM method may use Explicit Congestion Notification (ECN)
[RFC3168] instead of dropping to mark packets under mild or moderate
congestion. ECN-marking can allow a network device to signal
congestion at a point before a transport experiences congestion loss
or additional queueing delay [ECN-Benefit]. Section 4.2.1 describes
some of the benefits of using ECN with AQM.
2.3.

AQM and Buffer Size

It is important to differentiate the choice of buffer size for a
queue in a switch/router or other network device, and the
threshold(s) and other parameters that determine how and when an AQM
algorithm operates. The optimum buffer size is a function of
operational requirements and should generally be sized to be
sufficient to buffer the largest normal traffic burst that is
expected. This size depends on the amount and burstiness of traffic
arriving at the queue and the rate at which traffic leaves the queue.
One objective of AQM is to minimize the effect of lock-out, where one
flow prevents other flows from effectively gaining capacity. This
need can be illustrated by a simple example of drop-tail queueing
when a new TCP flow injects packets into a queue that happens to be
almost full. A TCP flow’s congestion control algorithm [RFC5681]
increases the flow rate to maximize its effective window. This
builds a queue in the network, inducing latency in the flow and other
flows that share this queue. Once a drop-tail queue fills, there
will also be loss. A new flow, sending its initial burst, has an
enhanced probability of filling the remaining queue and dropping
packets. As a result, the new flow can be prevented from effectively
sharing the queue for a period of many RTTs. In contrast, AQM can
minimize the mean queue depth and therefore reduce the probability
that competing sessions can materially prevent each other from
performing well.
AQM frees a designer from having to limit the buffer space assigned
to a queue to achieve acceptable performance, allowing allocation of
sufficient buffering to satisfy the needs of the particular traffic
pattern. Different types of traffic and deployment scenarios will
lead to different requirements. The choice of AQM algorithm and
associated parameters is therefore a function of the way in which
congestion is experienced and the required reaction to achieve
acceptable performance. The latter is the primary topic of the
following sections.
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Managing Aggressive Flows
One of the keys to the success of the Internet has been the
congestion avoidance mechanisms of TCP. Because TCP "backs off"
during congestion, a large number of TCP connections can share a
single, congested link in such a way that link bandwidth is shared
reasonably equitably among similarly situated flows. The equitable
sharing of bandwidth among flows depends on all flows running
compatible congestion avoidance algorithms, i.e., methods conformant
with the current TCP specification [RFC5681].
In this document, a flow is known as "TCP-friendly" when it has a
congestion response that approximates the average response expected
of a TCP flow. One example method of a TCP-friendly scheme is the
TCP-Friendly Rate Control algorithm [RFC5348]. In this document, the
term is used more generally to describe this and other algorithms
that meet these goals.
There are a variety of types of network flow. Some convenient
classes that describe flows are: (1) TCP-friendly flows, (2)
unresponsive flows, i.e., flows that do not slow down when congestion
occurs, and (3) flows that are responsive but are less responsive to
congestion than TCP. The last two classes contain more aggressive
flows that can pose significant threats to Internet performance.
1.

TCP-friendly flows
A TCP-friendly flow responds to congestion notification within a
small number of path RTTs, and in steady-state it uses no more
capacity than a conformant TCP running under comparable
conditions (drop rate, RTT, packet size, etc.). This is
described in the remainder of the document.

2.

Non-responsive flows
A non-responsive flow does not adjust its rate in response to
congestion notification within a small number of path RTTs; it
can also use more capacity than a conformant TCP running under
comparable conditions. There is a growing set of applications
whose congestion avoidance algorithms are inadequate or
nonexistent (i.e., a flow that does not throttle its sending rate
when it experiences congestion).
The User Datagram Protocol (UDP) [RFC768] provides a minimal,
best-effort transport to applications and upper-layer protocols
(both simply called "applications" in the remainder of this
document) and does not itself provide mechanisms to prevent
congestion collapse or establish a degree of fairness [RFC5405].
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Examples that use UDP include some streaming applications for
packet voice and video, and some multicast bulk data transport.
Other traffic, when aggregated, may also become unresponsive to
congestion notification. If no action is taken, such
unresponsive flows could lead to a new congestion collapse
[RFC2914]. Some applications can even increase their traffic
volume in response to congestion (e.g., by adding Forward Error
Correction when loss is experienced), with the possibility that
they contribute to congestion collapse.
In general, applications need to incorporate effective congestion
avoidance mechanisms [RFC5405]. Research continues to be needed
to identify and develop ways to accomplish congestion avoidance
for presently unresponsive applications. Network devices need to
be able to protect themselves against unresponsive flows, and
mechanisms to accomplish this must be developed and deployed.
Deployment of such mechanisms would provide an incentive for all
applications to become responsive by either using a congestioncontrolled transport (e.g., TCP, SCTP [RFC4960], and DCCP
[RFC4340]) or incorporating their own congestion control in the
application [RFC5405] [RFC6679].
3.

Transport flows that are less responsive than TCP
A second threat is posed by transport protocol implementations
that are responsive to congestion, but, either deliberately or
through faulty implementation, reduce the effective window less
than a TCP flow would have done in response to congestion. This
covers a spectrum of behaviors between (1) and (2). If
applications are not sufficiently responsive to congestion
signals, they may gain an unfair share of the available network
capacity.
For example, the popularity of the Internet has caused a
proliferation in the number of TCP implementations. Some of
these may fail to implement the TCP congestion avoidance
mechanisms correctly because of poor implementation. Others may
deliberately be implemented with congestion avoidance algorithms
that are more aggressive in their use of capacity than other TCP
implementations; this would allow a vendor to claim to have a
"faster TCP". The logical consequence of such implementations
would be a spiral of increasingly aggressive TCP implementations,
leading back to the point where there is effectively no
congestion avoidance and the Internet is chronically congested.
Another example could be an RTP/UDP video flow that uses an
adaptive codec, but responds incompletely to indications of
congestion or responds over an excessively long time period.
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Such flows are unlikely to be responsive to congestion signals in
a time frame comparable to a small number of end-to-end
transmission delays. However, over a longer timescale, perhaps
seconds in duration, they could moderate their speed, or increase
their speed if they determine capacity to be available.
Tunneled traffic aggregates carrying multiple (short) TCP flows
can be more aggressive than standard bulk TCP. Applications
(e.g., web browsers primarily supporting HTTP 1.1 and peer-topeer file-sharing) have exploited this by opening multiple
connections to the same endpoint.
Lastly, some applications (e.g., web browsers primarily
supporting HTTP 1.1) open a large numbers of successive short TCP
flows for a single session. This can lead to each individual
flow spending the majority of time in the exponential TCP slow
start phase, rather than in TCP congestion avoidance. The
resulting traffic aggregate can therefore be much less responsive
than a single standard TCP flow.
The projected increase in the fraction of total Internet traffic for
more aggressive flows in classes 2 and 3 could pose a threat to the
performance of the future Internet. There is therefore an urgent
need for measurements of current conditions and for further research
into the ways of managing such flows. This raises many difficult
issues in finding methods with an acceptable overhead cost that can
identify and isolate unresponsive flows or flows that are less
responsive than TCP. Finally, there is as yet little measurement or
simulation evidence available about the rate at which these threats
are likely to be realized or about the expected benefit of algorithms
for managing such flows.
Another topic requiring consideration is the appropriate granularity
of a "flow" when considering a queue management method. There are a
few "natural" answers: 1) a transport (e.g., TCP or UDP) flow (source
address/port, destination address/port, protocol); 2) Differentiated
Services Code Point, DSCP; 3) a source/destination host pair (IP
address); 4) a given source host or a given destination host, or
various combinations of the above; 5) a subscriber or site receiving
the Internet service (enterprise or residential).
The source/destination host pair gives an appropriate granularity in
many circumstances. However, different vendors/providers use
different granularities for defining a flow (as a way of
"distinguishing" themselves from one another), and different
granularities may be chosen for different places in the network. It
may be the case that the granularity is less important than the fact
that a network device needs to be able to deal with more unresponsive
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flows at *some* granularity. The granularity of flows for congestion
management is, at least in part, a question of policy that needs to
be addressed in the wider IETF community.
4.

Conclusions and Recommendations
The IRTF, in producing [RFC2309], and the IETF in subsequent
discussion, have developed a set of specific recommendations
regarding the implementation and operational use of AQM procedures.
The recommendations provided by this document are summarized as:
1.

Network devices SHOULD implement some AQM mechanism to manage
queue lengths, reduce end-to-end latency, and avoid lock-out
phenomena within the Internet.

2.

Deployed AQM algorithms SHOULD support Explicit Congestion
Notification (ECN) as well as loss to signal congestion to
endpoints.

3.

AQM algorithms SHOULD NOT require tuning of initial or
configuration parameters in common use cases.

4.

AQM algorithms SHOULD respond to measured congestion, not
application profiles.

5.

AQM algorithms SHOULD NOT interpret specific transport protocol
behaviors.

6.

Congestion control algorithms for transport protocols SHOULD
maximize their use of available capacity (when there is data to
send) without incurring undue loss or undue round-trip delay.

7.

Research, engineering, and measurement efforts are needed
regarding the design of mechanisms to deal with flows that are
unresponsive to congestion notification or are responsive, but
are more aggressive than present TCP.

These recommendations are expressed using the word "SHOULD". This is
in recognition that there may be use cases that have not been
envisaged in this document in which the recommendation does not
apply. Therefore, care should be taken in concluding that one’s use
case falls in that category; during the life of the Internet, such
use cases have been rarely, if ever, observed and reported. To the
contrary, available research [Choi04] says that even high-speed links
in network cores that are normally very stable in depth and behavior
experience occasional issues that need moderation. The
recommendations are detailed in the following sections.
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Operational Deployments SHOULD Use AQM Procedures

AQM procedures are designed to minimize the delay and buffer
exhaustion induced in the network by queues that have filled as a
result of host behavior. Marking and loss behaviors provide a signal
that buffers within network devices are becoming unnecessarily full
and that the sender would do well to moderate its behavior.
The use of scheduling mechanisms, such as priority queueing, classful
queueing, and fair queueing, is often effective in networks to help a
network serve the needs of a range of applications. Network
operators can use these methods to manage traffic passing a choke
point. This is discussed in [RFC2474] and [RFC2475]. When
scheduling is used, AQM should be applied across the classes or flows
as well as within each class or flow:
o

AQM mechanisms need to control the overall queue sizes to ensure
that arriving bursts can be accommodated without dropping packets.

o

AQM mechanisms need to allow combination with other mechanisms,
such as scheduling, to allow implementation of policies for
providing fairness between different flows.

o

AQM should be used to control the queue size for each individual
flow or class, so that they do not experience unnecessarily high
delay.

4.2.

Signaling to the Transport Endpoints

There are a number of ways a network device may signal to the
endpoint that the network is becoming congested and trigger a
reduction in rate. The signaling methods include:
o

Delaying transport segments (packets) in flight, such as in a
queue.

o

Dropping transport segments (packets) in transit.

o

Marking transport segments (packets), such as using Explicit
Congestion Control [RFC3168] [RFC4301] [RFC4774] [RFC6040]
[RFC6679].

Increased network latency is used as an implicit signal of
congestion. For example, in TCP, additional delay can affect ACK
clocking and has the result of reducing the rate of transmission of
new data. In the Real-time Transport Protocol (RTP), network latency
impacts the RTCP-reported RTT, and increased latency can trigger a
sender to adjust its rate. Methods such as Low Extra Delay
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Background Transport (LEDBAT) [RFC6817] assume increased latency as a
primary signal of congestion. Appropriate use of delay-based methods
and the implications of AQM presently remain an area for further
research.
It is essential that all Internet hosts respond to loss [RFC5681]
[RFC5405] [RFC4960] [RFC4340]. Packet dropping by network devices
that are under load has two effects: It protects the network, which
is the primary reason that network devices drop packets. The
detection of loss also provides a signal to a reliable transport
(e.g., TCP, SCTP) that there is incipient congestion, using a
pragmatic but ambiguous heuristic. Whereas, when the network
discards a message in flight, the loss may imply the presence of
faulty equipment or media in a path, or it may imply the presence of
congestion. To be conservative, a transport must assume it may be
the latter. Applications using unreliable transports (e.g., using
UDP) need to similarly react to loss [RFC5405].
Network devices SHOULD use an AQM algorithm to measure local
congestion and to determine the packets to mark or drop so that the
congestion is managed.
In general, dropping multiple packets from the same sessions in the
same RTT is ineffective and can reduce throughput. Also, dropping or
marking packets from multiple sessions simultaneously can have the
effect of synchronizing them, resulting in increasing peaks and
troughs in the subsequent traffic load. Hence, AQM algorithms SHOULD
randomize dropping in time, to reduce the probability that congestion
indications are only experienced by a small proportion of the active
flows.
Loss due to dropping also has an effect on the efficiency of a flow
and can significantly impact some classes of application. In
reliable transports, the dropped data must be subsequently
retransmitted. While other applications/transports may adapt to the
absence of lost data, this still implies inefficient use of available
capacity, and the dropped traffic can affect other flows. Hence,
congestion signaling by loss is not entirely positive; it is a
necessary evil.
4.2.1.

AQM and ECN

Explicit Congestion Notification (ECN) [RFC4301] [RFC4774] [RFC6040]
[RFC6679] is a network-layer function that allows a transport to
receive network congestion information from a network device without
incurring the unintended consequences of loss. ECN includes both
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transport mechanisms and functions implemented in network devices;
the latter rely upon using AQM to decide when and whether to ECNmark.
Congestion for ECN-capable transports is signaled by a network device
setting the "Congestion Experienced (CE)" codepoint in the IP header.
This codepoint is noted by the remote receiving endpoint and signaled
back to the sender using a transport protocol mechanism, allowing the
sender to trigger timely congestion control. The decision to set the
CE codepoint requires an AQM algorithm configured with a threshold.
Non-ECN capable flows (the default) are dropped under congestion.
Network
traffic
Network
traffic

devices SHOULD use an AQM algorithm that marks ECN-capable
when making decisions about the response to congestion.
devices need to implement this method by marking ECN-capable
or by dropping non-ECN-capable traffic.

Safe deployment of ECN requires that network devices drop excessive
traffic, even when marked as originating from an ECN-capable
transport. This is a necessary safety precaution because:
1.

A non-conformant, broken, or malicious receiver could conceal an
ECN mark and not report this to the sender;

2.

A non-conformant, broken, or malicious sender could ignore a
reported ECN mark, as it could ignore a loss without using ECN;

3.

A malfunctioning or non-conforming network device may "hide" an
ECN mark (or fail to correctly set the ECN codepoint at an egress
of a network tunnel).

In normal operation, such cases should be very uncommon; however,
overload protection is desirable to protect traffic from
misconfigured or malicious use of ECN (e.g., a denial-of-service
attack that generates ECN-capable traffic that is unresponsive to CEmarking).
When ECN is added to a scheme, the ECN support MAY define a separate
set of parameters from those used for controlling packet drop. The
AQM algorithm SHOULD still auto-tune these ECN-specific parameters.
These parameters SHOULD also be manually configurable.
Network devices SHOULD use an algorithm to drop excessive traffic
(e.g., at some level above the threshold for CE-marking), even when
the packets are marked as originating from an ECN-capable transport.
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AQM Algorithm Deployment SHOULD NOT Require Operational Tuning

A number of AQM algorithms have been proposed. Many require some
form of tuning or setting of parameters for initial network
conditions. This can make these algorithms difficult to use in
operational networks.
AQM algorithms need to consider both "initial conditions" and
"operational conditions". The former includes values that exist
before any experience is gathered about the use of the algorithm,
such as the configured speed of interface, support for full-duplex
communication, interface MTU, and other properties of the link.
Other properties include information observed from monitoring the
size of the queue, the queueing delay experienced, rate of packet
discard, etc.
This document therefore specifies that AQM algorithms that are
proposed for deployment in the Internet have the following
properties:
o

AQM algorithm deployment SHOULD NOT require tuning. An algorithm
MUST provide a default behavior that auto-tunes to a reasonable
performance for typical network operational conditions. This is
expected to ease deployment and operation. Initial conditions,
such as the interface rate and MTU size or other values derived
from these, MAY be required by an AQM algorithm.

o

AQM algorithm deployment MAY support further manual tuning that
could improve performance in a specific deployed network.
Algorithms that lack such variables are acceptable, but, if such
variables exist, they SHOULD be externalized (made visible to the
operator). The specification should identify any cases in which
auto-tuning is unlikely to achieve acceptable performance and give
guidance on the parametric adjustments necessary. For example,
the expected response of an algorithm may need to be configured to
accommodate the largest expected Path RTT, since this value cannot
be known at initialization. This guidance is expected to enable
the algorithm to be deployed in networks that have specific
characteristics (paths with variable or larger delay, networks
where capacity is impacted by interactions with lower-layer
mechanisms, etc).
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AQM algorithm deployment MAY provide logging and alarm signals to
assist in identifying if an algorithm using manual or auto-tuning
is functioning as expected. (For example, this could be based on
an internal consistency check between input, output, and mark/drop
rates over time.) This is expected to encourage deployment by
default and allow operators to identify potential interactions
with other network functions.

Hence, self-tuning algorithms are to be preferred. Algorithms
recommended for general Internet deployment by the IETF need to be
designed so that they do not require operational (especially manual)
configuration or tuning.
4.4.

AQM Algorithms SHOULD Respond to Measured Congestion, Not
Application Profiles

Not all applications transmit packets of the same size. Although
applications may be characterized by particular profiles of packet
size, this should not be used as the basis for AQM (see Section 4.5).
Other methods exist, e.g., Differentiated Services queueing, PreCongestion Notification (PCN) [RFC5559], that can be used to
differentiate and police classes of application. Network devices may
combine AQM with these traffic classification mechanisms and perform
AQM only on specific queues within a network device.
An AQM algorithm should not deliberately try to prejudice the size of
packet that performs best (i.e., preferentially drop/mark based only
on packet size). Procedures for selecting packets to drop/mark
SHOULD observe the actual or projected time that a packet is in a
queue (bytes at a rate being an analog to time). When an AQM
algorithm decides whether to drop (or mark) a packet, it is
RECOMMENDED that the size of the particular packet not be taken into
account [RFC7141].
Applications (or transports) generally know the packet size that they
are using and can hence make their judgments about whether to use
small or large packets based on the data they wish to send and the
expected impact on the delay, throughput, or other performance
parameter. When a transport or application responds to a dropped or
marked packet, the size of the rate reduction should be proportionate
to the size of the packet that was sent [RFC7141].
An AQM-enabled system MAY instantiate different instances of an AQM
algorithm to be applied within the same traffic class. Traffic
classes may be differentiated based on an Access Control List (ACL),
the packet DSCP [RFC5559], enabling use of the ECN field (i.e., any
of ECT(0), ECT(1) or CE) [RFC3168] [RFC4774], a multi-field (MF)
classifier that combines the values of a set of protocol fields
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(e.g., IP address, transport, ports), or an equivalent codepoint at a
lower layer. This recommendation goes beyond what is defined in RFC
3168 by allowing that an implementation MAY use more than one
instance of an AQM algorithm to handle both ECN-capable and non-ECNcapable packets.
4.5.

AQM Algorithms SHOULD NOT Be Dependent on Specific Transport
Protocol Behaviors

In deploying AQM, network devices need to support a range of Internet
traffic and SHOULD NOT make implicit assumptions about the
characteristics desired by the set of transports/applications the
network supports. That is, AQM methods should be opaque to the
choice of transport and application.
AQM algorithms are often evaluated by considering TCP [RFC793] with a
limited number of applications. Although TCP is the predominant
transport in the Internet today, this no longer represents a
sufficient selection of traffic for verification. There is
significant use of UDP [RFC768] in voice and video services, and some
applications find utility in SCTP [RFC4960] and DCCP [RFC4340].
Hence, AQM algorithms should demonstrate operation with transports
other than TCP and need to consider a variety of applications. When
selecting AQM algorithms, the use of tunnel encapsulations that may
carry traffic aggregates needs to be considered.
AQM algorithms SHOULD NOT target or derive implicit assumptions about
the characteristics desired by specific transports/applications.
Transports and applications need to respond to the congestion signals
provided by AQM (i.e., dropping or ECN-marking) in a timely manner
(within a few RTTs at the latest).
4.6.

Interactions with Congestion Control Algorithms

Applications and transports need to react to received implicit or
explicit signals that indicate the presence of congestion. This
section identifies issues that can impact the design of transport
protocols when using paths that use AQM.
Transport protocols and applications need timely signals of
congestion. The time taken to detect and respond to congestion is
increased when network devices queue packets in buffers. It can be
difficult to detect tail losses at a higher layer, and this may
sometimes require transport timers or probe packets to detect and
respond to such loss. Loss patterns may also impact timely
detection, e.g., the time may be reduced when network devices do not
drop long runs of packets from the same flow.
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A common objective of an elastic transport congestion control
protocol is to allow an application to deliver the maximum rate of
data without inducing excessive delays when packets are queued in
buffers within the network. To achieve this, a transport should try
to operate at rate below the inflection point of the load/delay curve
(the bend of what is sometimes called a "hockey stick" curve)
[Jain94]. When the congestion window allows the load to approach
this bend, the end-to-end delay starts to rise -- a result of
congestion, as packets probabilistically arrive at non-overlapping
times. On the one hand, a transport that operates above this point
can experience congestion loss and could also trigger operator
activities, such as those discussed in [RFC6057]. On the other hand,
a flow may achieve both near-maximum throughput and low latency when
it operates close to this knee point, with minimal contribution to
router congestion. Choice of an appropriate rate/congestion window
can therefore significantly impact the loss and delay experienced by
a flow and will impact other flows that share a common network queue.
Some applications may send data at a lower rate or keep less segments
outstanding at any given time. Examples include multimedia codecs
that stream at some natural rate (or set of rates) or an application
that is naturally interactive (e.g., some web applications,
interactive server-based gaming, transaction-based protocols). Such
applications may have different objectives. They may not wish to
maximize throughput, but may desire a lower loss rate or bounded
delay.
The correct operation of an AQM-enabled network device MUST NOT rely
upon specific transport responses to congestion signals.
4.7.

The Need for Further Research

The second recommendation of [RFC2309] called for further research
into the interaction between network queues and host applications,
and the means of signaling between them. This research has occurred,
and we as a community have learned a lot. However, we are not done.
We have learned that the problems of congestion, latency, and buffersizing have not gone away and are becoming more important to many
users. A number of self-tuning AQM algorithms have been found that
offer significant advantages for deployed networks. There is also
renewed interest in deploying AQM and the potential of ECN.
Traffic patterns can depend on the network deployment scenario, and
Internet research therefore needs to consider the implications of a
diverse range of application interactions. This includes ensuring
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that combinations of mechanisms, as well as combinations of traffic
patterns, do not interact and result in either significantly reduced
flow throughput or significantly increased latency.
At the time of writing (in 2015), an obvious example of further
research is the need to consider the many-to-one communication
patterns found in data centers, known as incast [Ren12], (e.g.,
produced by Map/Reduce applications). Such analysis needs to study
not only each application traffic type but also combinations of types
of traffic.
Research also needs to consider the need to extend our taxonomy of
transport sessions to include not only "mice" and "elephants", but
"lemmings". Here, "lemmings" are flash crowds of "mice" that the
network inadvertently tries to signal to as if they were "elephant"
flows, resulting in head-of-line blocking in a data center deployment
scenario.
Examples of other required research include:
o

new AQM and scheduling algorithms

o

appropriate use of delay-based methods and the implications of AQM

o

suitable algorithms for marking ECN-capable packets that do not
require operational configuration or tuning for common use

o

experience in the deployment of ECN alongside AQM

o

tools for enabling AQM (and ECN) deployment and measuring the
performance

o

methods for mitigating the impact of non-conformant and malicious
flows

o

implications on applications of using new network and transport
methods

Hence, this document reiterates the call of RFC 2309: we need
continuing research as applications develop.
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Security Considerations
While security is a very important issue, it is largely orthogonal to
the performance issues discussed in this memo.
This recommendation requires algorithms to be independent of specific
transport or application behaviors. Therefore, a network device does
not require visibility or access to upper-layer protocol information
to implement an AQM algorithm. This ability to operate in an
application-agnostic fashion is an example of a privacy-enhancing
feature.
Many deployed network devices use queueing methods that allow
unresponsive traffic to capture network capacity, denying access to
other traffic flows. This could potentially be used as a denial-ofservice attack. This threat could be reduced in network devices that
deploy AQM or some form of scheduling. We note, however, that a
denial-of-service attack that results in unresponsive traffic flows
may be indistinguishable from other traffic flows (e.g., tunnels
carrying aggregates of short flows, high-rate isochronous
applications). New methods therefore may remain vulnerable, and this
document recommends that ongoing research consider ways to mitigate
such attacks.

6.

Privacy Considerations
This document, by itself, presents no new privacy issues.
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Introduction
Active Queue Management (AQM) [I-D.ietf-aqm-recommendation] addresses
the concerns arising from using unnecessarily large and unmanaged
buffers to improve network and application performance. Several AQM
algorithms have been proposed in the past years, most notably Random
Early Detection (RED), BLUE, and Proportional Integral controller
(PI), and more recently CoDel [CODEL] and PIE [PIE]. In general,
these algorithms actively interact with the Transmission Control
Protocol (TCP) and any other transport protocol that deploys a
congestion control scheme to manage the amount of data they keep in
the network. The available buffer space in the routers and switches
should be large enough to accommodate the short-term buffering
requirements. AQM schemes aim at reducing mean buffer occupancy, and
therefore both end-to-end delay and jitter. Some of these
algorithms, notably RED, have also been widely implemented in some
network devices. However, the potential benefits of the RED scheme
have not been realized since RED is reported to be usually turned
off. The main reason of this reluctance to use RED in today’s
deployments comes from its sensitivity to the operating conditions in
the network and the difficulty of tuning its parameters.
A buffer is a physical volume of memory in which a queue or set of
queues are stored. In real implementations of switches, a global
memory is shared between the available devices: the size of the
buffer for a given communication does not make sense, as its
dedicated memory may vary over the time and real-world buffering
architectures are complex. For the sake of simplicity, when speaking
of a specific queue in this document, "buffer size" refers to the
maximum amount of data the buffer may store, which can be measured in
bytes or packets. The rest of this memo therefore refers to the
maximum queue depth as the size of the buffer for a given
communication.
Bufferbloat [BB2011] is the consequence of deploying large unmanaged
buffers on the Internet, which has lead to an increase in end-to-end
delay: the buffering has often been measured to be ten times or
hundred times larger than needed. This results in poor performance
for latency-sensitive applications such as real-time multimedia
(e.g., voice, video, gaming, etc). The degree to which this affects
modern networking equipment, especially consumer-grade equipment’s,
produces problems even with commonly used web services. Active queue
management is thus essential to control queuing delay and decrease
network latency.
The Active Queue Management and Packet Scheduling Working Group (AQM
WG) was recently formed within the TSV area to address the problems
with large unmanaged buffers in the Internet. Specifically, the AQM
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WG is tasked with standardizing AQM schemes that not only address
concerns with such buffers, but also are robust under a wide variety
of operating conditions.
In order to ascertain whether the WG should undertake standardizing
an AQM proposal, the WG requires guidelines for assessing AQM
proposals. This document provides the necessary characterization
guidelines. There may be a debate on whether a scheduling scheme is
additional to an AQM algorithm or is a part of an AQM algorithm. The
rest of this memo refers to AQM as a dropping/marking policy that
does not feature a scheduling scheme. This document may be
complemented with another one on guidelines for assessing combination
of packet scheduling and AQM. We note that such a document will
inherit all the guidelines from this document plus any additional
scenarios relevant for packet scheduling such as flow starvation
evaluation or impact of the number of hash buckets.
1.1.

Reducing the latency and maximizing the goodput

The trade-off between reducing the latency and maximizing the goodput
is intrinsically linked to each AQM scheme and is key to evaluating
its performance. This trade-off MUST be considered in various
scenarios to ensure the safety of an AQM deployment. Whenever
possible, solutions ought to aim at both maximizing goodput and
minimizing latency. This document provides guidelines that enable
the reader to quantify (1) reduction of latency, (2) maximization of
goodput and (3) the trade-off between the two.
These guidelines provide the tools to understand the deployment costs
versus the potential gain in performance from the introduction of the
proposed scheme.
1.2.

Guidelines for AQM evaluation

The guidelines help to quantify performance of AQM schemes in terms
of latency reduction, goodput maximization and the trade-off between
these two. The guidelines also help to discuss safe deployment of
AQM, including self-adaptation, stability analysis, fairness, design
and implementation complexity and robustness to different operating
conditions.
This memo details generic characterization scenarios against which
any AQM proposal must be evaluated, irrespective of whether or not an
AQM is standardized by the IETF. This documents recommends the
relevant scenarios and metrics to be considered.
The document presents central aspects of an AQM algorithm that must
be considered whatever the context, such as burst absorption
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capacity, RTT fairness or resilience to fluctuating network
conditions. These guidelines do not cover every possible aspect of a
particular algorithm. In addition, it is worth noting that the
proposed criteria are not bound to a particular evaluation toolset.
This document details how an AQM designer can rate the feasibility of
their proposal in different types of network devices (switches,
routers, firewalls, hosts, drivers, etc) where an AQM may be
implemented. However, these guidelines do not present contextdependent scenarios (such as 802.11 WLANs, data-centers or rural
broadband networks).
1.3.

Requirements Language

The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in RFC 2119 [RFC2119].
1.4.

2.

Glossary

o

AQM: there may be a debate on whether a scheduling scheme is
additional to an AQM algorithm or is a part of an AQM algorithm.
The rest of this memo refers to AQM as a dropping/marking policy
that does not feature a scheduling scheme.

o

buffer: a physical volume of memory in which a queue or set of
queues are stored.

o

buffer size: the maximum amount of data that may be stored in a
buffer, measured in bytes or packets.

End-to-end metrics
End-to-end delay is the result of propagation delay, serialization
delay, service delay in a switch, medium-access delay and queuing
delay, summed over the network elements along the path. AQM schemes
may reduce the queuing delay by providing signals to the sender on
the emergence of congestion, but any impact on the goodput must be
carefully considered. This section presents the metrics that could
be used to better quantify (1) the reduction of latency, (2)
maximization of goodput and (3) the trade-off between these two.
This section provides normative requirements for metrics that can be
used to assess the performance of an AQM scheme.
Some metrics listed in this section are not suited to every type of
traffic detailed in the rest of this document. It is therefore not
necessary to measure all of the following metrics: the chosen metric
may not be relevant to the context of the evaluation scenario (e.g.
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latency vs. goodput trade-off in application-limited traffic
scenarios). Guidance is provided for each metric.
2.1.

Flow completion time

The flow completion time is an important performance metric for the
end-user when the flow size is finite. Considering the fact that an
AQM scheme may drop/mark packets, the flow completion time is
directly linked to the dropping/marking policy of the AQM scheme.
This metric helps to better assess the performance of an AQM
depending on the flow size. The Flow Completion Time (FCT) is
related to the flow size (Fs) and the goodput for the flow (G) as
follows:
FCT [s] = Fs [B] / ( G [Mbps] / 8 )
If this metric is used to evaluate the performance of web transfers,
we propose to rather consider the time needed to download all the
objects that compose the web page, as this makes more sense in terms
of user experience than assessing the time needed to download each
object.
2.2.

Flow start up time

The flow start up time is the time between the request has been sent
from the client and the server starts to transmit data. The amount
of packets dropped by an AQM may seriously affect the waiting period
during which the data transfer has not started. This metric would
specifically focus on the operations such as DNS lookups, TCP opens
of SSL handshakes.
2.3.

Packet loss

Packet loss can occur within a network device, this can impact the
end-to-end performance measured at receiver.
The tester SHOULD evaluate loss experienced at the receiver using one
of the two metrics:
o

the packet loss probability: this metric is to be frequently
measured during the experiment. The long-term loss probability is
of interest for steady-state scenarios only;

o

the interval between consecutive losses: the time between two
losses is to be measured.

The packet loss probability can be assessed by simply evaluating the
loss ratio as a function of the number of lost packets and the total
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number of packets sent. This might not be easily done in laboratory
testing, for which these guidelines advice the tester:
o

to check that for every packet, a corresponding packet was
received within a reasonable time, as explained in [RFC2680].

o

to keep a count of all packets sent, and a count of the nonduplicate packets received, as explained in the section 10 of
[RFC2544].

The interval between consecutive losses, which is also called a gap,
is a metric of interest for VoIP traffic and, as a result, has been
further specified in [RFC3611].
2.4.

Packet loss synchronization

One goal of an AQM algorithm ought be to help to avoid global
synchronization of flows sharing a bottleneck buffer on which the AQM
operates ([RFC2309],[I-D.ietf-aqm-recommendation]). The "degree" of
packet-loss synchronization between flows SHOULD be assessed, with
and without the AQM under consideration.
As discussed e.g. in [LOSS-SYNCH-MET-08], loss synchronization among
flows may be quantified by several slightly different metrics that
capture different aspects of the same issue. However, in real-world
measurements the choice of metric could be imposed by practical
considerations -- e.g. whether fine-grained information on packet
losses in the bottleneck available or not. For the purpose of AQM
characterization, a good candidate metric is the global
synchronization ratio, measuring the proportion of flows losing
packets during a loss event. [YU06] used this metric in real-world
experiments to characterize synchronization along arbitrary Internet
paths; the full methodology is described in [YU06].
If an AQM scheme is evaluated using real-life network environments,
it is worth pointing out that some network events, such as failed
link restoration may cause synchronized losses between active flows
and thus confuse the meaning of this metric.
2.5.

Goodput

The goodput has been defined in the section 3.17 of [RFC2647] as the
number of bits per unit of time forwarded to the correct destination
interface of the Device Under Test (DUT) or the System Under Test
(SUT), minus any bits lost or retransmitted. This definition induces
that the test setup needs to be qualified to assure that it is not
generating losses on its own.
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Measuring the end-to-end goodput provides an appreciation of how well
an AQM scheme improves transport and application performance. The
measured end-to-end goodput is linked to the dropping/marking policy
of the AQM scheme -- e.g. the fewer the number of packet drops, the
fewer packets need retransmission, minimizing the impact of AQM on
transport and application performance. Additionally, an AQM scheme
may resort to Explicit Congestion Notification (ECN) marking as an
initial means to control delay. Again, marking packets instead of
dropping them reduces the number of packet retransmissions and
increases goodput. End-to-end goodput values help to evaluate the
AQM scheme’s effectiveness of an AQM scheme in minimizing packet
drops that impact application performance and to estimate how well
the AQM scheme works with ECN.
The measurement of the goodput allows the tester evaluate to which
extent an AQM is able to maintain a high bottleneck utilization.
This metric should be also obtained frequently during an experiment
as the long-term goodput is relevant for steady-state scenarios only
and may not necessarily reflect how the introduction of an AQM
actually impacts the link utilization during at a certain period of
time. Fluctuations in the values obtained from these measurements
may depend on other factors than the introduction of an AQM, such as
link layer losses due to external noise or corruption, fluctuating
bandwidths (802.11 WLANs), heavy congestion levels or transport
layer’s rate reduction by congestion control mechanism.
2.6.

Latency and jitter

The latency, or the one-way delay metric, is discussed in [RFC2679].
There is a consensus on a adequate metric for the jitter, that
represents the one-way delay variations for packets from the same
flow: the Packet Delay Variation (PDV), detailed in [RFC5481], serves
well all use cases.
The end-to-end latency differs from the queuing delay: it is linked
to the network topology and the path characteristics. Moreover, the
jitter also strongly depends on the traffic pattern and the topology.
The introduction of an AQM scheme would impact these metrics and
therefore they should be considered in the end-to-end evaluation of
performance.
2.7.

Discussion on the trade-off between latency and goodput

The metrics presented in this section may be considered as explained
in the rest of this document, in order to discuss and quantify the
trade-off between latency and goodput.
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This trade-off can also be illustrated with figures following the
recommendations of section 5 of [TCPEVAL2013]. Each of the end-toend delay and the goodput SHOULD be measured frequently for every
fixed time interval.
With regards to the goodput, and in addition to the long-term
stationary goodput value, it is RECOMMENDED to take measurements
every multiple of RTTs. We suggest a minimum value of 10 x RTT (to
smooth out the fluctuations) but higher values are encouraged
whenever appropriate for the presentation depending on the network’s
path characteristics. The measurement period MUST be disclosed for
each experiment and when results/values are compared across different
AQM schemes, the comparisons SHOULD use exactly the same measurement
periods.
With regards to latency, it is highly RECOMMENDED to take the samples
on per-packet basis whenever possible depending on the features
provided by hardware/software and the impact of sampling itself on
the hardware performance. It is generally RECOMMENDED to provide at
least 10 samples per RTT.
From each of these sets of measurements, the 10th and 90th
percentiles and the median value SHOULD be computed. For each
scenario, a graph can be generated, with the x-axis showing the endto-end delay and the y-axis the goodput. This graph provides part of
a better understanding of (1) the delay/goodput trade-off for a given
congestion control mechanism, and (2) how the goodput and average
queue size vary as a function of the traffic load.
3.

Generic set up for evaluations
This section presents the topology that can be used for each of the
following scenarios, the corresponding notations and discusses
various assumptions that have been made in the document.

3.1.

Topology and notations
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+-----------+
|receivers B|
+-----------+

+--------------+
+--------------+
|traffic class1|
|traffic class1|
|--------------|
|--------------|
| SEN.Flow1.1 +---------+
+-----------+ REC.Flow1.1 |
|
+
|
|
|
|
+
|
|
|
|
|
|
|
|
|
|
+
|
|
|
|
+
|
| SEN.Flow1.X +-----+
|
| +--------+ REC.Flow1.X |
+--------------+
|
|
| |
+--------------+
+
+-+---+---+
+--+--+---+
+
|
|Router L |
|Router R |
|
|
|---------|
|---------|
|
|
| AQM
|
|
|
|
|
| BuffSize|
|
|
|
|
| (Bsize) +-----+
|
|
|
+-----+--++
++-+------+
|
+
| |
| |
+
+--------------+
| |
| |
+--------------+
|traffic classN|
| |
| |
|traffic classN|
|--------------|
| |
| |
|--------------|
| SEN.FlowN.1 +---------+ |
| +-----------+ REC.FlowN.1 |
|
+
|
|
|
|
+
|
|
|
|
|
|
|
|
|
|
+
|
|
|
|
+
|
| SEN.FlowN.Y +------------+
+-------------+ REC.FlowN.Y |
+--------------+
+--------------+
Figure 1: Topology and notations
Figure 1 is a generic topology where:
o

various classes of traffic can be introduced;

o

the timing of each flow could be different (i.e., when does each
flow start and stop);

o

each class of traffic can comprise various number of flows;

o

each link is characterized by a couple (RTT,capacity);

o

flows are generated between A and B, sharing a bottleneck (Routers
L and R);
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o

the tester SHOULD consider both scenarios of asymmetric and
symmetric bottleneck links in terms of bandwidth. In case of
asymmetric link, the capacity from senders to receivers is higher
than the one from receivers to senders; the symmetric link
scenario provides a basic understanding of the operation of the
AQM mechanism whereas the asymmetric link scenario evaluates an
AQM mechanism in a more realistic setup;

o

in asymmetric link scenarios, the tester SHOULD study the bidirectional traffic between A and B (downlink and uplink) with the
AQM mechanism deployed on one direction only. The tester MAY
additionally consider a scenario with AQM mechanism being deployed
on both directions. In each scenario, the tester SHOULD
investigate the impact of drop policy of the AQM on TCP ACK
packets and its impact on the performance.

Although this topology may not perfectly reflect actual topologies,
the simple topology is commonly used in the world of simulations and
small testbeds. It can be considered as adequate to evaluate AQM
proposals, similarly to the topology proposed in [TCPEVAL2013].
Testers ought to pay attention to the topology that has been used to
evaluate an AQM scheme when comparing this scheme with a new proposed
AQM scheme.
3.2.

Buffer size

The size of the buffers should be carefully chosen, and is to be set
to the bandwidth-delay product; the bandwith being the bottleneck
capacity and the delay the larger RTT in the considered network. The
size of the buffer can impact on the AQM performance and is a
dimensioning parameter that will be considered when comparing AQM
proposals.
If the context or the application requires a specific buffer size,
the tester MUST justify and detail the way the maximum queue size is
set. Indeed, the maximum size of the buffer may affect the AQM’s
performance and its choice SHOULD be elaborated for a fair comparison
between AQM proposals. While comparing AQM schemes the buffer size
SHOULD remain the same across the tests.
3.3.

Congestion controls

This memo features three kind of congestion controls:
o

Standard TCP congestion control: the base-line congestion control
is TCP NewReno with SACK, as explained in [RFC5681].

Kuhn, et al.

Expires December 21, 2015

[Page 12]

103

RITE

Internet-Draft

AQM Characterization Guidelines

A.2 - AQM Evaluation Guidelines

June 2015

o

Aggressive congestion controls: a base-line congestion control for
this category is TCP Cubic.

o

Less-than Best Effort (LBE) congestion controls: an LBE congestion
control ’results in smaller bandwidth and/or delay impact on
standard TCP than standard TCP itself, when sharing a bottleneck
with it.’ [RFC6297]

Other transport congestion controls can OPTIONALLY be evaluatied in
addition. Recent transport layer protocols are not mentioned in the
following sections, for the sake of simplicity.
4.

Transport Protocols
Network and end-devices need to be configured with a reasonable
amount of buffer space to absorb transient bursts. In some
situations, network providers tend to configure devices with large
buffers to avoid packet drops triggered by a full buffer and to
maximize the link utilization for standard loss-based TCP traffic.
AQM algorithms are often evaluated by considering Transmission
Control Protocol (TCP) [RFC0793] with a limited number of
applications. TCP is a widely deployed transport. It fills up
unmanaged buffers until the TCP sender receives a signal (packet
drop) that reduces the sending rate. The larger the buffer, the
higher the buffer occupancy, and therefore the queuing delay. An
efficient AQM scheme sends out early congestion signals to TCP to
bring the queuing delay under control.
Not all applications using TCP use the same flavor of TCP. Variety
of senders generate different classes of traffic which may not react
to congestion signals (aka non-responsive flows
[I-D.ietf-aqm-recommendation]) or may not reduce their sending rate
as expected (aka Transport Flows that are less responsive than
TCP[I-D.ietf-aqm-recommendation], also called "aggressive flows").
In these cases, AQM schemes seek to control the queuing delay.
This section provides guidelines to assess the performance of an AQM
proposal for various traffic profiles -- different types of senders
(with different TCP congestion control variants, unresponsive,
aggressive).

4.1.

TCP-friendly sender
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TCP-friendly sender with the same initial congestion window

This scenario helps to evaluate how an AQM scheme reacts to a TCPfriendly transport sender. A single long-lived, non applicationlimited, TCP NewReno flow, with an Initial congestion Window (IW) set
to 3 packets, transfers data between sender A and receiver B. Other
TCP friendly congestion control schemes such as TCP-friendly rate
control [RFC5348] etc MAY also be considered.
For each TCP-friendly transport considered, the graph described in
Section 2.7 could be generated.
4.1.2.

TCP-friendly sender with different initial congestion windows

This scenario can be used to evaluate how an AQM scheme adapts to a
traffic mix consisting of TCP flows with different values of the IW.
For this scenario, two types of flows MUST be generated between
sender A and receiver B:
o

A single long-lived non application-limited TCP NewReno flow;

o

A single long-lived application-limited TCP NewReno flow, with an
IW set to 3 or 10 packets. The size of the data transferred must
be strictly higher than 10 packets and should be lower than 100
packets.

The transmission of the non application-limited flow must start
before the transmission of the application-limited flow and only
after the steady state has been reached by non application-limited
flow.
For each of these scenarios, the graph described in Section 2.7 could
be generated for each class of traffic (application-limited and non
application-limited). The completion time of the application-limited
TCP flow could be measured.
4.2.

Aggressive transport sender

This scenario helps testers to evaluate how an AQM scheme reacts to a
transport sender that is more aggressive than a single TCP-friendly
sender. We define ’aggressiveness’ as a higher increase factor than
standard upon a successful transmission and/or a lower than standard
decrease factor upon a unsuccessful transmission (e.g. in case of
congestion controls with Additive-Increase Multiplicative-Decrease
(AIMD) principle, a larger AI and/or MD factors). A single longlived, non application-limited, TCP Cubic flow transfers data between
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Other aggressive congestion control schemes

For each flavor of aggressive transports, the graph described in
Section 2.7 could be generated.
4.3.

Unresponsive transport sender

This scenario helps testers to evaluate how an AQM scheme reacts to a
transport sender that is less responsive than TCP. Note that faulty
transport implementations on an end host and/or faulty network
elements en-route that "hide" congestion signals in packet headers
[I-D.ietf-aqm-recommendation] may also lead to a similar situation,
such that the AQM scheme needs to adapt to unresponsive traffic. To
this end, these guidelines propose the two following scenarios.
The first scenario can be used to evaluate queue build up. It
considers unresponsive flow(s) whose sending rate is greater than the
bottleneck link capacity between routers L and R. This scenario
consists of a long-lived non application limited UDP flow transmits
data between sender A and receiver B. Graphs described in
Section 2.7 could be generated.
The second scenario can be used to evaluate if the AQM scheme is able
to keep responsive fraction under control. This scenario considers a
mixture of TCP-friendly and unresponsive traffics. It consists of a
long-lived non application-limited UDP flow and a single long-lived,
non-application-limited, TCP New Reno flow that transmit data between
sender A and receiver B. As opposed to the first scenario, the rate
of the UDP traffic should not be greater than the bottleneck
capacity, and should not be higher than half of the bottleneck
capacity. For each type of traffic, the graph described in
Section 2.7 could be generated.
4.4.

Less-than Best Effort transport sender

This scenario helps to evaluate how an AQM scheme reacts to LBE
congestion controls that ’results in smaller bandwidth and/or delay
impact on standard TCP than standard TCP itself, when sharing a
bottleneck with it.’ [RFC6297]. The potential fateful interaction
when AQM and LBE techniques are combined has been shown in [LBE-AQM];
this scenario helps to evaluate whether the coexistence of the
proposed AQM and LBE techniques may be possible.
Single long-lived non application-limited TCP NewReno flows transfer
data between sender A and receiver B. Other TCP-friendly congestion
control schemes MAY also be considered. Single long-lived non
application-limited LEDBAT [RFC6817] flows transfer data between
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sender A and receiver B. We recommend to set the target delay and
gain values of LEDBAT respectively to 5 ms and 10 [LEDBAT-PARAM].
Other LBE congestion control schemes, any of those listed in
[RFC6297], MAY also be considered.
For each of the TCP-friendly and LBE transports, the graph described
in Section 2.7 could be generated.
5.

Round Trip Time Fairness

5.1.

Motivation

The ability of AQM schemes to control the queuing delay highly
depends on the way end-to-end protocols react to congestion signals.
When the RTT varies, the behaviour of a congestion control is
impacted and this impacts the ability of an AQM scheme to control the
queue. It is therefore important to assess the AQM schemes for a set
of RTTs (e.g., from 5 ms to 200 ms).
The asymmetry in terms of difference in intrinsic RTT between various
paths sharing the same bottleneck SHOULD be considered so that the
fairness between the flows can be discussed since in this scenario, a
flow traversing on shorter RTT path may react faster to congestion
and recover faster from it compared to another flow on a longer RTT
path. The introduction of AQM schemes may potentially improve this
type of fairness.
Introducing an AQM scheme may cause the unfairness between the flows,
even if the RTTs are identical. This potential unfairness SHOULD be
investigated as well.
5.2.

Recommended tests

The RECOMMENDED topology is detailed in Figure 1:
o

To evaluate the inter-RTT fairness, for each run, two flows
divided into two categories. Category I which RTT between sender
A and Router L SHOULD be 100ms. Category II which RTT between
sender A and Router L should be in [5ms;560ms]. The maximum value
for the RTT represents the RTT of a satellite link that, according
to the section 2 of [RFC2488] should be at least 558ms.

o

To evaluate the impact of the RTT value on the AQM performance and
the intra-protocol fairness (the fairness for the flows using the
same paths/congestion control), for each run, two flows (Flow1 and
Flow2) should be introduced. For each experiment, the set of RTT
SHOULD be the same for the two flows and in [5ms;560ms].
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A set of evaluated flows MUST use the same congestion control
algorithm.
5.3.

Metrics to evaluate the RTT fairness

The outputs that MUST be measured are:

6.

o

for the inter-RTT fairness: (1) the cumulative average goodput of
the flow from Category I, goodput_Cat_I (Section 2.5); (2) the
cumulative average goodput of the flow from Category II,
goodput_Cat_II (Section 2.5); (3) the ratio goodput_Cat_II/
goodput_Cat_I; (4) the average packet drop rate for each category
(Section 2.3).

o

for the intra-protocol RTT fairness: (1) the cumulative average
goodput of the two flows (Section 2.5); (2) the average packet
drop rate for the two flows (Section 2.3).

Burst Absorption
"AQM mechanisms need to control the overall queue sizes, to ensure
that arriving bursts can be accommodated without dropping packets"
[I-D.ietf-aqm-recommendation]

6.1.

Motivation

An AQM scheme can result in bursts of packet arrivals due to various
reasons. Dropping one or more packets from a burst can result in
performance penalties for the corresponding flows, since dropped
packets have to be retransmitted. Performance penalties can result
in failing to meet SLAs and be a disincentive to AQM adoption.
The ability to accommodate bursts translates to larger queue length
and hence more queuing delay. On the one hand, it is important that
an AQM scheme quickly brings bursty traffic under control. On the
other hand, a peak in the packet drop rates to bring a packet burst
quickly under control could result in multiple drops per flow and
severely impact transport and application performance. Therefore, an
AQM scheme ought to bring bursts under control by balancing both
aspects -- (1) queuing delay spikes are minimized and (2) performance
penalties for ongoing flows in terms of packet drops are minimized.
An AQM scheme that maintains short queues allows some remaining space
in the queue for bursts of arriving packets. The tolerance to bursts
of packets depends upon the number of packets in the queue, which is
directly linked to the AQM algorithm. Moreover, one AQM scheme may
implement a feature controlling the maximum size of accepted bursts,
that can depend on the buffer occupancy or the currently estimated
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queuing delay. The impact of the buffer size on the burst allowance
may be evaluated.
6.2.

Recommended tests

For this scenario, tester MUST evaluate how the AQM performs with the
following traffic generated from sender A to receiver B:
o

Web traffic with IW10;

o

Bursty video frames;

o

Constant bit rate UDP traffic.

o

A single bulk TCP flow as background traffic.

Figure 2 presents the various cases for the traffic that MUST be
generated between sender A and receiver B.
+-------------------------------------------------+
|Case| Traffic Type
|
|
+-----+------------+----+--------------------+
|
|Video|Webs (IW 10)| CBR| Bulk TCP Traffic
|
+----|-----|------------|----|--------------------|
|I
| 0 |
1
| 1 |
0
|
+----|-----|------------|----|--------------------|
|II | 0 |
1
| 1 |
1
|
|----|-----|------------|----|--------------------|
|III | 1 |
1
| 1 |
0
|
+----|-----|------------|----|--------------------|
|IV | 1 |
1
| 1 |
1
|
+----+-----+------------+----+--------------------+
Figure 2: Bursty traffic scenarios
A new web page download could start after the previous web page
download is finished. Each web page could be composed by at least 50
objects and the size of each object should be at least 1kB. 6 TCP
parallel connections SHOULD be generated to download the objects,
each parallel connections having an initial congestion window set to
10 packets.
For each of these scenarios, the graph described in Section 2.7 could
be generated. Metrics such as end-to-end latency, jitter, flow
completion time MAY be generated. For the cases of frame generation
of bursty video traffic as well as the choice of web traffic pattern,
we leave these details and their presentation to the testers.
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Stability

7.1.

Motivation

Network devices can experience varying operating conditions depending
on factors such as time of the day, deployment scenario, etc. For
example:
o

Traffic and congestion levels are higher during peak hours than
off-peak hours.

o

In the presence of a scheduler, the draining rate of a queue can
vary depending on the occupancy of other queues: a low load on a
high priority queue implies a higher draining rate for the lower
priority queues.

o

The available capacity at the physical layer can vary over time
(e.g., a lossy channel, a link supporting traffic in a higher
diffserv class).

Whether the target context is a not stable environment, the ability
of an AQM scheme to maintain its control over the queuing delay and
buffer occupancy can be challenged. This document proposes
guidelines to assess the behavior of AQM schemes under varying
congestion levels and varying draining rates.
7.2.

Recommended tests

Note that the traffic profiles explained below comprises non
application-limited TCP flows. For each of the below scenarios, the
results described in Section 2.7 SHOULD be generated. For
Section 7.2.5 and Section 7.2.6 they SHOULD incorporate the results
in per-phase basis as well.
Wherever the notion of time has explicitly mentioned in this
subsection, time 0 starts from the moment all TCP flows have already
reached their congestion avoidance phase.
7.2.1.

Definition of the congestion Level

In these guidelines, the congestion levels are represented by the
projected packet drop rate, had a drop-tail queue was chosen instead
of an AQM scheme. When the bottleneck is shared among nonapplication-limited TCP flows. l_r, the loss rate projection can be
expressed as a function of N, the number of bulk TCP flows, and S,
the sum of the bandwidth-delay product and the maximum buffer size,
both expressed in packets, based on Eq. 3 of [SCL-TCP]:
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l_r = 0.76 * N^2 / S^2
N = S * sqrt(1/0.76) * sqrt (l_r)
These guidelines use the loss rate to define the different congestion
levels, but they do not stipulate that in other circumstances,
measuring the congestion level gives you an accurate estimation of
the loss rate or vice-versa.
7.2.2.

Mild congestion

This scenario can be used to evaluate how an AQM scheme reacts to a
light load of incoming traffic resulting in mild congestion -- packet
drop rates around 0.1%. The number of bulk flows required to achieve
this congestion level, N_mild, is then:
N_mild = round(0.036*S)
7.2.3.

Medium congestion

This scenario can be used to evaluate how an AQM scheme reacts to
incoming traffic resulting in medium congestion -- packet drop rates
around 0.5%. The number of bulk flows required to achieve this
congestion level, N_med, is then:
N_med = round (0.081*S)
7.2.4.

Heavy congestion

This scenario can be used to evaluate how an AQM scheme reacts to
incoming traffic resulting in heavy congestion -- packet drop rates
around 1%. The number of bulk flows required to achieve this
congestion level, N_heavy, is then:
N_heavy = round (0.114*S)
7.2.5.

Varying congestion levels

This scenario can be used to evaluate how an AQM scheme reacts to
incoming traffic resulting in various level of congestions during the
experiment. In this scenario, the congestion level varies within a
large time-scale. The following phases may be considered: phase I mild congestion during 0-20s; phase II - medium congestion during
20-40s; phase III - heavy congestion during 40-60s; phase I again,
and so on.
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Varying available capacity

This scenario can be used to help characterize how the AQM behaves
and adapts to bandwidth changes. The experiments are not meant to
reflect the exact conditions of Wi-Fi environments since its hard to
design repetitive experiments or accurate simulations for such
scenarios.
To emulate varying draining rates, the bottleneck capacity between
nodes ’Router L’ and ’Router R’ varies over the course of the
experiment as follows:
o

Experiment 1: the capacity varies between two values within a
large time-scale. As an example, the following phases may be
considered: phase I - 100Mbps during 0-20s; phase II - 10Mbps
during 20-40s; phase I again, and so on.

o

Experiment 2: the capacity varies between two values within a
short time-scale. As an example, the following phases may be
considered: phase I - 100Mbps during 0-100ms; phase II - 10Mbps
during 100-200ms; phase I again, and so on.

The tester MAY choose a phase time-interval value different than what
is stated above, if the network’s path conditions (such as bandwidthdelay product) necessitate. In this case the choice of such timeinterval value SHOULD be stated and elaborated.
The tester MAY additionally evaluate the two mentioned scenarios
(short-term and long-term capacity variations), during and/or
including TCP slow-start phase.
More realistic fluctuating capacity patterns MAY be considered. The
tester MAY choose to incorporate realistic scenarios with regards to
common fluctuation of bandwidth in state-of-the-art technologies.
The scenario MAY consist of TCP NewReno flows between sender A and
receiver B. To better assess the impact of draining rates on the AQM
behavior, the tester MUST compare its performance with those of droptail and SHOULD provide a reference document for their proposal
discussing performance and deployment compared to those of drop-tail.
Burst traffic, such as presented in Section 6.2, could also be
considered to assess the impact of varying available capacity on the
burst absorption of the AQM.
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Parameter sensitivity and stability analysis

The control law used by an AQM is the primary means by which the
queuing delay is controlled. Hence understanding the control law is
critical to understanding the behavior of the AQM scheme. The
control law could include several input parameters whose values
affect the AQM scheme’s output behavior and its stability.
Additionally, AQM schemes may auto-tune parameter values in order to
maintain stability under different network conditions (such as
different congestion levels, draining rates or network environments).
The stability of these auto-tuning techniques is also important to
understand.
Transports operating under the control of AQM experience the effect
of multiple control loops that react over different timescales. It
is therefore important that proposed AQM schemes are seen to be
stable when they are deployed at multiple points of potential
congestion along an Internet path. The pattern of congestion signals
(loss or ECN-marking) arising from AQM methods also need to not
adversely interact with the dynamics of the transport protocols that
they control.
AQM proposals SHOULD provide background material showing control
theoretic analysis of the AQM control law and the input parameter
space within which the control law operates as expected; or could use
another way to discuss the stability of the control law. For
parameters that are auto-tuned, the material SHOULD include stability
analysis of the auto-tuning mechanism(s) as well. Such analysis
helps to understand an AQM control law better and the network
conditions/deployments under which the AQM is stable.
8.

Various Traffic Profiles
This section provides guidelines to assess the performance of an AQM
proposal for various traffic profiles such as traffic with different
applications or bi-directional traffic.

8.1.

Traffic mix

This scenario can be used to evaluate how an AQM scheme reacts to a
traffic mix consisting of different applications such as:
o

Bulk TCP transfer

o

Web traffic

o

VoIP
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Various traffic mixes can be considered. These guidelines RECOMMEND
to examine at least the following example: 1 bi-directional VoIP; 6
Webs pages download (such as detailed in Section 6.2); 1 CBR; 1
Adaptive Video; 5 bulk TCP. Any other combinations could be
considered and should be carefully documented.
For each scenario, the graph described in Section 2.7 could be
generated for each class of traffic. Metrics such as end-to-end
latency, jitter and flow completion time MAY be reported.
8.2.

Bi-directional traffic

Control packets such as DNS requests/responses, TCP SYNs/ACKs are
small, but their loss can severely impact the application
performance. The scenario proposed in this section will help in
assessing whether the introduction of an AQM scheme increases the
loss probability of these important packets.
For this scenario, traffic MUST be generated in both downlink and
uplink, such as defined in Section 3.1. These guidelines RECOMMEND
to consider a mild congestion level and the traffic presented in
Section 7.2.2 in both directions. In this case, the metrics reported
MUST be the same as in Section 7.2 for each direction.
The traffic mix presented in Section 8.1 MAY also be generated in
both directions.
9.

Multi-AQM Scenario

9.1.

Motivation

Transports operating under the control of AQM experience the effect
of multiple control loops that react over different timescales. It
is therefore important that proposed AQM schemes are seen to be
stable when they are deployed at multiple points of potential
congestion along an Internet path. The pattern of congestion signals
(loss or ECN-marking) arising from AQM methods also need to not
adversely interact with the dynamics of the transport protocols that
they control.
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Details on the evaluation scenario

+---------+
+-----------+
|senders A|---+
+---|receivers A|
+---------+
|
|
+-----------+
+-----+---+ +---------+ +--+-----+
|Router L |--|Router M |--|Router R|
|AQM
| |AQM
| |No AQM |
+---------+ +--+------+ +--+-----+
+---------+
|
|
+-----------+
|senders B|-------------+
+---|receivers B|
+---------+
+-----------+
Figure 3: Topology for the Multi-AQM scenario
This scenario can be used to evaluate how having AQM schemes in
sequence impact the induced latency reduction, the induced goodput
maximization and the trade-off between these two. The topology
presented in Figure 3 could be used. We recommend that the AQM
schemes introduced in Router L and Router M should be the same; any
other configurations could be considered. For this scenario, we
recommend to consider a mild congestion level, the number of flows
specified in Section 7.2.2 being equally shared among senders A and
B. Any other relevant combination of congestion levels could be
considered. We recommend to measure the metrics presented in
Section 7.2.
10.

Implementation cost

10.1.

Motivation

Successful deployment of AQM is directly related to its cost of
implementation. Network devices can need hardware or software
implementations of the AQM mechanism. Depending on a device’s
capabilities and limitations, the device may or may not be able to
implement some or all parts of the AQM logic.
AQM proposals SHOULD provide pseudo-code for the complete AQM scheme,
highlighting generic implementation-specific aspects of the scheme
such as "drop-tail" vs. "drop-head", inputs (e.g. current queuing
delay, queue length), computations involved, need for timers, etc.
This helps to identify costs associated with implementing the AQM
scheme on a particular hardware or software device. This also helps
the WG understand which kind of devices can easily support the AQM
and which cannot.
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Recommended discussion

AQM proposals SHOULD highlight parts of AQM logic that are device
dependent and discuss if and how AQM behavior could be impacted by
the device. For example, a queueing-delay based AQM scheme requires
current queuing delay as input from the device. If the device
already maintains this value, then it can be trivial to implement the
AQM logic on the device. If the device provides indirect means to
estimate the queuing delay (for example: timestamps, dequeuing rate),
then the AQM behavior is sensitive to the precision of the queuing
delay estimations are for that device. Highlighting the sensitivity
of an AQM scheme to queuing delay estimations helps implementers to
identify appropriate means of implementing the mechanism on a device.
11.

Operator Control and Auto-tuning

11.1.

Motivation

One of the biggest hurdles of RED deployment was/is its parameter
sensitivity to operating conditions -- how difficult it is to tune
RED parameters for a deployment to achieve acceptable benefit from
using RED. Fluctuating congestion levels and network conditions add
to the complexity. Incorrect parameter values lead to poor
performance.
Any AQM scheme is likely to have parameters whose values affect the
control law and behaviour of an AQM. Exposing all these parameters
as control parameters to a network operator (or user) can easily
result in a unsafe AQM deployment. Unexpected AQM behavior ensues
when parameter values are set improperly. A minimal number of
control parameters minimizes the number of ways a possibly naive user
can break a system where an AQM scheme is deployed at. Fewer control
parameters make the AQM scheme more user-friendly and easier to
deploy and debug.
[I-D.ietf-aqm-recommendation] states "AQM algorithms SHOULD NOT
require tuning of initial or configuration parameters in common use
cases." A scheme ought to expose only those parameters that control
the macroscopic AQM behavior such as queue delay threshold, queue
length threshold, etc.
Additionally, the safety of an AQM scheme is directly related to its
stability under varying operating conditions such as varying traffic
profiles and fluctuating network conditions, as described in
Section 7. Operating conditions vary often and hence the AQM needs
to remain stable under these conditions without the need for
additional external tuning. If AQM parameters require tuning under
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these conditions, then the AQM must self-adapt necessary parameter
values by employing auto-tuning techniques.
11.2.

Required discussion

AQM proposals SHOULD describe the parameters that control the
macroscopic AQM behavior, and identify any parameters that require
require tuning to operational conditions. It could be interesting to
also discuss that even if an AQM scheme may not adequatly auto-tune
its parameters, the resulting performance may not be optimal, but
close to something reasonable.
If there are any fixed parameters within the AQM, their setting
SHOULD be discussed and justified.
If an AQM scheme is evaluated with parameter(s) that were externally
tuned for optimization or other purposes, these values MUST be
disclosed.
12.

Interaction with ECN

Deployed AQM algorithms SHOULD support Explicit Congestion
Notification (ECN) as well as loss to signal congestion to
endpoints"[I-D.ietf-aqm-recommendation]. The benefits of providing
ECN support for an AQM scheme are descibed in [ECN-Benefit].
12.1.

Motivation

(ECN) [RFC3168] is an alternative that allows AQM schemes to signal
receivers about network congestion that does not use packet drop.
12.2.

Recommended discussion

An AQM scheme can support ECN [I-D.ietf-aqm-recommendation], in which
case testers MUST discuss and describe the support of ECN.
13.

Interaction with Scheduling

A network device may use per-flow or per-class queuing with a
scheduling algorithm to either prioritize certain applications or
classes of traffic, limit the rate of transmission, or to provide
isolation between different traffic flows within a common class
[I-D.ietf-aqm-recommendation].
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Motivation

Coupled with an AQM scheme, a router may schedule the transmission of
packets in a specific manner by introducing a scheduling scheme.
This algorithm may create sub-queues and integrate a dropping policy
on each of these sub-queues. Another scheduling policy may modify
the way packets are sequenced, modifying the timestamp of each
packet.
13.2.

Recommended discussion

The scheduling and the AQM conjointly impact on the end-to-end
performance. During the characterization process of a dropping
policy, the tester MUST discuss the feasibility to add scheduling
combined with the AQM algorithm. This discussion as an instance, MAY
explain whether the dropping policy is applied when packets are being
enqueued or dequeued.
13.3.

Assessing the interaction between AQM and scheduling

These guidelines do not propose guidelines to assess the performance
of scheduling algorithms. Indeed, as opposed to characterizing AQM
schemes that is related to their capacity to control the queuing
delay in a queue, characterizing scheduling schemes is related to the
scheduling itself and its interaction with the AQM scheme. As one
example, the scheduler may create sub-queues and the AQM scheme may
be applied on each of the sub-queues, and/or the AQM could be applied
on the whole queue. Also, schedulers might, such as FQ-CoDel
[FQ-CoDel] or FavorQueue [FAVOUR], introduce flow prioritization. In
these cases, specific scenarios should be proposed to ascertain that
these scheduler schemes not only helps in tackling the bufferbloat,
but also are robust under a wide variety of operating conditions.
This is out of the scope of this document that focus on dropping and/
or marking AQM schemes.
14.

Discussion on Methodology, Metrics, AQM Comparisons and Packet
Sizes

14.1.

Methodology

One key objective behind formulating the guidelines is to help
ascertain whether a specific AQM is not only better than drop-tail
but also safe to deploy. Testers therefore need to provide a
reference document for their proposal discussing performance and
deployment compared to those of drop-tail.
A description of each test setup SHOULD be detailed to allow this
test to be compared with other tests. This also allows others to
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replicate the tests if needed. This test setup SHOULD detail
software and hardware versions. The tester could make its data
available.
The proposals SHOULD be evaluated on real-life systems, or they MAY
be evaluated with event-driven simulations (such as ns-2, ns-3,
OMNET, etc). The proposed scenarios are not bound to a particular
evaluation toolset.
The tester is encouraged to make the detailed test setup and the
results publicly available.
14.2.

Comments on metrics measurement

The document presents the end-to-end metrics that ought to be used to
evaluate the trade-off between latency and goodput in Section 2. In
addition to the end-to-end metrics, the queue-level metrics (normally
collected at the device operating the AQM) provide a better
understanding of the AQM behavior under study and the impact of its
internal parameters. Whenever it is possible (e.g. depending on the
features provided by the hardware/software), these guidelines advice
to consider queue-level metrics, such as link utilization, queuing
delay, queue size or packet drop/mark statistics in addition to the
AQM-specific parameters. However, the evaluation MUST be primarily
based on externally observed end-to-end metrics.
These guidelines do not aim to detail on the way these metrics can be
measured, since the way these metrics are measured is expected to
depend on the evaluation toolset.
14.3.

Comparing AQM schemes

This document recognizes that the guidelines mentioned above may be
used for comparing AQM schemes.
AQM schemes need to be compared against both performance and
deployment categories. In addition, this section details how best to
achieve a fair comparison of AQM schemes by avoiding certain
pitfalls.
14.3.1.

Performance comparison

AQM schemes MUST be compared against all the generic scenarios
presented in this memo. AQM schemes MAY be compared for specific
network environments such as data centers, home networks, etc. If an
AQM scheme has parameter(s) that were externally tuned for
optimization or other purposes, these values MUST be disclosed.
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AQM schemes belong to different varieties such as queue-length based
schemes (ex. RED) or queueing-delay based scheme (ex. CoDel, PIE).
AQM schemes expose different control knobs associated with different
semantics. For example, while both PIE and CoDel are queueing-delay
based schemes and each expose a knob to control the queueing delay -PIE’s "queueing delay reference" vs. CoDel’s "queueing delay target",
the two tuning paramerters of the two schemes have different
semantics, resulting in different control points. Such differences
in AQM schemes can be easily overlooked while making comparisons.
This document RECOMMENDS the following procedures for a fair
performance comparison between the AQM schemes:
1.

comparable control parameters and comparable input values:
carefully identify the set of parameters that control similar
behavior between the two AQM schemes and ensure these parameters
have comparable input values. For example, to compare how well a
queue-length based AQM scheme controls queueing delay vs. a
queueing-delay based AQM scheme, a tester can identify the
parameters of the schemes that control queue delay and ensure
that their input values are comparable. Similarly, to compare
how well two AQM schemes accommodate packet bursts, the tester
can identify burst-related control parameters and ensure they are
configured with similar values.

2.

compare over a range of input configurations: there could be
situations when the set of control parameters that affect a
specific behavior have different semantics between the two AQM
schemes. As mentioned above, PIE has tuning parameters to
control queue delay that has a different semantics from those
used in CoDel. In such situations, these schemes need to be
compared over a range of input configurations. For example,
compare PIE vs. CoDel over the range of target delay input
configurations.

14.3.2.

Deployment comparison

AQM schemes MUST be compared against deployment criteria such as the
parameter sensitivity (Section 7.3), auto-tuning (Section 11) or
implementation cost (Section 10).
14.4.

Packet sizes and congestion notification

An AQM scheme may be considering packet sizes while generating
congestion signals. [RFC7141] discusses the motivations behind this.
For example, control packets such as DNS requests/responses, TCP
SYNs/ACKs are small, but their loss can severely impact the
application performance. An AQM scheme may therefore be biased
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towards small packets by dropping them with smaller probability
compared to larger packets. However, such an AQM scheme is unfair to
data senders generating larger packets. Data senders, malicious or
otherwise, are motivated to take advantage of such AQM scheme by
transmitting smaller packets, and could result in unsafe deployments
and unhealthy transport and/or application designs.
An AQM scheme SHOULD adhere to the recommendations outlined in
[RFC7141], and SHOULD NOT provide undue advantage to flows with
smaller packets [I-D.ietf-aqm-recommendation].
15.

Conclusion

Figure 4 lists the scenarios and their requirements.
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+------------------------------------------------------------------+
|Scenario
|Sec. |Requirement
|
+------------------------------------------------------------------+
+------------------------------------------------------------------+
|Transport Protocols
|4.
|
|
| TCP-friendly sender
| 4.1 |Scenario MUST be considered
|
| Aggressive sender
| 4.2 |Scenario MUST be considered
|
| Unresponsive sender
| 4.3 |Scenario MUST be considered
|
| LBE sender
| 4.4 |Scenario MAY be considered
|
+------------------------------------------------------------------+
|Round Trip Time Fairness
| 5.2 |Scenario MUST be considered
|
+------------------------------------------------------------------+
|Burst Absorption
| 6.2 |Scenario MUST be considered
|
+------------------------------------------------------------------+
|Stability
|7.
|
|
| Varying congestion levels | 7.2.5|Scenario MUST be considered
|
| Varying available capacity| 7.2.6|Scenario MUST be considered
|
| Parameters and stability | 7.3 |This SHOULD be discussed
|
+------------------------------------------------------------------+
|Various Traffic Profiles
|8.
|
|
| Traffic mix
| 8.1 |Scenario is RECOMMENDED
|
| Bi-directional traffic
| 8.2 |Scenario MAY be considered
|
+------------------------------------------------------------------+
|Multi-AQM
| 9.2 |Scenario MAY be considered
|
+------------------------------------------------------------------+
|Implementation Cost
| 10.2 |Pseudo-code SHOULD be provided |
+------------------------------------------------------------------+
|Operator Control
| 11.2 |Tuning SHOULD NOT be required |
+------------------------------------------------------------------+
|Interaction with ECN
| 12.2 |MUST be discussed if supported |
+------------------------------------------------------------------+
|Interaction with Scheduling| 13.2 |Feasibility MUST be discussed |
+------------------------------------------------------------------+

Figure 4: Summary of the scenarios and their requirements
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ABSTRACT
Bufferbloat is excessive delay due to the accumulation of
packets in a router’s oversized queues. CoDel and PIE are
two recent Active Queue Management (AQM) algorithms
that have been proposed to address bufferbloat by reducing
the queuing delay while trying to maintain a high bottleneck
utilization. In this paper, we outline what are the operating ranges, that is the network characteristics (in terms of
round-trip times and bottleneck capacity), for which these
algorithms achieve their design goals. We highlight deployment scenarios where both AQM schemes result in poor
performance when used with default parameters, and we
evaluate to what extent we can tune these to achieve various trade-offs. We find that, by appropriate tuning (1)
the amount of buffering can easily be controlled with PIE,
(2) the RTT sensitivity of CoDel can be reduced. Also,
we observe there is more correlation between the congestion
level, the achieved queuing delay and the targeted delay with
CoDel than with PIE. An overall winner for the best AQM
scheme does not exist, as each scheme proposes a specific
trade-off, and each works within a limited range of network
characteristics or traffic profiles.

Keywords
AQM; Bufferbloat; CoDel; PIE; congestion control.

1.

INTRODUCTION

The combination of large buffers and loss-based congestion control mechanisms result in persistently full buffers
and increased end-to-end delay; this issue, known as
bufferbloat [4], may be a serious hindrance to the increasing
number of latency sensitive applications. Even though there
is some discussion on whether bufferbloat is a widespread
problem [2, 10], its presence has been actually observed in
mobile networks [12, 1].
Active Queue Management (AQM) has been proposed as a
way to alleviate bufferbloat, i.e., it should be able to reduce
end-to-end latency and avoid lock-out phenomena within
the Internet [3]. Widespread deployment of AQM has not
happened since the first proposals dating back more than
a decade, mainly due to their sensitivity to the operating
conditions in the network and to the characteristics of the
low layers, and especially the difficulty of tuning their parameters. Indeed, even though the hard-to-tune RED was
quickly followed up by the Adaptive Random Early Detection (ARED) [6, 5] algorithm, and even though many other

mechanisms have since been proposed to ease setting parameters, AQM schemes have been reported to be usually
turned off. Controlled Delay (CoDel) [18] and Proportional
Integral controller Enhanced (PIE) [19] are two recently proposed AQM schemes that aim at tackling bufferbloat, by
controlling the queuing delay while attempting to address
the problems that (A)RED encountered in terms of deployment and stability. The authors of PIE mention in [19] that
PIE “self-tunes its parameters to optimize system performance” depending on network conditions, and the authors
of CoDel say in [18] that CoDel “controls delay, while being insensitive to round-trip delays, link rates, and traffic
loads.”
In this paper, based on ns-2 simulation results, we try to
evaluate the limits of PIE’s self-tuning ability and CoDel’s
sensitivity to network conditions by evaluating their operating ranges (in terms of congestion levels, round-trip times
or link rates). In fact, CoDel has been found to be sensitive
to the congestion level [11, 13], and PIE and CoDel have
difficulties controlling the queuing delay both in high RTT
and high capacity paths [21] and in low capacity paths [8].
Our work aims not only at verifying these conclusions, but
also at assessing the range of conditions in which the default
parameters of PIE and CoDel fail to perform well. We also
evaluate how tunable CoDel and PIE are, i.e., whether they
can easily be adjusted to (1) achieve any desired trade-off
between queuing delay and bottleneck utilization and (2)
let CoDel and PIE improve their performance outside their
operating range.
The remainder of this paper is structured as follows. In
Section 2, we briefly describe the CoDel and PIE algorithms.
We present the simulation setup in Section 3. Section 4
looks into the operating ranges of the AQM schemes. In
Section 5, we study the tunability of CoDel and PIE, that
is, how their parameters can be set to achieve different tradeoffs. Section 6 concludes the paper.

2.

CODEL AND PIE ALGORITHMS

In this section, we sketch how CoDel and PIE work, focusing on how these algorithms use similarly-named target
delay (denoted by τ ) and update interval (denoted by λ)
parameters in a different manner. When needed for clarity,
we use the notation τx , λx to denote the parameters of AQM
algorithm x.

2.1

CoDel

CoDel keeps track of enqi , the enqueue time of each packet
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pi . At the dequeue time deqi , CoDel measures the queuing
delay of each dequeued packet, δi = deqi − enqi . The algorithm has two states, a dropping state and a non-dropping
state, and the initial state is non-dropping. CoDel keeps
track of the number of consecutive drops in a variable ndrop ,
that is initialized as: ndrop = 1. We denote by µndrop the interval after which CoDel may enter (or stay in) the dropping
state and drop one packet; µndrop depends on the number
of consecutive drops, as follows:
√
(1)
µndrop = λCoDel / ndrop .
Let t1 denote the time of the last drop. When a packet pi
is about to be dequeued at time t:
• if δi > τCoDel and t > t2 = t1 + µndrop , then: (a)
CoDel enters (or stays in) the dropping state, (b) pi is
dropped, (c) ndrop is increased by 1;
• else: (a) CoDel enters the non dropping state, (b) pi
is not dropped, (c) ndrop is set to 1.

A.3 - Operating ranges & tunability of CoDel & PIE

2.4

Scheduling and AQM schemes

A recent proposal, Flow-Queuing CoDel (FQ-CoDel) [9]
combines Stochastic Fair Queuing (SFQ), priority queuing and CoDel. The IETF recommendations on AQM [3]
note that “queue management” and “scheduling schemes”
are closely related, but address different performance issues. They may be used in combination, but they should
not be confused [3]. This article focuses on queue management alone and the operating ranges of CoDel and PIE, and
does not consider FQ-CoDel or any other combination of
AQM and scheduling.

3.

NETWORK CHARACTERISTICS

snd1

pdrop = pdrop + α × (E[T ] − τPIE ) + β × (E[T ] − E[T ]old ) (2)
The α parameter determines how the deviation of current latency from the target value affects the drop probability. The β term exerts additional adjustments depending on
whether the latency is trending up or down. PIE scales up
these parameters to make pdrop adapt more rapidly when
pdrop ∈
/ [0.01, 0.1].

2.3

Default parameterizations

We choose to evaluate the operating ranges of CoDel and
PIE using what is considered to be their default parameterizations. The default values of τ and λ are: τCoDel = 5 ms,
λCoDel = 100 ms, τPIE = 20 ms and λPIE = 30 ms.
The default settings of CoDel and PIE, together with their
different ways of deciding whether to drop a packet, achieve
different trade-offs between the bottleneck utilization and
the queuing delay. Intuitively, this can be explained as follows:
• PIE adapts its drop probability every λPIE , whereas
CoDel may drop a packet only every µndrop in order
to give end-points time to react to a drop.

..
.

R2

dest4

Figure 1: Dumbbell simulation topology.
Figure 1 presents the topology for the ns-2 simulations.
We define three congestion levels, light, moderate and heavy,
where respectively 4, 16 and 64 long-lived TCP flows are associated with 4 sender/receiver pairs sharing the bottleneck.
For the following simulation evaluations, the congestion control is TCP NewReno with SACK option enabled, and a
packet size of 1500 B is used throughout.
The capacity of the bottleneck is 10 Mbps, and the capacities of the links snd1...n ↔ R1 and dest1...n ↔ R2 are
100 Mbps, unless otherwise noted. The size of buffers for
the simulations are set according to the bandwidth–delay
product, where the bandwidth is the capacity of the bottleneck and the delay is the base RTT (i.e., in the absence of
queuing).
Figure 2 serves as example of the figures used in this paper: the boxes encompass the first to third quartile (25 %
to 75 % of the samples) and the median value is shown as
a point. On the x axis, the distance ∆ to the target delay
is the difference between the queuing delay δ and the target
delay τ :
∆=δ−τ

(3)

We represent the bottleneck utilization as a function of ∆.
Figure 2 highlights that both PIE and CoDel try to maximise the bottleneck utilisation, while keeping the queuing
delay under control with respect to their design goals.

Bottleneck
utilization [%]

PIE

PIE estimates the current queuing delay, E[T ], by considering the current queue length, qlen, and the draining rate of the queue, depart_rate as follows: E[T ] =
qlen/depart_rate. E[T ]old represents the previous estimation of the queuing delay. PIE updates its drop probability,
pdrop , every λPIE according to Equation (2). When a packet
is enqueued, it is dropped with probability pdrop .

R1

bottleneck

snd4

Then, at t2 , µndrop is updated as per (1).

2.2

dest1

..
.

100
3rd quartile of x-axis samples
median value of both axes
1st quartile of x-axis samples

• PIE tries to maintain the average queuing delay
around τPIE , whereas CoDel would tend to act as a
delay limiter, since drops are only applied if delays
grow above τCoDel .

Figure 2: Plot style used in Figures 3 to 8.

• PIE allows more buffering than CoDel which would
result in higher bottleneck utilization.

The bottleneck utilization is averaged every 5 s and we
measure the per-packet queuing delay. Each simulation lasts

0
Distance to the target delay [ms]
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4.

SENSITIVITY OF CODEL AND PIE TO
NETWORK CONDITIONS

4.1

Various congestion levels

100

-10

-5
0
5
10
Distance to the target delay [ms]

15

20

Figure 3: Impact of the congestion level.
For the tests discussed in this section, the base RTT was
set to 100 ms, and the one-way delay (OWD) of each link is
RTT/6.
Figure 3 shows that PIE’s ability to control the median
queuing delay does not depend strongly on the level of congestion. Under the three levels of congestion considered, the
median queuing delay is kept close to τPIE . We notice that
the spread decreases as the congestion level increases. PIE’s
algorithm enables it to have an median queuing delay very
close to τPIE with the traffic considered. However, probably
because PIE considers previous queue states, adaptation of
drop probability to changes of the queue occupancy can be
slow, resulting in non-negligible variations in queuing delay.
The figure also shows that the median queuing delay with
CoDel is lower than, but close to, τCoDel , which is consistent
with claims in [17]. However, we can see that higher loads
can result in delays higher than 20 ms; under heavy load,
median queuing delay is ≈ 15 ms (i.e., ∆ ≈ 10 ms).
As discussed in § 2.3, by default PIE should allow more
buffering than CoDel. This is verified by the results presented in this section (remember that ∆ = 0 means δ =
20 ms for PIE but δ = 5 ms for CoDel).
To summarize, with PIE, the achieved median queuing
delay is close to τPIE for the tested congestion levels. However the variation of the queuing delay may be high. With
CoDel, we noted a stronger correlation between the congestion level, the queuing delay and τ .

4.2 RTT sensitivity
A different base RTT—that is, the minimum RTT, without any queuing delays—can impact the behaviour of congestion controllers and, as a result, the ability of an AQM
to control the queue. Thus, this section examines the sensitivity of CoDel and PIE to different base RTTs.

85
80

RTT=100ms - CoDel
RTT=200ms - CoDel
RTT=300ms -CoDel
RTT=100ms - PIE
RTT=200ms - PIE
RTT=300ms - PIE

75
70
65
-15

-10

-5

0

5

10

15

20

25

Distance to the target delay [ms]

Figure 4: Impact of the base RTT.

The analysis below considers the following edge link
characteristics: RT T(snd1...N ↔R1 ) = RT T(dest1...N ↔R2 ) =
1.25 ms. The RTT of the bottleneck varies so that the base
RTT is one of: 100 ms, 200 ms and 300 ms. We do not consider a lower RTT: since CoDel has shown poorer performance with larger RTTs [18, Figure 8], we prefer focusing
on an RTT higher than 100 ms.
Delays of 200 and 300 ms can be considered as common
for intercontinental paths. We consider a scenario where the
likely congestion level in such a network is light.
The results presented in Figure 4 show that both CoDel
and PIE are sensitive to the base RTT value. For both
algorithms, when the RTT increases:
• the median bottleneck utilization is lower—down to
80 % with CoDel and down to 94 % with PIE when
the RTT is 300 ms;
• the median queuing delay decreases;
• there is more variation in bottleneck utilization and
less variation in queuing delay.
RTT=100ms
0.04

Dropping probability
Queuing delay
target delay

0.01
Dropping probability in PIE

Bottleneck utilization [%]

Light - CoDel
Moderate - CoDel
Heavy - CoDel
Light - PIE
Moderate - PIE
Heavy - PIE

90

60
-20

Traffic and congestion levels are higher during peak hours
than off-peak hours. When an AQM scheme is deployed in
a non-stationary traffic environment, its ability to actually
maintain its control on the buffer occupancy is challenged.
Thus, this section assesses the sensitivity of CoDel and PIE
to different congestion levels.
101
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0.04

Dropping probability
Queuing delay
target delay

0.01

0.03

Queuing delay [s]

300 s and has been repeated with 10 different random seeds,
so each figure summarizes 600 link utilization samples and
several thousands of per packet delay samples.
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Figure 5: Behavior of PIE with RTTs of 100 and 300 ms.
To better understand the impact of higher RTTs on the
behavior of AQM schemes, Figure 5 presents the queuing
delay (averaged every second) and the dropping probability
of PIE for two RTT values during a representative time interval. When the RTT is 100 ms, the queuing delay tends to
oscillate around τPIE . When the RTT is 300 ms, the maximum queuing delay and the maximum dropping probability
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are not higher than when the RTT is 100 ms. The main
difference observed when the RTT increases, is wider oscillations in buffer occupancy and queuing delay: when the
queuing delay is higher than τPIE , the dropping probability
increases in order to maintain a queuing delay around τPIE .
However, when the RTT increases, the increase of the dropping probability does not result in a queuing delay around
τPIE but in a momentarily empty buffer.

4.3

Table 1: Bottleneck capacity, BDP and τ .

transmission time of 1500 B (ms)
BDP (in 1500 B packets)
PIE: avg. queue size aimed (in pkts)
CoDel: max. queue size aimed (in pkts)

Bottleneck utilization [%]

neck utilization or to allow a queuing delay that is far from
τ.
Moreover, in light of the results presented so far, we can
conclude that:
• CoDel may not work well with RTTs in the interval
[10 ms, 1 s] and is sensitive to the traffic load;
• the self-tuning of PIE, supposed to make it robust and
optimized for various network conditions, shows some
limits.

Capacity limited networks

There is no single “typical” bottleneck speed and there
is a wide variety of access technologies; fiber deployments
in urban areas may offer around 100 Mbps, but long-haul
DSL used in many developed countries for rural access networks may offer only 1 Mbps and some links may still have
lower capacities. Thus, this section looks at the sensitivity
of CoDel and PIE to low link capacities.
The following analysis considers the following edge link
characteristics: RT T(snd1...N ↔R1 ) = RT T(dest1...N ↔R2 ) =
1.25 ms. The base RTT is 100 ms. The capacity of the bottleneck is set to either 500 kbps, 1 Mbps or 2 Mbps. We
consider a scenario where the congestion level is light, as
defined in § 3.
Table 1 shows the time needed to transmit 1500 B (the
packet size used in this paper) and the resulting size of the
average or maximum queue size that PIE or CoDel, respectively, tries to maintain. In these scenarios τCoDel and τPIE
are so low that the targeted queuing delays are by default
not achievable as they mean extremely short queues: this
can be seen in Figure 6 with queuing delays way above the
targets when the bottleneck is set to 500 kbps.

Therefore, suggesting that no knobs need to be turned may
be misleading.
The AQM characterization guidelines detail that the assessments “are not bound to a particular evaluation toolset” [15]. Our high-level conclusions, based on ns-2 simulations, are consistent not only with other works that used
ns-2 as well [11], but also with studies based on IKR SimLib and its Linux Virtual Machine (VM) integration [21] or
emulated networks [14] using the Linux implementations of
the algorithms.

5.

TUNABILITY OF CODEL AND PIE

The analysis below is based not only on the results presented in § 4, but also on previously published work by other
authors. We focus on cases where the default parameters are
not suitable, and τ and λ were changed to assess whether
CoDel and PIE can be easily tuned to (1) achieve any desired
trade-off between queuing delay and bottleneck utilization
and (2) let CoDel and PIE improve their performance outside their “default” operating ranges.

5.1

bottleneck capacity
500 kbps
1 Mbps
2 Mbps
24
12
6
4.2
8.3
16.6
≈1
≈2
≈3
<1
<1
≈1

100

Operating ranges of CoDel and PIE

We define the operating range as the network characteristics (bottleneck capacity, RTT) for which the AQM schemes
work as desired, i.e., maintaining a high bottleneck utilization and a low queuing delay.
Based on our results and those of [21, 14, 8, 11], we outline
below the operating ranges of PIE and CoDel. Considering
only the RTT and the capacity of the bottleneck, denoted
baseRT T and Cbot , PIE and CoDel, with their default parameters, have trouble with controlling the queuing delay
and maintaining a high bottleneck utilization if:

98

• baseRT T ≥ 200 ms (§ 4.2 and [14, 21]);

96
CoDel - capacity=500kbps
CoDel - capacity=1Mbps
CoDel - capacity=2Mbps
PIE - capacity=500kbps
PIE - capacity=1Mbps
PIE - capacity=2Mbps

94
92
90
0

20
40
60
Distance to the target delay [ms]

• Cbot < 2 Mbps (§ 4.3 and [8]);
• Cbot > 100 Mbps ([21]).
80

Figure 6: Impact of low bottleneck capacities.
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Discussion

In § 4.1, we saw that CoDel is sensitive to the traffic load;
in § 4.2, that CoDel and PIE are sensitive to the base RTT;
and in § 4.3, that CoDel and PIE are sensitive to link speeds
and “break” when link capacities are very low: the default
parameters of PIE and CoDel may not suit every situation,
making these AQM schemes to drastically reduce the bottle-

We have observed that these AQMs do not fulfill their design
goal outside these bounds, but we cannot guarantee that
they work as expected within them. If we consider other
parameters than baseRT T and Cbot , our results and those
presented in [11] illustrate that there is a high correlation
between the traffic load and the performance of CoDel.
With the specific characteristics of e.g. rural broadband
(baseRT T ≈ 300 ms and Cbot ≈ 1 Mbps) and data-center networks (baseRT T ≈ 10−5 ms and Cbot ≈ 104 Mbps), the limited operating range of CoDel and PIE prevents them from
working as expected in these contexts. We therefore turn
to evaluating the “tunability” of PIE and CoDel, that is, to
assess to what extent we can obtain different trade-offs than
the default ones by changing only τ and λ; this would be a
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straightforward way to adapt their operating ranges to specific network conditions. PIE has already been updated for
data-centers [20] by changing the α and β parameters (see
Eq. (2)). However, the IETF recommendations on AQM [3]
advocate the selection of default parameters appropriate to
the general Internet with auto-tuning to avoid RED’s deployment issues. In [17], the authors say that λCoDel should
be set to the RTT and τCoDel to 5% of λCoDel . The objective
is to make CoDel less sensitive to different base RTTs, but
the viability of these settings was not shown by the authors
of [17]. We should also verify whether τCoDel is actually close
to the queuing delay when it is set to another value than 5%
of λCoDel .

Impact of the target delay
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Figure 8: Sensitivity to λ. RT T = 300 ms, default τ .
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CoDel-interval=200ms
CoDel- interval=300ms
PIE- interval=200ms
PIE- interval=300ms

The performance issues that had been observed in § 4.2 are
alleviated when λCoDel is higher than 100 ms and set closer
to the RTT, as illustrated in Figure 8; contrary to what is
seen Figure 4, utilization is very close to 100%. However, in
most deployment cases, the path RTT is not known at the
router deploying the AQM.

(a) CoDel.

Bottleneck utilization [%]

100

97.5

92

90
-20

Impact of the update interval

In this section, we evaluate the sensitivity of CoDel and
PIE to changes of λ when the congestion level is light. The
network characteristics (RTT, link capacity, traffic generation) are the same as in § 4.1 with a base RTT of 300 ms.

Light - target 5ms
Light - target10ms
Light - target20ms
Heavy - target 5ms
Heavy - target10ms
Heavy - target20ms

94

90
-20

5.3

Bottleneck utilisation [%]

Bottleneck utilization [%]

We first evaluate the sensitivity of CoDel and PIE to
changes of τ for various congestion levels. The network
characteristics (RTT, link capacity, traffic generation) are
the same as in § 4.1.
In our simulations, we also tested with other values of
τ but results were qualitatively similar, so for the sake
of clarity we only present those corresponding to τ =
{5, 10, 20} ms.

what CoDel has been designed for. When the congestion
level is heavy, the median and maximum queuing delays are
higher than τCoDel , no matter the value of τCoDel . Thus,
CoDel does act as a delay limiter as long as the traffic load
is not high.
With PIE (Figure 7b), under the two levels of congestion
considered, and for the various target delays considered, the
median queuing delay is kept close to τPIE . Increasing τPIE
results in higher bottleneck utilization when the congestion
level is light. Therefore, different trade-offs can be achieved
with PIE: by changing τPIE , one can accurately tune the
median queuing delay to any desired value, bearing in mind
that increasing τPIE results in a higher bottleneck utilization
and more variability in queuing delay.

0
10
20
Distance to the target delay [ms]

30

(b) PIE.
Figure 7: Sensitivity to τ ; λ is set to its default value for
each AQM.
Figure 7 shows that, as τ increases, both CoDel and PIE
allow more buffering, resulting in higher bottleneck utilization. Also, when τ increases, the queuing delay δ, that is
∆ + τ , increases. For both schemes, when the congestion
level is heavy, an increase in τ does not significantly change
the bottleneck utilization or the queuing delay.
With CoDel (Figure 7a), when the congestion level is light
and for all the target delays considered, 75 % of the queuing
delay samples are lower than τCoDel , which is in line with

Dropping probability in PIE [%]
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Figure 9: PIE’s dropping probability for various values of
λPIE .
By increasing λPIE when the RTT increases, the median
bottleneck utilization can be improved (compare with the
results in Figure 4), but the high variability of the queuing
delay cannot be reduced. To visualize the impact of λPIE on
PIE’s behavior, we represent in Figure 9 the evolution of the
drop probability, during a representative time interval, for
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various values of λ. This figure shows that increasing λPIE
tends to result in a smoother evolution of the drop probability, which does not actually reduce the RTT sensitivity of
PIE in terms of stabilizing queuing delay.

6.

CONCLUSION

Deploying AQM is essential step in reducing end-to-end
latency [3]. Widespread deployment of early AQM proposals has not happened yet, mainly due to their sensitivity to
the network characteristics. Two recently proposed AQM
schemes attempt to tackle bufferbloat while addressing these
issues. Before considering actual deployment of CoDel and
PIE, it is essential to outline their operating ranges (in terms
of RTT, bottleneck capacity and congestion levels). In this
paper, we evaluate the limits of PIE’s self-tuning ability and
the sensitivity of CoDel to network conditions. Our conclusions, based on ns-2 simulations, are consistent with recently published studies that emulates networks using Linux
implementations of the algorithms. We found that both
schemes show performance issues when the RTT is higher
than 200 ms, or the bottleneck capacity is lower than 2 Mbps.
We also measure how the default parameterization of PIE
and CoDel lets PIE allow more queuing delay than CoDel
and achieve higher bottleneck utilization.
Because the use of CoDel and PIE with their default parameterizations results in poor performance for some deployment use-cases, such as data-centers or rural broadband networks, manual tuning can hardly be avoided. Also, within
the operating ranges, the desirable performance may differ
from the trade-off that can be obtained with the default parameters of CoDel and PIE. As a result, we have also studied
to what extent we can manually tune them. We saw that
the median queuing delay can easily be modified with PIE
and CoDel by changing the target delay only; however, this
works for CoDel only when the congestion level is low. Setting the update interval to the RTT reduces the RTT sensitivity of CoDel, but in many deployment cases, the person
configuring the router will not be aware of the path RTT.
Increasing the update interval tends to result in smoother
evolution of the drop probability for PIE.
PIE and CoDel have had to be updated for cable-modems
networks [7]: in the context of networks with characteristics
that make them fit into the operating ranges, the adequate
performance of CoDel and PIE can not be guaranteed as
other parameters may have an impact, such as lower layers
characteristics. In light of our results and the discussions
in [22, 16], we claim that there is no overall winner for the
best AQM: each algorithm proposes a specific trade-off, and
works within limited network or traffic characteristics.
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Abstract

100%
90%
80%

Active queue management (AQM) drops packets early
in the growth of a queue, to prevent a capacity-seeking
sender (e.g. TCP) from keeping the buffer full. An
AQM can mark instead of dropping packets if they
indicate support for explicit congestion notification
(ECN [RFB01]). Two modern AQMs (PIE [PNB+ 15]
and CoDel [NJ12]) are designed to keep queuing delay
to a target by dropping packets as load varies.
This memo uses Curvy RED and an idealised but sufficient model of TCP traffic to explain why attempting to
keep delay constant is a bad idea, because it requires excessively high drop at high loads. This high drop itself
takes over from queuing delay as the dominant cause of
delay, particularly for short flows. At high load, a link
is better able to preserve reasonable performance if the
delay target is softened into a curve rather than a hard
cap.

70%
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Figure 1: Two Example Curvy RED algorithms

1

Curvy RED

Curvy RED [DSBTB15] is an active queue management (AQM) algorithm that is both a simplification
and a a generalisation of Random Early Detection
The analysis proves that the same AQM can be de- (RED [FJ93]). Two examples are shown in Figployed in different parts of a network whatever the ca- ure 1 and Figure 2 shows a close-up of their normal
pacity with the same optimal configuration.
operating regions.
A surprising corollary of this analysis concerns cases
with a highly aggregated number of flows through a
bottleneck. Although aggregation reduces queue variation, if the target queuing delay of the AQM at that
bottleneck is reduced to take advantage of this aggregation, TCP will still increase the loss level because of the
reduction in round trip time. The way to resolve this
dilemma is to overprovision (a formula is provided).
Nonetheless, for traffic with ECN enabled, there is no
harm in an AQM holding queuing delay constant or
configuring an AQM to take advantage of any reduced
delay due to aggregation without over-provisioning. Recently, the requirement of the ECN standard [RFB01]
that ECN must be treated the same as drop has been
questioned. The insight that the goals of an AQM for
drop and for ECN should be different proves that this
doubt is justified.
∗ ietf@bobbriscoe.net, Formerly of BT Research & Technology, UK, during the drafting of this report. Now independent.

The drop probability, p, of a Curvy RED AQM is:

u
dq
p=
,
(1)
Dq
where dq is averaged queue delay. The two parameters are:
u: the exponent (cUrviness) of the AQM;
Dq : the scaling parameter, i.e. the value of dq when
p hits 100%. 1/Dq is the slope of the curve.
An implementation would not be expected to vary
cUrviness, u. Rather an optimal value of u would
be determined in advance.
The queuing delay used by Curvy RED is averaged,
but averaging is outside the scope of his memo,
which is only concerned with insights from steadystate conditions.
The scaling parameters Dq of the curves in Figure 1 are arranged so that they both pass through
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drop probability, p
Curvy RED^4

2%
1%

10

20
30
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mains in Reno mode up to 500Mb/s). The following Reno-based analysis would apply for Cubic in
Reno mode, except with a slightly different constant of proportionality. Even if the dominant congestion control were Cubic in its pure Cubic mode,
the exponents and constants would be different in
form, but the structure of the analysis would be the
same.
In typical traffic a large proportion of TCP flows
are short and complete while still in slow start.
However, again for intuitive simplicity, only flows
in congestion avoidance will be considered. 3

0%
0

A.4 - Insights from Curvy RED

40

The load on a link is proportional to the number
Figure 2: Usual Operating Region of The Same of simultaneous flows being transmitted, n. If the
capacity of the link (which may vary) is X and the
Two Example Curvy RED AQM algorithms
mean bit-rate of the flows is x, then:
X
(20 ms, 2%), which we call the design point.1 All
(2)
n= .
x
the curves in Figure 2 and Figure 3 are arranged to
pass through this same design point2 , which makes
The rate of a TCP flow depends on round trip dethem comparable over the operating region of about
lay, dR and drop probability, p. A precise but com0–40 ms either side of this point, shown in Figure 2.
plex formula for this dependence has been derived,
In the following, the dependence of both drop and but the simplest model [MSMO97] will suffice for
queuing delay on load will be derived. The ap- insight purposes:
proach is relatively simple. The rate of each flow
Ks
x=
(3)
has to reduce to fit more flows into the same ca√ ,
dR p
pacity, the number of flows being a measure of increasing load. The formula for the rate of a TCP where s is the maximum segment size (MSS) of
p
flow is well known; flow rate reduces if either drop TCP and K is 3/2 for TCP Reno (or 1.68 for
or round trip time (RTT) increases, and RTT in- Cubic in Reno mode).
creases if queuing delay increases. The Curvy RED
formula constrains the relationship between drop The round trip time, dR consists of the base RTT
and queuing delay, so one can be substituted for DR plus queuing delay dq , such that:
the other in the TCP formula to cast it solely in
dR = DR + dq
(4)
terms of either drop or queuing delay, rather than
both. Therefore either drop or queuing delay can For a set of flows with different base round trip
be stated in terms of the number of flows sharing times, it is sufficient to define DR as the harmonic
mean of the set of base RTTs. dq is common to all
out the capacity.
the flows, because they all pass through the same
Figure 3 shows the resulting dependence of both queue4 , so then d is the average RTT including
R
queuing delay (left axis) and drop probability (right this queuing delay d .
q
axis) on load. There is a pair of curves for each
of a selection of different values of curviness, u, in Substituting Equation 3 Equation 4 in Equation 2:
the Curvy RED algorithm. The rest of this section
X(DR + dq ) √
n=
p.
(5)
gives the derivation of these curves, and defines the
Ks
normalised load metric used for the horizontal axis.
In practice, traffic is not all TCP and TCP is not By substituting from Equation 1 into Equation 5,
all Reno. Nonetheless, to gain insight it will be suf- the number of flows can be given as a function of
ficient to assume all flows are TCP Reno. Focusing either queueing delay dq or loss probability, p:

u/2
on Reno is justified for bandwidth delay products
X(DR + dq ) dq
typical in today’s public Internet, where TCP Cun=
(6)
Ks
Dq
bic typically operates in a TCP Reno emulation
3 If necessary, the traffic can be characterised as an effecmode (e.g. with 20ms round trip time, Cubic re1 The

values are an arbitrary example, not a recommen-

dation.
2 By re-arranging Equation 1 as D = d∗ /(p∗ )1/u , where
q
q
the design point is (d∗q , p∗ ).

2 of 7

tive number, n, of Reno flows in congestion avoidance, for
instance by reverse engineering the output of an algorithm
designed to measure queue variation ν such as ADT [SSK06],
i.e. n = (BDP/ν)2 .
4 Assuming the common case of a single bottleneck.
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It can be seen that, as the curviness parameter is
increased, the AQM pushes harder against growth
of queuing delay as load increases. However, given
TCP is utilising the same capacity, it has to cause
more loss (right axis) if it cannot cause more queuing delay (left axis).
In the extreme, infinite curviness represents the intent of AQMs such as CoDel and PIE that aim to
clamp queueing delay to a target value (the black
horizontal straight line). As a consequence, the
TCP flows force loss to rise more quickly with load
(the black dashed line). The experiments comparing Curvy RED with RED, PIE and fq CoDel in
[DSBTB15] in a realistic broadband testbed verify
this analysis, at least for u = 2. Indeed the high
drop levels found with PIE and fq CoDel in these
experiments motivated the analysis in this report.

a)

To reduce losses at high load, the default target delay of fq CoDel probably needs to be increased to a
b)
value closer to PIE’s target default of 20 ms. However then, when load is below the design point, both
PIE and CoDel will tend to allow a small standFigure 3: Dilemma between Two Impairments: Deing queue to build so that the queue is sufficient to
lay and Loss against Normalised Load; for TCP
reach the target delay. Whereas Curvy RED should
Reno and the Curvy RED Algorithm with Increasgive lower queuing delay when load is light.
ing Curviness, u; a) DR = 20 ms; b) DR = 10 ms
Normalised load is plotted on the horizontal axis to
make the plots independent of capacity as long as
X(DR + Dq p )p
n=
(7) individual flows have the same rate. As an examKs
ple, we will set the constants to average base RTT,
Equation 6 & Equation 7 are plotted against nor- DR = 20 ms and MSS, s = 1500 B. Then, if the
malised load in Figure 3 for an example set of average rate of individual flows, x = 1 Mb/s norp
Curvy RED algorithms with curviness parameters malised load will be L = 1500 ∗ 8 ∗ 3/2/(0.02 ∗
u = 1, 2, 4, 8, ∞, with base RTT DR = 20 ms. 1E6) = 0.73, whether there are n = 4 flows in
u = ∞ represents an algorithm like PIE or CoDel X = 4 Mb/s of capacity, or n = 400 flows in
that attempts to clamp queuing delay to a target X = 400 Mb/s.
value whatever the load.
From Equation 8 it can be seen that normalised
How to read Figure 3: For any one value of u, only
load depends on the choice of average base delay
two plots apply. Each pair shares a common colour.
used to characterise all the paths, DR . The horiThe solid line in each pair shows growth in queuing
zontal scale of Figures 3a) and 3b) has been condelay (left axis) with load and the dashed line shows
trived so that a vertical line through them both
growth in drop (right axis). For instance,for u = 1,
represents the same mean rate per flow, x.5 A few
the two blue plots apply, which are uppermost and
selected values of rate per flow are shown along the
lowermost. As the value used for u increases, the
top of Figure 3a).
relevant pair of plots to use progress inwards; down
from the top and up from the bottom, like a closing
For instance, if DR = 20 ms then x is 1 Mb/s when
pair of pincers.
L = 0.73, but if DR = 10 ms, x is 1 Mb/s when
Normalised load L is used as the horizontal axis, L = 1.46. At twice the normalised load in both
because it is proportional to the number of flows n plots, x will halved. As well as this scaling, there
but scales with link capacity X, by the following is still residual dependence on DR in the shape of
the plots as well, even though normalised load is
relationship:
Ks n
defined to include average RTT DR .
L=
,
(8)
DR X
5 Interestingly, normalised load can be expresssed as prowhere Ks/DR can be considered constant, at least portionate
to the product of number of flows and the ratio
as long as MSS and the typical topology of the of two delays: L = nKDs /DR , where Ds is the serialisation
Internet are constant. The plot uses s = 1500 B.
delay of a maximum sized segment, because Ds = s/X.
1/u

1/2
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Invariance with Capacity

2.1
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2.2

AQM Configuration and Scale

Does Flow Aggregation Increase AQM configuration should be invariant with link
capacity, but it will need to change in environments
or Decrease the Queue?

where the expected range of RTTs is significantly
different. Therefore, AQM configurations in a data
There used to be a rule of thumb that a router
centre will be different, not because of high link
buffer should be sized (in bytes) for the bandcapacities, but because of shorter RTTs.
width delay product. Then, in 2004 Appenzeller
et al. [AKM04, GM06]
pointed out that for large The parameter Dq represents a delay well out√
aggregates BDP/ n would be sufficient. This ap- side the normal operating region, so it has no inplies only if TCP’s sawteeth are desynchronized so tuitive meaning. Therefore it is better to conthat the variance of all the sawteeth shrinks with figure the AQM against a design point, such as
the square root of the number of flows.6
dq = 20 ms, p = 2%. The operator will need to
A link for 100× more flows will typically be sized set this design point where delay and loss start to
with 100× more capacity, so the queue will drain become troublesome for the most sensitive applications (e.g. interactive voice). By setting the AQM
100× √
faster. Therefore, if the buffer
√ is sized for
BDP/ n, queuing delay will be n× (=10×) to pass through this point, it will ensure a good
compromise between delay and loss. Then the most
lower.7
sensitive application will survive at the highest posIn the previous section we showed that queuing de- sible load, rather than holding one impairment unlay grows with number of flows. How does this necessarily low so that the other is pushed so high
reconcile with the idea that buffers can shrink as that it breaks the sensitive app.
more flows are aggregated?
The ideal curviness of the AQM depends on the
It is certainly true that, with more flows, variability dominant congestion control regime (this memo is
of the queue will shrink. So, if curvy RED allows written assuming TCP Reno is dominant, which inthe extra flows to increase the queue, most of the cludes Cubic in Reno mode). For a particular domvariation will be at the tail of the queue in front inant congestion control, curviness depends only on
of a small standing queue at the head. However, the best compromise to resolve the dilemma in Figwithout more capacity, the alternative would be for ure 3, and can otherwise be assumed constant.
the AQM to introduce more drop to prevent the
additional delay—the dilemma in Figure 3 cannot Having determined an AQM configuration as
above, it will be applicable for all link rates as
be escaped8 .
long as expected round trip times are unchanged.
Nonetheless, if the greater number of flows is exIt would seem that higher flow aggregation would
pected to persist, capacity can be increased. This
allow √queuing delay to be reduced proportionate
creates enough space again for each flow, so less
to 1/ n without losing utilisation. However, the
queuing delay and less loss is needed. For examdilemma in Figure 3 still applies, so loss probability
ple, if there are permanently ten times more flows,
would increase. Therefore, once a good balance bethen provisioning ten times more capacity will bring
tween queuing delay and loss has been determined
normalised load back to its original value, because
it will be best to stick with that for any level of
normalised load, L ∝ n/X.
aggregation. Then, on a highly aggregated link,
Note that our definition of normalised load also in comparison to an equivalent level of normalised
factors out a change in MSS. For a given capacity load on a smaller link with fewer flows, queue variand number of flows, increasing the MSS increases ation will be smaller but it will have to sit behind a
the normalised load. It may be counter-intuitive larger standing queue. Nonetheless, this is preferthat the same bit-rate in larger packets will change able to changing the AQM scaling parameter to
normalised load. This is an artefact of the design trade more loss for less queuing.
of the TCP Reno algorithm (and most other TCP
This should help to explain why Vu-Brugier et
variants), which congests the link more (more delay
al [VBSLS07] found that√they could not reduce the
and/or drop) for a larger MSS, because it adds one
size of a buffer to BDP/ n without triggering high
MSS to the load per RTT (the additive increase).
volumes of user complaints due to excessive loss
6 This square root comes from the Central Limit Theorem
levels.
and has nothing to do with the TCP Reno rate equation.
7 Note that this square-root law does not apply indefinitely; only for medium levels of aggregation. Once the
queue size has reduced to about half a dozen packets, it does
not get any smaller with increased aggregation [GM06].
8 except using ECN —see § 3
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If there are too many flows for the capacity, no
amount of AQM configuration will help. Capacity
needs to be appropriately upgraded. The following
formula can be used to determine capacity X given
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the expected number of flows n and expected aver- no consensus could be reached on how to define its
age base RTT DR , where d∗q and p∗ are the values meaning.
of queuing delay and drop at the design point, as
It is now known that drop probability should be
determined above.
proportional to the square of ECN marking, and
Kns
the constant of proportionality need not be stan√ .
X=
(DR + d∗q ) p∗
dardised [DSBTB15]. Therefore it might now be
feasible to reach consensus on a standard meaning
Alternatively, the formula can be used to determine for ECN different from but related to drop.
the number of flows n that a particular capacity X
can reasonably be expected to support.
For a bottleneck
√ link, the only way to take advan- 4
Conclusions & Further Work
tage of the 1/ n reduction in queuing delay due
to aggregation without increasing loss is to overprovide capacity, so that n/X reduces as much as Although Curvy RED seems to be a useful AQM,
we are not necessarily recommending it here. We
(DR + d∗q ) reduces, thus holding p∗ unchanged.
are merely using the concept of curviness to draw
The necessary degree of overprovisioning can be
insights.
calculated for the worst case where the overprovisioned link remains as the bottleneck. In this case, The curviness parameter of Curvy RED can be conthe design point for queuing
√ delay at low aggrega- sidered to represent the operator’s policy for the
tion, d∗q is reduced to d∗q / n at high aggregation, tradeoff between delay and loss whenever load exthen the over-provisioning factor should be:
ceeds the intended design point. In contrast, PIE
and RED embody a hard-coded policy, which dic(DR + d∗q )
X0
tates that holding down delay is paramount, at the
√
=
.
X
(DR + d∗q / n)
expense of more loss.
For example, if average base RTT, DR = 20ms
a link for 100× more flows could have the design
point for queuing delay reduced from 20 ms to 2 ms
while keeping the loss design point constant at 2%.
But only if aggregated capacity is over-provided by
(20 + 20)/(20 + 2) = 1.8, i.e. 180× more capacity
for 100× more flows.

Given losses from short interactive flows (e.g. Web)
cause considerable delay to session completion,
trading less queuing delay for more loss is unlikely
to be the optimal policy to reduce delay. Also, as
load increases, it may lead real-time applications
such as conversational video and VoIP to degrade
or fail sooner. Allowing some additional flex in
If a core link is over-provisioned such that it is queueing delay with consequently less increase in
rarely the bottleneck, none of this√analaysis applies. loss is likely to give more favourable performance
Its buffer can be sized at BDP/ n without sacri- for a mix of Internet applications.
ficing utilisation but accommoding queue variation This dilemma can be escaped by using ECN instead
due to TCP flows bottlenecked elsewhere, and no of loss to signal congestion. Then queuing delay
regard needs to be taken of the risk of loss, which can be capped and the only consequence is higher
will be vanishingly small.
marking, not higher drop.
The analysis also shows that, once a design point
3 Escaping the TCP Dilemma defining an acceptable queuing delay and loss has
been defined, the same configuration can be used
with ECN
for the AQM at any link rate, but only for a similar RTT environment. A shallower queuing delay
Another insight that can be drawn from this analy- configuration can be used at high aggregation, but
sis is that the dilemma in Figure 3 disappears with only if the higher loss is acceptable, or if the capacECN. For ECN, the AQM can mark packets with- ity is suitably over-provisioned. Formulae for all
out introducing any impairment. There is therefore these configuration trade-offs have been provided.
no downside to clamping down queuing delay for
We intend to conduct experiments to give advice on
ECN-capable packets. This proves that it is wrong
a compromise level of curviness that best protects
to treat ECN the same as drop.
a range of delay-sensitive and loss-sensitive appliWhen ECN was first standardised [RFB01] , it was cations during high load. It will also be necessary
defined as equivalent to drop. Even though earlier to verify the theory for all values of curviness, and
proposals had considered treating ECN differently, for other AQMs without their default parameter
it had to be standardised as equivalent otherwise settings.
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Further research is needed to understand how best [FJ93]
to average the queue length, and how best to configure the averaging parameter.
[GM06]
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Review: Proportional Integral controller Enhanced (PIE)
Active Queue Management (AQM) [PNB+15]
Bob Briscoe∗
09 May 2015

Main Concerns
The following summary of my concerns, can be used as a table of contents for the rest of the review:
1. Proposed Standard, but no normative language
1. work needed to distinguish between design intent and specific implementation
2. unclear how strongly the enhancements are recommended
2. Has PIE been separately tested with and without each enhancement, to justify each?
3. Needs to enumerate whether it satisfies each AQM Design Guideline
1. If not, say why or fix.
2. Particular concerns:
i. No spec of ECN behaviour
ii. No autotuning of the two main parameters
iii. Transport specific (Reno-based?) autotuning of α & β
4. Rationale for a PI controller not properly articulated
5. Technical flaws/concerns
1. Turning PIE off
2. ‘Autotuning’ α & β parameters
3. Averaging problems
4. Burst allowance unnecessary?
5. Needs a Large Delay to Make the Delay Small
6. Derandomization: a waste of cycles
7. Bound drop probability at 100% → DoS vulnerability?
8. Avoiding Large Packet Lock-Out under Extreme Load.
6. Numerous magic numbers
1. ∼ 20 constants, 13 of which are not in the header block.
2. About half ought to be made to depend on other constants
3. Need to state how to set the remaining constants for different environments
7. Implementation suggestion for Autotuning α & β
∗ ietf@bobbriscoe.net,

BT Research & Technology, B54/77, Adastral Park, Martlesham Heath, Ipswich, IP5 3RE, UK
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My technical points run to 15 pages. The review ends with a 7 page tailpiece of editorial nits, references,
etc.
The PIE draft ends with two assertions in the Discussion section:
“PIE is simple to implement”
“PIE does not require any user configuration”
I am afraid I have to say that I do not believe either statement is warranted any more. PIE has lost its
way a bit. The implementation has not retained the elegance of the theory. The performance benefit
from so-called ‘enhancements’ is questionable or non-existent, whereas the added complexity is very
apparent. Also PIE now contains a large number of hard-coded constants (I counted 20) that ought to
be scenario-dependent configuration variables.

1

Proposed Standard, but No Normative Language

See email thread “PIE (and CoDel) drafts: proposed standard vs informational?” (It seems like it would
not be a big issue to make the PIE draft informational)
If normative language were included, we’d need to consider, “What is the essence of PIE?” My suggestions:
• MUST calculate drop probability as p = p + α(. . .) + β(. . .)
• MAY est del = qlen/depart rate
Alternative calculations are discussed:
– solely at enqueue
– using timestamps at dequeue
• MUST turn on & off
• MUST autotune α & β
• MUST handle bursts for drop, by default SHOULD NOT for ECN
• MAY derandomize, but only for per-flow queuing (see later)
And, in each case, what is the outcome that MUST be achieved, not just the RECOMMENDED formula
for the the reference implementation?

2

Justify Each Enhancement

Each enhancement is (mostly) justified theoretically, which is good. But has PIE been separately tested
with and without each enhancement to validate the theory? For instance:
• with and without derandomization?
• with different burst sizes?
• with and without autotuning α & β?

3

AQM Recommendations

Check whether PIE satisfies all the requirements in the Recommendations [BF15], and if it doesn’t
comply with the SHOULDs, say why. I noticed a few specific “non-compliances”:
• Recommendation 4.2.1. “AQM and ECN”
• Recommendation 4.3 Autotuning
• Recommendation 4.5 Transport-Independent?
2 of 15
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Recommendation 4.2.1. “AQM and ECN”

“Network devices SHOULD use an AQM algorithm that marks ECN-capable traffic”
In the PIE draft, there are three mentions of marking or dropping in general sections, but only dropping
is described in the specific sections on the PIE algorithm.
The AQM Recommendations draft [BF15] also says that ECN parameters SHOULD be separately
configurable, so the PIE draft ought to say which specific parameters would be separately configurable
for ECN. IMO, at least burst size should be separately configurable for ECN (irrespective of whether
ECN and non-ECN flows are queued separately or together).

3.2

Recommendation 4.3 Autotuning

“AQM algorithm deployment SHOULD NOT require operational tuning”
However, the PIE draft has not attempted this. Indeed, when the Introduction discusses PIE parameters
(target del and max burst?), it only says could, not should:
"While these parameters can be fixed to work
in various traffic conditions, they could be made self-tuning to
optimize system performance.
"

3.3

Recommendation 4.5 Transport-Independent?

“AQM algorithms SHOULD NOT be dependent on specific transport protocol behaviours”
I believe the autotuning factors in the lookup table in the appendix of the IETF draft (status update()
block) are specific to TCP Reno. Whether they are or not, the draft needs to say how they were derived.
And how they would be derived if conditions change, e.g. Cubic (or even rmcat!) becomes dominant
instead of Reno.
Most importantly, we need to know whether these values can be hard-coded for ever, or whether they
must be configurable.
These factors were originally derived using the theory in the HPSR’13 paper on PIE [PPP+ 13]. However,
as shown in the table below, the factors in the pseudocode are different from the paper (which used Misra
et al ’s model of TCP Reno to derive them). The draft still says it is based on the same model of TCP
Reno, so why are the factors different? If the analysis has been generalised since the HPSR’13 paper, we
need to know what logic these new choices are based on.
p

factor in I-D [PNB+ 15]

factor in original HPSR paper [PPP+ 13]

< 0.1%

1/128

< 1%

1/16

1/8

< 10%

1/2

1/2

else

1

1

BTW, there’s a mistake in the theoretical analysis section of the HPSR’13 paper on PIE [PPP+ 13], so
the effect on the tuning factors in the draft will need to be checked:
CURRENT:
κ = αRo /(po T )
SHOULD BE:
κ = 2αRo /(po T )
BTW2, the control law in CoDel is also specific to TCP Reno.
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Articulate the Rationale for a PI Controller

The draft doesn’t actually say that a PI controller is chosen to keep the average latency constant even
under high load. The 3rd para of Intro says that, unlike RED’s use of queue length, PIE uses latency as
the metric. However, that alone could just mean that the latency still increases with load.
All the rationale in section 4.2 doesn’t state this fundamental reasoning either, except by reference, citing
the original paper on PI [HMTG01].

5

Technical Flaws/Concerns

5.1

Turning PIE Off

My concern is about buffers that are more often completely idle than active (e.g. in most access networks).
PIE sets itself to inactive when qdelay has been less than QDELAY REF for long enough that drop prob
has reduced to zero.
But it seems that PIE will not reduce drop prob unless there is at least a low rate of packet arrivals. I
think PIE is blind to any period when there are no packets at all, and just picks up where it left off the
next time a packet does arrive.
I am unsure, because it is not clear from the pseudocode where the status update() routine is
called from. Is it a parallel background process, or triggered by packet arrivals? At the start of
status update(), it tests whether T UPDATE has been reached, which implies that it is called on each
packet arrival (because this test would not be necessary if it were triggered by a timer interrupt).
If the timer check in status update is meant to be triggered by packet arrivals, when traffic just stops
at the end of user activity, PIE will stop updating drop prob. Then when some time later the user
becomes active again, PIE tests whether it should be in the active state by whether drop prob is zero.
But nothing has triggered updates to drop prob in the meantime. So PIE will fool itself into thinking
it is in the active state and pick up all the variables where it left off, perhaps hours ago.
If this is corrected by making status update() into a timer-triggered process, then care will be needed
to ensure it doesn’t keep a machine awake that would otherwise go into an energy-saving sleep mode
when it has been inactive for a while.

5.2

‘Autotuning’ α & β Parameters

The following lookup table is abbreviated from that in the status update() code block:
if (p < 0.1%) {
p += [alpha*(qdelay
} else if (p < 1%) {
p += [alpha*(qdelay
} else if (p < 10%) {
p += [alpha*(qdelay
} else {
p += alpha*(qdelay
}

- QDELAY_REF) + beta*(qdelay-PIE->qdelay_old_)]/128;
- QDELAY_REF) + beta*(qdelay-PIE->qdelay_old_)]/16;
- QDELAY_REF) + beta*(qdelay-PIE->qdelay_old_)]/2;
- QDELAY_REF) + beta*(qdelay-PIE->qdelay_old_);

I am concerned that using a look-up table is not ‘autotuning’. It does not tune beyond the bounds of
the table. I.e. everything below 0.1% (the lowest value) will have to make do with division by 128 (see
Fig 1). To properly cover the operational range of values of p would require far too many “else ifs” in
sequence.
For instance a single Cubic flow with RTT of 100 ms bottlenecked in a link at the rates below causes the
drop prob shown.
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0.1%
←the table in the draft stops about here!

12 Mb/s

0.04%

24 Mb/s

0.016%

48 Mb/s

0.0065%

96 Mb/s

0.0025%

192 Mb/s

0.0010%

384 Mb/s

0.00040%

768 Mb/s

0.00016%

So the table in the PIE code only covers up to about 12 Mb/s, which might represent some upstream
access links today, but it is missing nearly two orders of magnitude for even the normal residential
downstream rates sold today (e.g. 80 Mb/s).
1 Gb/s access links are fairly normal today for private networks, and PIE should be applicable on
aggregated links too, as well as in data centres where 10 Gb/s is becoming the norm.
Further, equipment implemented today will probably sit in the network for 10–20 years. Access link rates
have typically doubled every 1.6 years. So, in 10–20 years, link rates might be 75×–6000× their rates
today.
Anyway, that look-up table is surely unnecessary. Below I’ve repeated the look-up table of p against
‘factor’ from the draft and added more columns to show that the factors in the look-up table approximate
to a linear relationship with p (compare pmid and factor/16). This is not surprising because the draft
says that the factors were chosen so that the changes in p were proportionate to the size of p before the
change.
p

pmid

pmid

factor

factor/16

<0.1%

0.03%

1/3333

1/128

1/2048
1/256

<1%

0.3%

1/333

1/16

<10%

3%

1/33

1/2

1/32

else

30%

1/3

1

1/16

where:
p

:

PIE->drop prob

pmid

:

the (geometric) mid-points of each range, as a percentage
and as a fraction

factor

:

The factor in the “if else” look-up table in the pseudocode, repeated at the start of this section.

So, why not just set
factor = p ∗ ALPHA DEFAULT
with ALPHA DEFAULT = 16? It’s a decent approximation of the look-up table of factors in the draft, particularly given the draft says that the exact values of the factors are not critically sensitive. Importantly,
it continues indefinitely as p gets smaller, whereas the look-up table approach always stops somewhere
(see Fig 1).
Previously, each factor was chosen as a power of two, so multiplying it with the “α(...)+β(...)”) expression
could be done with just adds and bit-shifts. Even though ‘factor’ now seems to have to be a double, this
multiplication can still be done with just adds and bit-shifts (see “Implementation Suggestions” later).
Note: My colleague Koen de Schepper reckons the factors in the pseudocode reduce too fast (see my
earlier question about why the factors in the draft reduce faster than those in the HPSR’13 paper). If
he’s right, whether we use the factors in the draft or my approximation to them, PIE will be too sluggish
at high bit-rates. If the draft authors agree that the factors should reduce in smaller steps, then the
approach I propose above will not be applicable. However, there would be a different solution.
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Tuning PIE for drop probability, p
6
4
2
-16

-12

-8

0
0 -2

-4

-4
-6
-8
-10

lg(factor) Look-up table.
draft-ietf-aqm-pie-01
lg(factor) Autotuned.
Proposed function

-12
-14

lg(p)

Figure 1: Comparison of Proposed Autotuning Function with Look-Up Table Approach

5.3
5.3.1

Averaging
Queue Sampling Rate

The queue is only sampled and p is only updated once every T UPDATE (= 16ms by default). This might
be appropriate for properly ACK-clocked or paced long-running flows. However, more bursty traffic is
often the norm, with lots of short flows arriving at irregular intervals. In such bursty scenarios, the
queue will tend to vary rapidly, so numerous samples will be needed to characterise the average queue.
By spacing samples so widely apart, it seems likely to take a very long time for p to reach an appropriate
value, by which time it will probably no longer be appropriate.
PIE’s sampling rate might be appropriate to minimise processing on cost-reduced equipment like a
residential gateway for a link rate of say 8 Mb/s (it then equates to about one in ten 1500 B packets).
But, even then, it seems unnecessarily infrequent. The draft should explain the tradeoffs that were made
before settling on this sampling rate, and whether evaluations have shown that a shorter sampling time
(if feasible) would be beneficial?
The draft says “Given modern high speed links, this period translates into once every tens, hundreds
or even thousands of packets.” However, it seems that the benefit of reducing background processing
beyond tens of packets becomes insignificant compared to the sloppiness of such infrequent updates to
p.

5.3.2

Averaging is Not Exponentially Weighted

In the set status() block of the pseudocode (or Section 4.2 of the body of the draft), the queuing delay
is determined as follows:
qdelay = queue_.byte_length() * avg_dq_time_/DQ_THRESHOLD;
which is explained (in Section 4.2) as qlen / depart rate, where
depart_rate = DQ_THRESHOLD/avg_dq_time_
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1.2
1
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0.2
0
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EWMA(rate); w=0.25
DQ_THRESHOLD;
/EWMA(interval); w=0.25
0
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250
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(a) Equal weights

1.2
1
0.8
0.6
0.4
0.2
0

rate
EWMA(rate); w=0.125
DQ_THRESHOLD;
/EWMA(interval); w=0.25
0

50

100

150

200
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300

(b) EWMA weight adjusted to attempt to match the non-EWMA

Figure 2: Exponentially Weighted Moving Average vs. PIE’s Non-EWMA Approach for an Example
Sequence of Rate Variations
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However, taking an exponentially weighted moving average (EWMA) of the dequeue times in the denominator is not the same as taking the EWMA of the rates. The pseudocode continually measures the sequence of dequeue times, t1 , t2 , t3 , . . . that it takes to transmit constant amounts of bytes (DQ THRESHOLD).
Then the exponentially weighted moving average (EWMA) of the rate should be:
ewma(depart rate) = DQ THRESHOLD ∗ ewma(1/t1 , 1/t2 , 1/t3 , . . . )
6= DQ THRESHOLD/ewma(t1 , t2 , t3 , . . . )
Fig 2 compares a correctly calculated EWMA with the non-EWMA in the PIE draft. They are both
shown averaging the departure rate of a link that varies between 1 unit and 0.1 units for the same
sequence of example durations. For the record, the formula for the correct EWMA is:
avg depart rate ← [1 − (1 − a)1/dq time ] ∗ dq time + (1 − a)1/dq time ∗ avg depart rate,
where a is the weighting constant of the EWMA. This correct EWMA formula has solely been used
to compare it with the PIE approach; it is not intended to be used in the PIE code, because it is too
complex—more complex than a typical EWMA, because the times between each measurement event
depend on the measurement.
The top chart (2a) shows that the PIE approach is considerably slower to converge than the correct
EWMA with the same weight (1/4 in both cases). In the bottom chart (2b), the weight of the correct
EWMA has been scaled down to 1/8 in an attempt to match the outcome of the PIE approach. Looking
closely it can be seen that the PIE approach is faster than exponential at first, then slower than
exponential later. This explains why, whatever constant scaling is chosen, even if one part of the trace
can be made to match, other parts will fail to match.
It would be hard to implement a correct EWMA unless constant time periods were used instead of
constant amounts of bytes. It might still be acceptable to use the PIE formula as an approximation.
However, it should be considered whether there might be pathological scenarios where the error would
be unacceptable.
(See also the comment at the end of §6 about how the EWMA constant should be set relative to
DQ THRESHOLD.)

5.4

Burst allowance unnecessary?

The recommended BURST ALLOWANCE of 150 ms seems both very large and unnecessary. For typical
interactions with CDNs placed about 10 ms away, this will suppress any response from PIE for about
15 round trips. PIE’s ‘silence period’ occurs every time PIE starts after an application-limited or idle
period, which is a very common occurrence in access links dedicated to single customers.
A burst allowance is intended to ensure that bursts that appear and disappear of their own accord do
not get hit unnecessarily by a loss. Bursts that “disappear of their own accord” means bursts due to
coincidences in arrivals from multiple flows. It does not mean bursts that TCP removes after it receives
round trip feedback. The AQM is meant to respond faster than TCP, because TCP is meant to respond
to the signals from the AQM. If the AQM responds more slowly than TCP’s round trip time response,
TCP will have to either drive up queuing delay or drive the queue to drop-tail in order to get a signal
to respond to.
As the draft says, the PIE algorithm without a burst allowance already naturally filters its response
to bursts, for two reasons: i) it misses bursts within the queue sampling period T UPDATE; ii) its drop
probability only evolves in small steps in response to changing queue length.
This seems the best way to filter bursts, because the larger and longer the burst, the less the response
to it will be filtered out. Introducing a fixed period of 150 ms during which PIE is completely unable to
send any signals, no matter how large the burst, seems very wrong, especially given PIE already has a
good filtering mechanism that self-tunes to the traffic.
Given the draft recommends setting BURST ALLOWANCE to 150 ms, it should at least point to experiments
that explain why this choice gives good performance compared to: i) a smaller burst allowance; ii) no
burst allowance; or iii) no burst allowance and a less aggressive (lower) value for beta (and perhaps also
for alpha). This will at least allow operators to judge whether the experiments are appropriate to the
deployment in question (e.g. appropriate round trip times and appropriate idle periods in the traffic).
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Needs a Large Delay to Make the Delay Small

The departure rate measurement only works if the queue grows larger than 214 B. For even a medium
rate broadband uplink (8 Mb/s), this represents 16 ms delay. So, the queue has to reach 16 ms of delay for
the algorithm to start working. And unless the target delay is set as high as 16 ms, PIE cannot maintain
a queue large enough to update its own rate estimation. Therefore, it seems that the constraints of rate
estimation set a lower bound on the target delay, which is not a healthy reason for choosing a target
delay value.
For a 2 Mb/s link (the lower bound of the definition of broadband), PIE has to build a 66 ms queue in
order to estimate its departure rate.

5.6

Derandomization

I’ve said this before on this list about the derandomization in RED, but perhaps it was not understood...
Unless there is only one flow in the queue (e.g. per-flow queuing), derandomizing the spacing between
drops just wastes cycles. So, if PIE is in a shared FIFO queue, the derandomization routine might as
well be called heat the room().
There’s a formal proof of this in my PhD dissertation [Bri09, §7.7.1], but here’s the intuition. Imagine
2 equal but desynchronized flows A & B are feeding the queue. Even if PIE makes the spacing between
drops regular, some drops will hit flow A and some will hit flow B. As long as the flows are not
synchronized, PIE will not drop alternately from A,B,A,B,A,B, etc. The flow that is hit by each drop
will be randomized. So the spacing between drops within each flow will no longer be regular, even though
the spacing between drops in the whole aggregate is regular.
If this is still not obvious, here’s a numerical example, with 4 desynchronized but equal flows A,B,C&D.
For illustration, let’s make the derandomization perfect and I will show that it becomes nearly random
again when one considers the spacing in each flow rather than in the aggregate.
Let’s say drop probability = 1% and derandomization is so perfect that it drops packet number 50, 150,
250, etc. Over such a distance between drops, it is reasonable to assume that there will be an equal
chance of hitting any of the flows.
The drop at packet#50 hits flow A with chance 1 in 4, and misses it with chance 3 in 4.
The drop at packet#150 hits flow A with chance 1 in 4, and misses it with chance 3 in 4.
The drop at packet#250 hits flow A with chance 1 in 4, and misses it with chance 3 in 4.
etc.
Let’s assume one of these drops has hit flow A at packet#X.
Then the chance of a drop from flow A:
at #X
at #X

AND NOT

#X+100

at #X

AND NOT

#X+100

AND NOT

#X+200

at #X

AND NOT

#X+100

AND NOT

#X+200

AND NOT

#X+300

AND

#X+100 =

AND

#X+200 = (3/4)1 *

1/4 = 25.00%
2

1/4 = 18.75%

AND

#X+300 = (3/4) *

1/4 = 14.06%

AND

#X+400 = (3/4)3 *

1/4 = 10.55%

But, for flow A, there are only about 100/4 = 25 packets between #50 and #150, because the other ∼ 75
packets are in the other flows.
So, in general, the chance of about 25 ∗ n packets between drops in one of the flows is
1/4 ∗ (3/4)(n−1)
So, this so-called ‘perfect’ derandomization gives the following chance for each of the following spacings
between drops in flows A (and equivalently in the other flows):
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Cumulative distribution function of drop spacing,
drop probability =0.01; #flows =4
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Cumulative Probability
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Perfectly derandomized drop spacing
(in aggregate or lone flow)

20%
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drop spacing [packets]

600

Cumulative distribution function of drop spacing,
drop probability =0.01; #flows =2
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Figure 3: Rerandomization of Derandomized Drop Spacing
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Drop Spacing

Probability

∼ 25

25.00%

∼ 50

18.75%

∼ 75

14.06%

∼ 100

10.55%

∼ 125

7.91%

∼ 150

5.93%

∼ 175

4.45%

∼ 200

3.34%

←intended spacing

etc.
In fact, for any number of flows greater than one, if the cumulative distribution function of spacings
with derandomization is laid on top of the CDF without, they follow nearly the same curve, except the
derandomized one is stepped (see Fig 3). Derandomization does avoid bunching of drops, but it does not
prevent some drops arriving very far apart, as the figure shows. This is true no matter how few flows
there are, unless there is just one (see the lower figure for 2 flows).
In practice, the outcome of derandomization will be even more random than shown in the plots, for two
reasons:
• These plots are for a fluid flow. In practice TCP’s rate varies considerably (the classic saw-tooth),
so the steps would be less-pronounced. IOW, the futile attempt to derandomize drop spacing would
be ‘rerandomized’ even more than shown.
• These plots assume perfect derandomization. The derandomisation code in PIE deliberately leaves
some randomness in the spacings. Once these more random spacing are spread randomly over
different flows, there would hardly be any derandomization left.
Admittedly, if per-flow queuing is used (with one PIE per flow), PIE’s derandomization will make the
drop spacing more regular. But then, what benefit does derandomizing spacing give anyway?
With random spacing, sometimes one flow gets hit more than once per RTT, and sometimes another
flow gets lucky and doesn’t get hit at all. But surely this small benefit from more regular drops would
only be noticeable if all flows were long-running, smooth and stable. In normal traffic with lots of short
flows as well as large flows coming and going, I doubt the difference of regular drop spacings would be
noticeable amongst all the other noise.
Also, if p has been high, so that accu prob has approached 8.5, then some flows depart or the link goes
idle, p will reduce, but the artificial limit at 8.5 could well cause a drop when actually p is now very low
and a drop is not warranted. IOW, derandomization makes drop depend on the history of p, not just
the current state of PIE (which already depends on history in a deliberate way, but should not depend
on history in this accidental way as well).
In summary:
• Is it worth including the derandomization code if multiple flows share the queue? No.
• Is it worth including the derandomization code with per-flow queuing? I’m not convinced.
That’s why I say derandomization merely contributes to the heat death of the Universe. Ironic.

5.7

Bound drop probability below 100%?

This code fragment has been added to status update():
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//bound drop probability
if (PIE->drop_prob_ < 0)
PIE->drop_prob_ = 0
if (PIE->drop_prob_ > 1)
PIE->drop_prob_ = 1
The lower bound of zero is fine. I believe the upper bound is broken. I think that allowing the possibility
of 100% drop in the code creates a potential DoS vulnerability. The early RED implementations suffered
from this problem, but they were fixed later.
Explanation: If the arriving load is persistently say 200% of link capacity, without an AQM the queue
would grow to infinity, but tail-drop would drop 50% and utilization of the output link would be 100%.
With an AQM it still only needs to drop 50%. If an AQM is programmed to drop 100%, it will give
absolutely zero throughput — the output will completely dry up — 0% utilization.
I know PIE has been tested with unresponsive traffic and it was good (while CoDel was not). I assume
that’s because the PIE controller stabilized on a drop prob that was just right to still achieve 100%
utilization at the output, and keep average delay at the target. But I think that would only happen if
the unresponsive traffic was stable.
If a botnet used a flooding attack that continually increased, I think it could push drop prob up towards
100% by exploiting the beta term in the PIE controller. I guess it could pulse this attack every time the
botnet hit its sending limit (or the limit of an upstream link). Under such an attack, I think PIE would
keep latency low, but utilization would drop to near-zero.
My hypothesis would need to be tested. But if this attack were possible, it would be best to switch to
tail drop above a certain drop prob.
This was the way various RED implementations were fixed some years ago. For instance, search for
“forced” in the Apple derivative of the OpenBSD RED code here: <http://www.opensource.apple.
com/source/xnu/xnu-2050.48.11/bsd/net/classq/classq_red.c> I recall that Fred Baker said he
did something similar in the Cisco RED code.

5.8

Lock-out Bias against Large Packets

If PIE has to fall back to tail drop, at least it should always stop enqueuing packets when there is
< 1MTU (max transmission unit) free at the tail. This prevents the bias against large packets that tail
drop otherwise suffers from, which is a benefit of AQM that does not need to be abandoned even when
the system is driven to tail drop.
In other words, in the enque() block in the pseudocode:
CURRENT
if (queue_.is_full()) {
drop(packet);
}
SUGGESTED:
if (queue_.byte_length() > (buffer_size - MTU) ) {
drop(packet);
}
With suitable definitions of the two new variables, buffer size and MTU.

6

Numerous Magic Numbers

I counted 20 magic numbers in the pseudocode. Below, I have tried to reduce this by showing how some
of them should depend on others.
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However, my first gripe is that they should all be called out in the header of the pseudocode. I found 13
of them hard-coded within the pseudocode.
Configurable Parameters:
• QDELAY REF. AQM Latency Target (default: 16 [ms])
• BURST ALLOWANCE. AQM Latency Target (default: 150 [ms])
Internal Parameters:
• Weights in the drop probability calculation:
– alpha (default: 1/8 [Hz])
– beta (default: 1 + 1/4 [Hz])
– the look-up table of factors:
drop prob factor
< 0.1%

1/128

< 1%

1/16

< 10%

1/2

else

1

• DQ THRESHOLD (default: 214 [B])
• T UPDATE: a period to calculate drop probability (default: 16 [ms])
• QUEUE SMALL = (1/3) * Buffer limit in bytes
• accu prob
– min (default 0.85)
– max (default 8.5)
• uncongested queue test#1 (default: QDELAY REF/2)
• uncongested queue test#2 (default: drop prob < 20%)
• uncongested queue test#2 (default: queue .byte length() <= 2 * MEAN PKTSIZE))
• EWMA constant for avg dq time (default: 1/4)
Not all these parameters are scenario-independent. So there should be a category between ‘configurable’
and ‘internal’ called perhaps ‘scenario-dependent’.
The spec needs to state how to set these scenario-dependent parameters for different environments. And
if one internal parameter depends on another, it should be set relative to the other, not as a separate
constant. Specifically:
• The look-up table of factors to scale alpha and beta might need to be changed if the dominant
transport changes (see earlier).
• DQ THRESHOLD = 214 B is equivalent to about 10–11 Ethernet frames. In buffers carrying large
numbers of flows, the average queue can be kept about this large, or smaller, without losing
utilisaation. So, if 214 were not configurable, PIE’s rate measurement might only be triggered
rarely in these highly aggregated buffers.
• T UPDATE = 16ms would not be appropriate in short RTT scenarios (e.g. data centres or private
networks), where it could lead to the same drop probability being used for many RTTs.
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• It would be better to initialise T UPDATE as a number of bytes divided by the nominal link rate,
rather than a fixed amount of time. Then, without having to change the code, it will tend to scale
with the available processing capacity, which tends to be sized per packet. E.g.
B UPDATE = 96kB
// = 16ms for a 48Mb/s link
T UPDATE = B UPDATE / NOMINAL LINK RATE
• alpha and beta should be specified in terms of T UPDATE in the code. E.g.
ALPHA DEFAULT = T UPDATE/1ms
BETA DEFAULT = ALPHA DEFAULT * 10{Note1}
Then if T UPDATE = 16 ms, ALPHA DEFAULT = 16, BETA DEFAULT = 10*16=160
And if T UPDATE is ever changed to say 4 ms, ALPHA DEFAULT and BETA DEFAULT will correctly scale
to 4 and 40 respectively.
• QUEUE SMALL. Why 1/3 of the buffer? Why depend on the buffer size at all? This makes PIE depend
on a sensible buffer size setting, while one of the reasons for introducing AQM is to decouple queue
size from buffer size. Whatever, 1/3 seems like it was chosen assuming a buffer for a small number
of flows. QUEUE SMALL should surely be different for a highly aggregated link?
• accu prob. Why limits of 0.85 and 8.5? Have it been tested whether these values are sufficient
to prevent periods of synchronisation with TCP? Might these values need to be reconfigured if we
find synchronisation occurs in certain scenarios?
• The three uncongested queue tests seem specific to a buffer intended for a small number of flows.
Might they need to be reconfigured for a highly aggregated link?
drop prob < 20% seems a very high threshold for ‘uncongested’.
Might this have to be reconfigured after operational experience?
• I think the EWMA-constant for avg dq time (default: 1/4) should depend on DQ THRESHOLD.
Specifically, EWMA-constant = DQ THRESHOLD/216 .
Because the lower that DQ THRESHOLD is set, the more often there is a reading for dq time, so
the contribution of each reading to the average needs to be reduced. And this still gives EWMAconstant = 1/4 with the recommended value of DQ THRESHOLD = 214 .
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Abstract— Bufferbloat is the result of oversized buffers and
induced high end-to-end latency experienced by applications
across the Internet. This additional delay can adversely impact
thin streams that frequently exchange small amounts of data, but
have stringent latency requirements. Active Queue Management
(AQM) techniques, such as Controlled Delay (CoDel), can control
the queuing delay in a network device to ensure low latency by
dropping packets to indicate incipient congestion. FlowQueueCoDel (FQ-CoDel) is a scheduling scheme that creates one subqueue per flow and applies CoDel on each of them. FQ-CoDel
features: (1) priority scheduling for low-rate traffic; (2) flow
isolation; (3) queue management with CoDel. First, this paper
fills a gap in the understanding of FQ-CoDel by analyzing what
features are of interests for providing low latency for thin
streams applications. Second, this paper provides the first
analysis of the limits of the flow starvation mechanisms and show
that FQ-CoDel is vulnerable to Denial of Service (DoS) attacks.
Keywords— Bufferbloat, AQM, Scheduling, CoDel, FQ-CoDel,
Thin-streams, Flow Starvation

I.

INTRODUCTION

Network devices require buffers to store bursts of
incoming packets prior to forwarding. These buffers have
traditionally implemented a FIFO/DropTail buffer policy, with
passive queue management that drops packets only when a
queue is full. While buffers are needed to achieve statistical
multiplexing or to guarantee high bottleneck utilization when
the available capacity fluctuates, excessive buffering can lead
to large queues resulting in high network latency. This issue is
known as Bufferbloat [1]. Although capacity between Internet
core routers is often over-provisioned, this is rarely the case
for access networks, using technologies such as ADSL,
satellite and mobile broadband [8]. Latency has become a
major issue in such access networks in the past decade where
excessive queuing, affects application performance [9].
Active Queue Management (AQM) techniques, such as
Random Early Detection (RED) [2], have been proposed for
over a decade to appropriately manage the buffer by indicating
impeding congestion to responsive transport protocols, to
avoid building a standing queue. However, AQM schemes
have been reported to be usually turned off, as they were hard
to tune. More recent protocols, such as CoDel [3] or PIE [4],
have been designed to especially tackle the Bufferbloat, but
with RED deployment issues in mind. Recent IETF work
recommends the deployment of AQM as one solution to
reduce latency [6]. On top of AQM schemes, scheduling

algorithms, managing packet scheduling and isolation/capacity
allocation among flows, can be introduced. As one example of
a scheme that mixes both classes, FlowQueue-CoDel (FQCoDel) [7] is a scheduling scheme that features prioritization
and flow isolation. FQ-CoDel creates one sub-queue per flow
and applies CoDel on each of them. The awareness of the
latency resulting from over-provisioned buffers has been
accompanied by an increase in real-time applications such as
Voice over Internet Protocol, gaming or financial trading
applications. As one example, the latency experienced by
gamers can directly impact the perceived value of the network
service [10]. These thin streams applications generally send
sparse streams of small time-critical packets [14].
Since FQ-CoDel features a mechanism that prioritizes lowrate traffic, the benefits for the increasing number of thin
streams that carry latency sensitive applications needs to be
assessed. This paper fills the gap in research evaluating FQCODel when the traffic is a mix of thin streams and bulk
flows and evaluates which part of FQ-CoDel (CoDel,
prioritization, flow isolation) provides improvement. Because
FQ-CoDel features flow prioritization, we also evaluate to
what extent its flow starvation prevention mechanism works.
The remainder of this paper is organized as follows.
Section II describes FQ-CoDel, by clearly identifying when
each internal mechanism adds value. Section III presents the
simulation setup used to assess the suitability of FQ-CoDel for
carrying latency sensitive thin streams over a capacity limited
path. Section IV discusses which part of FQ-CoDel might
provide improvements in the queuing delay experienced by
thin stream applications. Section V assesses the limits of the
flow starvation prevention mechanism. Section VI concludes
this work.
II.

FLOWQUEUE-CODEL ALGORITHM

AQM algorithms seek to control network buffering level
by sending messages to trigger transport congestion control,
i.e., by early dropping/marking packets.
A. Over the Need for Flow Scheduling for Thin-Streams
AQM dropping techniques on their own may not be
sufficient to satisfy the strict latency requirements for thin
stream applications [5],[6]. Indeed, traffic such as file transfers
or unresponsive constant rate streaming flows, with different
time constraints, may share the bottleneck with thin streams.
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This would result in a non-negligible queuing delay
experienced by the thin streams.
Some form of flow isolation might be required to separate
and protect the time sensitive small flows from larger and
more aggressive flows. Scheduling algorithms can provide
per-flow or per-class queuing to isolate traffic classes to
guarantee the specific constraints of latency sensitive
applications. As one example, if thin flows are assigned
different subqueues to other flows, a scheduling scheme may
protect the thin flows from the background traffic. This would
avoid an increasing queuing delay for a latency sensitive
application when the background flows build in a subqueue.
One simple isolation method is per-flow queuing [11] in
which each flow is deterministically assigned its own virtual
sub-queue. However, this requires network devices to classify
each flow, which can be difficult when dealing with traffic
aggregates or when encryption is used. Each of the subqueues
is served in a round-robin manner, improving fairness between
flows [5]. A more complex example is Stochastic Fair
Queuing (SFQ) [5] that provides a statistical alternative in the
way the subqueues are served.
B. FlowQueue scheduling in FQ-CoDel
FQ-CoDel uses a modified Deficit Round Robin (DRR)
scheduler. The default flow classifier of FQ-CoDel hashes
incoming packets stochastically to a subqueue based on a 5tuple classifier – IP source and destination address, protocol,
and port numbers. The scheduler of FQ-CoDel can be applied
on any flow isolation technique and is not limited to a 5-tuple
classifier. A byte-based scheduler, rather than a packet-based
scheduler, is used to select the next packet for transmission.
The scheduling in FQ-CoDel is based on three lists of
subqueues that are represented in Figure 1, the “new” list, the
“old” list and the “empty state” list. In the rest of this
subsection, we will detail how these lists are managed. We
focus on how they can prevent flow starvation and how they
prioritize some classes of traffic.
At initialization, FQ-CoDel creates a set of subqueues (by
default 1024 subqueues), all are placed in the “empty state”
list. When there is at least one byte of data that enters a
subqueue, the subqueue is defined as active. This subqueue is
initially placed in the “new” list, but may later be moved to the
“old” list.
When a packet is enqueued, it is added at the end of the
subqueue corresponding to the 5-tuple classifier: if the 5-tuple
of this packet does not correspond to any list, it is added to an
existing “empty list”, which becomes a “new” list.
We describe here how the deficit is decreased and how the
decision to dequeue data is taken:
• The scheduler first cycles through the “new” list of
subqueues, allowing each subqueue to dequeue up to one
“quantum” of packets and updating the deficit value.
• For each subqueue, the scheduler checks the deficit. If the
deficit becomes negative, the subqueue is moved to the end
of the “old” list and its deficit is updated to the sum of the
size of the quantum and the previous deficit.

• When a subqueue in the “new” list is found to be inactive
(no packets in the buffer), it is placed at the end of the “old”
list, and its deficit is re-initialized to the “quantum” size.
EMPTY
STATE
Incoming packet

NEW

Empty queue

Empty
queue

OLD

Quantum Overrun
Quantum Overrun
Figure 1. FQ-CoDel State Machine

• When the “new” list becomes empty, the scheduler
examines the “old” list by repeating the algorithm used on
the “new” list. When a subqueue from the “old” list
becomes empty, it is removed.
C. Flow Starvation Prevention Mechanism in FQ-CoDel
When the deficit of a given queue, Q, becomes negative, it
is moved to the end of the “old” list. This ensures that when
FQ-CoDel loops over the “old” list, a subqueue that had been
previously pushed to the end of the “old” list would be given
the opportunity to transmit a quantum of data before Q. When
a queue is empty, FQ-CoDel pushes the queue at the end of
the “old” list. This feature, referred to as the Starvation
Prevention Mechanism, is supposed to prevent starvation,
providing some transmission opportunities for the flows
already placed in the “old” list.
D. AQM in FQ-CoDel
Each subqueue is individually managed using the CoDel
algorithm: FQ-CoDel classifies each packet, it timestamps
the packet and appends it to the tail of the selected subqueue.
CoDel controls the maximum size of each subqueue, using
its default parameters: target delay of 5 ms and interval 100
ms. CoDel applies its control law and may discard at least
one packet from the head of a scheduled subqueue if needed,
before returning a packet for dequeuing (or no packet if the
subqueue becomes empty). This should avoid buffer
overflow and guarantee low queuing delay, if there are many
flows and the scheduling introduces a non-negligible queuing
delay.
III.

EVALUATION TOOL SET FOR THE CAPACITY
LIMITED NETWORK USE CASE

This section justifies our focus on the capacity-limited
network use case. We also present the simulation tool set and
the network topology used in our simulations.
A 10 Mbps (or higher speed) bottleneck that experiences
congestion, has a transmission speed that is sufficiently low to
result in negligible transmission delay, even for large packets,
compared to the latency required by typical thin stream
applications (approx. 1.2 ms for a packet of 1500 B sent at 10
Mbps). When the bottleneck has a smaller rate (e.g., the
downlink of a rural access link operating at 1-2 Mbps or an
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uplink, operating at 1/10 of this speed), the packet
transmission delay increases further (e.g., 12-6 ms for 1500 B
packets). The cumulative effect of scheduling many
competing flows can result in some flows becoming “choked”.
Because (1) the impact of the thin streams on the flow
starvation of FQ-CoDel is exacerbating and (2) the latency
sensitive applications would be more affected when there is no
priority scheduling, we therefore focus on this use case.
Figure 2 presents the dumb-bell topology for our
simulations in ns-2. The capacity of the bottleneck was 2
Mbps and the one-way-delay was 47.5 ms. The non-bottleneck
links were configured with 1.25 ms one-way-delay and 100
Mbps capacity. The RTT of the network path was 100 ms.
TCP File/Terminal
1

2

n

TCP File/Terminal

1.25ms

1.25ms

n+1

Bottleneck

1.25ms

R1

1.25ms

R2

1.25ms

n+2

Figure 3. CDF vs. Gaming Flow Queue Latency
1.25ms

n+3

Figure. 2. Dumb-bell simulation topology

At node R1, the buffer size was set to twice the size of the
Bandwidth-Delay Product (BDP) and either FQ-CoDel or
CODel applied to the node. For other nodes, the queuing
discipline was DropTail, with a buffer size of 300 packets.
IV.

ANALYZING THE PERFORMANCE OF THIN
STREAMS WITH FQ-CODEL

FQ-CoDel may be divided into different constituent
mechanisms. There is one AQM scheme per subqueue, one
priority scheme and a set of flow isolation techniques. If FQCoDel is to be used to support thin streams, it is important to
assess which mechanism within FQ-CoDel is actually
responsible for realizing any benefits observed.
A. The Benefits of Flow Isolation for Thin Streams
To support our evaluation, this subsection introduces a
custom non-prioritization version of FQ-CoDel, FQ-CoDel
Without Prioritization (FQ-CoDel WP). FQ-CoDel WP does
not make the distinction between the “new” and “old” list and
subqueues are created one after the other, while the scheduler
still visits subqueues similar to SFQ. This is used to assess the
benefits of the flow isolation for the thin streams applications.
This subsection compares the suitability of using FQCoDel WP, CoDel or SFQ to carry thin streams applications.
The following traffic was considered: (1) 1 to 5 TCP bulk
flows, using File Transfer Protocol (FTP) for the entire period
of the simulation with a packet size of 1500 B. (2) 1 thin TCP
with an inter-packet interval of 638 ms and a packet size of
100 B, which is representative of the traffic generated by the
game Anarchy Online [12]. (1) and (2) used TCP New Reno
with the SACK option and an initial window of 3 packets.
Figure 3 shows the Cumulative Density Function (CDF) of the
queuing delay experienced by the thin-stream flows, when the
AQM is CoDel, SFQ or FQ-CoDel WP.

With SFQ, the queuing delay increases as the level of
network congestion increases (increasing number of TCP
flows). For each TCP packet, the Round Robin scheduler of
SFQ results in a 6 ms transmission time per packet (1550 B
for a 2 Mbps bottleneck). As expected, a Round Robin
scheduler that services a higher number of queues leads to
increased queuing delay: we observe a linear increase of the
queuing delay when the number of TCP flows increases. As an
example, the thin stream subqueue will experience 5*6ms >=
30ms queuing delay with 5 bulk TCP flows before it has the
opportunity to again be serviced.
With CoDel, the observed queuing delay is lower than with
SFQ, whatever the number of TCP bulk flows. The early
drops in CoDel tend to maintain a small queue that reduces the
delay experienced by the thin stream flows. This queuing
delay does significantly increase with the number of flows
competing for queue space, as compared to SFQ.
With FQ-CoDel WP, the queuing delay experienced by the
thin streams is lower than when using CoDel and lower than
with SFQ. These results show that (1) dropping packets with
CoDel enables a latency reduction; (2) flow isolation alone
cannot reduce the queuing delay experience; (3) the
performance of flow isolation techniques are sensitive to the
traffic load. We can conclude that when FQ-CoDel features
flow isolation, it results in lower queuing delay than with
CoDel alone, showing that the flow isolation technique, along
with CoDel drops, can offer the best of the two schemes.
B. The Importance of Thin Stream Prioritization and CoDel
In this subsection, we will explore the benefits of
introducing prioritization in FQ-CoDel to reduce the queuing
delay experienced by thin streams. We compare the
performance of the default FQ-CoDel with “FQ-CoDel WP
100ms”, which is a modified version of FQ-CoDel in which
the target of CoDel is increased to 100 ms (instead of the
default 5 ms) and prioritization is disabled. Therefore, the
differences between FQ-CoDel WP 100ms and FQ-CoDel are
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(1) CoDel will allow more queuing in FQ-CoDel WP 100 ms
and (2) the absence of prioritization in FQ-CoDel WP 100 ms.
The traffic considered in this section is the same as in IVA. Figure 4 presents the CDF of the queuing delay
experienced by the thin streams for various numbers of TCP
flows with FQ-CoDel or FQ-CoDel WP 100ms as an AQM.

With FQ-CoDel WP 100 ms and FQ-CoDel WP, the
queuing delay for both voice and gaming flows increases in
case (3), because of the high number of TCP flows, showing
again the importance of CoDel coupled with isolation and
prioritization. However, in cases (1) and (2), the load level is
lower than in case (3), and we see a small gain of using the
priority scheme of FQ-CoDel. With FQ-CoDel WP, we notice
a small difference between gaming and voice flows this may
be related to their different inter-packet arrival times, showing
that the priority scheme of FQ-CoDel actually lets the AQM
scheme reduce the queuing delay for applications with
different inter-packet arrival times.

Figure 4. CDF vs. Game Flow Latency for FQ-CoDel (5 ms target delay) and
non-prioritized FQ-CoDel WP (100ms target delay)

The performance with FQ-CoDel WP 100ms shows that
without prioritization and with CoDel less aggressive, the
performance of this scheme is close to those of SFQ. The flow
isolation of FQ-CoDel may reduce the latency (as shown in
the previous section), but the CoDel part of the algorithm has
a non-negligible benefit in reducing the queuing delay.
Also, if we compare the performance of FQ-CoDel and
those of FQ-CoDel WP, shown respectively in Figure 4 and
Figure 3, we see that the prioritization contributes in reducing
the queuing delay experienced by the thin streams. FQ-CoDel
provides lower queuing delay, for the traffic loads considered,
whereas it is sensible to the traffic load with FQ-CoDel WP.
Therefore, based on the results presented in this
subsection, we can conclude that the flow prioritization of FQCoDel provides a useful latency reduction and makes the
queuing delay of the thin streams less sensible to the traffic
load. We also confirm the conclusions of section IV-A, which
are that the CoDel part of FQ-CoDel is essential to provide
low latency in the context of capacity-limited networks.
C. Thin Stream with various inter-packet arrival times
Depending on the burst size and the frequency between
bursts, when a second burst of packets reach the queue, the
packets of the previous burst might still be in the “old” list, or
they might have left the queue and the second burst would be
prioritized. Flows with a different pattern of packet interarrival times but similar packet sizes can be treated differently.
We consider three cases of traffic generation: (1) 1 gaming
flow, 1 TCP bulk flow and 1 VoIP flow; (2) 1 gaming flow, 1
TCP bulk flow and 5 VoIP flows; (3) 1 gaming flow, 5 TCP
bulk flows and 1 VoIP flow. Both the VoIP and the gaming
flows use TCP. The inter-packet arrival time for the VoIP
flows is in 20-30 ms and in 600-1000 ms for the gaming
flows. The packet size for both applications is on average
100 B. Results are shown in Figure 5.

Figure 5. Thin Flows Latency for prioritized and non-prioritized FQ-CoDel

The results presented in this subsection let us conclude that
FQ-CoDel can deal with thin streams flows that have different
inter-packet arrival times. We also highlighted that the
prioritization mechanism seems to provide benefits. Another
possible source of improvement might be the starvation
prevention mechanism; we expect future work to evaluate this.
V.

FLOW STARVATION AND FQ-CODEL

We discuss here the limits of the flow starvation
prevention mechanism. The starvation prevention mechanism
of FQ-CoDel is the following: FQ-CoDel would place an
empty queue from the “new” list to the end of the “old” list.
Also, if a queue is empty in the “old” list, it would be removed
and considered as “new” when its packets reach the queue.
We assess the limits of the starvation prevention
mechanism of FQ-CoDel. Under Denial of Service (DoS)
attacks, FQ-CoDel scheduler may loop only over the “new”
list, preventing the flow starvation mechanism to work. It is
crucial therefore to assess the performance of the flow
starvation mechanism when thin streams contribute a large
proportion of the traffic compared to bottleneck capacity. A
starvation prevention method that may prevent this issue from
occurring. To verify the benefits of using this mechanism, we
implemented FQ-CoDel Without its Starvation Prevention
Mechanism (FQ-CoDel WSPM). FQ-CODel WSPM is a
version of FQ-CoDel where starvation prevention is disabled,
that is while looping over the “new” list, the algorithm would
not move empty lists from the “new” list to the “old” list, but
rather wait that the deficit for the list is negative.
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The following traffic were considered: (1) 1 TCP bulk
flows, using FTP for the entire period of the simulation with a
packet size of 1500 B; (2) 5 to 45 thin unresponsive UDP
flows with an inter-packet interval of 30 ms and a packet size
of 100 B, which is representative of the traffic generated by a
Skype session [12]. (1) used TCP New Reno with the SACK
option enabled and an initial window of 3 packets.
Figure 6 presents the throughput achieved by the TCP flow
as a function of the number of thin flows, with FQ-CoDel and
with FQ-CoDel WSPM. When the number of thin streams is
greater than 30, the TCP bulk flow becomes starved, both
when using FQ-CoDel and with FQ-CoDel WSPM. This
shows that unresponsive traffic can impact the performance,
since the flow starvation prevention mechanism of FQ-CoDel
is not sufficient to prevent the resulting congestion. The lack
of a difference between FQ-CoDel with and without this
mechanism highlights that it does not provide significant
benefit when there is a high level of congestion.

Figure 6. TCP Throughput with FQ-CoDel and with FQ-CoDel WSPM

We finally consider the response to overload. An FQCoDel scheduler could be vulnerable to a Denial of Service
(DoS) attack where traffic intentionally tries to disrupt normal
operation, e.g., a large number of thin streams would be
intentionally injected into the network bottleneck. This may
cause the scheduler to become locked serving only flows in
“new” list subqueues, leading to unwanted interactions
between TCP flows and bursts of unresponsive flows that
result in delay. For such a low capacity link, flows in the “old”
list would barely receive an opportunity for transmission, and
would become starved. CoDel would also drop queued packets
from the old list. This suggests the need to design more
sophisticated overload protection [6].
We note that other modern AQM algorithms, such as PIE,
can also be combined with isolation methods [6] by
introducing mechanisms similar to those described in this
paper. The combined methods have been reported to support
latency-sensitive thin-stream applications [8]. We leave
exploration of the reasons behind the performance limits of the
flow starvation prevention mechanism in capacity-limited
networks as a part of our future work on this topic.
VI.

CONCLUSION

This paper describes the operation of the various
components mechanisms in FQ-CoDel and explores how thinstream applications can benefit from these mechanisms to

reduce their experienced latency and mitigate the impact of
sharing capacity with other types of network traffic. We
measured that the flow isolation of FQ-CoDel is the main
factor resulting in improved latency performance for thin
flows over bottlenecks with limited bandwidth. Such isolation
would be impossible with a traffic aggregate that it cannot
dissect (e.g., when encrypted Virtual Private network tunnels
are used). We identified that CoDel in FQ-CoDel can provide
improvements for this specific traffic, this means that when a
classifier cannot be used, low latency may still be guaranteed.
Flow prioritization has been introduced within FQ-CoDel
to that favors low-rate traffic, or latency sensitive applications
such as web traffic. Simulations have shown that this scheme
provides a fair improvement of performance for thin stream
traffic. We believe in general that deployed AQM algorithms
should be made robust against overload and especially denial
of service attacks, otherwise all the efforts spent in making the
deployment of AQM a reality will be eroded. In the light of
the results presented in this document, we encourage further
research prior to deployment of the current version of FQCoDel. Other modern AQM algorithms, such as PIE, can also
work in conjunction with isolation methods to better support
latency-sensitive application. Therefore, we believe that more
efforts should be spent on evaluating the performance of such
hybrid mechanisms to support their large-scale deployment.
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Abstract—Over-provisioned network buffers, often at the Internet edge, induce large queuing delay and high latency; this
issue is known as Bufferbloat. In response to this, a set of
recently proposed Active Queue Management (AQM) algorithms
attempt to reduce standing queues, while maintaining the bottleneck utilisation at an acceptable level. This paper assesses the
performance of two AQM schemes (CoDel and FQ-CoDel) over
capacity-limited networks with large Round-Trip Time (RTT). In
such settings, these AQM schemes have difficulty controlling the
buffering level, resulting in both momentarily high queuing delay
and low bottleneck utilisation, even if the methods are claimed to
be insensitive to link rates and round-trip delays. We explore this
issue and show that it is possible to adapt the parameterisation
of CoDel and FQ-CoDel to offer a higher bottleneck utilisation
while maintaining a low queuing delay. We present experiments
over an emulated test bed and a satellite network to confirm
that our new parameterisation improves the download time of
moderate-size files and reduces the latency for capacity-limited
and large-RTT networks.
Keywords-Bufferbloat, Rural Broadband, AQM, CoDel.

I. I NTRODUCTION
Oversized buffers along Internet paths may lead to large
standing queues and high queuing delay, this issue is known
as Bufferbloat [1]. Active Queue Management (AQM) proactively drop packets before router buffer space is exhausted.
This signals incipient congestion to endpoints and avoids
persistently large queues. AQM aims at reducing queuing
latency and is one piece of the solution to Bufferbloat.
Random Early Detection (RED) [2] is an AQM proposed
two decades ago, but has not been widely enabled in Internet
routers due to the need to tune its parameters depending on the
actual traffic and network conditions. Newly proposed AQM
algorithms, such as Controlled Delay (CoDel) [3], Proportional
Integral controller Enhanced (PIE) [4] and Flow-Queuing
CoDel (FQ-CoDel) [5]), claim to address this difficulty of
configuring AQM parameters.
In a rural broadband network, a service is often characterised by much less capacity than in other contexts. The
greater cable distance to many rural locations is one key
factor that can limit offered capacity, but the type of installed
access technology and the lower population density can also
impact available capacity. In the UK, 21% of rural areas
are currently unable to access to a DSL downlink speed of
2 Mbps [6]. Despite introducing a larger RTT (e.g., 500 ms or
more) satellite technology may be deployed in such cases to
realise a commercially viable broadband service [7].
In [3], the authors say that CoDel “controls delay, while
insensitive to round-trip delays, link rates, and traffic loads”.

The claim that CoDel can self-tune its dropping policy suggests that no knobs needs to be tuned. However its behaviour
has been shown to depend on the congestion level [8] and
the RTT of the path [9]. The benefits of introducing AQM
mechanisms in capacity-limited and large RTT networks are
not yet well understood.
In this paper, we evaluate the potential of deploying AQM
in such networks to tackle Bufferbloat. We propose to tune
the parameterisation of CoDel and FQ-CoDel to both limit
the queuing delay and optimise use of resources for a largeRTT and capacity-limited network. Evaluation in an emulated
test bed shows that our parameterisation reduces the transfer
time for medium-sized files. This analysis is supported by tests
using a broadband satellite access network.
The remainder of this paper is structured as follows. Section II details the CoDel and FQ-CoDel algorithms. Section III
illustrates how low-capacity, high-RTT paths are challenging
for these self-tuning AQM schemes. Based on ns-2 simulations, Section IV develops our updated parameterisation of
CoDel. Section IV also evaluates the impact of various base
RTTs on the performance of CoDel and FQ-CoDel. Experimental results, including from an actual satellite broadband
link, are shown in Section V. Section VI concludes the paper.
II. D ELAY- BASED AQM SCHEMES
Delay-based AQM algorithms typically use a target delay,
τ , determining the allowable standing queuing delay, and an
update interval, λ, determining the frequency at which the
dropping policy is updated. PIE has already been shown
to need an updated parameterisation for specific scenarios
(such as data-centers [10] or cable modems [11]). CoDel has
been shown to not always control the queuing delay with a
limited impact on the bottleneck utilization [8], [9], and it
was uncertain whether CoDel could be tuned for objectives
and network conditions other than the ones for which it has
been designed: this led to our interest in examining CoDel
and not PIE. We also wanted to evaluate the performance of a
hybrid scheduling/AQM scheme, which is possible with FQCoDel, whereas there is no reference algorithm for FQ-PIE.
Therefore, we will focus on CoDel and FQ-CoDel, for which
τ = 5 ms and λ = 100 ms have been suggested as default
values [3], [5].
A. CoDel
CoDel [3] tracks enqi , the enque time of each packet pi . At
the deque time, deqi , CoDel computes the queuing delay of
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FQ-CoDel [5] maintains one sub-queue per flow. There
is one instance of CoDel per sub-queue. FQ-CoDel features
priority-queuing by giving priority to new incoming flows and
fair-queuing. When a packet arrives, if there is already another
packet belonging to this flow in an existing sub-queue, the
incoming packet is added to the latter, else a new sub-queue
is instantiated and the incoming packet added to it. FQ-CoDel
maintains two lists of sub-queues, new and old. When looking
for a packet to dequeue, FQ-CoDel starts by looping over the
new list. If the selected sub-queue has already dequeued a
quantum of bytes (default 1514 B), this sub-queue is put at
the end of the old list. If the selected sub-queue in the new
list has dequeued less than a quantum of bytes, the sub-queue
is selected. If there are no sub-queues in the new list where
less than a quantum of bytes has been dequeued, FQ-CoDel
loops over the old list in the same manner. Once a sub-queue
has been selected, the dropping policy of CoDel is applied to
the sub-queue: a packet is dequeued from it if the algorithm
of CoDel does not drop this packet.
III. AQM SCHEMES IN CAPACITY- LIMITED NETWORKS
A. Topology and traffic
The topology presented in Fig. 1 was used with experiments
run with Linux kernel 3.14.4 and a network emulated by
netem. Throughout the paper, we consider that there is a
sender/receiver pair for each flow (2 flows in this section),
all of them sharing the same bottleneck. All flows use TCP
NewReno with SACK and an initial window of 3 segments.
snd1
..
.

dest1
R1

bottleneck 1 Mbps

R2

sndn

..
.
destn

Figure 1: Dumb-bell simulation topology.
The symmetrical bottleneck between R1 and R2 has 1 Mbps
capacity and a range of RTT values were tested. The bottleneck
buffer size is 25 packets of size 1500 B (i.e., a 300 ms worstcase queuing delay). Other links have a 1.25 ms one-way delay
and 100 Mbps capacity with a DropTail buffer of 300 packets.
AQM schemes are applied at node R1 but not at R2 . In this
section, the default parameterisation of CoDel and FQ-CoDel

B. Issues with low-capacity links
We consider one bulk transfer in parallel with repeated
downloads of a 1.7 MB file (inter-file intervals are exponentially distributed with mean 9.5 s). In Fig. 2, we plot the
throughput of the bulk transfer (averaged every second) and
the average File Completion Time (FCT) for the repeated
downloads. Queueing delays (not shown) were as high as
300 ms with DropTail, whereas with CoDel and FQ-CoDel
they tended to stay below ≈ 30 ms (i.e., at most a couple of
packets in the queue).
DropTail

CoDel FQ-CoDel

14

650

13

600

Bulk throughput (kbps)

B. FQ-CoDel

is used (τ = 5 ms and λ = 100 ms). 300 s, was replicated
ten times and the following plots represent average values and
95% confidence intervals.

Bursty File Completion Time (s)

each dequeued packet: δi = deqi −enqi . CoDel has two states,
dropping and non-dropping, and starts on the latter state. We
denote by µ the interval after which CoDel may change its
state and drop one packet. The initial value of µ is λ. We
denote by ndrop the number of consecutive drops, initialized
as ndrop = 1. Between t1 = t and t2 = t + µ, if there is a
packet i such that deqi ∈ [t1 , t2 ] and δi > τ , then: (1) CoDel
enters the dropping state, (2) the next packet to be dequeued
√
is dropped, (3) ndrop +=1 and (4) µ is set to µ/ ndrop ; else:
(1) CoDel enters the non-dropping state, (2) there is no packet
drop, (3) ndrop is reset to 1 and (4) µ is reset to λ.
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Figure 2: Performance with different queue management methods, for various path RTTs (solid lines: FCT for a repeated
download; dashed lines: bulk transfer throughput).
These results illustrate the main problem with the considered AQMs when bottleneck capacity is low. AQM does
maintain a much lower queuing delay, which should help
with achieving a lower FCT. However, the net effect of AQM
is a large drop in bulk throughput, for both short and long
RTTs, for a relatively modest gain in FCT (≈ 10% at best,
for medium-sized files).
Such degradation of throughput can be intuitively explained
as follows. With a 1 Mbps link, it takes 12 ms to transmit one
1500-B packet. An AQM algorithm with a 5 ms target delay
over a 1 Mbps link is thus attempting to maintain a queue of
less than one packet, and an often empty queue translates into
lower throughput and low utilisation.
IV. T UNING C O D EL TO CAPACITY- LIMITED NETWORKS
Our goal can be stated as: we seek to find a combination of τ
and λ for both CoDel and FQ-CoDel that, for capacity-limited
networks, both enables a high bottleneck utilisation (around
90% or higher) and limits the queuing delay. We consider both
τ and λ because the resulting queuing delay and bottleneck
utilisation depend on their interaction: drops are only applied
if the queuing delay grow above τ and only every µndrop in
order to give end-points time to react to a drop.
Figure 2 shows that throughput degradation with FQ-CoDel
is less sensitive to the RTT, compared with CoDel; more
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B. Tuning λ to maximise the goodput
We first want to find a λ so that ≈ 90 % of the link capacity
is exploited while limiting the impact on the queuing delay.
The authors of [12] explain that λ should be set to the largest
RTT of the flows sharing the bottleneck. Such setting is said
to allow CoDel to keep control of the queuing delay. However,
in many deployment cases, the person configuring the router
will not be aware of the path RTT. Moreover, in a low-capacity
scenario, changing λ alone may not be enough to obtain both
a good bottleneck utilisation and control of the delay. When
λ increases, CoDel reduces the frequency at which it updates
the dropping policy. A larger λ induces less packet drops,
resulting in a higher bottleneck utilisation at the expense of
higher queuing delay. This can be seen in Fig. 3. With CoDel,
increasing λ improves utilisation, with λ = RTT = 300 ms
bringing utilisation reasonably close to 90% for both traffic
profiles. But, for all the values of λ tested (which include the
default one of 100 ms), delays are always > τ .
C. Tuning τ to maximise the goodput
We next turn to finding a value of τ so that at least 90 % of
the available capacity is exploited while limiting the impact
on the queuing delay. Based on the results in §IV-B, λ is
set to 300 ms for both AQMs. Figure 4 presents the same
performance metrics of Fig. 3 for various τ . The choice τ =

Queuing delay (ms)

The topology shown in Fig. 1 was simulated with ns-2.
The symmetrical bottleneck has 1 Mbps capacity and a 300 ms
RTT; the bottleneck buffer size is set to 25 packets. Other links
have a 1.25 ms one-way delay and 100 Mbps capacity with a
DropTail queue of 300 packets. On the bottleneck link, CoDel
and FQ-CoDel are used in node R1 but not in node R2 .
The following traffic was considered: (1) repeated downloads of a file of size 1.7 MB, with an inter-file interval exponentially distributed with mean 9.5 s; (2) TCP bulk transfer,
lasting for the entire length of the simulation; (3) “thin” TCP
flows with a constant inter-packet interval of 300 ms and a
packet size of 150 B; these may represent gaming traffic. Both
(1) and (2) use a packet size of 1500 B. TCP characteristics are
the same as in Section III-A. Two traffic mixes were simulated:
low load (one flow for each of flow types (1), (2) and (3)) and
high load (two flows for each of (1), (2) and (3)). The flows
start randomly within the first second of the simulation. The
simulations last 300 s and were run 100 times, each with a
different seed.
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Figure 3: Utilisation and delay for various λ, with τ = 5 ms
(solid lines: low load; dashed lines: high load).

65 ms yields a reasonable compromise between queuing delay
(< 50 ms) and utilisation (slightly above 90%).
Bottleneck utilisation

A. Topology and traffic
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generally, the flow-queuing mechanism may result in different
dynamics for the individual flows. However, if multiple flows
coexist in a single queue (e.g., when flows are aggregated in a
VPN), FQ-CoDel would behave similarly as CoDel. Therefore
we will consider a parameterisation for CoDel, and verify
whether it suits FQ-CoDel too. In this section, we use the
ns-2 simulator to easily cover a wide range of values of τ
and λ. The validity of our parameterisation is verified with
emulations in Section V.

Bottleneck utilisation

RITE
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FQ-CoDel
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Target delay (ms)
(b) Queuing delay

Figure 4: Utilisation and delay for various τ , with λ = 300 ms
(solid lines: low load; dashed lines: high load).

D. Rural and Default parameterisations
We propose to set τ to 65 ms and λ to 300 ms for both
CoDel and FQ-CoDel, so that at least 90 % the bottleneck
capacity of the constrained network is utilised and the queuing
delay limited to a reasonable value, much smaller than the
base RTT. While these parameters may be appropriate for
other capacity-limited cases, we do not claim they suit every
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We next compare the performance of Rural and Default
parameterisations by monitoring a repeated-download flow
competing with another similar, “background” flow but having
a different base RTT. The RTT ratios of the two flows were
varied between 0.09 and 11, i.e., RTT ∈ [50, 550] ms.

09
0.

Improvement of FCT (%)

E. RTT sensitivity
As deployments will experience various RTTs, we compare
Rural and Default parameterisations with a 1 Mbps link across
a range of end-to-end RTTs from 50 ms to 550 ms. The
improvement impM for a given metric M is computed as
impM = (MDefault − MRural )/MDefault (for FCT in Fig. 5a) and
the increase incN for a metric N is computed as incN =
NRural − NDefault (for queuing delay in Fig. 5b and the bulk
throughput in Fig. 5c).

F. Flows with different RTTs

FCT ratio (monitored/background)

capacity-limited network. We therefore evaluate if this parameterisation is robust to a range of RTT values. We refer to the
AQM parameter settings optimised to suit the low-bandwidth,
high-RTT scenario studied above as Rural parameterisation,
in contrast with the Default parameterisation of an AQM.

A.7 - Tackling Buﬀerbloat in Capacity-limited Net’s

RTT ratio (monitored/background)

FQ-CoDel

20
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We do not claim that AQM would provide the best quality
of service for various applications when the link capacity
or traffic patterns are different; however, we show that (1)
adequately tuned AQM schemes can improve the FCTs and
the link utilisation , and that (2) CoDel can be tuned to achieve
various trade-offs.
V. E XPERIMENTAL EVALUATION

60

-40

The results presented in Fig. 6 show that both AQMs with
Rural parameterisation reduce the FCT for the large RTT flow
and reduces the difference of download time for flows that exCT M onitored
perience different base RTT: the FCT ratio ( FFCT
Background )
moves closer to one with Rural parameterisation, for both
small and large RTT ratios.

400

450

500

550

Figure 5: Impact of Rural parameterisation for various base
RTTs (solid lines: low load; dash lines: high load).
Figure 5a shows that Rural parameterisation improves the
FCT for every RTT. In Fig. 5b, we can see that the queuing
delay for thin streams is increased with CoDel with Rural
parameterisation, because τRural > τDefault , but this is not the
case with FQ-CoDel, due to its prioritisation scheme. Except
when the RTT is higher than 350 ms and CoDel is used, Rural
parameterisation increases the bulk throughput.

The experiments described in Section III-B were repeated
with Rural parameterisation and the results compared with
those presented in that section. Figure 7 presents the improvement in terms of FCT and the increase in queuing delay
and throughput over Default parameterisation as explained
in § IV-E. ICMP ping flows were generated to measure the
queuing delay, shown in Fig. 7b. Figure 7a shows that Rural
parameterisation improves the FCT for most RTT values. As
expected, the higher throughput for the bulk flow, presented
in Fig. 7c, results in a higher queuing delay. We notice a
difference between the results presented in Figures 5 and 7,
which is due to the different traffic characteristics and different
source codes of FQ-CoDel in ns-2 and Linux.
B. Performance over a satellite network
Finally, we present results obtained with a operational
rural satellite broadband service: the forward satellite link is
between snd1 and R1 in Fig. 1, the bottleneck is restricted
to 1 Mbps and AQM is used at R1 ; in addition to the queue
management schemes tested so far, this link allowed also the
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Figure 7: Base RTT and Rural and Default parameterisations

use of Stochastic FQ (SFQ). Figure 8 shows that introducing
CoDel or FQ-CoDel with Default parameterisation results in
(1) a higher FCT than DropTail or SFQ and (2) a lower RTT.
With CoDel or FQ-CoDel with Rural parameterisation, the
RTT is lower than with the other evaluated schemes, without
negative impact on the FCT. With adequately parameterised
AQM, as opposed to with DropTail, the latency is reduced by
≈ 60 % (i.e., by 300 ms), which would seriously increase rural
broadband users’ experience.
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Figure 8: FCT and measured RTT over a satellite network
VI. C ONCLUSION
This paper characterised the current default parameterisation
of CoDel and FQ-CoDel within a limited-capacity and large-

A.7 - Tackling Buﬀerbloat in Capacity-limited Net’s

RTT scenario, which is representative of a rural broadband
access network. We show that the default parameters do not
offer the desired control of queuing for a single-queue AQM,
as claimed in [3]. Consistent with other analysis of PIE, we
have proven CoDel can also be tuned to better match the needs
of a “non-default” network scenario.
We propose a configuration with a larger target delay and
update interval for CoDel: this resulted in reduced download
time of medium-sized files, higher bottleneck utilisation and
limited queuing delay to an acceptable level, for different
traffic profiles. However, this also resulted in queuing delay
larger than the target delay. Under a less-controlled queuing
delay, the tested flow isolation technique, FQ-CoDel, with
our parameterisation, provided low latency and was seen to
significantly improve performance for delay-sensitive traffic.
FQ-CoDel also features priority queuing which improves the
performance of applications transmitting a low amount of data.
However, we note that in some cases, flow separation may be
difficult (e.g., when encryption is used) and CoDel can then
control delay to a reasonable level. With our parameterisation,
CoDel and FQ-CoDel would allow a better quality of service
for users browsing the web from a rural location since the
latency is reduce and the capacitiy exploited close to the one
without AQM schemes. As a future work, we will evaluate the
benefits of our parameterisation for real-time services.
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Abstract—Active Queue Management (AQM) schemes are
essential to guarantee low delay for latency sensitive applications.
Their deployment is a required step to tackle bufferbloat. It
has been shown that AQM and Lower-than Best Effort (LBE),
that carry non-priority traffic, can hardly coexist. In this paper,
we show that with adequate parameterizations, it is possible to
provide both low end-to-end delay for latency sensitive applications with AQM and low priority traffic with LBE protocols.
Keywords—AQM, LBE, LEDBAT, CDG

I.

I NTRODUCTION

Active queue management (AQM) schemes can be introduced in network routers with the rationale of controlling the
amount of buffering and reducing the loss synchronizations.
Large buffers and the absence of AQM deployment resulted
in huge latencies; this problem is known as bufferbloat [1].
Even if there is some debate on whether bufferbloat is a real
issue [2], it has been observed in cellular networks [3], [4].
Since AQM can control the queuing delay, their deployment
is “one piece to the solution of bufferbloat” [5]. The first
AQM proposals, such as Random Early Detection (RED) [6],
dating back more than a decade, have been reported to be
usually turned off, mainly because of the difficulty to tune
their parameters. Even if Adaptive RED (ARED) [7] has been
proposed to ease the parameterization of RED, it has been
proposed to control the buffering mainly when TCP flows are in
the network. Controlled Delay (CoDel) [5] and Proportional Integral controller Enhanced (PIE) [8] are two recently proposed
AQM schemes that have been designed to tackle bufferbloat by
lowering the queuing delay while addressing RED’s stability
issues and acknowledge the presence of flows that do not react
to congestion signals, such as UDP.
To ensure the safe deployment of AQM schemes and their
ability to tackle the bufferbloat, the IETF works on characterization guidelines [9] which advise to consider a scenario
where the impact of introducing AQM on the fairness of Lowerthan-Best Effort (LBE) protocols is assessed. Indeed, as shown
in [10], when there are AQMs deployed in one router, LBE may
fail in their design goal, that is to exploit the remaining and
unused capacity of a link. To further assess this problem, this
paper presents simulation results where we propose different
parameterizations of the AQM and the LBE protocols used
in [10]. We expect to verify the validity of their conclusions
when the targets of the protocols are different.
The LBE protocols that are considered in our work are
LEDBAT [11] and CDG [12]. We focus on LEDBAT because
it is deployed in BitTorrent and on CDG because it has
been shown to be a good LBE candidate [13], [14]. The

difference with the work in [10] is that we consider a better
parameterization for LEDBAT (following [15], [16]) and that
they do not consider CDG which estimates the state of the
router’s queue and might therefore be able to cope with AQM.
Since LBE schemes use estimations of the state of the queue
or the queuing delay, an AQM that allows higher amount of
buffering than the ones considered in [10] should be considered:
we complement their conclusions by adding simulation results
with PIE that allows on average 20 ms queuing delay, whereas
CoDel allows only 5 ms queuing delay.
The remainder of this paper is organized as follows. Section II presents the LBE protocols and the AQM schemes
exploited in this article. In Section III, we propose to evaluate
the interaction between LBE protocols and AQM schemes by
considering two flows sharing a bottleneck and by observing
the evolution of their congestion window. Section IV considers
the same traffic, but focus on how the capacity is shared. This
work is concluded in Section V.
II.

D ESCRIPTION OF THE LBE AND AQM SCHEMES

A. LBE candidates
1) Low Extra Delay Background Transport (LEDBAT):
LEDBAT is characterized by the following parameters: target
queuing delay (τLB ), impact of the delay variation (γ =
1/τLB ), minimum One-Way Delay (Dmin ) and current OneWay Delay (Dack ). For each ACK received, the new congestion
window (cwnd) value is updated according to:
cwnd = cwnd +

γ(τLB − (Dack − Dmin ))
cwnd

(1)

LEDBAT congestion control is based on queuing delay variations (i.e., the queuing delay is used as a primary congestion
notification), estimated by (Dack − Dmin ). The target queuing
delay τLB embodies the maximum queuing time that LEDBAT
is allowed to introduce.
2) CAIA-Delay Gradient (CDG): is a congestion control
that reacts to packet loss and delay variations. CDG uses
delay-gradient measurements to estimate Qstate , the state of
a network queue and detect non congestion related losses. We
analyzed the original FreeBSD implementation of CDG [12] to
implement a version of CDG for NS-2. More information on
the validation of our implementation can be found in [17].
B. AQM schemes
This section provides details on ARED, PIE and CoDel;
these AQM schemes feature a similarly-named parameter,
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τAQM , that embodies the acceptable standing queuing delay
above which they are increasing the rate at which they drop
packets. τAQM is used in a different manner in each of these
schemes.
1) Adaptive RED [6], [7]: RED is an AQM that randomly
drops incoming packets with a probability p that is related to the
size of the queue, qlen, as explained in (2): when the queue
size is lower than minth , no packets are dropped; when the
queue size is maxth , the dropping probability is maxp .

pdrop = pdrop +α×(E[T ]−τP IE )+β ×(E[T ]−E[T ]old ) (5)
C. Parameterization of the AQM and LBE

However, RED encountered deployment issues, as its performance could hardly be estimated in advance. The optimal
parameterization of minth , maxth and maxp behaviour depends on the congestion level and lower layers characteristics.

We will use the default parameterizations of the AQM
schemes: τARED = 5 ms, τCoDel = 5 ms and τP IE = 20 ms.
It is worth mentioning that even if τARED is 5 ms, it may
target higher queuing delays. As illustrated in (3), minth can
0
not be below 5 packets. The real target delay, τARED
, may
be much higher than 5 ms: if the capacity of the bottleneck is
10 Mbps and the packet size is 1500 B, τARED × Cpkts )/2) =
(0.005 × 107 /(1500 ∗ 8))/2 ≈ 2. Then, the used parameters
0
are minth = 5, maxth = k × minth = 15 and τARED
=
(k + 1)/2 × minth = 10 ms (more details can be found in the
4th footnote of [7, p.7]). The default value for τLB is 100 ms.
It has however been shown not to be optimal in [15], [16].
Therefore, we will consider a range of τLB in {5; 25; 100} ms.

To overcome from these deployment issues, ARED has been
proposed. ARED sets minth and maxth according to (3) [7].
τARED is expressed in seconds and Cpkts is the link capacity
expressed in packets per seconds.

Because of (1) AQM schemes would allow only ≈ τAQM
of queuing delay and of (2) the maximum queuing time that
LEDBAT allows itself to introduce is τLB , we suspect that by
construction, these mechanisms can hardly coexist.

p=




0

maxp ×(qlen−minth )
 maxth −minth

1

minth =
maxth =

if qlen < minth
if minth < qlen < maxth
if qlen > maxth

h
i
τ
×C
max 5, ARED2 pkts
3 × minth

(2)

(3)

Every λARED = 500 ms, ARED adapts the values of maxp ,
the dropping probability when the queue size is maxth , so that
the average queue size oscillates between minth and maxth .
More details on the update of maxp can be found in [7].
2) Controlling Queue Delay [5]: CoDel maintains two
states: dropping and non-dropping modes. At initilization,
CoDel is in non-dropping mode and µCoDel , the interval, is
set to λCoDel = 100 ms. Then every µCoDel , CoDel measures
the maximum queuing delay experienced by the dequeued
packets. If the measured queuing delay goes above τCoDel , the
next packet to be dequeued is dropped and µCoDel is updated
following (4) where ndrop is the number of consecutive drops.
τCoDel represents the maximum acceptable standing queue
delay above which it is dropping or preparing to drop.
√
µCoDel ← λCoDel / ndrop .

III.

C ONGESTION WINDOW EVOLUTION

A. Topology and traffic
Figure 1 describes the topology used in this section. The
traffic generated is the following: (1) one non applicationlimited LBE bulk flow using LEDBAT or CDG as congestion control policy between snd1 and dest1 ; (2) one non
application-limited TCP bulk flow using NewReno as congestion control policy between snd2 and dest2 . The Initial
congestion Window (IW) is set to 10 packets for (2); the SACK
option is enabled for (1) and (2). To avoid any synchronization
effect, (1) randomly starts in [0; 1] s and (2) in [1; 2] s.
LBE (LEDBAT or CDG)

snd1
100 Mbps - 1 ms

R1

10 Mbps - 48 ms

dest1
R2

100 Mbps - 1 ms

AQM - Qsize = 80

(4)

3) Proportional Integral controller Enhanced (PIE) [8]:
PIE randomly drops an incoming packet with a probability p
which is updated every λP IE = 30 ms according to (5). E[T ]
and E[T ]old represent the current and previous estimation of
the queuing delay. τP IE represents the queuing delay that PIE
will try to maintain. α determines how the deviation of current
latency from τP IE affects the drop probability, whereas β exerts
additional adjustments depending on whether the latency is
trending up or down. α and β will determine how rapidly drop
probabilities will be increased (or decreased) from 0 to 1. PIE
scales up these parameters to make p adapt more rapidly when
p∈
/ [0.01, 0.1].

snd2

TCP NewReno (SACK option, IW=10)

dest2

Figure 1: Topology and traffic

Each scenario is entitled “LBE-AQM”. As one example,
“LB25-ARED” is the scenario where the LBE protocol is
LEDBAT with τLB = 25 ms (§ II-A1) and the AQM is ARED
(§ II-B1). Each simulation run lasts 50 seconds. Our work
is based on NS-2 simulations; LEDBAT, CDG and any TCP
variants used in this article use the TCP-Linux updated to linux
kernel version 3.17.4 in NS-2.1
1 More

details at: http://heim.ifi.uio.no/michawe/research/tools/ns/index.html
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Figure 2: Congestion window evolution: depending on combination of τLB and τAQM , LEDBAT may provide LBE service
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Figure 3: Congestion window evolution: CDG may provide LBE service
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Figure 4: Queue size and queue state estimations in CDG

B. τLB and τAQM
Figure 2 shows the evolution of the congestion window of
the TCP NewReno and the LEDBAT flow, for various AQM
schemes and different values of τLB .
With DropTail, we see the same problem as the one
illustrated in [16, Fig. 1] and in [18], that is LEDBAT not
providing an LBE service because of how Dmin is updated
and on the high target value. Indeed, when τLB = 5 ms or
τLB = 25 ms, LEDBAT can provide an LBE service.
The queuing delay is maintained around 10 ms with ARED
(see § II-C for more explanations) and around 20 ms with

PIE (τP IE = 20 ms). LEDBAT will let itself introduce τLB
queuing delay; this results in LEDBAT not being LBE when
τLB ≥ 25 ms. With τLB = 5 ms (which is lower than τP IE and
0
τARED
), LBE is possible, which is consistent with our previous
work in [15], [16]. This results however is poor performance
with DropTail, as seen in Figure 2a.
With CoDel as an AQM, no values of τLB let LEDBAT
able to provide an LBE service, which is in accordance with
the results published in [10]. This is due to the low value of
τCoDel that makes CoDel try to maintain a 5 packets queue. In
these conditions, there is not much room for an LBE service.
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C. AQM makes CDG estimate small buffers

Table II: Possible coexistence of LBE and AQM

Figure 3 shows the evolution of the congestion window
of the TCP NewReno and the CDG flows, for various AQM
schemes and Figure 4 shows the evolution of the queue size and
the queue state estimations in CDG. The congestion window of
CDG is lower than the one of TCP New Reno, without AQM
or with PIE or ARED. CDG seems able to carry out LBE
services in these conditions. On the congestion control point
of view, because AQM schemes have fixed targeted queuing
delay, they tend to be seen as a small buffer. Therefore, with
PIE and ARED, CDG estimates that the queue is full when the
queuing delay reaches the targeted queuing delay, as illustrated
in Figure 4. Again, with CoDel, the targeted queuing delay is
so small that, even with CDG, no LBE service seems possible.
IV.

DropTail
LEDBAT
τLB = 5 ms
LEDBAT
τLB = 25 ms
LEDBAT
τLB = 100 ms
CDG

3

ARED
τ = 5 ms
3

PIE
τ = 20 ms
3

CoDel
τ = 5 ms
7

3

7

7

7

7

7

7

7

3

3

3

7
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C APACITY SHARING

To verify the assertions of § III, we propose to evaluate the
capacity sharing between LBE and Best-Effort with and without
AQM and with different LBE variants. The topology and traffic
generated is consistent with what is presented in § III-A. Every
run lasts 50 s and is repeated 5 times. We gather the goodput,
sampled every second, at dest1 and dest2 . We keep only 70 %
of the latest samples to remove the impact of the slow start. We
compute CBE (resp. CLBE ) that is the median capacity used
by Best-Effort flows (resp. LBE) and Cbot is the capacity of
the bottleneck. We represent ρ = CLBE /(CLBE + CBE ) and
η = (CLBE + CBE )/Cbot in Table I.
Table I: Possible coexistence of LBE and AQM
DropTail
LEDBAT
τLB = 5 ms
LEDBAT
τLB = 25 ms
LEDBAT
τLB = 100 ms
CDG

A.8 - On the coexistence of AQM and LBE

ρ = 0.004
η=1
ρ = 0.004
η=1
ρ = 0.009
η=1
ρ = 0.070
η=1

ARED
= 5 ms
= 0.24
= 0.94
= 0.45
η=1
ρ = 0.47
η=1
ρ = 0.33
η=1

τ
ρ
η
ρ

PIE
τ = 20 ms
ρ = 0.10
η = 0.94
ρ = 0.43
η=1
ρ = 0.46
η=1
ρ = 0.31
η=1

τ
ρ
η
ρ
η
ρ
η
ρ
η

CoDel
= 5 ms
= 0.52
= 0.94
= 0.45
= 0.95
= 0.45
= 0.92
= 0.53
= 0.98

When there is an AQM, both CDG and LEDBAT increase
their channel occupancy. When the AQM is CoDel, no parameterization of LEDBAT nor CDG can carry out LBE services,
due to the small buffer that is maintained by CoDel. ρ is
indeed around 50 % in all cases. With PIE and ARED, as more
buffering is allowed, LEDBAT with a target delay of 5 ms and
CDG can provide LBE services. When the target delay is higher
than 25 ms, ρ gets close to 50 %.
V.
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Improving PIE’s performance over high-delay paths
Abstract—Bufferbloat is excessive latency due to overprovisioned network buffers. PIE and CoDel are two recently
proposed Active Queue Management (AQM) algorithms, designed
to tackle bufferbloat by lowering the queuing delay without
degrading the bottleneck utilization. PIE uses a proportional
integral controller to maintain the average queuing delay at a
desired level; however, large Round Trip Times (RTT) result
in large spikes in queuing delays, which induce high dropping
probability and low utilization. To deal with this problem,
we propose Maximum and Average queuing Delay with PIE
(MADPIE). Loosely based on the drop policy used by CoDel to
keep queuing delay bounded, MADPIE is a simple extension to
PIE that adds deterministic packet drops at controlled intervals.
By means of simulations, we observe that our proposed change
does not affect PIE’s performance when RTT < 100 ms. The
deterministic drops are more dominant when the RTT increases,
which results in lower maximum queuing delays and better
performance for VoIP traffic and small file downloads, with no
major impact on bulk transfers.
Keywords—Active queue management; Internet latency; PIE.

I. I NTRODUCTION
CTIVE queue management (AQM) schemes can be introduced in network routers with the goal of controlling
the amount of buffering and reducing the loss synchronization. Large buffers and the absence of AQM deployment
have resulted in huge latencies; this problem is known as
bufferbloat [1]. Since AQM can control the queuing delay,
its deployment “can significantly reduce the latency across
an Internet path” [2]. The first AQM proposals, such as
Random Early Detection (RED) [3], dating back more than a
decade, have been reported to be usually turned off, mainly
because of the difficulty to tune their parameters. Even if
Adaptive RED (ARED) [4] was proposed to ease the parameterization of RED, it was designed to control the buffering
when traffic is composed mainly of TCP flows. Proportional
Integral controller Enhanced (PIE) [5] and Controlled Delay
(CoDel) [6] are two recent AQM schemes that have been
designed to tackle bufferbloat by lowering the queuing delay
while addressing RED’s stability issues and considering the
presence of transports that do not react to congestion signals,
such as UDP.
PIE and CoDel share two main concepts that can be mapped
into two algorithm parameters: (1) a target delay (τ ) represents
the acceptable standing queuing delay above which an AQM
drops packets more aggressively; (2) an update interval (λ)
represents the reactivity of an AQM. These two parameters
have different usages in the two algorithms. In CoDel, τ
embodies an upper bound on the allowed queuing delay; if
the minimum queuing delay over an interval of duration λ is
higher than τ , then a packet is dropped with probability 1,
else no packet is dropped. PIE uses τ to increase or decrease
a dropping probability, based on the deviations of estimated

A

queuing delay from such target delay: τ is therefore the desired
average queuing delay.
CoDel has been shown to have auto-tuning issues and its
performance is sensitive to the traffic load [7]. Also, its default
5 ms of maximum allowed queuing delay can be damaging for
low-speed bottlenecks [8] and its interval value is based on
the assumption that the Round Trip Time (RTT) is 100 ms [9].
On the other hand, PIE has been shown to be less sensitive
to traffic loads [7], its default target delay of 20 ms should
be less problematic with low capacity bottlenecks, and it does
not make assumptions on the RTT. However, in this paper,
we show that PIE is sensitive to the RTT, as we observe
wide oscillations in queuing delay when the RTT increases.
This results in temporarily high maximum queuing delay, high
dropping probability, and low bottleneck utilization.
To reduce the RTT sensitivity of PIE and improve the
performance of latency sensitive applications over large RTT
paths (e.g., rural broadband or satellite access), our proposal,
Maximum and Average queuing Delay with PIE (MADPIE)
extends PIE by adding deterministic drops to prevent the
queuing delay from growing beyond a critical value, loosely
mimicking CoDel’s drop policy.
The rest of this article is organized as follows. Section II
details the MADPIE algorithm. In Section III, by means of
simulations we illustrate the issues that PIE faces when the
RTT increases, and how the deterministic drops in MADPIE
help to correct those issues. Section IV provides an evaluation
of the trade-off between allowing more bandwidth for bulk
transfers and improving the performance of latency sensitive
applications with MADPIE and PIE, as opposed to DropTail.
Finally, Section V concludes this work.
II. A DDING DETERMINISTIC DROPS TO PIE
PIE drops an incoming packet when p ≤ pdrop , where
p is drawn at random from a uniform distribution in [0, 1],
and pdrop is an internal variable updated every λ = 30 ms
according to:
pdrop ← pdrop + α × (E[T ] − τ ) + β × (E[T ] − E[T ]old ). (1)
E[T ] and E[T ]old represent the current and previous estimation
of the queuing delay. τ is PIE’s target delay. α determines how
the deviation of current queuing delay from τ affects the drop
probability, whereas β exerts additional adjustments depending
on whether the queuing delay is trending up or down.
MADPIE uses the same random drop policy as PIE, the
only difference between the two algorithms being that we
add a deterministic drop policy. MADPIE requires only one
additional parameter: the queuing delay τDD above which deterministic drops occur. An indicator variable pmax , initialized
to 0, tells whether a packet must be dropped (pmax = 1) or
not (pmax = 0) by the deterministic policy. Every λ, if the
estimated queuing delay is > τDD , pmax is set to 1. Then,
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if a packet is not dropped nor marked by the random drop
algorithm and pmax = 1, then a packet is dropped or marked
and pmax is reset to 0. Thus, there can be a maximum of one
deterministic drop every λ.
III. P ROOF OF CONCEPT
The aim of this section is to illustrate how MADPIE’s
behaviour differs from that of PIE when the RTT increases.
10 Mbps - d ms

R1

R2

100 Mbps - 1 ms

dest

Queuing delay [ms]

100 Mbps - 1 ms

snd

AQM - Qsize = BDP

Fig. 1.

queuing delay is higher than 20 ms with MADPIE whereas
it is higher than 30 ms with PIE. Also, with MADPIE as
opposed to with PIE, the maximum queuing delay is reduced
by ≈ 60 ms. It is worth pointing out that 90 % of the samples
show a queuing delay lower than 30 ms (that is τDD ) with
MADPIE as opposed to 50 ms with PIE. Fig. 2b and 2d show
that this latency reduction does not induce a lower bottleneck
utilization.

Topology used to prove the MADPIE concept.
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Fig. 1 presents the topology used in this section. The oneway delay of the bottleneck link is set to d = 48 ms or
d = 248 ms (which corresponds to a base RTT1 of 100 ms
and 500 ms, respectively). The queue size at R1 is set to
the Bandwidth-Delay Product (BDP). The AQM introduced at
R1 is either PIE (τ = 20 ms and λ = 30 ms) or MADPIE
(τ = 20 ms, λ = 30 ms, τDD = 30 ms). We simulate 10
TCP bulk flows from snd to dest, using CUBIC as congestion
control policy, for 300 s. The Initial congestion Window (IW)
is set to 10 packets and the SACK option is enabled. The
flows randomly start in [0; 1] s. All TCP variants used in this
article were provided by the NS-2 TCP Linux module updated
to linux kernel version 3.17.4.2 .
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Bottleneck utilization and queuing delay.

In Fig. 2, we present the Cumulative Distribution Function
(CDF) of the queuing delay (measured per packet) and the
bottleneck utilization (sampled every second). When the RTT
is 100 ms, apart from the maximum queuing delay that is
slightly lower with MADPIE than with PIE (≈ 100 ms with
PIE, ≈ 80 ms with MADPIE), there is no noticeable performance difference between MADPIE and PIE. When the RTT is
500 ms, Fig. 2a and 2c show that for 20 % of the samples, the
1 That
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Evolution of queuing delay over time with RT T = 500 ms.
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This latency reduction provided by MADPIE can be further
explained by looking at the queuing delay evolution in Fig. 3.
With PIE, a higher RTT results in wider oscillations in queuing
delay: as the queuing delay gets much higher than τ , the
dropping probability increases in order to maintain a lower
queuing delay. This however results in a momentarily empty
buffer. PIE’s burst allowance of 100 ms lets the queuing delay
to frequently grow above 100 ms, as the buffer was previously
empty. With MADPIE, it is possible to initially allow the
same bursts, but the deterministic drops would then prevent
an excessive growth of both the queuing delay and the drop
probability if the buffer is frequently empty then full, which
is what happens when the RTT is 500 ms.
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(b) Bottleneck utilization - PIE.
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Fig. 3.
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is, the minimum RTT, without any queuing delays.
details at: http://heim.ifi.uio.no/michawe/research/tools/ns/index.html

Fig. 4.

Queuing delay and proportion of losses.

To better understand how MADPIE’s behaviour differs from
that of PIE when the RTT increases, we look at the contribution
of random and deterministic drops to the overall drop rate.
Let us denote by nDD , nRD , nBO and ntot the number of
drop events induced by a deterministic drop (only MADPIE),
a random drop (PIE and MADPIE), a buffer overflow (PIE
and MADPIE) and the total number of drops, respectively.
Let rx = nx /ntot be the proportion of drop events of type
x. Fig. 4 shows rRD and rDD as a function of the queuing
delay when the drop occured. As one example (dashed lines
in Fig. 4), when the RTT is 500 ms and the AQM is MADPIE,
rDD ≈ 70 % and when the deterministic drops occured, the
5 % percentile of the queuing delay was ≈ 30 ms, the 50 %
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percentile ≈ 34 ms and the 95 % percentile ≈ 48 ms. With
PIE, most of the drops are induced by the AQM algorithm
and not by buffer overflow and, when the RTT is 500 ms, the
queuing delay raises up to more than 90 ms. With MADPIE,
when the RTT is 100 ms, the random drop part of MADPIE is
responsible for more than 80 % of the drops, whereas when
the RTT is 500 ms, the deterministic part of MADPIE is
responsible for around 70 % of the drops with a consequent
queuing delay reduction.
IV.

P ERFORMANCE OF MADPIE WITH A TRAFFIC MIX

We compare now the performance of DropTail (DT), PIE
and MADPIE when the traffic comes from a mix of various
applications.
A. Traffic and topology
sndCBR
sndSF
sndF T P

Fig. 5.

destCBR
100 Mbps - 1 ms

R1

10 Mbps - d ms

R2

100 Mbps - 1 ms

AQM - Qsize = BDP

destSF
destF T P

Topology and traffic mix used to evaluate MADPIE.

Fig. 5 presents the topology used in this section. The oneway delay d of the bottleneck link is set to 48 ms, 148 ms or
248 ms (i.e. a base RTT of 100 ms, 300 ms or 500 ms). The
queue size at R1 is set to the BDP. The AQM introduced at
R1 is either PIE (τ = 20 ms and λ = 30 ms) or MADPIE
(τ = 20 ms, λ = 30 ms, τDD = 25 ms).
Between sndCBR and destCBR , there are NCBR Constant
Bit-Rate (CBR) UDP flows with a sending rate of 87 kbps
and a packet size of 218 B. The intent is to model Voiceover-IP (VoIP) or gaming traffic, such as in [10, p. 17].
Between sndSF and destSF , NSF flows transfer files of S kB
(S ∈ {15; 44; 73; 102}). When a download is finished, a new
random value is taken for S and another download starts
after τ seconds, with τ randomly generated according to an
exponential law of mean 9.5 s. This traffic lets us assess the
benefits of using MADPIE for short flows. Between sndF T P
and destF T P , NF T P TCP bulk flows are generated. TCP
flows use CUBIC congestion control, and TCP options are
the same as those specified in § III. All the flows randomly
start between 0 and 1 s. Each run lasts 100 s and is repeated 20
times with independent seeds. The metrics are sampled every
second (except for the queuing delay and the one way delay
that are sampled per-packet). We choose to present the results
with NCBR = 4, NSF = 20 and NF T P = 10, as this traffic
mix stresses both PIE and MADPIE.
B. CBR traffic
The performance for CBR traffic is shown in Fig. 6. Fig. 6a
explains how to interpret Fig. 6b, 6c and 6d. We present the
average cumulative goodput as a function of the queuing delay,
as advised in [11].

The results with DT, shown in Fig. 6b, illustrate that
queuing delay can be very high, impacting latency-sensitive
applications (the higher percentiles for the queuing delay when
the RTT is 500 ms are not shown as they do not fit in the
current scale). The goodput may sometimes be over 87 kps as
delayed packets at the bottleneck queue may arrive in bursts at
the receiver. The comparison of the results of PIE (in Fig. 6c)
and MADPIE (in Fig. 6d) confirms that when the RTT is
100 ms, MADPIE does not differ much from PIE. When the
RTT increases, the deterministic drops induced by MADPIE
allow a reduction in the experienced queuing delay of 5 ms
for the 75th percentile and of 30 ms for the 95th percentile,
without noticeable impact on the goodput.
C. Small-file downloads
We represent in Fig. 7 the download time of files of various
sizes, with and without AQM schemes; the boxplots show the
5th , 25th , 75th and 95th percentiles; the line in the middle of
the box is the median. With DT, the download time is higher
than with any of the two AQMs for every file size and RTT
considered. Comparison of the results with MADPIE and PIE
shows that MADPIE reduces worst-case transmission times.
For example, with MADPIE as compared with PIE, (1) the
95th percentile of the download time for 73 Kb is reduced by
≈ 700 ms when RT T = 300 ms; (2) the 75th percentile of
the download time for 102 Kb is reduced by ≈ 500 ms when
RT T = 500 ms. This can be explained by the fact that, with
MADPIE, the few packets that compose a short file transfer
have a lower probability of experiencing high queuing delays,
and of arriving at the queue when the random-drop probability
is high (hence suffering losses in a burst).
D. Bulk flows
Fig. 8 shows the CDF of the goodput for the bulk flows.
With DT, the impact of the RTT can hardly be noticed. Without
AQM at R1 , the bottleneck utilization is higher than with any
of PIE or MADPIE. With the latter, when the RTT is large the
gain for latency sensitive applications comes at the expense of
a small degradation in goodput for bulk flows.
V. C ONCLUSION
In this paper, we have proposed MADPIE, a simple change
to the PIE algorithm that makes it less dependent on path RTTs
in lightly-multiplexed scenarios. MADPIE extends PIE by
adding, on top of the random drops, a deterministic drop policy
loosely based on CoDel’s. The proportion of deterministic
drops increases when the RTT increases. MADPIE can both
keep the same target delay as PIE and reduce the maximum
queuing delay, making the goodput of bulk flows close to the
one achieved with PIE, guaranteeing lower queuing delay for
VoIP-like traffic and reducing the download time of small files.
We do not claim that our proposal is the only, or best, way
of tuning or adapting PIE. However, it is a very simple addition
to PIE’s code (a handful of lines, in our ns-2 implementation)
that can complement specific parameter tunings, and its impact
on the performance of PIE seems negligible when RTTs are
not large (i.e, outside the operating conditions for which it has
been conceived).
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Identifying Bottleneck Drop Strategies: an Active
Measurement Approach
Abstract—The type and details of queue management
mechanisms that are deployed at the congestion points
of networks are not always publicly known. Knowing
the kinds of a bottleneck drop scheme is crucial to
understanding the performance of the network and
choosing how to develop the right end-host mechanisms. The best-known queue scheme is tail-drop FIFO
that only drop packets when its buffer is full. Active
queue management schemes (AQM) start throwing
packets out of their buffer as soon as they realize their
buffer is growing large quickly. In this paper, we present
an end-to-end measurement method to detect the kind
of queue scheme on a bottleneck router. We have developed an active measurement tool and evaluated our
measurement methodology on an experimental testbed. The results of our experiments show that the
proposed approach provides the basis for building a
tool to identify some AQMs deployed on the bottleneck
automatically.
Index Terms—Queue scheme, active queue management, tail-drop FIFO

I. Introduction
The number of residential broadband subscribers are
constantly increasing. In the first half of the year 2013,
fixed broadband take-up (lines as a percentage of population) increased by 0.7% in EU countries, which corresponds to a household penetration of around 76% [1].
According to [2], worldwide fixed broadband subscribers
are expected to grow from 683 million at the end of 2013
to 837 million by the end of 2019.
Significant increase in broadband penetration has
caught researchers’ interest in evaluating the performance
of such networks. There are a lot of performance measurement tools available on the Internet [3], [4]. They
most commonly report upload and download speeds, but
also other performance and security issues to users. In
addition, there have been numerous efforts to measure the
performance of different Internet service providers (ISPs)
around the world [5]–[9]. The majority of previous network
performance measurement studies have performed active
or passive measurements to evaluate common Quality
of Service (QoS) metrics such as average download and
upload rates, queue delay, buffer length, and so on.
Although these previous studies were successful in shedding some light on different aspects of access networks
performance, they mostly ignored to consider the type of
queueing scheme being employed in the ISP’s routers. A
router queue management scheme has a direct impact on
the service provided to the user during congestion. As a
result, to understand the performance of the network we

need to figure out what kinds of drop scheme are employed
in the congested routers. Knowing the bottleneck queue
scheme can help us to choose the right end-host mechanisms, whether the goal is low latency, high throughput or
something else.
Tail-drop FIFO is the classic queue drop policy in
routers, which only packets arriving after the queue is full
are discarded. Active queue management policies (AQM),
however, start dropping packets before their buffer gets
full [10]–[12] based on various strategies. Although AQMs
have been extensively studied [13]–[16], relatively little is
known about the extent to which they are deployed in
practice.
In this paper, we propose an approach which enables us
to detect the type of queue used in a bottleneck router.
The basic idea of our approach is to figure out whether
the bottleneck drops packets before its buffer is full or if
all the packet losses happen after the buffer becomes full.
We developed a preliminary active measurement tool and
tested it on an experimental test-bed. The results of our
experiments show that the proposed approach provides
the basis for identifying some AQMs deployed on the
bottleneck automatically.
The remainder of this paper is organized as follows.
First we briefly describe the measurement methodology
in section II. Then, we present our experimental results
in section III. Finally, section IV concludes the paper and
discusses potential future works.
II. Queue Detection Approach: AQM or
Tail-drop
The path between a Sender and a Receiver consists of
a sequence of network routers that forward packets to
the next hop. When sending a flow of data, one such
router along the path has the least available bandwidth
for the flow; it is considered the bottleneck of this path.
If the Sender sends packets quicker than the bottleneck
router of the path can handle, the packets begin to fill
up the bottleneck buffer, and the bottleneck router must
eventually drop some of the packets.
Consider the tail-drop FIFO case; Tail-drop FIFO establishes a single queue for each outgoing link, and forward
packets on that link in the order in which they arrive.
Packets are dropped only when the queue is full. On the
other hand, AQM policies proactively drop packets when
the queue starts to fill up before reaching the state when
the queue is completely full [10]–[12]. As a result, a simple
way to distinguish them is to look for packet loss occurring
173
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Suppose the Sender transmits a periodic packet stream
to the Receiver. The stream consists of n packets, Maximum sized (MSS), with t seconds inter-transmission time
(ITT). The Sender adds a timestamp tk and sequence
number to the payload of each packet k (1 ≤ k ≤ n)
prior to its transmission. Having the transmission time
tk and the arrival time ak , the Receiver computes the
queueing delay of all received packets. To do so, first
the Receiver calculates the one-way delay (OWD) for all
delivered packets as Dk = ak − tk ; the queuing delay of
packet k would be Qk = Dk − Dm , where Dm is the
minimum OWD. Looking at the packets’ queueing delay
in combination with loss occurrences, the Receiver can
infer at which point the queue saturated, and whether
any loss happened before that point or not. We here show
how the measured queueing delay and loss patterns can
provide information about the bottleneck router’s queue
management type.
If the stream rate is larger than the available bandwidth
of the bottleneck router, the queue of the router gradually
builds up. Therefore, packet k will wait in the queue for a
longer time interval than packet k − 1. Consequently, the
packets’ queueing delay {Q1 , ..., Qk−1 , Qk , ..., Qn } has an
increasing trend while the queue is being filled up. If n is
large enough, at some point, the queue becomes full and
some of the packets get dropped.
Normally, the rate at which packets enter the queue
becomes equal to the rate at which packets leave the
queue, when the queue is saturated. Therefore, the packets
that the bottleneck router receives after its queue is filled
up experiences approximately the same queueing delay. If
there is any packet loss while the queue delay is growing,
before the queueing delays get approximately constant, the
Receiver can infer that the bottleneck router is employing
AQM as its queue management.
III. Experiments
To test the proposed method, we developed an active
measurement tool. The tool is composed of a Sender process running at the client and a Receiver process running
at the server. The tool uses UDP for the periodic packet
stream. There is also a TCP connection between the two
end-points which is used to transfer control messages such
as the stream specifications, the abortion or the end of
measurement process, etc.
Figure 1 shows the network topology employed to test
the proposed approach. The Sender and Receiver machines are connected through two Linux machines: one
bottleneck router and one emulating network delay using
Netem [17]. The links between the machines are all 1Gbps,
except for the link between the Router and the Netem
machine, where we have used ethtool [18] to reduce the
capacity to 10Mbps. The Linux router uses tc to shape
different bottleneck AQM s and tail-drop queue schemes
into the router. We tested all the queue schemes with their
default parameters which are listed in Table I.
We first tested the proposed approach where there is no
background traffic. The results are shown in Figures 2a

Fig. 1: The Network Topology
TABLE I: Different queue parameters
Queue Type
Packet-based
Byte-based
ARED
CoDel
PIE

Parameters
limit 1000p
limit 1514000b
limit 1514000b thmin 125Kb thmax 375Kb
limit 1000p target 5.0ms interval 100.0ms
limit 1000p target 5.0ms interval 30.0ms

and 3a. Figure 2a illustrates the queue delay variations
of four periodic streams from the client to the server.
All four streams have n = 3000 packets and t = 500µs
ITT (MSS size). CoDel [11], PIE [12], and ARED [10]
will, as expected, drop some packets before their buffer is
fully saturated. Tail-drop queues, (packet-based and bytebased), do not show losses until after the queue is full.
Looking at the queue delay curves along with the packet
losses (Figure 2a), the Receiver can differentiate between
AQM and tail-drop. However, to figure out which kind
of AQM is being employed in the bottleneck, we need to
look closer at the drop policies’ loss patterns. We used a
Gaussian kernel density estimator [19] to show different
loss distributions produced by the five drop policies (Figure 3a). To do that, we consider each sequence number
k as a data point (1 ≤ k ≤ n). We then compute the loss
density for each data point Lk using (1):
X
|k−j|
1
√ e− 2
Lk =
(1)
2π
Over j
Where |k − j| is the distance from data point k to the
packet loss with sequence number j. Figure 3a illustrates
loss density curves for different drop policies. All AQMs
gradually drop packets, while tail-drops show zero loss rate
at first and a significant increase in loss occurrences when
there is no more space in their buffer. Once CoDel starts
dropping packets, it constantly reduces the time between
two packet drops because the stream does not slow down
and the queue delay stays above the threshold. This effect
is visible in the CoDel loss density curve. The ARED
loss density grows notably after receiving 500 packets.
Then the loss rate decreases and stays almost constant
for the rest of the test period. Compared to CoDel and
ARED, PIE shows more variable loss density. This could
be explained by the fact that PIE drops packets at enqueue
using a probability, which is calculated periodically based
on queue delay.
Ideally we would prefer to apply the queue detection
tool when there is no other traffic; without any competing174
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traffic, detecting varying tail-drops and AQMs would be
easier. However, situations may occur where a probe may
be needed even in the presence of other traffic. Figures 2b
and 3b show that the results are distinguishable also in
the presence of three greedy TCP flows. Differentiating
between different types of AQMs might however become
difficult because of the noise introduced by the background
traffic. What happens here is that the measurement traffic
forces competing TCPs to withdraw by creating a huge
number of losses. A question arising is why queue delays
still start form zero while there are other streams in the
queue. The reason is that the Receiver uses minimum
OWD (Dm ) to calculate each packet’s queue delay. Consequently, the fastest packet (the packet with the minimum
OWD) will have zero queue delay in both scenarios.
Historically, router performance has been measured in
terms of either packet throughput or byte throughput.
As a result, routers have been built with either a flat
buffer that implements byte-based queueing, or buffers

that are structured as maximum-sized cells that can hold
one packet each and thus, implement packet-based queueing. Both of these architectures (and probably more) are
deployed in the Internet, and we know from other work [20]
that they affect different kinds of traffic differently.
The idea behind separating packet-based from bytebased queues is simple. Byte-based queues will allow small
packets to fit in the end of a nearly-full queue, giving small
packets an advantage. Packet-based queues, however, will
treat small and large packets in the same way. Therefore,
we suggest that by observing the loss rate behaviour of
a queue exposed to different packet sizes, we can deduce
whether the queue is byte-based or packet-based. We further performed experiments about this phenomenon and
the results are discussed as follows. Figure 4 depicts the
loss rate behaviour of a packet-based versus byte-based taildrop queue when the packet size changes from very small
packets (96bytes) to MSS sized packets. For each packet
size, the Sender sends 3000 back-to-back packets to the175
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Receiver. The loss rate of a packet-based tail-drop queue
does not depend on the packet-size, while a byte-based
queue will drop more packets as the packet-size increases.
Even when there are three greedy TCP background flows,
the difference between packet-based and byte-based taildrop is still clearly observable.
IV. Conclusion and future work
In this paper, we presented an approach that can detect
the type of queue management scheme used in a bottleneck
router. We evaluated our proposed approach using an
active measurement tool in a controlled test-bed. The
initial results show that using matching of the loss-density
and queue delay curves against expected patterns, we
might be able to build a tool for automatically identifying
the kind of queue scheme deployed on the bottleneck.
In our experiments, we assumed that the edge network is
the bottleneck. However, in reality, the network might be
congested somewhere else. Currently, the tool is not able
to detect whether the congested bottleneck is the home
gateway or if it is caused by another router in the path. In
future work, we might try to combine something similar
to traceroute with the tool to improve on this situation.
Additionally, we intend to improve the tool to enable
the Sender to automatically find a suitable sending rate
so that we don’t get limited by local queues. Furthermore,
we have plans to investigate the possible effects of having
serial bottlenecks. Sending a very high rate periodic packet
stream (too low ITT) makes the closest drop source to
overshadow the actual bottleneck’s results.
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Network Signals Publications

In this appendix the publications of the Network Signals activity are included:
• G. Fairhurst and M. Welzl, “The beneﬁts of using Explicit Congestion Notiﬁcation (ECN),” Internet draft, draftietf-aqm-ecn-beneﬁts-06 (work in progress), Jul. 2015. [Online]. Available: https://tools.ietf.org/html/
draft-ietf-aqm-ecn-benefits
Abstract: The goal of this document is to describe the potential beneﬁts when applications use a transport
that enables Explicit Congestion Notiﬁcation (ECN). The document outlines the principal gains in terms of
increased throughput, reduced delay and other beneﬁts when ECN is used over a network path that includes
equipment that supports ECN-marking. It also discusses challenges for successful deployment of ECN. It does
not propose new algorithms to use ECN, nor does it describe the details of implementation of ECN in endpoint
devices (Internet hosts), routers or other network devices.
• D. Black (IETF tsvwg co chair), “Explicit Congestion Notiﬁcation (ECN) and IEEE Protocols,” Available online,
URL: https://datatracker.ietf.org/liaison/1364/, Nov. 2014. [Online]. Available: https://datatracker.
ietf.org/liaison/1364/
Abstract: This liaison statement is addressed at IEEE 802, and particularly though not exclusively the 802.1
WG for congestion marking in bridges and other WGs for other forms of forwarding. The IETF wishes to notify
relevant WGs that it has started work on guidelines for adding ECN to protocols that may encapsulate IP and
interfacing these protocols with ECN in IP. Then IP may act in its role as an interoperability protocol over
multiple forwarding protocols. This activity is led by the IETF’s transport services working group (tsvwg).
==Requests==
The IETF tsvwg kindly asks IEEE 802:
1. To inform the IETF tsvwg of which IEEE work-groups could be aﬀected by this work.
2. To inform the IETF tsvwg of any speciﬁc IEEE speciﬁcations aﬀected by this work.
3. to forward this liaison statement to these aﬀected work-groups, and to invite them to review the latest draft
of the guidelines, available here: - http://tools.ietf.org/html/draft-ietf-tsvwg-ecn-encap-guidelines
• D. Black (IETF tsvwg co chair), “Explicit Congestion Notiﬁcation for Lower Layer Protocols,” Available online,
URL: https://datatracker.ietf.org/liaison/1424/, Jul. 2015. [Online]. Available: https://datatracker.
ietf.org/liaison/1424/
Abstract: This liaison statement is to inform 3GPP, in particular those groups including those involved in 3GPP
Release-10 work on the work item ECSRA_LA (TR23.860) - SA4, CT4, SA2 and RAN2. Please distribute to
all groups that have used or plan to use IETF ECN /AQM RFCs in 3GPP speciﬁcations.
The IETF has started work on guidelines for adding ECN to protocols that may encapsulate IP and interfacing
these protocols with ECN in IP. Then IP may act in its role as an interoperability protocol over multiple
forwarding protocols. This activity is led by the IETF’s transport services working group (tsvwg).
Actions:
The IETF tsvwg kindly asks 3GPP:
1. to tell the IETF tsvwg which 3GPP working groups could be aﬀected by this work.
2. To inform the IETF tsvwg of any speciﬁc 3GPP speciﬁcations aﬀected by this work.
3. to forward this liaison statement to these aﬀected working groups, and to invite them to review the latest
draft of the guidelines, available here: <http://tools.ietf.org/html/draft-ietf-tsvwg-ecn-encap-guidelines>

• B. Briscoe, J. Kaippallimalil, and P. Thaler, “Guidelines for Adding Congestion Notiﬁcation to Protocols that
Encapsulate IP,” Internet Engineering Task Force, Internet Draft draft-ietf-tsvwg-ecn-encap-guidelines-02, Mar.
2015, (Work in Progress). [Online]. Available: http://tools.ietf.org/html/draft-ietf-tsvwg-ecn-encap-guidelines
Abstract: The purpose of this document is to guide the design of congestion notiﬁcation in any lower layer or
tunnelling protocol that encapsulates IP. The aim is for explicit congestion signals to propagate consistently from
lower layer protocols into IP. Then the IP internetwork layer can act as a portability layer to carry congestion
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notiﬁcation from non-IP-aware congested nodes up to the transport layer (L4). Following these guidelines should
assure interworking between new lower layer congestion notiﬁcation mechanisms, whether speciﬁed by the IETF
or other standards bodies.
• N. Khademi, M. Welzl, G. Armitage, and G. Fairhurst, “TCP Alternative Backoﬀ with ECN (ABE),” Internet
Engineering Task Force, Internet Draft draft-khademi-alternativebackoﬀ-ecn-00, Jun. 2015, (Work in Progress).
[Online]. Available: https://tools.ietf.org/html/draft-khademi-alternativebackoff-ecn-00
Abstract: This memo updates the TCP sender-side reaction to a congestion notiﬁcation received via Explicit
Congestion Notiﬁcation (ECN). The updated method is less conservative than the TCP reaction in response
to loss. The intention is to achieve good throughput when the queue at the bottleneck is smaller than the
bandwidth-delay product of the connection. This is more likely when an Active Queue Management (AQM)
mechanism has ECN-marked a packet than when a packet was lost. Future versions of this document will discuss
SCTP as well as other transports using ECN.
• N. Khademi, M. Welzl, G. Armitage, C. Kulatunga, D. Ros, G. Fairhurst, S. Gjessing, and S. Zander, “Alternative
Backoﬀ: Achieving Low Latency and High Throughput with ECN and AQM,” Centre for Advanced Internet
Architectures, Swinburne University of Technology, Melbourne, Australia, Tech. Rep. 150710A, 10 July 2015.
[Online]. Available: http://caia.swin.edu.au/reports/150710A/CAIA-TR-150710A.pdf
Abstract: CoDel and PIE are recently proposed Active Queue Management (AQM) mechanisms that minimize
the time packets spend enqueued at a bottleneck, instantiating shallow, 5 ms to 20 ms buﬀers with short-term
packet burst tolerance. However, shallow buﬀering causes noticeable TCP performance degradation when a
path’s underlying round trip time (RTT) heads above 60 ms to 80 ms (not uncommon with cross-continental
and inter-continental traﬃc). Using less-aggressive multiplicative backoﬀs is known to compensate for shallow
bottleneck buﬀering. We propose ABE: “Alternative Backoﬀ with ECN”, which consists of enabling Explicit
Congestion Notiﬁcation (ECN) and letting individual TCP senders use a larger multiplicative decrease factor in
reaction to ECN-marks from AQM-enabled bottlenecks. Using a mix of experiments, theory and simulations with
standard NewReno and CUBIC ﬂows, we show signiﬁcant performance gains in lightly-multiplexed scenarios,
without losing the delay-reduction beneﬁts of deploying CoDel or PIE. ABE is a sender-side-only modiﬁcation
that can be deployed incrementally (requiring no ﬂag-day) and oﬀers a compelling reason to deploy and enable
ECN across the Internet.
• K. De Schepper, O. Bondarenko, I.-J. Tsang, and B. Briscoe, “‘Data Centre to the Home’: Ultra-Low Latency
for All,” in Under submission, Jul. 2015
Abstract: Data Centre TCP (DCTCP) was designed to provide predictably low queuing latency, near-zero
loss, and throughput scalability using explicit congestion notiﬁcation (ECN) and an extremely simple marking
behaviour on switches. However, DCTCP does not co-exist with existing TCP traﬃc– throughput starves. So,
until now, DCTCP could only be deployed where a clean-slate environment could be arranged, such as in private
data centres. This paper proposes ’Coupled Active Queue Management (AQM)’ to allow scalable congestion
controls like DCTCP to safely co-exist with classic Internet traﬃc. In extensive tests within the edge gateway of
a realistic broadband access testbed, the Coupled AQM ensures that a ﬂow runs at about the same rate whether
it uses DCTCP or TCP Reno/Cubic, but without inspecting transport layer ﬂow identiﬁers. DCTCP achieves
sub-millisecond average queuing delay and zero congestion loss under a wide range of mixes of DCTCP and
’classic’ broadband Internet traﬃc, without compromising the performance of the classic traﬃc. The solution
also reduces network complexity and eliminates network conﬁguration.

• K. De Schepper, B. Briscoe, O. Bondarenko, and I.-J. Tsang, “DualQ Coupled AQM for Low Latency, Low Loss
and Scalable Throughput,” Internet Engineering Task Force, Internet Draft draft-briscoe-aqm-dualq-coupled-00,
Aug. 2015, (Work in Progress). [Online]. Available: http://datatracker.ietf.org/doc/draft-briscoe-aqm-dualq-coup
Abstract: Data Centre TCP (DCTCP) was designed to provide predictably low queuing latency, near-zero
loss, and throughput scalability using explicit congestion notiﬁcation (ECN) and an extremely simple marking
behaviour on switches. However, DCTCP does not co-exist with existing TCP traﬃc—throughput starves.
So, until now, DCTCP could only be deployed where a clean-slate environment could be arranged, such as in
private data centres. This speciﬁcation deﬁnes ’DualQ Coupled Active Queue Management (AQM)’ to allow
scalable congestion controls like DCTCP to safely co-exist with classic Internet traﬃc. The Coupled AQM
ensures that a ﬂow runs at about the same rate whether it uses DCTCP or TCP Reno/Cubic, but without
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inspecting transport layer ﬂow identiﬁers. When tested in a residential broadband setting, DCTCP achieved
sub-millisecond average queuing delay and zero congestion loss under a wide range of mixes of DCTCP and
’Classic’ broadband Internet traﬃc, without compromising the performance of the Classic traﬃc. The solution
also reduces network complexity and eliminates network conﬁguration.
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Introduction
The benefits of Explicit Congestion Notification (ECN) described
below can only be fully realised if support for ECN is added to the
relevant subnetwork technology, as well as to IP. When a lower layer
buffer drops a packet obviously it does not just drop at that layer;
the packet disappears from all layers. In contrast, when a lower
layer marks a packet with ECN, the marking needs to be explicitly
propagated up the layers. The same is true if a buffer marks the
outer header of a packet that encapsulates inner tunnelled headers.
Forwarding ECN is not as straightforward as other headers because it
has to be assumed ECN may be only partially deployed. If an egress
at any layer is not ECN-aware, or if the ultimate receiver or sender
is not ECN-aware, congestion needs to be indicated by dropping a
packet, not marking it.
The purpose of this document is to guide the addition of congestion
notification to any subnet technology or tunnelling protocol, so that
lower layer equipment can signal congestion explicitly and it will
propagate consistently into encapsulated (higher layer) headers,
otherwise the signals will not reach their ultimate destination.
ECN is defined in the IP header (v4 & v6) [RFC3168] to allow a
resource to notify the onset of queue build-up without having to drop
packets, by explicitly marking a proportion of packets with the
congestion experienced (CE) codepoint.
Given a suitable marking scheme, ECN removes nearly all congestion
loss and it cuts delays for two main reasons:
o

It avoids the delay when recovering from congestion losses, which
particularly benefits small flows or real-time flows, making their
delivery time predictably short [RFC2884];

o

As ECN is used more widely by end-systems, it will gradually
remove the need to configure a degree of delay into buffers before
they start to notify congestion (the cause of bufferbloat). This
is because drop involves a trade-off between sending a timely
signal and trying to avoid impairment, whereas ECN is solely a
signal not an impairment, so there is no harm triggering it
earlier.

Some lower layer technologies (e.g. MPLS, Ethernet) are used to form
subnetworks with IP-aware nodes only at the edges. These networks
are often sized so that it is rare for interior queues to overflow.
However, this has often be more due to the inability of the original
TCP protocol to saturate the links. For many years, fixes such as
window scaling [RFC1323] proved hard to deploy. But now that modern
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operating systems are finally capable of saturating interior links,
even the buffers of well-provisioned interior switches will need to
signal episodes of queuing.
Propagation of ECN is defined for MPLS [RFC5129], and is being
defined for TRILL [I-D.ietf-trill-rfc7180bis], but it remains to be
defined for a number of other subnetwork technologies.
Similarly, ECN propagation is yet to be defined for many tunnelling
protocols. [RFC6040] defines how ECN should be propagated for IP-inIP [RFC2003] and IPsec [RFC4301] tunnels. However, as Section 9.3 of
RFC3168 pointed out, ECN support will need to be defined for other
tunnelling protocols, e.g. L2TP [RFC2661], GRE [RFC1701], [RFC2784],
PPTP [RFC2637] and GTP [GTPv1], [GTPv1-U], [GTPv2-C].
Incremental deployment is the most tricky aspect when adding support
for ECN. The original ECN protocol in IP [RFC3168] was carefully
designed so that a congested buffer would not mark a packet (rather
than drop it) unless both source and destination hosts were ECNcapable. Otherwise its congestion markings would never be detected
and congestion would just deteriorate further. However, to support
congestion marking below the IP layer, it is not sufficient to only
check that the two end-points support ECN; correct operation also
depends on the decapsulator at each subnet egress faithfully
propagating congestion notifications to the higher layer. Otherwise,
a legacy decapsulator might silently fail to propagate any ECN
signals from the outer to the forwarded header. Then the lost
signals would never be detected and again congestion would
deteriorate further. The guidelines given later require protocol
designers to carefully consider incremental deployment, and suggest
various safe approaches for different circumstances.
Of course, the IETF does not have standards authority over every link
layer protocol. So this document gives guidelines for designing
propagation of congestion notification across the interface between
IP and protocols that may encapsulate IP (i.e. that can be layered
beneath IP). Each lower layer technology will exhibit different
issues and compromises, so the IETF or the relevant standards body
must be free to define the specifics of each lower layer congestion
notification scheme. Nonetheless, if the guidelines are followed,
congestion notification should interwork between different
technologies, using IP in its role as a ’portability layer’.
Therefore, the capitalised term ’SHOULD’ or ’SHOULD NOT’ are often
used in preference to ’MUST’ or ’MUST NOT’, because it is difficult
to know the compromises that will be necessary in each protocol
design. If a particular protocol design chooses to contradict a
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’SHOULD (NOT)’ given in the advice below, it MUST include a sound
justification.
It has not been possible to give common guidelines for all lower
layer technologies, because they do not all fit a common pattern.
Instead they have been divided into a few distinct modes of
operation: feed-forward-and-upward; feed-upward-and-forward; feedbackward; and null mode. These modes are described in Section 4,
then in the following sections separate guidelines are given for each
mode.
This document updates the advice to subnetwork designers about ECN in
Section 13 of [RFC3819].
1.1.

Scope

This document only concerns wire protocol processing of explicit
notification of congestion and makes no changes or recommendations
concerning algorithms for congestion marking or for congestion
response (algorithm issues should be independent of the layer the
algorithm operates in).
The question of congestion notification signals with different
semantics to those of ECN in IP is touched on in a couple of specific
cases (e.g. QCN [IEEE802.1Qau]) and with schemes with multiple
severity levels such as PCN [RFC6660]). However, no attempt is made
to give guidelines about schemes with different semantics that are
yet to be invented.
The semantics of congestion signals can be relative to the traffic
class. Therefore correct propagation of congestion signals could
depend on correct propagation of any traffic class field between the
layers. In this document, correct propagation of traffic class
information is assumed, while what ’correct’ means and how it is
achieved is covered elsewhere (e.g. [RFC2983]) and is outside the
scope of the present document.
Note that these guidelines do not require the subnet wire protocol to
be changed to accommodate congestion notification. Another way to
add congestion notification without consuming header space in the
subnet protocol might be to use a parallel control plane protocol.
This document focuses on the congestion notification interface
between IP and lower layer protocols that can encapsulate IP, where
the term ’IP’ includes v4 or v6, unicast, multicast or anycast.
However, it is likely that the guidelines will also be useful when a
lower layer protocol or tunnel encapsulates itself (e.g. Ethernet
MAC in MAC [IEEE802.1Qah]) or when it encapsulates other protocols.

Briscoe, et al.

Expires September 27, 2015

[Page 5]

188

RITE

Internet-Draft

B.3 - ECN Encapsulation Guidelines

ECN Encapsulation Guidelines

March 2015

In the feed-backward mode, propagation of congestion signals for
multicast and anycast packets is out-of-scope (because it would be so
complicated that it is hoped no-one would attempt such an
abomination).
2.

Terminology
The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in RFC 2119 [RFC2119].
Further terminology used within this document:
Protocol data unit (PDU): Information that is delivered as a unit
among peer entities of a layered network consisting of protocol
control information (typically a header) and possibly user data
(payload) of that layer. The scope of this document includes
layer 2 and layer 3 networks, where the PDU is respectively termed
a frame or a packet (or a cell in ATM). PDU is a general term for
any of these. This definition also includes a payload with a shim
header lying somewhere between layer 2 & 3.
Transport: The end-to-end transmission control function,
conventionally considered at layer-4 in the OSI reference model.
Given the audience for this document will often use the word
transport to mean low level bit carriage, whenever the term is
used it will be qualified, e.g. ’L4 transport’.
Encapsulator: The link or tunnel endpoint function that adds an
outer header to a PDU (also termed the ’link ingress’, the ’subnet
ingress’, the ’ingress tunnel endpoint’ or just the ’ingress’
where the context is clear).
Decapsulator: The link or tunnel endpoint function that removes an
outer header from a PDU (also termed the ’link egress’, the
’subnet egress’, the ’egress tunnel endpoint’ or just the ’egress’
where the context is clear).
Incoming header:

The header of an arriving PDU before encapsulation.

Outer header:

The header added to encapsulate a PDU.

Inner header:

The header encapsulated by the outer header.

Outgoing header:
CE:

The header forwarded by the decapsulator.

Congestion Experienced [RFC3168]
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ECN-Capable Transport [RFC3168]

Not-ECT:

Not ECN-Capable Transport [RFC3168]

ECN-PDU: A PDU that is part of a feedback loop within which all the
nodes that need to propagate explicit congestion notifications
back to the Load Regulator are ECN-capable. An IP packet with a
non-zero ECN field implies that the endpoints are ECN-capable, so
this would be an ECN-PDU. However, ECN-PDU is intended to be a
general term for a PDU at any layer, not just IP.
Not-ECN-PDU: A PDU that is part of a feedback-loop within which some
nodes necessary to propagate explicit congestion notifications
back to the load regulator are not ECN-capable.
Load Regulator: For each flow of PDUs, the transport function that
is capable of controlling the data rate. Typically located at the
data source, but in-path nodes can regulate load in some
congestion control arrangements (e.g. admission control or
policing nodes). Note the term "a function capable of controlling
the load" deliberately includes a transport that doesn’t actually
control the load but ideally it ought to (e.g. a sending
application without congestion control that uses UDP).
Congestion Baseline: The location of the function on the path that
initialised the values of all congestion notification fields in a
sequence of packets, before any are set to the congestion
experienced (CE) codepoint if they experience congestion further
downstream. Typically the original data source at layer-4.
3.

Guidelines in All Cases
RFC 3168 specifies that the ECN field in the IP header is intended to
be marked by active queue management algorithms. Any congestion
notification from an algorithm that does not conform to the
recommendations in [I-D.ietf-aqm-recommendation] MUST NOT be
propagated from a lower layer into the ECN field in IP.

4.

Modes of Operation
This section sets down the different modes by which congestion
information is passed between the lower layer and the higher one. It
acts as a reference framework for the following sections, which give
normative guidelines for designers of explicit congestion
notification protocols, taking each mode in turn:
Feed-Forward-and-Up: Nodes feed forward congestion notification
towards the egress within the lower layer then up and along the
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layers towards the end-to-end destination at the transport layer.
The following local optimisation is possible:
Feed-Up-and-Forward: A lower layer switch feeds-up congestion
notification directly into the ECN field in the higher layer
(e.g. IP) header, irrespective of whether the node is at the
egress of a subnet.
Feed-Backward: Nodes feed back congestion signals towards the
ingress of the lower layer and (optionally) attempt to control
congestion within their own layer.
Null: Nodes cannot experience congestion at the lower layer except
at ingress nodes (which are IP-aware or equivalently higher-layeraware).
4.1.

Feed-Forward-and-Up Mode

Like IP and MPLS, many subnet technologies are based on selfcontained protocol data units (PDUs) or frames sent unreliably. They
provide no feedback channel at the subnetwork layer, instead relying
on higher layers (e.g. TCP) to feed back loss signals.
In these cases, ECN may best be supported by standardising explicit
notification of congestion into the lower layer protocol that carries
the data forwards. It will then also be necessary to define how the
egress of the lower layer subnet propagates this explicit signal into
the forwarded upper layer (IP) header. It can then continue forwards
until it finally reaches the destination transport (at L4). Then
typically the destination will feed this congestion notification back
to the source transport using an end-to-end protocol (e.g. TCP).
This is the arrangement that has already been used to add ECN to IPin-IP tunnels [RFC6040], IP-in-MPLS and MPLS-in-MPLS [RFC5129].
This mode is illustrated in Figure 1. Along the middle of the
figure, layers 2, 3 & 4 of the protocol stack are shown, and one
packet is shown along the bottom as it progresses across the network
from source to destination, crossing two subnets connected by a
router, and crossing two switches on the path across each subnet.
Congestion at the output of the first switch (shown as *) leads to a
congestion marking in the L2 header (shown as C in the illustration
of the packet). The chevrons show the progress of the resulting
congestion indication. It is propagated from link to link across the
subnet in the L2 header, then when the router removes the marked L2
header, it propagates the marking up into the L3 (IP) header. The
router forwards the marked L3 header into subnet 2, and when it adds
a new L2 header it copies the L3 marking into the L2 header as well,
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as shown by the ’C’s in both layers (assuming the technology of
subnet 2 also supports explicit congestion marking).
Note that there is no implication that each ’C’ marking is encoded
the same; a different encoding might be used for the ’C’ marking in
each protocol.
Finally, for completeness, we show the L3 marking arriving at the
destination, where the host transport protocol (e.g. TCP) feeds it
back to the source in the L4 acknowledgement (the ’C’ at L4 in the
packet at the top of the diagram).
_ _ _
/_______ | | |C| ACK Packet (V)
\
|_|_|_|
+---+
layer: 2 3 4 header
+---+
| <|<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<< Packet V <<<<<<<<<<<<<|<< |L4
|
|
+---+
| ^ |
|
| . . . . . . Packet U. . | >>|>>> Packet U >>>>>>>>>>>>|>^ |L3
|
|
+---+
+---+
| ^ |
+---+
+---+
|
|
|
|
| *|>>>>>|>>>|>>>>>|>^ |
|
|
|
|
|
|L2
|___|_____|___|_____|___|_____|___|_____|___|_____|___|_____|___|
source
subnet A
router
subnet B
dest
__ _ _ _
__ _ _ _
__ _ _
__ _ _ _
| | | | | | | | |C| | | |C|
| | |C|C| Data________\
|__|_|_|_| |__|_|_|_| |__|_|_|
|__|_|_|_| Packet (U) /
layer: 4 3 2A
4 3 2A
4 3
4 3 2B
header
Figure 1: Feed-Forward-and-Up Mode
Of course, modern networks are rarely as simple as this text-book
example, often involving multiple nested layers. For example, a 3GPP
mobile network may have two IP-in-IP (GTP) tunnels in series and an
MPLS backhaul between the base station and the first router.
Nonetheless, the example illustrates the general idea of feeding
congestion notification forward then upward whenever a header is
removed at the egress of a subnet.
Note that the FECN (forward ECN) bit in Frame Relay and the explicit
forward congestion indication (EFCI [ITU-T.I.371]) bit in ATM user
data cells follow a feed-forward pattern. However, in ATM, this is
only as part of a feed-forward-and-backward pattern at the lower
layer, not feed-forward-and-up out of the lower layer--the intention
was never to interface to IP ECN at the subnet egress. To our
knowledge, Frame Relay FECN is solely used to detect where more
capacity should be provisioned [Buck00].
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Feed-Up-and-Forward Mode

Ethernet is particularly difficult to extend incrementally to support
explicit congestion notification. One way to support ECN in such
cases has been to use so called ’layer-3 switches’. These are
Ethernet switches that bury into the Ethernet payload to find an IP
header and manipulate or act on certain IP fields (specifically
Diffserv & ECN). For instance, in Data Center TCP [DCTCP], layer-3
switches are configured to mark the ECN field of the IP header within
the Ethernet payload when their output buffer becomes congested.
With respect to switching, a layer-3 switch acts solely on the
addresses in the Ethernet header; it doesn’t use IP addresses, and it
doesn’t decrement the TTL field in the IP header.
_ _ _
/_______ | | |C| ACK packet (V)
\
|_|_|_|
+---+
layer: 2 3 4 header
+---+
| <|<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<< Packet V <<<<<<<<<<<<<|<< |L4
|
|
+---+
| ^ |
|
| . . . >>>> Packet U >>>|>>>|>>> Packet U >>>>>>>>>>>>|>^ |L3
|
|
+--^+
+---+
|
|
+---+
+---+
|
|
|
|
| *|
|
|
|
|
|
|
|
|
|
|L2
|___|_____|___|_____|___|_____|___|_____|___|_____|___|_____|___|
source
subnet E
router
subnet F
dest
__ _ _ _
__ _ _ _
__ _ _
__ _ _ _
| | | | | | | |C| | | | |C|
| | |C|C| data________\
|__|_|_|_| |__|_|_|_| |__|_|_|
|__|_|_|_| packet (U) /
layer: 4 3 2
4 3 2
4 3
4 3 2
header
Figure 2: Feed-Up-and-Forward Mode
By comparing Figure 2 with Figure 1, it can be seen that subnet E
(perhaps a subnet of layer-3 Ethernet switches) works in feed-up-andforward mode by notifying congestion directly into L3 at the point of
congestion, even though the congested switch does not otherwise act
at L3. In this example, the technology in subnet F (e.g. MPLS) does
support ECN natively, so when the router adds the layer-2 header it
copies the ECN marking from L3 to L2 as well.
4.3.

Feed-Backward Mode

In some layer 2 technologies, explicit congestion notification has
been defined for use internally within the subnet with its own
feedback and load regulation, but typically the interface with IP for
ECN has not been defined.
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For instance, for the available bit-rate (ABR) service in ATM, the
relative rate mechanism was one of the more popular mechanisms for
managing traffic, tending to supersede earlier designs. In this
approach ATM switches send special resource management (RM) cells in
both the forward and backward directions to control the ingress rate
of user data into a virtual circuit. If a switch buffer is
approaching congestion or congested it sends an RM cell back towards
the ingress with respectively the No Increase (NI) or Congestion
Indication (CI) bit set in its message type field [ATM-TM-ABR]. The
ingress then holds or decreases its sending bit-rate accordingly.
_ _ _
/_______ | | |C| ACK packet (X)
\
|_|_|_|
+---+
layer: 2 3 4 header
+---+
| <|<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<<< Packet X <<<<<<<<<<<<<|<< |L4
|
|
+---+
| ^ |
|
|
| *|>>> Packet W >>>>>>>>>>>>|>^ |L3
|
|
+---+
+---+
|
|
+---+
+---+
|
|
|
|
|
|
|
|
| <|<<<<<|<<<|<(V)<|<<<|
|
|L2
|
| . . | . |Packet U | . . | . | . . | . | . . | .*| . . |
|L2
|___|_____|___|_____|___|_____|___|_____|___|_____|___|_____|___|
source
subnet G
router
subnet H
dest
__ _ _ _
__ _ _ _
__ _ _
__ _ _ _
later
| | | | | | | | | | | | | |
| | |C| | data________\
|__|_|_|_| |__|_|_|_| |__|_|_|
|__|_|_|_| packet (W) /
4 3 2
4 3 2
4 3
4 3 2
_
/__ |C| Feedback control
\
|_| cell/frame (V)
2
__ _ _ _
__ _ _ _
__ _ _
__ _ _ _
earlier
| | | | | | | | | | | | | |
| | | | | data________\
|__|_|_|_| |__|_|_|_| |__|_|_|
|__|_|_|_| packet (U) /
layer: 4 3 2
4 3 2
4 3
4 3 2
header
Figure 3: Feed-Backward Mode
ATM’s feed-backward approach doesn’t fit well when layered beneath
IP’s feed-forward approach--unless the initial data source is the
same node as the ATM ingress. Figure 3 shows the feed-backward
approach being used in subnet H. If the final switch on the path is
congested (*), it doesn’t feed-forward any congestion indications on
packet (U). Instead it sends a control cell (V) back to the router
at the ATM ingress.
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However, the backward feedback doesn’t reach the original data source
directly because IP doesn’t support backward feedback (and subnet G
is independent of subnet H). Instead, the router in the middle
throttles down its sending rate but the original data sources don’t
reduce their rates. The resulting rate mismatch causes the middle
router’s buffer at layer 3 to back up until it becomes congested,
which it signals forwards on later data packets at layer 3 (e.g.
packet W). Note that the forward signal from the middle router is
not triggered directly by the backward signal. Rather, it is
triggered by congestion resulting from the middle router’s mismatched
rate response to the backward signal.
In response to this later forward signalling, end-to-end feedback at
layer-4 finally completes the tortuous path of congestion indications
back to the origin data source, as before.
4.4.

Null Mode

Often link and physical layer resources are ’non-blocking’ by design.
In these cases congestion notification may be implemented but it does
not need to be deployed at the lower layer; ECN in IP would be
sufficient.
A degenerate example is a point-to-point Ethernet link. Excess
loading of the link merely causes the queue from the higher layer to
back up, while the lower layer remains immune to congestion. Even a
whole meshed subnetwork can be made immune to interior congestion by
limiting ingress capacity and careful sizing of links, particularly
if multi-path routing is used to ensure even worst-case patterns of
load cannot congest any link.
5.

Feed-Forward-and-Up Mode: Guidelines for Adding Congestion
Notification
Feed-forward-and-up is the mode already used for signalling ECN up
the layers through MPLS into IP [RFC5129] and through IP-in-IP
tunnels [RFC6040]. These RFCs take a consistent approach and the
following guidelines are designed to ensure this consistency
continues as ECN support is added to other protocols that encapsulate
IP. The guidelines are also designed to ensure compliance with the
more general best current practice for the design of alternate ECN
schemes given in [RFC4774].
The rest of this section is structured as follows:
o

Section 5.1 addresses the most straightforward cases, where
[RFC6040] can be applied directly to add ECN to tunnels that are
effectively the same as IP-in-IP tunnels.
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The subsequent sections give guidelines for adding ECN to a subnet
technology that uses feed-forward-and-up mode like IP, but it is
not so similar to IP that [RFC6040] rules can be applied directly.
Specifically:
*

Sections 5.2, 5.3 and 5.4 respectively address how to add ECN
support to the wire protocol and to the encapsulators and
decapsulators at the ingress and egress of the subnet.

*

Section 5.5 deals with the special, but common, case of
sequences of tunnels or subnets that all use the same
technology

*

Section 5.6 deals with the question of reframing when IP
packets do not map 1:1 into lower layer frames.

IP-in-IP Tunnels with Tightly Coupled Shim Headers

A common pattern for many tunnelling protocols is to encapsulate an
inner IP header with shim header(s) then an outer IP header. In many
cases the shim header(s) always have to be tightly coupled to the
outer IP header because they are not sufficient as outer headers in
their own right. In such cases the shim header(s) and the outer IP
header are always added (or removed) in the same operation.
Therefore, in all such tightly coupled IP-in-IP tunnelling protocols,
the rules in [RFC6040] for propagating the ECN field between the two
IP headers SHOULD be applied directly.
Examples of tightly coupled IP-in-IP tunnelling protocols where
[RFC6040] can be applied directly are:
o

L2TP [RFC2661]

o

GRE [RFC1701], [RFC2784]

o

PPTP [RFC2637]

o

GTP [GTPv1], [GTPv1-U], [GTPv2-C]

o

VXLAN [RFC7348].

5.2.

Wire Protocol Design: Indication of ECN Support

This section is intended to guide the redesign of any lower layer
protocol that encapsulate IP to add native ECN support at the lower
layer. It reflects the approaches used in [RFC6040] and in
[RFC5129]. Therefore IP-in-IP tunnels or IP-in-MPLS or MPLS-in-MPLS
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encapsulations that already comply with [RFC6040] or [RFC5129] will
already satisfy this guidance.
A lower layer (or subnet) congestion notification system:
1.

SHOULD NOT apply explicit congestion notifications to PDUs that
are destined for legacy layer-4 transport implementations that
will not understand ECN, and

2.

SHOULD NOT apply explicit congestion notifications to PDUs if the
egress of the subnet might not propagate congestion notifications
onward into the higher layer.
We use the term ECN-PDUs for a PDU on a feedback loop that will
propagate congestion notification properly because it meets both
the above criteria. And a Not-ECN-PDU is a PDU on a feedback
loop that does not meet both criteria, and will therefore not
propagate congestion notification properly. A corollary of the
above is that a lower layer congestion notification protocol:

3.

SHOULD be able to distinguish ECN-PDUs from Not-ECN-PDUs.

Note that there is no need for all interior nodes within a subnet to
be able to mark congestion explicitly. A mix of ECN and drop signals
from different nodes is fine. However, if _any_ interior nodes might
generate ECN markings, guideline 2 above says that all relevant
egress node(s) SHOULD be able to propagate those markings up to the
higher layer.
In IP, if the ECN field in each PDU is cleared to the Not-ECT (not
ECN-capable transport) codepoint, it indicates that the L4 transport
will not understand congestion markings. A congested buffer must not
mark these Not-ECT PDUs, and therefore drops them instead.
The mechanism a lower layer uses to distinguish the ECN-capability of
PDUs need not mimic that of IP. All the above guidelines say is that
the lower layer system, as a whole, should achieve the same outcome.
For instance, ECN-capable feedback loops might use PDUs that are
identified by a particular set of labels or tags. Alternatively,
logical link protocols that use flow state might determine whether a
PDU can be congestion marked by checking for ECN-support in the flow
state. Other protocols might depend on out-of-band control signals.
The per-domain checking of ECN support in MPLS [RFC5129] is a good
example of a way to avoid sending congestion markings to transports
that will not understand them, without using any header space in the
subnet protocol.
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In MPLS, header space is extremely limited, therefore RFC5129 does
not provide a field in the MPLS header to indicate whether the PDU is
an ECN-PDU or a Not-ECN-PDU. Instead, interior nodes in a domain are
allowed to set explicit congestion indications without checking
whether the PDU is destined for a transport that will understand
them. Nonetheless, this is made safe by requiring that the network
operator upgrades all decapsulating edges of a whole domain at once,
as soon as even one switch within the domain is configured to mark
rather than drop during congestion. Therefore, any edge node that
might decapsulate a packet will be capable of checking whether the
higher layer transport is ECN-capable. When decapsulating a CEmarked packet, if the decapsulator discovers that the higher layer
(inner header) indicates the transport is not ECN-capable, it drops
the packet--effectively on behalf of the earlier congested node (see
Decapsulation Guideline 1 in Section 5.4).
It was only appropriate to define such an incremental deployment
strategy because MPLS is targeted solely at professional operators,
who can be expected to ensure that a whole subnetwork is consistently
configured. This strategy might not be appropriate for other link
technologies targeted at zero-configuration deployment or deployment
by the general public (e.g. Ethernet). For such ’plug-and-play’
environments it will be necessary to invent a failsafe approach that
ensures congestion markings will never fall into black holes, no
matter how inconsistently a system is put together. Alternatively,
congestion notification relying on correct system configuration could
be confined to flavours of Ethernet intended only for professional
network operators, such as IEEE 802.1ah Provider Backbone Bridges
(PBB).
QCN [IEEE802.1Qau] provides another example of how to indicate to
lower layer devices that the end-points will not understand ECN. An
operator can define certain 802.1p classes of service to indicate
non-QCN frames and an ingress bridge is required to map arriving notQCN-capable IP packets to one of these non-QCN 802.1p classes.
5.3.

Encapsulation Guidelines

This section is intended to guide the redesign of any node that
encapsulates IP with a lower layer header when adding native ECN
support to the lower layer protocol. It reflects the approaches used
in [RFC6040] and in [RFC5129]. Therefore IP-in-IP tunnels or IP-inMPLS or MPLS-in-MPLS encapsulations that already comply with
[RFC6040] or [RFC5129] will already satisfy this guidance.
1.

Egress Capability Check: A subnet ingress needs to be sure that
the corresponding egress of a subnet will propagate any
congestion notification added to the outer header across the
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subnet. This is necessary in addition to checking that an
incoming PDU indicates an ECN-capable (L4) transport. Examples
of how this guarantee might be provided include:
*

by configuration (e.g. if any label switches in a domain
support ECN marking, [RFC5129] requires all egress nodes to
have been configured to propagate ECN)

*

by the ingress explicitly checking that the egress propagates
ECN (e.g. TRILL uses IS-IS to check path capabilities before
using critical options [I-D.ietf-trill-rfc7180bis])

*

by inherent design of the protocol (e.g. by encoding ECN
marking on the outer header in such a way that a legacy egress
that does not understand ECN will consider the PDU corrupt and
discard it, thus at least propagating a form of congestion
signal).

2.

Egress Fails Capability Check: If the ingress cannot guarantee
that the egress will propagate congestion notification, the
ingress SHOULD disable ECN when it forwards the PDU at the lower
layer. An example of how the ingress might disable ECN at the
lower layer would be by setting the outer header of the PDU to
identify it as a Not-ECN-PDU, assuming the subnet technology
supports such a concept.

3.

Standard Congestion Monitoring Baseline: Once the ingress to a
subnet has established that the egress will correctly propagate
ECN, on encapsulation it SHOULD encode the same level of
congestion in outer headers as is arriving in incoming headers.
For example it might copy any incoming congestion notification
into the outer header of the lower layer protocol.
This ensures that all outer headers reflect congestion
accumulated along the whole upstream path since the Load
Regulator, not just since the ingress of the subnet. A node that
is not the Load Regulator SHOULD NOT re-initialise the level of
CE markings in the outer to zero.
This guideline is intended to ensure that any bulk congestion
monitoring of outer headers (e.g. by a network management node
monitoring ECN in passing frames) is most meaningful. For
instance, if an operator measures CE in 0.4% of passing outer
headers, this information is only useful if the operator knows
where the proportion of CE markings was last initialised to 0%
(the Congestion Baseline). Such monitoring information will not
be useful if some subnet ingress nodes reset all outer CE
markings while others copy incoming CE markings into the outer.
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Most information can be extracted if the Congestion Baseline is
standardised at the node that is regulating the load (the Load
Regulator--typically the data source). Then the operator can
measure both congestion since the Load Regulator, and congestion
since the subnet ingress. The latter might be measurable by
subtracting the level of CE markings on inner headers from that
on outer headers (see Appendix C of [RFC6040]).
5.4.

Decapsulation Guidelines

This section is intended to guide the redesign of any node that
decapsulates IP from within a lower layer header when adding native
ECN support to the lower layer protocol. It reflects the approaches
used in [RFC6040] and in [RFC5129]. Therefore IP-in-IP tunnels or
IP-in-MPLS or MPLS-in-MPLS encapsulations that already comply with
[RFC6040] or [RFC5129] will already satisfy this guidance.
A subnet egress SHOULD NOT simply copy congestion notification from
outer headers to the forwarded header. It SHOULD calculate the
outgoing congestion notification field from the inner and outer
headers using the following guidelines. If there is any conflict,
rules earlier in the list take precedence over rules later in the
list:
1.

If the arriving inner header is a Not-ECN-PDU it implies the L4
transport will not understand explicit congestion markings.
Then:
*

If the outer header carries an explicit congestion marking,
the packet SHOULD be dropped--the only indication of
congestion that the L4 transport will understand.

*

If the outer is an ECN-PDU that carries no indication of
congestion or a Not-ECN-PDU the PDU SHOULD be forwarded, but
still as a Not-ECN-PDU.

2.

If the outer header does not support explicit congestion
notification (a Not-ECN-PDU), but the inner header does (an ECNPDU), the inner header SHOULD be forwarded unchanged.

3.

In some lower layer protocols congestion may be signalled as a
numerical level, such as in the control frames of quantised
congestion notification [IEEE802.1Qau]. If such a multi-bit
encoding encapsulates an ECN-capable IP data packet, a function
will be needed to convert the quantised congestion level into the
frequency of congestion markings in outgoing IP packets.
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Congestion indications may be encoded by a severity level. For
instance increasing levels of congestion might be encoded by
numerically increasing indications, e.g. pre-congestion
notification (PCN) can be encoded in each PDU at three severity
levels in IP or MPLS [RFC6660].
If the arriving inner header is an ECN-PDU, where the inner and
outer headers carry indications of congestion of different
severity, the more severe indication SHOULD be forwarded in
preference to the less severe.

5.

The inner and outer headers might carry a combination of
congestion notification fields that should not be possible given
any currently used protocol transitions. For instance, if
Encapsulation Guideline 3 in Section 5.3 had been followed, it
should not be possible to have a less severe indication of
congestion in the outer than in the inner. It MAY be appropriate
to log unexpected combinations of headers and possibly raise an
alarm.
If a safe outgoing codepoint can be defined for such a PDU, the
PDU SHOULD be forwarded rather than dropped. Some implementers
discard PDUs with currently unused combinations of headers just
in case they represent an attack. However, an approach using
alarms and policy-mediated drop is preferable to hard-coded drop,
so that operators can keep track of possible attacks but
currently unused combinations are not precluded from future use
through new standards actions.

5.5.

Sequences of Similar Tunnels or Subnets

In some deployments, particularly in 3GPP networks, an IP packet may
traverse two or more IP-in-IP tunnels in sequence that all use
identical technology (e.g. GTP).
In such cases, it would be sufficient for every encapsulation and
decapsulation in the chain to comply with RFC 6040. Alternatively,
as an optimisation, a node that decapsulates a packet and immediately
re-encapsulates it for the next tunnel MAY copy the incoming outer
ECN field directly to the outgoing outer and the incoming inner ECN
field directly to the outgoing inner. Then the overall behavior
across the sequence of tunnel segments would still be consistent with
RFC 6040.
Appendix C of RFC6040 describes how a tunnel egress can monitor how
much congestion has been introduced within a tunnel. A network
operator might want to monitor how much congestion had been
introduced within a whole sequence of tunnels. Using the technique
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in Appendix C of RFC6040 at the final egress, the operator could
monitor the whole sequence of tunnels, but only if the above
optimisation were used consistently along the sequence of tunnels, in
order to make it appear as a single tunnel. Therefore, tunnel
endpoint implementations SHOULD allow the operator to configure
whether this optimisation is enabled.
When ECN support is added to a subnet technology, consideration
SHOULD be given to a similar optimisation between subnets in sequence
if they all use the same technology.
5.6.

Reframing and Congestion Markings

The guidance in this section is worded in terms of framing
boundaries, but it applies equally whether the protocol data units
are frames, cells or packets.
Where framing boundaries are different between two layers, congestion
indications SHOULD be propagated on the basis that a congestion
indication on a PDU applies to all the octets in the PDU. On
average, an encapsulator or decapsulator SHOULD approximately
preserve the number of marked octets arriving and leaving (counting
the size of inner headers, but not added encapsulating headers).
The next departing frame SHOULD be immediately marked even if only
enough incoming marked octets have arrived for part of the departing
frame. This ensures that any outstanding congestion marked octets
are propagated immediately, rather than held back waiting for a frame
no bigger than the outstanding marked octets--which might involve a
long wait.
For instance, an algorithm for marking departing frames could
maintain a counter representing the balance of arriving marked octets
minus departing marked octets. It adds the size of every marked
frame that arrives and if the counter is positive it marks the next
frame to depart and subtracts its size from the counter. This will
often leave a negative remainder in the counter, which is deliberate.
6.

Feed-Up-and-Forward Mode: Guidelines for Adding Congestion
Notification
The guidance in this section is applicable when IP packets:
o

are encapsulated in Ethernet headers;

o

are forwarded by the eNode-B (base station) of a 3GPP radio access
network, which is required to apply ECN marking during congestion
[LTE-RA].
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This guidance also generalises to encapsulation by other subnet
technologies with no native support for explicit congestion
notification at the lower layer, but with support for finding and
processing an IP header. It is unlikely to be applicable or
necessary for IP-in-IP encapsulation, where feed-forward-and-up mode
based on [RFC6040] would be more appropriate.
Marking the IP header while switching at layer-2 (by using a layer-3
switch) or while forwarding in a radio access network seems to
represent a layering violation. However, it can be considered as a
benign optimisation if the guidelines below are followed. Feed-upand-forward is certainly not a general alternative to implementing
feed-forward congestion notification in the lower layer, because:
o

IPv4 and IPv6 are not the only layer-3 protocols that might be
encapsulated by lower layer protocols

o

Link-layer encryption might be in use, making the layer-2 payload
inaccessible

o

Many Ethernet switches do not have ’layer-3 switch’ capabilities
so they cannot read or modify an IP payload

o

It might be costly to find an IP header (v4 or v6) when it may be
encapsulated by more than one lower layer header, e.g. Ethernet
MAC in MAC [IEEE802.1Qah].

Nonetheless, configuring lower layer equipment to look for an ECN
field in an encapsulated IP header is a useful optimisation. If the
implementation follows the guidelines below, this optimisation does
not have to be confined to a controlled environment such as within a
data centre; it could usefully be applied on any network--even if the
operator is not sure whether the above issues will never apply:
1.

If a native lower-layer congestion notification mechanism exists
for a subnet technology, it is safe to mix feed-up-and-forward
with feed-forward-and-up on other switches in the same subnet.
However, it will generally be more efficient to use the native
mechanism.

2.

The depth of the search for an IP header SHOULD be limited. If
an IP header is not found soon enough, or an unrecognised or
unreadable header is encountered, the switch SHOULD resort to an
alternative means of signalling congestion (e.g. drop, or the
native lower layer mechanism if available).

3.

It is sufficient to use the first IP header found in the stack;
the egress of the relevant tunnel can propagate congestion

Briscoe, et al.

Expires September 27, 2015

[Page 20]

203

RITE

Internet-Draft

ECN Encapsulation Guidelines

B.3 - ECN Encapsulation Guidelines

March 2015

notification upwards to any more deeply encapsulated IP headers
later.
7.

Feed-Backward Mode: Guidelines for Adding Congestion Notification
It can be seen from Section 4.3 that congestion notification in a
subnet using feed-backward mode has generally not been designed to be
directly coupled with IP layer congestion notification. The subnet
attempts to minimise congestion internally, and if the incoming load
at the ingress exceeds the capacity somewhere through the subnet, the
layer 3 buffer into the ingress backs up. Thus, a feed-backward mode
subnet is in some sense similar to a null mode subnet, in that there
is no need for any direct interaction between the subnet and higher
layer congestion notification. Therefore no detailed protocol design
guidelines are appropriate. Nonetheless, a more general guideline is
appropriate:
1.

A subnetwork technology intended to eventually interface to IP
SHOULD NOT be designed using only the feed-backward mode, which
is certainly best for a stand-alone subnet, but would need to be
modified to work efficiently as part of the wider Internet,
because IP uses feed-forward-and-up mode.

The feed-backward approach at least works beneath IP, where the term
’works’ is used only in a narrow functional sense because feedbackward can result in very inefficient and sluggish congestion
control--except if it is confined to the subnet directly connected to
the original data source, when it is faster than feed-forward. It
would be valid to design a protocol that could work in feed-backward
mode for paths that only cross one subnet, and in feed-forward-and-up
mode for paths that cross subnets.
In the early days of TCP/IP, a similar feed-backward approach was
tried for explicit congestion signalling, using source-quench (SQ)
ICMP control packets. However, SQ fell out of favour and is now
formally deprecated [RFC6633]. The main problem was that it is hard
for a data source to tell the difference between a spoofed SQ message
and a quench request from a genuine buffer on the path. It is also
hard for a lower layer buffer to address an SQ message to the
original source port number, which may be buried within many layers
of headers, and possibly encrypted.
Quantised congestion notification (QCN--also known as backward
congestion notification or BCN) [IEEE802.1Qau] uses a feed-backward
mode structurally similar to ATM’s relative rate mechanism. However,
QCN confines its applicability to scenarios such as some data centres
where all endpoints are directly attached by the same Ethernet
technology. If a QCN subnet were later connected into a wider IP-
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based internetwork (e.g. when attempting to interconnect multiple
data centres) it would suffer the inefficiency shown Figure 3.
8.

IANA Considerations (to be removed by RFC Editor)
This memo includes no request to IANA.

9.

Security Considerations
If a lower layer wire protocol is redesigned to include explicit
congestion signalling in-band in the protocol header, care SHOULD be
take to ensure that the field used is specified as mutable during
transit. Otherwise interior nodes signalling congestion would
invalidate any authentication protocol applied to the lower layer
header--by altering a header field that had been assumed as
immutable.
The redesign of protocols that encapsulate IP in order to propagate
congestion signals between layers raises potential signal integrity
concerns. Experimental or proposed approaches exist for assuring the
end-to-end integrity of in-band congestion signals, e.g.:
o

Congestion exposure (ConEx ) for networks to audit that their
congestion signals are not being suppressed by other networks or
by receivers, and for networks to police that senders are
responding sufficiently to the signals, irrespective of the
transport protocol used [I-D.ietf-conex-abstract-mech].

o

The ECN nonce [RFC3540] for a TCP sender to detect whether a
network or the receiver is suppressing congestion signals.

o

A test with the same goals as the ECN nonce, but without the need
for the receiver to co-operate with the protocol
[I-D.moncaster-tcpm-rcv-cheat].

Given these end-to-end approaches are already being specified, it
would make little sense to attempt to design hop-by-hop congestion
signal integrity into a new lower layer protocol, because end-to-end
integrity inherently achieves hop-by-hop integrity.
10.

Conclusions

Following the guidance in the document enables ECN support to be
extended to numerous protocols that encapsulate IP (v4 & v6) in a
consistent way, so that IP continues to fulfil its role as an end-toend interoperability layer. This includes:
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o

A wide range of tunnelling protocols with various forms of shim
header between two IP headers;

o

A wide range of subnet technologies, particularly those that work
in the same ’feed-forward-and-up’ mode that is used to support ECN
in IP and MPLS.

Guidelines have been defined for supporting propagation of ECN
between Ethernet and IP on so-called Layer-3 Ethernet switches, using
a ’feed-up-an-forward’ mode. This approach could enable other subnet
technologies to pass ECN signals into the IP layer, even if they do
not support ECN natively.
Finally, attempting to add ECN to a subnet technology in feedbackward mode is deprecated except in special cases, due to its
likely sluggish response to congestion.
11.
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Outstanding Document Issues

[GF] Concern that certain guidelines warrant a MUST (NOT) rather
than a SHOULD (NOT). Given the guidelines say that if any SHOULD
(NOT)s are not followed, a strong justification will be needed,
they have been left as SHOULD (NOT) pending further list
discussion. In particular:
*

2.

If inner is a Not-ECN-PDU and Outer is CE (or highest severity
congestion level), MUST (not SHOULD) drop?

Consider whether an IETF Standard Track doc will be needed to
Update the IP-in-IP protocols listed in Section 5.1--at least
those that the IET

Appendix B.

Changes in This Version (to be removed by RFC Editor)

From ietf-01 to ietf-02:
*

Added Section for guidelines that are applicable in all cases.

*

Updated references.

From ietf-00 to ietf-01:

Updated references.

From briscoe-04 to ietf-00:
adoption.

Changed filename following tsvwg

From briscoe-03 to 04:
*

Re-arranged the introduction to describe the purpose of the
document first before introducing ECN in more depth. And
clarified the introduction throughout.

*

Added applicability to 3GPP TS 36.300.

From briscoe-02 to 03:
*

*

Scope section:
+

Added dependence on correct propagation of traffic class
information

+

For the feed-backward mode, deemed multicast and anycast out
of scope

Ensured all guidelines referring to subnet technologies also
refer to tunnels and vice versa by adding applicability
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sentences at the start of sections 4.1, 4.2, 4.3, 4.4, 4.6 and
5.
*

Added Security Considerations on ensuring congestion signal
fields are classed as immutable and on using end-to-end
congestion signal integrity technologies rather than hop-byhop.

From briscoe-01 to 02:
*

Added authors: JK & PT

*

Added
+

Section 4.1 "IP-in-IP Tunnels with Tightly Coupled Shim
Headers"

+

Section 4.5 "Sequences of Similar Tunnels or Subnets"

+

roadmap at the start of Section 4, given the subsections
have become quite fragmented.

+

Section 9 "Conclusions"

*

Clarified why transports are starting to be able to saturate
interior links

*

Under Section 1.1, addressed the question of alternative signal
semantics and included multicast & anycast.

*

Under Section 3.1, included a 3GPP example.

*

Section 4.2.

*

"Wire Protocol Design":

+

Altered guideline 2. to make it clear that it only applies
to the immediate subnet egress, not later ones

+

Added a reminder that it is only necessary to check that ECN
propagates at the egress, not whether interior nodes mark
ECN

+

Added example of how QCN uses 802.1p to indicate support for
QCN.

Added references to Appendix C of RFC6040, about monitoring the
amount of congestion signals introduced within a tunnel
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*

Appendix A: Added more issues to be addressed, including plan
to produce a standards track update to IP-in-IP tunnel
protocols.

*

Updated acks and references

From briscoe-00 to 01:
*

Intended status: BCP (was Informational) & updates 3819 added.

*

Briefer Introduction: Introductory para justifying benefits of
ECN. Moved all but a brief enumeration of modes of operation
to their own new section (from both Intro & Scope). Introduced
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This memo updates the TCP sender-side reaction to a congestion
notification received via Explicit Congestion Notification (ECN).
The updated method is less conservative than the TCP reaction in
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Introduction
Explicit Congestion Notification (ECN) is specified in [RFC3168].
This allows a network device that uses Active Queue Management (AQM)
to CE-mark rather than drop ECN-capable packets when incipient
congestion is detected.
When an ECN-capable transport is used over a path that supports ECN,
it provides the opportunity for flows to improves their performance
in the presence of incipient congestion [I-D.AQM-ECN-benefits].
[RFC3168] not only specifies the router use of the ECN field, it also
specifies a TCP procedure for using ECN. This states that a TCP
sender should treat the ECN indication of congestion in the same way
as that of a non-ECN-Capable TCP flow experiencing loss, by halving
the congestion window "cwnd" and by reducing the slow start threshold
"ssthresh". [RFC5681] stipulates that TCP congestion control sets
"ssthresh" to max(FlightSize / 2, 2*SMSS) in response to packet loss.
Consequently, a non-ECN enabled standard TCP flow using this reaction
needs significant queue space: it can only fully utilize a bottleneck
when the length of the link queue (or the AQM dropping threshold) is
at least the bandwidth-delay product of the flow. CUBIC can fully
utilize a link with a smaller queue because it multiplies the current
cwnd with 0.8 in response to packet loss [ID.CUBIC] (since kernel
version 2.6.25 (2008), the Linux implementation uses a value of 0.7).
In case of a DropTail (FIFO) queue without AQM, this increases the
risk of creating a standing queue [CODEL2012].
Devices implementing AQM should be the only source of marking for
packets from ECN-capable senders. AQM mechanisms typically strive to
maintain a small queue length, regardless of the bandwidth-delay
product of a flows passing through them. Receipt of a CE-mark
therefore indicates that reacting less conservatively would be
appropriate.
Results reported in [ABE-paper] show significant benefits (improved
throughput, resulting in reduced completion times for short flows)
when reacting to ECN-Echo by multiplying cwnd and sstthresh with a
value in the range [0.7..0.85] rather than 0.5.

2.

Updating the Sender-side ECN Reaction
This document specifies an updated TCP reaction to the receipt of CEmarked packets.
The first paragraph of Section 6.1.2, "The TCP Sender", in [RFC3168]
contains the following text:
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"If the sender receives an ECN-Echo (ECE) ACK packet (that is, an ACK
packet with the ECN-Echo flag set in the TCP header), then the sender
knows that congestion was encountered in the network on the path from
the sender to the receiver. The indication of congestion should be
treated just as a congestion loss in non- ECN-Capable TCP. That is,
the TCP source halves the congestion window ’cwnd’ and reduces the
slow start threshold ’ssthresh’."
This memo updates this text to:
"If the sender receives an ECN-Echo (ECE) ACK packet (that is, an ACK
packet with the ECN-Echo flag set in the TCP header), then the sender
knows that congestion was encountered in the network on the path from
the sender to the receiver. The indication of congestion should
induce a less conservative reaction than loss: the TCP source
multiplies the congestion window ’cwnd’ with 0.8 and reduces the slow
start threshold ’ssthresh’."

3.

Acknowledgements
The authors were part-funded by the European Community under its
Seventh Framework Programme through the Reducing Internet Transport
Latency (RITE) project (ICT-317700). The views expressed are solely
those of the authors.
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4.

IANA Considerations
XX RFC ED - PLEASE REMOVE THIS SECTION XXX
This memo includes no request to IANA.

5.

Security Considerations
This document describes a change to TCP congestion control that can
make a TCP sender more aggressive than flows using RFC 3819. This
could lead to an unfair allocation in rates at a bottleneck. Similar
unfairness is also exhibited by other congestion control mechanisms
that have been in use in the Internet for many years (e.g. Cubic
[ID.CUBIC]).
XXX This section to be completed XXX.
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Abstract—CoDel and PIE are recently proposed Active
Queue Management (AQM) mechanisms that minimize the
time packets spend enqueued at a bottleneck, instantiating
shallow, 5 ms to 20 ms buffers with short-term packet burst
tolerance. However, shallow buffering causes noticeable
TCP performance degradation when a path’s underlying
round trip time (RTT) heads above 60 ms to 80 ms (not
uncommon with cross-continental and inter-continental
traffic). Using less-aggressive multiplicative backoffs is
known to compensate for shallow bottleneck buffering.
We propose ABE: “Alternative Backoff with ECN”, which
consists of enabling Explicit Congestion Notification (ECN)
and letting individual TCP senders use a larger multiplicative decrease factor in reaction to ECN-marks from AQMenabled bottlenecks. Using a mix of experiments, theory
and simulations with standard NewReno and CUBIC
flows, we show significant performance gains in lightlymultiplexed scenarios, without losing the delay-reduction
benefits of deploying CoDel or PIE. ABE is a senderside-only modification that can be deployed incrementally
(requiring no flag-day) and offers a compelling reason to
deploy and enable ECN across the Internet.

I. I NTRODUCTION
Recent years have seen increasing mainstream awareness of how critical low latency (delay) is to today’s Internet and end users’ quality of experience. Expectations
are being increasingly driven by interactive applications
such as Voice over IP (VoIP), online games, online
⇤ Department of Informatics, University of Oslo, Norway
† Centre for Advanced Internet Architectures, Swinburne University of Technology, Australia
‡ School of Engineering, University of Aberdeen, United Kingdom
§ Simula Research Laboratory, Norway
¶ School of Engineering and Information Technology, Murdoch
University, Australia
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trading [31] and even time-sensitive, transactional webbased shopping [26].
The delay experienced by any given packet is heavily
influenced by routing choices (distance), link speeds (serialisation) and queuing (buffering at bottlenecks during
periods of congestion). Increasing network speeds have
reduced the relative contribution of serialisation, and
therefore placed more focus on the size and management
of bottleneck buffers.
A key influence on end user experience is the way
bottleneck buffering interacts with capacity estimation
techniques of common transport layers. The Internet’s
reliance on statistical multiplexing requires buffering to
absorb transient periods of congestion. Loss-based TCP
algorithms will fill a bottleneck’s available buffer space
before backing-off after the inevitable packet loss (congestion signal). When available buffering is significantly
in excess of requirements the resulting queuing delay can
far outweigh any delay contributed by distance [19].
Two complementary solutions have emerged—Active
Queue Management (AQM) [3] and Explicit Congestion
Notification (ECN) [41]. AQM schemes aim to provide
earlier feedback about the onset of congestion, and thus
reduce buffer filling during congestion. ECN delivers
congestion feedback by adding new information to packets in transit, avoiding the detrimental side-effects of
dropping packets to signal congestion [46].
The problem we face is that modern AQM schemes
can interact badly with the traditional TCP response
to congestion notification. A common rule-of-thumb
is to allocate buffering at least equivalent to a path’s
intrinsic ‘bandwidth delay product’ (BDP) enabling TCP
to achieve close to 100% path utilisation. Yet the design goal of AQM schemes, such as Controlled Delay
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(CoDel) [34], [35] and Proportional-Integral controller
Enhanced (PIE) [37], [38], is to effectively instantiate
a shallow bottleneck buffer with burst tolerance. So
TCP performance suffers once a path’s BDP exceeds the
bottleneck AQM scheme’s effective buffer size, whether
congestion is signalled by packet loss or ECN.
A. ABE: “Alternative Backoff with ECN”
We propose a novel way of utilizing ECN that enables ECN deployment with a range of ECN marking
behaviours and can be shown to continue to enable low
latency and high throughput even for a High BDP path.
Alternative Backoff with ECN (ABE) can be summarised as follows:
• Upon packet loss, a TCP sender reduces its congestion window (cwnd) as usual (e.g., NewReno would
reduce cwnd by 50%, CUBIC by 30%).
• Upon receipt of an ECN mark, a TCP sender
reduces cwnd by less than the usual response for
loss.
ABE is based on the intuition that meaningful ECN
marks are generated by AQM schemes whose congestion
indications are proactively aimed at keeping buffer occupancy low. An ABE sender thus compensates by backing
off less, reducing the likelihood of the shallow bottleneck
buffer draining to empty. Smaller backoffs will continue
to occur as the AQM continues to react, ensuring the
traffic does not build a long standing queue.
The idea of backing off less in response to an ECN
mark is not new, as the authors of [29] proposed to
use a larger multiplicative decrease factor in conjunction
with a smaller additive increase factor for ECN in 2002.
However [29] assumes the AQM on the bottleneck to
be RED [17] (since this work was performed before
the introduction of CoDel [34], [35] and PIE [37], [38])
which may not necessarily be deployed to instantiate a
shallow buffer – e.g. not necessarily with low marking
thresholds. The ABE mechanism differs from the work in
[29] since it takes into consideration the default values of
the state-of-the-art AQM mechanisms (CoDel and PIE)
which aim to instantiate a shallow buffer and also solely
relies on updating the multiplicative decrease factor.
ABE is a straightforward sender-side modification
that may be deployed incrementally, and requires only
that ECN is enabled in both end systems and AQMmanaged bottlenecks along the path. An ABE sender’s
behaviour is simply regular TCP if either the destination
or path do not support ECN. Finally, if an ABE sender’s
flow traverses a bottleneck whose AQM instantiates a
relatively deep queue instead, then either packet losses
CAIA Technical Report 150710A
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or successive ECN marks will still ensure the sender
continues to back off appropriately.
B. ECN past and future
RFC 3168 [41] defined ECN in 2001. It describes
a simple marking method, replacing AQM dropping
with ECN marking. Since then it has been widely
implemented in hosts, but is not widely used [44]. This
can partly be attributed to early experiences showing
incorrect behaviour by a subset of middleboxes resulted
in failure of ECN-enabled TCP connections to 8% of
web servers tested in 2000 [36]. This reduced to < 1%
of web servers tested in 2004 [32], yet in 2011 there
were still a non-trivial number of paths mangling the
ECN field in the IP header [9].
In 2014, extensive active measurements showed the
majority of the top million web servers provided serverside ECN negotiation [44]. Wide client-side support
for ECN-fallback means only 0.5% of websites suffer
additional connection setup latency when fallback per
RFC 3168 is correctly implemented.
Baker and Fairhurst [8] recently recommended deployment of AQM with ECN within the Internet. ECNmarking is now supported by default in CoDel and PIE
within the Linux kernel and is enabled by default in
router firmware, e.g., CeroWRT [1].
In light of increased interest in AQM, ABE provides
a new incentive to deploy and enable ECN more widely.
ABE is a new method to replace the simple TCP response defined in [41]. ECN support has matured to the
point where there is little downside in doing so.
C. Paper structure
The rest of this paper is structured as follows. We motivate ABE in Section II, showing the inter-relationship
between TCP backoff, bottleneck buffer size and path
BDP, and demonstrating how TCP degrades over CoDel
and PIE bottlenecks at plausible domestic and international round-trip times (RTTs). ABE is introduced in
Section III. Section IV evaluates ABE using a combination of simulations and real-world experiments; both
Linux and FreeBSD systems, considering CUBIC and
NewReno congestion controllers, were used, which covers the majority of TCP variants actually deployed in
the Internet. Related work is reviewed in Section V.
Section VI concludes with a discussion of potential
issues and ideas for future work.
II. P ROBLEM AND BACKGROUND
TCP congestion control [22] is based on an Additive
Increase, Multiplicative Decrease (AIMD) mechanism
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for controlling the congestion window. A decrease factor
= 0.5 has commonly been used in the congestion
avoidance phase. However, the convergence of AIMD
is due to its multiplicative behaviour, irrespective of the
value of the backoff factor ; there are no major reasons
why the value should be 0.5, and [22] states this choice
was a heuristic, conservative one.
The choice of may have implications in terms of
link utilisation. To better understand the problem with
AQMs enforcing small queues on long-RTT paths, we
revisit how backoff factor, path characteristics and buffer
space are intertwined.

buffering (b)
link capacity
(C.2Tp)

β.CWmax

time

Fig. 1.

b

1

.

(1)

With = 0.5, (1) yields the well-known rule-of-thumb
for buffer sizing: b
. The “sweet spot” corresponds
to: b = ; larger b merely results in a longer queue.
Eq. (1) can be rewritten as
b+

,

(2)

where it becomes obvious that, for given path characteristics ( ), a shallower buffer (smaller b) requires a larger
in order for (2) to hold, i.e., to sustain U = 1.
Figure 1 illustrates the U < 1 case, i.e., when (1)-(2)
do not hold. Buffering permits cwnd to grow up to a
maximum value of + b before packet loss occurs.
Since we assume that ↵ = 1, cwnd increases by one
unit per RTT from (b + ) to b + , the sawtooth has
a slope of 1 and duration between two loss events of
(1
) · (b + ). The maximum amount of data D that
can be sent in one cycle over the link is given by the
area below :
D = (1

)(b + )

CAIA Technical Report 150710A

(3)

Throughput (Mbps)

A. TCP backoff, path characteristics and link utilisation
Consider a bottleneck link with capacity C and DropTail buffer of size b, traversed by a single long-lived
TCP flow. The BDP of the path, C ⇥ RTT, will be
denoted by . We assume that: (a) the TCP flow is
operating in congestion avoidance, following a linear
additive-increase function with parameter ↵ = 1, and
multiplicative decrease factor 2 (0, 1); (b) transmission is not limited by a small TCP receiver window.
Bottleneck utilisation will be denoted as U .
Using an argument similar to [6, § 2] but with an
arbitrary value for , the only way to ensure U = 1 is
with a minimum amount of buffering given by:

Under-utilized portion of the link capacity

CWmax
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7.6

TCP’s sawtooth behaviour.
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Fig. 2.
Throughput (Single NewReno flow @ 10 Mbps,
RTT=100 ms) (model and simulation).

Dark triangles correspond to periods where cwnd <
(i.e., the TCP sender cannot “fill the pipe”). The buffer
is empty, the link is under-utilised, and the amount of
data not sent in a cycle corresponds to the area cwnd<
of a dark triangle:
(b + ))2
2
Therefore, we can compute U as:
cwnd<

U =1

=

cwnd<

D

(

=1

(
2 (1

(4)

(b + ))2
)(b + )

(5)

Considering both the cases U = 1 and U < 1, the
throughput, that is = C ⇥ U , is given by:
(
1
C
if b
,
⇣
⌘
=
(6)
(
(b+ ))2
C 1 2 (1 )(b+ )
otherwise.
For b = 0 and
= 0.5, this yields
= 34 C , in line
with the model in [5]. The relation between utilisation,
backoff factor and buffer size is illustrated in Figure 2,
showing values given by both (6) and simulation results.
It also worth noting that (6) holds for all ranges of
bottleneck link capacity (C ) since the utilised fraction

July 2015

page 3 of 15

222

B.5 - Alternative Backoﬀ: [...] with ECN and AQM

RITE

Bottleneck utilization in Congestion Avoidance
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Fig. 3. Performance through CoDel and PIE bottlenecks is significantly degraded over high-RTT paths (real-life test).

of the link capacity (U ) derived in (5) is independent of
C.
B. Using AQM with a large path RTT
AQM mechanisms try to reduce the queuing delay
incurred when DropTail buffers are sized according to
(1) (i.e., b
when = 0.5). CoDel’s target delay and
PIE’s Ttarget parameters control how aggressively they
mark or drop packets based on the sojourn time. Small
values of target delay or Ttarget do reduce delay but also
reduce TCP throughput when the RTT is large [24], [42].
The problem is illustrated by Figure 3, showing the
throughput of a single CUBIC flow through a 20 Mbps
bottleneck using CoDel or PIE, both with and without
ECN, as a function of the path’s intrinsic RTT1 ; simulated time was 90 s. Increasing path RTT has a detrimental impact on a CUBIC flow’s throughput through both
CoDel and PIE bottlenecks2 . ECN on its own provides
limited assistance; simply (naively) replacing drops by
marks does not address the problem.
An explanation lies in the way CoDel and PIE both
aim for a buffer of 5-20 ms (see § IV-A for the AQM
parameters used). For a given bottleneck rate, this target
equates to a shallow buffer (b) relative to the BDP ( ) of
1

CUBIC’s use of = 0.7 does not alter the key point.
Using DropTail, CUBIC achieves 100% throughput under the
same circumstances, albeit with a well-known spike in queuing delay.
2
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an entire path. As path RTT increases, the condition in
(1) is increasingly violated and utilisation trends below
100%.
Figure 4 compares the median bottleneck utilisation
generated both by simulation and Eq. (5) for a TCP
NewReno flow in congestion avoidance over an AQMcontrolled, 20 Mbps bottleneck with various RTTs and
. Error bars represent standard deviation.
The results are based on the average sending rate over
five congestion cycles (saw-teeth) of a simulated flow
that lasted 100 cycles. CoDel exhibited negligible variations over multiple runs (too small for error bars), while
PIE’s probabilistic nature created noticeable variations.
At high RTTs with = 0.9 PIE would sometimes trigger
multiple consecutive backoffs immediately after slow
start (dropping cwnd to 37% of when RTT=300 ms).
The model (Eq. (5)) was applied by tracking the queue
length at the time of packet loss (i.e., the largest queue
length that CoDel and PIE gave to the flow in each cycle)
and taking the median of these values as b.
Figure 4 illustrates that the AQMs seem to roughly
behave like a shallow DropTail queue: the utilisation
drop with large RTTs is an expected outcome of the
small queue granted to the TCP flow, and a larger is
needed to increase utilisation.
C. Selecting the right backoff factor
TCP will clearly benefit from larger
when confronted by shallow queues. But we cannot simply raise
without regard to network conditions. A TCP flow risks
creating a significant standing queue if it uses high on
a path whose bottleneck queue is large.
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Figure 5 illustrates the issue with Linux CUBIC
(using
= 0.7 since Linux kernel 2.6.25 in 2008)
over two sizes of DropTail queue. With a bottleneck
rate of 10 Mbps and base RTT of 200 ms, a queue
of 1/2⇥BDP never completely drains whilst a queue
of 1⇥BDP experiences significant and sustained extra
delay.
We therefore need a way for end systems to distinguish between the cases of a potentially large DropTail
queue and the often much smaller average queue that is
under control of an AQM mechanism.
III. S OLUTION
We propose “Alternative Backoff with ECN” (ABE),
a mechanism in which TCP backs off with a new value
instead of the default
in response to an
ecn >
ECN mark, and the back-off in response to loss remains
unchanged.
ABE differs from the recommendation in [41], which
is that ECN marks should be treated the same way
as congestion drops (i.e., same reaction to both at the
TCP sender). An ABE sender’s behaviour is based on
the assumption that an ECN mark is only generated by
an AQM mechanism and therefore the queue is likely
to be significantly smaller than in case of loss (if this
assumption is wrong, another ECN mark or a packet
loss is likely to occur, causing TCP to back off further).
The analysis in § II focused on motivating the use
of ABE during congestion avoidance, however, having a
different response to marks at the end of slow start can
also be beneficial, as we will see next.
A. ABE in Slow Start
TCP doubles cwnd every RTT during the slow start
phase and enters the congestion avoidance phase after
the first packet loss or mark [41] by halving cwnd (using
CAIA Technical Report 150710A

=0.5).3 The rationale behind this is to fall back to the
last cwnd that successfully transmitted all its data.
Depending on how a certain multiple of TCP’s initial
window is aligned with the path BDP and the queue
length, slow start can exceed the available capacity with
an overshoot that may be as large as almost one BDP
or as small as one packet. While halving the rate is
the only way to reliably terminate the overshoot of one
flow within one RTT, it can create significant underutilisation, depending on how large that overshoot was.
This problem is more pronounced for short flows such
as common web traffic which may terminate with a
cwnd of just above 0.5⇥BDP, shortly after slow start.
Recent trends [2] show a substantial increase in the
length of short flows, increasing the probability that
they terminate not during slow start but rather shortly
after it, during the congestion avoidance phase, making
the impact of the choice ecn = in slow start more
profound (§ IV-D). Also, SPDY and HTTP/2 [10], [43]
reuse existing connections for multiple objects, further
increasing the probability of web flows to leave slow
start.
This issue is depicted in Figure 6. The solid lines
illustrate two single NewReno flows, with intrinsic RTTs
of 160 ms and 240 ms, when ecn = = 0.5 is used. The
flow with RTT=240 ms suffers from under-utilisation:
after slow-start overshoot, a small cwnd results in a slow
increase during congestion avoidance. The flow with
RTT=160 ms was luckier after slow start, but then the
default ecn wastes capacity in congestion avoidance.
Dashed lines in Figure 6 show the same scenarios
with ecn = 0.9. In both cases, cwnd is just below the
BDP soon after slow start, which prevents the bottleneck
from severe under-utilisation, reducing the completion
time of short flows such as the ones common in web
traffic. However, a large overshoot results in cwnd being
reduced in multiple steps, which increases the latency
over multiple RTTs after slow-start (however, the number
of these RTTs is bounded by log ecn (0.5)).
In § IV-D we evaluate the costs versus benefits of using a higher ecn at the end of slow start and demonstrate
that its gains are significant.
IV. E VALUATION
The experimental setup for both simulations and realworld tests is described in detail in Appendix A.
3

This is the case for both NewReno and CUBIC. While the latest
implementation of CUBIC includes Hystart [20] (a mechanism that
tries to prevent slow start’s overshoot by examining the delays of
ACK arrivals), if an overshoot happens it causes cwnd to be halved.
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Both CoDel and PIE were used in all experiments. We
did not run tests with FQ CoDel [21] because it shares
some of CoDel’s issues, and it may introduce other issues
that are beyond the scope of this paper (e.g., problems
with classifying flows due to use of IPsec or tunnels such
as VPNs).
For CoDel and PIE, in all experiments, we used the
code that was shipped with Linux 3.17.4 and the ns-2
code that is publicly available, and applied the Linux
default parameters everywhere. CoDel’s interval and
target were set to 100 ms and 5 ms, respectively, while
PIE’s target and tupdate were set to 20 ms and 30 ms.
PIE’s alpha is 0.125 and beta is 1.25. A parameter called
max burst is described in [39], with a default value of
150 ms. This parameter allows bursts of a given size
to pass without being affected by PIE’s operation, is
100 ms by default in the simulation code and is hard
coded as such in the Linux implementation. bytemode
was turned off in Linux and accordingly queue in bytes
was disabled in ns-2.
None of the specifications mention the maximum
physical queue length – this is not a parameter of the
AQM itself. In the Linux man pages, limit is 1000
packets.
In Linux kernel 3.17.4, packets on ECN-enabled flows
are dropped rather than marked when PIE’s drop/mark
probability exceeds 10%, yet we could find no published
literature providing a rationale for such behaviour. One
might argue it provides a defense against non-responsive,
ECN-enabled flows. However, here we recommend disabling it due to its detrimental impact on well-behaved
ECN-enabled flows4 .
See Appendix B for experiments supporting this choice.
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A. AQM algorithms and parameters
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Fig. 6. The effect of overshoot at the end of slow-start for
{0.5, 0.9} @ 20 Mbps (real-life test).
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Fig. 7. Improvement over
NewReno flow @ 10 Mbps.

ecn =0.5

(bytes departed) for a single

B. Latency vs. throughput for a single flow
Finding the right ecn value requires investigating
a trade-off between latency and throughput. Generally,
the larger the multiplication factor ( ) the higher the
throughput, but also the latency. However, the ECN
congestion signal is a notification of the presence of an
AQM mechanism on the bottleneck. The state-of-the-art
AQM schemes already mark at low buffering thresholds,
limiting the latency increase that can be caused by a
larger than standard .
We investigated this trade-off for different ecn values
for a single long-lived TCP NewReno flow using simulations with CoDel and PIE, and for a set of RTT values
(100 ms, 200 ms and 400 ms) as presented in Figures 7
and 8.
Figure 7 shows that significant gains in throughput
can be achieved as ecn increases with both PIE and
CoDel, especially during the period right after slow-start
and for larger RTTs. Moreover, a higher ecn improves
the throughput of longer transfers compared to ecn =0.5,
especially on large RTT paths—e.g. with an RTT of
400 ms, by 13%, 24% and 31% (CoDel) and 9%, 16%
and 37% (PIE) for ecn values of 0.7, 0.85 and 0.95,
respectively.
Figure 8 shows the CDF of queuing delay for the
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CDF of queuing delay for a single NewReno flow @
10 Mbps.

Fig. 9. Improvement over
CUBIC flow @ 10 Mbps.

scenario of Figure 7. CoDel is able to keep queuing delay
close to its default target delay parameter of 5 ms for all
ranges of ecn (Figure 8(a)). In case of PIE (Figure 8(b)),
the latency distribution becomes somewhat more heavytailed with increasing ecn , although the 90% percentile
stays below PIE’s default target of 20 ms for the range
0.5  ecn  0.85. This is due to the burst-absorbing
and random nature of PIE in contrast to the deterministic
dropping policy of CoDel [25].
When RTT=100 ms, while CoDel adds 1 ms/4 ms to
the median/90th percentile for ecn =0.95 compared to
ecn =0.5, PIE adds 18 ms/11 ms to the median/90th percentile for the same scenario which is slightly significant
relative to the intrinsic RTT. However, with ecn of
0.7 and 0.85, this can be reduced to 2 ms/3 ms and
10 ms/6 ms respectively.
We can deduce that for a NewReno flow, a ecn value
in the range 0.7  ecn  0.85 would be an optimal
trade-off between latency and throughput.
We also evaluated the above scenarios for a single
CUBIC flow as presented in Figure 9 and Figure 10.
Similar trends as for NewReno can be observed with
CUBIC with regards to the achieved throughput gain for
the period after slow-start and short flows for 0.7  ecn
although with a less profound gain due to the already

aggressive nature of CUBIC’s additive increase and
ecn =0.7 (Figure 9). The trend for the queuing delay
is also similar to that of NewReno (Figure 10).
In terms of long-term throughput the exception is only
for the scenario of CoDel on a path with large RTT
where, surprisingly, an improvement of 5% and 10% can
be gained by choosing ecn of 0.5 and 0.6 instead of the
default 0.7 and using any value of 0.75  ecn  0.8
will decrease the long-term throughput. However using a
higher than default ecn will always lead to a better gain
in throughput for all other RTT scenarios with CoDel
(Figure 9(a)). In case of PIE, the trend in all scenarios
is consistent with NewReno gaining 14% and 19% over
the default ecn for 0.85 and 0.95 values respectively
(Figure 9(b)).
Choosing these ecn values comes at the cost of an
increase in the median/90th percentile of queuing delay
equal to 6 ms/3 ms (PIE, ecn =0.85) and 12 ms/5 ms
(PIE, ecn =0.95) and 1 ms/1 ms (CoDel, ecn =0.85) and
3 ms/2 ms (CoDel, ecn =0.95) when RTT=100 ms (Figure 10), which is negligible compared to the gain in
throughput.
We can deduce that for a CUBIC flow, a ecn value
in the range of 0.85  ecn  0.95 would be an optimal
trade-off between latency and throughput.
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Figure 11(a) illustrates how increasing ecn (0.5, 0.6,
0.7 and 0.8) allows a FreeBSD NewReno flow to recover
some of the throughput otherwise lost when running
through a CoDel bottleneck at a large RTT. At the
same time, Figure 11(b) shows that the resulting RTT
is basically unaffected.
We also investigated how ecn affects the time that
similar flows need to converge to a fair rate allocation.
Intuitively, one might believe that using a larger ecn
increases the time needed by a new flow to reach its
fair share because already converged flows would give
up less of their bandwidth when they hit the capacity
limit. This is not necessarily correct. Simplifying, if we
call the rates (or congestion windows) of two flows X
and Y , perfect fairness is achieved if their ratio X/Y
is 1. Then, if a congestion event affects both flows at
the same time, this ratio becomes X
⇤ Yecn , rendering
ecn
the value of ecn irrelevant for convergence to fairness.
The ratio will obviously become different if only one
flow is affected – but by this argument, convergence to
fairness should mainly depend on how often each flow
is affected, and not on how often congestion happens
in total. In the absence of a per-flow scheduler like
FQ CoDel, this depends on how queuing dynamics
CAIA Technical Report 150710A
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Ratio of convergence time to a test with default

ecn ,

affect flow synchronization, which may itself not depend
heavily on the value of ecn used by all flows.
We measured convergence by calculating Jain’s Fairness Index [23] of the cumulative number of bytes
transferred per flow from the time a new flow entered,
and noting the time it took until this index reached a
threshold (which, for the graphs presented, was set to
0.95). We tested using two, four and ten flows with
equal RTTs, starting with a delay of 30 seconds in
between, and did not find any consistent improvement or
disadvantage from changing ecn . Therefore we opted to
explore the parameter space with a set of more controlled
experiments of only two flows, using different capacity
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Fig. 13. Ratio of convergence time to a test with default
NewReno.

ecn ,

and RTT values for every test (all combinations of 1,
5, 10, 20, 40, 100 Mbps and 10, 20, 40, 60, 80, 160,
240, 320 ms). Figures 12 and 13 show the convergence
time from 485 90-second two-flow experiments (97 for
every beta value, including 0.5; we also tested values
0.55, 0.65, 0.75, 0.85 and 0.95 with similar results and
omit these lines for clarity) each for NewReno and
CUBIC. The simulation time was long enough to ensure
convergence in all experiments.
Convergence time is shown as the ratio of the time
taken in an experiment with similar conditions but the
default behaviour of CUBIC ( ecn = 0.7) and NewReno
( ecn = 0.5), respectively, i.e. a value of 2 means that it
took twice as long for a flow to converge than the default
case. The distribution is heavy-tailed because there were
some extreme outliers – not only very large times for
the depicted ecn values, but also very small ones for
ecn = 0.5. Some were caused by the initially explained
scheduling (one flow was simply “unlucky” because it
was perpetually affected by a congestion mark). In other
cases, the default flow saw slow start ending at just the
right value, creating an outlier for all non-default values
of ecn .
Unsurprisingly, a significantly lower ecn than CUBIC’s default consistently increases its convergence time.
All ecn values can sometimes cause even faster convergence than the default, but for CUBIC no value of ecn
could significantly improve it (generally, less than half of
the cases converged faster than the default case). This is
somewhat different with NewReno, where at least with
PIE the value ecn = 0.75 seemed to have consistently
improved convergence.
The point of this evaluation was to see if convergence
time would be significantly (and consistently) harmed by
CAIA Technical Report 150710A
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Fig. 14. Normalized throughput ratio between two groups of 10
flows @ 10 Mbps with a CoDel queue using several RTTs. Lines
pass through the arithmetic mean, dots indicate the median.
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changing ecn . Our results let us conclude that this is not
the case.
Next, we investigated the long-term impact that flows
with a large ecn value can have on legacy traffic that
does not support ECN. To study the worst case, we tested
CUBIC flows with various ecn values in competition
with NewReno flows that do not support ECN. Figures
14 and 15 show the throughput ratio for various combinations of 10 flows across a 10 Mbps bottleneck link
using CoDel and PIE. The plotted value was normalized
by weighting it with the number of flows in each group.
Each test lasted five minutes, of which we cut the first
two seconds to remove slow start. We carried out every
test 3 times, using RTTs of 20, 80, 160 and 320 ms;
with the largest RTT, this duration included 133 TCP
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Fig. 16. Percentage reduction in FCT (compared to using ecn =
0.5) with different flow sizes over a 10 Mbps link with 100 ms base
RTT

sawteeth.
The difference between CoDel and PIE is marginal,
and generally a larger ecn value increased the throughput ratio, as could be expected. Our goal was to assess
the potential “danger” of upgrading ecn on the Internet.
The increase in the throughput ratio is limited to a factor
of 3 for the already quite extreme value of ecn =0.9.
The expected throughput difference is about double for
ecn =0.85, and smaller values seem to be even closer
together. This is CUBIC, where ecn =0.8 has been used
on the Internet for several years and ecn =0.7 is now the
default value in the Linux kernel.
D. Short flows
Much of the Internet’s traffic consists of short flows
(i.e. web traffic, e-mails etc). Recent trends show that the
average web page size is increasing but most web flows
still have a size of less than 2 MB [2]. So flows that
do not terminate during slow-start may terminate shortly
after, and the value of ecn at the end of slow-start will
have an impact on the load time of the corresponding
pages.
We simulated one TCP NewReno (Initial Window=3)
flow over a 10 Mbps bottleneck with different flow sizes
ranging from 500 KB to 2000 KB and a base RTT of
100 ms. Figure 16 shows the percentage reduction in
Flow Completion Time (FCT) for different ecn values
compared to using ecn =0.5. TCP flows started randomly
within the first second of simulation time and the results
were averaged over 1000 different seed values.
According to Figure 16, there is a reduction in FCT
when the file size is larger than 700 KB for both PIE
and CoDel. A flow with a size of less than 700 KB ends
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during or just after slow-start (for the selected link speed
and RTT). Therefore changing ecn has no impact on the
performance of very small files.
However, when a file is larger than 700 KB it may
experience one or more cwnd reductions after slow-start
overshoot. These consecutive reductions (up to one per
RTT) slow down the sending rate to match the link
speed. In Figure 17, PIE (target delay=20 ms) reduces the
cwnd four times (from 448 packets to 29 packets) with
ecn =0.5 (the cwnd is reduced suddenly as opposed to a
smooth reduction which is shown in the figure with ns-2).
This quickly drains the standing queue developed during
the exponential growth. With ecn =0.9, a larger standing
queue is created, and it takes only three reductions (up
to 324 packets) until the file transfer is completed. When
ecn is changed from 0.5 to 0.9 with CoDel (target
delay=5 ms), it results a number of cwnd reductions
from 2 (from 190 packets to 49 packets) to 8 (up to
84 packets).
In both schemes ecn =0.5 brings the cwnd much below
the target link rate (the BDP of 83 packets), resulting in
poor link utilisation with 100 ms RTT. This is particularly
significant with large RTTs where the cwnd growth rate
becomes very slow. Small reductions with a large ecn
bring the cwnd more precisely to the bottleneck rate,
resulting in better bottleneck utilisation. This yields a
better FCT for short flows with a moderate file size.
In the case of Figure 17, it reduces FCT by 300 ms
with PIE and by 570 ms with CoDel. However, the
increased number of ECN-marked packets with ecn =0.9
due to a larger standing queue does not have a negative
impact on FCT when used with an ECN-capable transport.
The improvement in FCT with CoDel is greater for
file sizes below 2000 KB compared to PIE. CoDel overshoots less than PIE and marks earlier, creating a smaller
standing queue. As a result, a large ecn causes less
improvement in PIE than in CoDel.
We simulated the same scenario for different RTTs
(100 ms, 200 ms and 400 ms) keeping the file size at
2000 KB. In Figure 18, PIE shows a better performance
for the whole range of RTTs. PIE also randomises
packet drops, making FCT improvement consistent. The
improvement of PIE saturates at ecn near 0.75.
With CoDel, the performance is not consistent for all
RTTs if flow is terminated after the slow-start. It shows
the same number of cwnd reductions for all different
seed values due to the deterministic behaviour of packet
drops with a single flow. Because one reduction with
ecn =0.5 is more significant than with ecn =0.9, results
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Fig. 18. FCT reduction performance with three (100 ms, 200 ms,
400 ms) different RTTs (file size 2000 KB)

are not consistent with CoDel depending on how many
reductions have occurred and depending on the mismatch
in cwnd under each RTT. Therefore to minimise this
impact we randomized the RTT by +/-10 ms for each
selected RTT in our simulations.
V. R ELATED W ORK
Since its inception, ECN has attracted much interest
in the research community. One obvious question that
papers have tried to answer was: can we get “more
bang for the bits”? Given that there are two ECN bits
in the IP header, they can be re-defined to distinguish
between multiple levels of congestion [15], [47], or used
as defined, but marked with a different rule that must be
known to the end hosts [45], [40]. LT-TCP [18] proposed
using ECN to distinguish between random packet losses
on wireless links and congestion; NF-TCP [7] suggests
CAIA Technical Report 150710A

using it as a means to detect congestion early and
back off more aggressively than standard TCP, thereby
reducing the delay caused for competing applications.
The potential applications are broad – yet, none of these
methods were designed to interoperate with the currently
deployed mix of standards-compliant ECN-capable and
-incapable routers and end hosts such that it could be
gradually introduced in the Internet.
“Congestion Exposure” (ConEx) [13], which is based
on Re-ECN [12], uses traffic shapers to hold users
accountable for the congestion they cause on the whole
path (as opposed to giving most capacity to the host
running the most aggressive congestion control). ConEx
is gradually deployable, but needs significant changes
to the infrastructure (hosts must be modified to give
information to the network, traffic shapers must be
deployed).
Some schemes were defined for use within a preconfigured operator domain. In “Pre-Congestion Notification” (PCN) [33], the ECN bits are used to inform
DiffServ ingress routers of incipient congestion to better
support admission control. Data Center TCP (DCTCP)
[4] is another proposal to update TCP’s ECN response.
This has been shown to offer measurable benefits when
network devices update their ECN marking behaviour.
Only the software in hosts needs to change for DCTCP—
deployment in routers can be achieved via an unusual
configuration of RED to operate on the instantaneous
queue length. However, in contrast to our proposal, this is
only currently considered safe when all network devices
along a path use the updated marking rules, and hence is
only enabled by default for network paths with an RTT
less than 10 ms [11], the primary reason why this has
only been specified for Data Center usage.
A recent IETF presentation [28] discussed the possibility of gradually introducing a DCTCP-like scheme
in the Internet; this is very close in spirit to the work
presented in this paper. However, just like DCTCP, it
requires a change to the receiver to more precisely
feed back the number of ECN marks at a greater
precision than today (i.e., more than one signal per
RTT). Incorporating such feedback in TCP is ongoing
IETF work [27]. Because marking the instantaneous
queue length provides faster feedback, such an approach
should theoretically be expected to perform better than
the marking that we propose, provided it can also be
combined with a sender behaviour that strikes the correct
balance between efficiency across updated routers and
compatibility across old routers. We regard both this
paper and [28] as necessary investigations of the problem
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space before a decision can be made regarding an update
of the ECN standard.
Compared to DCTCP, our response to ECN is still
based on a reduction each RTT, rather than per marked
segment, but our method releases the network from the
deployment pre-requisites of DCTCP. However, we note
that a network device configured for DCTCP can also
provide appropriate marking for our method, as can
other router marking policies. This lack of sensitivity
to marking removes a key obstacle to ECN deployment.
The idea of using values of 6= 0.5 is at the basis of
proposals for improving performance of long-lived TCP
flows in high-speed networks. CUBIC is one example
of such congestion controllers tailored to high-speed
links, but other similar schemes can be found in the
literature. For instance, H-TCP [30] uses 2 (0.5, 0.8),
and the value of is adapted as a function of measured
minimum and maximum RTTs. In a similar vein, after
loss is experienced TCP Westwood [14] sets cwnd to
the product of the estimated available capacity and the
lowest observed RTT—thus, the equivalent is variable
and dependent on network conditions. High-Speed TCP
(HSTCP) [16] adapts
in the range (0.5, 1), with
taking higher values for larger cwnd above a threshold.
In these proposals, the rationale behind the choice of
a larger
is to allow for a faster recovery of cwnd
after loss5 ; something that, with “standard” congestion
control, can take many RTTs over paths with large BDP.
VI. C ONCLUDING REMARKS
This paper proposes and motivates Alternative Backoff
with ECN (ABE), a simple change in a TCP sender’s
reaction to observing ECN congestion marks. We show
that ABE can bring important performance improvements, with a low cost in terms of implementation effort.
ABE achieves this performance using the ECN marking
specified in RFC 3168 for routers/middleboxes and the
TCP receiver. It also defaults to a conservative behaviour
whenever ECN is not supported along the path, ensuring
it is incrementally deployable.
As our results in § IV show, the choice of ecn
is important but not overly critical, in the sense that
ABE seems robust and offers performance improvements
across a range of values of ecn . Setting ecn 2 [0.7, 0.85]
for NewReno and ecn ⇡ 0.85 for CUBIC seems to provide reasonable trade-offs between latency, throughput
and fairness across a wide range of scenarios.
5

Adaptation of the window-increase parameter ↵ is also used by
these mechanisms for such purpose.
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We expect methods like ABE to encourage usage of
ECN, and as this usage increases, we believe the time
will become ripe to revisit proposals for alternative ECN
marking, along the lines of Section V. When use becomes widespread, router/middlebox manufacturers will
have an incentive to implement these improved ECN
specifications to further optimise performance. Hosts
using ABE will then also be able to update their ecn .
Our study explored two well-known auto-tuning AQM
methods with their standard pre-set parameter values
(§ IV-A). To limit the problem space, we did not investigate the impact of changing the CoDel and PIE
parameters. We also used the same value in both slow
start and congestion avoidance. Intuitively, one may think
that using more aggressive AQM parameters for marking
should advocate a higher value. However, we expect
there is a limit to how aggressively an AQM scheme
can react, before even packets in a natural packet burst
are punished by ECN marks or drop. Such questions
concerning AQM tuning should be investigated in future
work.
ECN-enabled routers need to protect themselves from
overload by unresponsive traffic. RFC 3168 recommended routers to avoid high levels of ECN marking,
assuming this was an indication of congestion collapse,
and therefore encouraged drop under these conditions, as
an appropriate response to overload. However, DCTCP
and other modern AQM schemes use a low marking
threshold, where this assumption becomes invalid, and
can significantly impact performance (§ B). We therefore
agree with the recommendation in [8], which encourages
new research into more appropriate overload protection
methods.
The use of ECN must be initiated by the TCP client.
This makes ABE immediately applicable for use cases
where a host updated with ABE initiates a connection
and then transmits data, such as uploads to the Cloud,
Web 2.0 applications, etc. In use cases where a client
initiates a connection for data sent by a server, such
as web surfing, ABE requires the server to be updated.
An example of the expected performance with ECN, but
without ABE is shown in Figure 3. Given such results
and the increasing ability of routers to correctly pass
ECN-enabled packets, no significant disadvantage is to
be expected in this case, and the impact of ABE will
increase as servers introduce support for it.
In conclusion, results have been presented from experiments, theory and simulation that show real benefit
can be derived from updating TCP’s ECN response, and
we assert that this can provide a significant performance
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incentive towards greater use of the ECN across the
Internet.
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A PPENDIX
A. Simulations
All simulations presented in this paper are based on
ns-2.35, using “Linux TCP” updated to use the pluggable
congestion controls shipped in Linux kernel 3.17.4.
B. Experimental testbed
The results in Figures 3, 5, 6, 11, 12, 13, 14 and
15 were created using TEACUP [48] driving a physical
testbed of source and destination hosts in two separate
subnets either side of a PC-based router (the classic
dumbell topology).
The 64-bit end hosts6 are booted into FreeBSD 10.1RELEASE or openSUSE 13.2 for NewReno and CUBIC
trials respectively. Dynamic TCP state is logged with
SIFTR under FreeBSD (event driven) and web10g under
Linux (polled). We use iperf to source and sink traffic,
and use tcpdump to capture the traffic actually seen ‘on
the wire’ at each host. Modified FreeBSD NewReno
and Linux CUBIC congestion control modules were
implemented so that loss-triggered and ECN-triggered
ecn could be separately set and altered via sysctls.
The two subnets are linked by a 64-bit software
router7 based on openSUSE 13.2. The router provides a
configurable rate-shaping bottleneck with CoDel or PIE
AQM as required. The router also separately emulates
configurable artificial delay in each direction.
Shaping, AQM and delay/loss emulation is on the
router’s egress NIC in each direction. The hierarchical
token bucket (HTB) queuing discipline is used for rateshaping, with the desired AQM queuing discipline (e.g.
pfifo, codel) as leaf node. After the bottleneck stage,
additional (configurable) fixed delay is emulated with
6
HP Compaq dc7800, 4GB RAM, 2.33GHz Intel® Core™2 Duo
CPU, Intel 82574L Gigabit NIC for test traffic and 82566DM-2
Gigabit NIC for control traffic
7
Supermicro X8STi, 4GB RAM, 2.80GHz Intel® Core™i7 CPU,
2 x Intel 82576 Gigabit NICs for test traffic and a 82574L Gigabit
NIC for control traffic
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netem. We loop traffic through pseudo interfaces (intermediate function block, or IFB, devices) to cleanly separate the rate-shaping/AQM from the delay/loss instantiated by netem. This ensures the bottleneck buffering
occurs under the control of the selected AQM.
Linux kernel 3.17.4 is used on all hosts and the
router. To get high timer precision for queuing and delay
emulation the router’s kernel is patched and recompiled
to tick at 10000Hz.
Each PC has an additional NIC attached to an independent control network. A separate ‘command and control’
host uses ssh over this control network to coordinate
and launch repeated trials. This includes configuration of
source and destination hosts (enabling or disabling ECN,
disabling of hardware segmentation offloading, setting
specific TCP congestion control algorithms and ecn ,
etc), configuration of the bottleneck (rates, path delays,
AQM, and ECN on or off), initiation of trials (launching
one or more instances of iperf at particular times with
particular iperf parameters) and subsequent data retrieval
from participating machines.
A key issue is that PIE’s average drop/mark probability can be driven high for reasons that do not indicate
a high level of congestion or misbehavior of a nonresponsive TCP flow in the short term. We explore this
with a simulation of a PIE bottleneck carrying 20 longlived TCP flows running for 300 s (all started within the
first second of simulation time) and a short flow starting
after 50 s with different values of ecn .
We turned off PIE’s default drop behaviour for Figure 19(a), which shows that PIE’s drop/mark probability can frequently rise significantly above 10% for
ecn > 0.7 flows. We further observed that PIE’s
drop/mark probability would even rise above 10% for
ecn = 0.5 flows during normal slow-start. Yet queuing
delays remain bounded, as expected of a PIE bottleneck.
Figure 19(b) shows the same experiments with default
behaviour re-enabled. PIE’s dropping probability is controlled under 10% but the queuing delay is increased
with larger ecn .
We experience a large number of CE packets with
large ecn in the case of Figure 19(a) and counting them
in the PIE algorithm increases the marking probability.
Hence PIE creates a low queuing delay with responsive
TCP flows. In the case of Figure 19(b), large ecn results
in dropping more packets and controlling the probability.
Use of large ecn with less that 10% marking probability
increases queuing delay.
It seems clear that a drop/mark probability of 10% is
far too low a threshold to begin dropping ECN-enabled
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Fig. 19. PIE without and with 10% dropping threshold (20 longlived TCP flows).

packets. It is detrimental to short flows (where slow start
is a significant portion of a flow’s overall lifetime) and
to flows using higher ecn (such as flows originating
from ABE-enabled senders), and appears to provide little
benefit. Therefore, for the rest of our PIE experiments
we disabled this default behaviour.
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Introduction
Internet Transports (such as TCP and SCTP) are implemented in
endpoints (Internet hosts) and are designed to detect and react to
network congestion. Congestion may be detected by loss of an IP
packet or, if Explicit Congestion Notification (ECN) [RFC3168] is
enabled, by the reception of a packet with a Congestion Experienced
(CE)-marking in the IP header. Both of these are treated by
transports as indications of congestion. ECN may also be enabled by
other transports: UDP applications that provide congestion control
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may enable ECN when they are able to correctly process the ECN
signals [ID.RFC5405.bis] (e.g., ECN with RTP [RFC6679]).
Active Queue Management (AQM) [ID.RFC2309.bis] is a class of
techniques that can be used by network devices (a router, middlebox,
or other device that forwards packets through the network) to manage
the size of queues in network buffers. A network device that does
not support AQM typically uses a drop-tail policy to drop excess IP
packets when its queue becomes full. The discard of packets serves
as a signal to the end-to-end transport that there may be congestion
on the network path being used. This results in a congestion control
reaction by the transport to reduce the maximum rate permitted by the
sending endpoint.
When an application uses a transport that enables use of ECN
[RFC3168], the transport layer sets the ECT(0) or ECT(1) codepoint in
the IP header of packets that it sends. This indicates to network
devices that they may mark, rather than drop the ECN-capable IP
packets. An ECN-capable network device can then signal incipient
congestion (network queueing) at a point before a transport
experiences congestion loss or high queuing delay. The marking is
generally performed as the result of various AQM algorithms, where
the exact combination of AQM/ECN algorithms does not need to be known
by the transport endpoints.
Since ECN makes it possible for the network to signal the presence of
incipient congestion without incurring packet loss, it lets the
network deliver some packets to an application that would otherwise
have been dropped if the application or transport did not support
ECN. This packet loss reduction is the most obvious benefit of ECN,
but it is often relatively modest. However, enabling ECN can also
result in a number of beneficial side-effects, some of which may be
much more significant than the immediate packet loss reduction from
ECN-marking instead of dropping packets. Several benefits reduce
latency (e.g., reduced Head-of-Line Blocking).
The focus of the document is on usage of ECN by transport and
application layer flows, not its implementation in endpoint hosts, or
in routers and other network devices.
1.1.

Terminology

The following terms are used:
AQM: Active Queue Management.
CE: Congestion Experienced, a codepoint value marked in the IP packet
header.
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ECN-capable: An IP packet with a non-zero ECN value (i.e., with a
ECT(0), ECT(1), or the CE codepoint). An ECN-capable network device
may forward, drop or queue an ECN-capable packet and may choose to
CE-mark this packet when there is incipient congestion.
ECN field: A 2-bit field specified for use explicit congestion
signalling in the IPv4 and IPv6 packet headers.
Endpoint: An Internet host that terminates a transport protocol
connection across an Internet path.
Incipient Congestion: The detection of congestion when it is
starting, perhaps by a network device noting that the arrival rate
exceeds the forwarding rate.
Network device: A router, middlebox, or other device that forwards IP
packets through the network.
non-ECN-capable: An IP packet with a zero value ECN codepoint. A
non-ECN-capable packet may be forwarded, dropped or queued by a
network device.
2.

Benefit of using ECN to avoid Congestion Loss
An ECN-capable network device is expected to CE-mark an ECN-capable
IP packet when an AQM method detects incipient congestion, rather
than to drop the packet [ID.RFC2309.bis]. An application can benefit
from this marking in several ways:

2.1.

Improved Throughput

ECN seeks to avoid the inefficiency of dropping data that has already
made it across at least part of the network path.
ECN can improve the throughput of an application, although this
increase in throughput is often not the most significant gain. When
an application uses a light to moderately loaded network path, the
number of packets that are dropped due to congestion is small. Using
an example from Table 1 of [RFC3649], for a standard TCP sender with
a Round Trip Time, RTT, of 0.1 seconds, a packet size of 1500 bytes
and an average throughput of 1 Mbps, the average packet drop ratio
would be 0.02 (i.e., 1 in 50 packets). This translates into an
approximate 2% throughput gain if ECN is enabled. (Note that in
heavy congestion, packet loss may be unavoidable with, or without,
ECN.)
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Reduced Head-of-Line Blocking

Many Internet transports provide in-order delivery of received data
segments to the applications they support. For these applications,
use of ECN can reduce the delay that can result when these
applications experience packet loss.
Packet loss may occur for various reasons. One cause arises when an
AQM scheme drops a packet as a signal of incipient congestion.
Whatever the cause of loss, a missing packet needs to trigger a
congestion control response. A reliable transport also triggers
retransmission to recover the lost data. For a transport providing
in-order delivery, this requires that the transport receiver stalls
(or waits) for all data that was sent ahead of a lost segment to be
correctly received before it can forward any later data to the
application. A loss therefore creates a delay of at least one RTT
after a loss event before data can be delivered to an application.
We call this Head-of-Line (HOL) blocking. This is the usual
requirement for TCP and SCTP. (PR-SCTP [RFC3758], UDP
[RFC0768][ID.RFC5405.bis], and DCCP [RFC4340] provide a transport
that does not provide re-ordering).
By enabling ECN, a transport continues to receive in-order data when
there is incipient congestion, and can pass this data to the
receiving application. Use of ECN avoids the additional reordering
delay in a reliable transport. The sender still needs to make an
appropriate congestion-response to reduce the maximum transmission
rate for future traffic, which usually will require a reduction in
the sending rate [ID.RFC5405.bis].)
2.3.

Reduced Probability of RTO Expiry

Some patterns of packet loss can result in a retransmission time out
(RTO), which causes a sudden and significant change in the allowed
rate at which a transport/application can forward packets. Because
ECN provides an alternative to drop for network devices to signal
incipient congestion, this can reduce the probability of loss and
hence reduce the likelihood of RTO expiry.
Internet transports/applications generally use a RTO timer as a last
resort to detect and recover loss [ID.RFC5405.bis] [RFC5681]).
Specifically, a RTO timer detects loss of a packet that is not
followed by other packets, such as at the end of a burst of data
segments or when an application becomes idle (either because the
application has no further data to send or the network prevents
sending further data, e.g., flow or congestion control at the
transport layer). This loss of the last segment (or last few
segments) of a traffic burst is also known as a "tail loss".
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Standard transport recovery methods, such as Fast Recovery (
[RFC5681], are often unable to recover from a tail loss. This is
because the endpoint receiver is unaware that the lost segments were
actually sent, and therefore generates no feedback [Fla13].
Retransmission of these segments therefore relies on expiry of a
transport retransmission timer. This timer is also used to detect a
lack of forwarding along a path. Expiry of the RTO therefore results
in the consequent loss of state about the network path being used.
This typically includes resetting path estimates such as the RTT, reinitialising the congestion window, and possibly updates to other
transport state. This can reduce the performance of the transport
until it again adapts to the path.
An ECN-capable network device cannot eliminate the possibility of
tail loss, because a drop may occur due to a traffic burst exceeding
the instantaneous available capacity of a network buffer or as a
result of the AQM algorithm (overload protection mechanisms, etc
[ID.RFC2309.bis]). However, an ECN-capable network device that
observes incipient congestion may be expected to buffer the IP
packets of an ECN-capable flow and set a CE-mark in one or more
packet(s), rather than triggering packet drop. Setting a CE-mark
signals incipient congestion without forcing the transport/
application to enter retransmission timeout. This reduces
application-level latency and can improve the throughput for
applications that send intermittent bursts of data.
The benefit of avoiding retransmission loss is expected to be
significant when ECN is used on TCP SYN/ACK packets [RFC5562] where
the RTO interval may be large because TCP cannot base the timeout
period on prior RTT measurements from the same connection.
2.4.

Applications that do not Retransmit Lost Packets

A transport that enables ECN can receive timely congestion signals
without the need to retransmit packets each time it receives a
congestion signal.
Some latency-critical applications do not retransmit lost packets,
yet may be able to adjust their sending rate following detection of
incipient congestion. Examples of such applications include UDPbased services that carry Voice over IP (VoIP), interactive video, or
real-time data. The performance of many such applications degrades
rapidly with increasing packet loss and the transport/application may
therefore employ mechanisms (e.g., packet forward error correction,
data duplication, or media codec error concealment) to mitigate the
immediate effect of congestion loss on the application. Some
mechanisms consume additional network capacity, some require
additional processing and some contribute additional path latency
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when congestion is experienced. By decoupling congestion control
from loss, ECN can allow transports that support these applications
to reduce their rate before the application experiences loss from
congestion. This can reduce the negative impact of triggering losshiding mechanisms with a direct positive impact on the quality
experienced by the users of these applications.
2.5.

Making Incipient Congestion Visible

A characteristic of using ECN is that it exposes the presence of
congestion on a network path to the transport and network layers
allowing information to be collected about the presence of incipient
congestion.
Recording the presence of CE-marked packets can provide information
about the current congestion level experienced on a network path. A
network flow that only experiences CE-marking and no loss implies
that the sending endpoint is experiencing only congestion. A network
flow may also experience loss (e.g., due to queue overflow, AQM
methods that protect other flows, link corruption or loss in
middleboxes). When a mixture of ECN-marking and packet loss is
experienced, transports and measurements need to assume there is
congestion [ID.RFC2309.bis]. An absence of CE-marks therefore does
not indicate a path has not experienced congestion.
The reception of CE-marked packets can be used to monitor the level
of congestion by a transport/application or a network operator. For
example, ECN measurements are used by Congestion Exposure (ConEx)
[RFC6789]. In contrast, metering packet loss is harder.
2.6.

Opportunities for new Transport Mechanisms

ECN can enable design and deployment of new algorithms in network
devices and Internet transports. Internet transports need to regard
both loss and CE-marking as an indication of congestion. However,
while the amount of feedback provided by drop ought naturally to be
minimized, this is not the case for ECN. In contrast, an ECN-Capable
network device could provide richer (more frequent and fine-grained)
indication of its congestion state to the transport.
All ECN-capable receiving endpoints need to provide feedback to the
transport sender to indicate that CE-marks have been
received.[RFC3168] provides one method that signals once each round
trip time that CE-marked packets have been received.
A receiving endpoint may provide more detailed feedback to the
congestion controller at the sender (e.g., describing the set of
received ECN codepoints, or indicating each received CE-marked
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packet). Precise feedback about the number of CE-marks encountered
is supported by the Real Time Protocol (RTP) when used over UDP
[RFC6679] and has been proposed for SCTP [ST14] and TCP [ID.Acc.ECN].
More detailed feedback is expected to enable evolution of transport
protocols allowing the congestion control mechanism to make a more
appropriate decision on how to react to congestion. Designers of
transport protocols need to consider not only how network devices CEmark packets, but also how the control loop in the application/
transport reacts to reception of these CE-marked packets.
Benefit has been noted when packets are CE-marked early using an
instantaneous queue, and if the receiving endpoint provides feedback
about the number of packet marks encountered, an improved sender
behavior has been shown to be possible, e.g, Datacenter TCP (DCTCP)
[AL10]. DCTCP is targeted at controlled environments such as a
datacenter. This is work-in-progress and it is currently unknown
whether or how such behaviour could be safely introduced into the
Internet. Any update to an Internet transport protocol requires
careful consideration of the robustness of the behaviour when working
with endpoints or network devices that were not designed for the new
congestion reaction.
3.

Network Support for ECN
For an application to use ECN requires that the endpoints first
enable ECN within the transport being used, but also for all network
devices along the path to at least forward IP packets that set a nonzero ECN codepoint.
ECN can be deployed both in the general Internet and in controlled
environments:
o

ECN can be incrementally deployed in the general Internet.
IETF has provided guidance on configuration and usage in
[ID.RFC2309.bis].

The

o

ECN may be deployed within a controlled environment, for example
within a data centre or within a well-managed private network.
This use of ECN may be tuned to the specific use-case. An example
is DCTCP [AL10] [ID.DCTCP].

Early experience of using ECN across the general Internet encountered
a number of operational difficulties when the network path either
failed to transfer ECN-capable packets or inappropriately changed the
ECN codepoints [BA11]. A recent survey reported a growing support
for network paths to pass ECN codepoints [TR15].
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The remainder of this section identifies what is needed for network
devices to effectively support ECN.
3.1.

The ECN Field

The current IPv4 and IPv6 specifications assign usage of 2 bits in
the IP header to carry the ECN codepoint. This 2-bit field was
reserved in [RFC2474] and assigned in [RFC3168].
[RFC4774] discusses some of the issues in defining alternate
semantics for the ECN field, and specifies requirements for a safe
coexistence in an Internet that could include routers that do not
understand the defined alternate semantics.
3.2.

Forwarding ECN-Capable IP Packets

Not all network devices along a path need to be ECN-capable (i.e.,
perform CE-marking). However, all network devices need to be
configured not to drop packets solely because the ECT(0) or ECT(1)
codepoints are used.
Any network device that does not perform CE-marking of an ECN-capable
packet can be expected to drop these packets under congestion.
Applications that experience congestion at these network devices do
not see any benefit from enabling ECN. However, they may be expected
to see benefit if the congestion were to occur within a network
device that did support ECN.
3.3.

Enabling ECN in Network Devices

Network devices should use an AQM algorithm that CE-marks ECN-capable
traffic when making decisions about the response to congestion
[ID.RFC2309.bis]. An ECN method should set a CE-mark on ECN-capable
packets in the presence of incipient congestion. A CE-marked packet
will be interpreted as an indication of incipient congestion by the
transport endpoints.
There is opportunity to design an AQM method for an ECN-capable
network device that differs from an AQM method designed to drop
packets. [ID.RFC2309.bis] states that the network device should
allow this behaviour to be configurable.
[RFC3168] describes a method in which a network device sets the CEmark at the time that the network device would otherwise have dropped
the packet. While it has often been assumed that network devices
should CE-mark packets at the same level of congestion at which they
would otherwise have dropped them, [ID.RFC2309.bis] recommends that
network devices allow independent configuration of the settings for
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AQM dropping and ECN marking. Such separate configuration of the
drop and mark policies is supported in some network devices.
3.4.

Co-existance of ECN and non-ECN flows

Network devices need to be able to forward all IP flows and provide
appropriate treatment for both ECN and non-ECN traffic.
The design considerations for an AQM scheme supporting ECN needs to
consider the impact of queueing during incipient congestion. For
example, a simple AQM scheme could choose to queue ECN-capable and
non-ECN capable flows in the same queue with an ECN scheme that CEmark packets during incipient congestion. The CE-marked packets that
remain in the queue during congestion can continue to contribute to
queueing delay. In contrast, non-ECN-capable packets would normally
be dropped by an AQM scheme under incipient congestion. This
difference in queueing is one motivation for consideration of more
advanced AQM schemes, and may provide an incentive for enabling flow
isolation using scheduling [ID.RFC2309.bis]. The IETF is defining
methods to evaluate the suitability of AQM schemes for deployment in
the general Internet [ID.AQM.eval].
3.5.

Bleaching and Middlebox Requirements to deploy ECN

Network devices should not be configured to change the ECN codepoint
in the packets that they forward, except to set the CE-codepoint to
signal incipient congestion.
Cases have been noted where an endpoint sends a packet with a nonzero ECN mark, but the packet is received by the remote endpoint with
a zero ECN codepoint [TR15]. This could be a result of a policy that
erases or "bleaches" the ECN codepoint values at a network edge
(resetting the codepoint to zero). Bleaching may occur for various
reasons (including normalising packets to hide which equipment
supports ECN). This policy prevents use of ECN by applications.
When ECN-capable IP packets, marked as ECT(0) or ECT(1), are remarked
to non-ECN-capable (i.e., the ECN field is set to zero codepoint),
this could result in the packets being dropped by ECN-capable network
devices further along the path. This eliminates the advantage of
using of ECN.
A network device must not change a packet with a CE mark to a zero
codepoint, if the network device decides not to forward the packet
with the CE-mark, it has to instead drop the packet and not bleach
the marking. This is because a CE-marked packet has already received
ECN treatment in the network, and remarking it would then hide the
congestion signal from the receiving endpoint. This eliminates the
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benefits of ECN. It can also slow down the response to congestion
compared to using AQM, because the transport will only react if it
later discovers congestion by some other mechanism.
Prior to RFC2474, a previous usage assigned the bits now forming the
ECN field as a part of the now deprecated Type of Service (ToS) field
[RFC1349]. A network device that conforms to this older
specification was allowed to remark or erase the ECN codepoints, and
such equipment needs to be updated to the current specifications to
support ECN.
3.6.

Tunneling ECN and the use of ECN by Lower Layer Networks

Some networks may use ECN internally or tunnel ECN (e.g., for traffic
engineering or security). These methods need to ensure that the ECNfield of the tunnel packets is handled correctly at the ingress and
egress of the tunnel. Guidance on the correct use of ECN is provided
in [RFC6040].
Further guidance on the encapsulation and use of ECN by non-IP
network devices is provided in [ID.ECN-Encap].
4.

Using ECN across the Internet
A receiving endpoint needs to report the loss it experiences when it
uses loss-based congestion control. So also, when ECN is enabled, a
receiving endpoint must correctly report the presence of CE-marks by
providing a mechanism to feed this congestion information back to the
sending endpoint , [RFC3168], [ID.RFC5405.bis], enabling the sender
to react to experienced congestion. This mechanism needs to be
designed to operate robustly across a wide range of Internet path
characteristics. This section describes partial deployment, how ECNenabled endpoints can continue to work effectively over a path that
experiences misbehaving network devices or when an endpoint does not
correctly provide feedback of ECN congestion information.

4.1.

Partial Deployment

Use of ECN is negotiated between the endpoints prior to using the
mechanism. This
ECN has been designed to allow incremental partial deployment
[RFC3168]. Any network device can choose to use either ECN or some
other loss-based policy to manage its traffic. Similarly, transport/
application negotiation allows senders and receiving endpoints to
choose whether ECN is to be used to manage congestion for a
particular network flow.
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Detecting whether a Path Really Supports ECN

Internet transport and applications need to be robust to the variety
and sometimes varying path characteristics that are encountered in
the general Internet They need to monitor correct forwarding of ECN
over the entire path and duration of a session.
To be robust, applications and transports need to be designed with
the expectation of heterogeneous forwarding (e.g., where some IP
packets are CE-marked by one network device, and some by another,
possibly using a different AQM algorithm, or when a combination of
CE-marking and loss-based congestion indications are used. (
[ID.AQM.eval] describes methodologies for evaluating AQM schemes.)
A transport/application also needs to be robust to path changes. A
change in the set of network devices along a path could impact the
ability to effectively signal or use ECN across the path, e.g., when
a path changes to use a middlebox that bleaches ECN codepoints (see
Section 3.5).
A sending endpoint can check that any ECN-marks applied to packets
received from the path are indeed delivered to the remote receiving
endpoint and that appropriate feedback is provided. (This could be
done by a sender setting known ECN codepoints for specific packets in
a network flow and then checking whether the remote endpoint
correctly reports these marks [ID.Fallback], [TR15].) If a sender
detects misuse of ECN, it needs to either conservatively react to
congestion or even fall back to using loss-based recovery instead of
ECN.
4.3.

Detecting ECN Receiver Feedback Cheating

Appropriate feedback requires that the endpoint receiver does not try
to conceal reception of CE-marked packets in the ECN feedback
information provided to the sending endpoint [ID.RFC2309.bis].
Designers of applications/transports are therefore encouraged to
include mechanisms that can detect this misbehavior. If a sending
endpoint detects that a receiver is not correctly providing this
feedback, it can either conservatively react to congestion or fall
back to using loss-based recovery instead of ECN.
5.

Summary: Enabling ECN in Network Devices and Hosts
This section summarises the benefits of deploying and using ECN
within the Internet. It also provides a list of summary of
prerequisites to achieve ECN deployment.
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Application developers should where possible use transports that
enable the benefits of ECN. Applications that directly use UDP need
to provide support to implement the functions required for ECN
[ID.RFC5405.bis]. Once enabled, an application that uses a transport
that supports ECN will experience the benefits of ECN as network
deployment starts to enable ECN. The application does not need to be
rewritten to gain these benefits. Table 1 summarises the key
benefits.
+---------+-----------------------------------------------------+
| Section | Benefit
|
+---------+-----------------------------------------------------+
|
2.1
| Improved throughput
|
|
2.2
| Reduced Head-of-Line blocking
|
|
2.3
| Reduced probability of RTO Expiry
|
|
2.4
| Applications that do not retransmit lost packets
|
|
2.5
| Making incipient congestion visible
|
|
2.6
| Opportunities for new transport mechanisms
|
+---------+-----------------------------------------------------+
Table 1: Summary of Key Benefits

Network operators and people configuring network devices should
enable ECN [ID.RFC2309.bis].
Prerequisites for network devices (including IP routers) to enable
use of ECN include:
o

A network device that updates the ECN field in IP packets must use
IETF-specified methods (see Section 3.1).

o

A network device may support alternate ECN semantics (see
Section 3.1).

o

Network devices need to be configured not to drop packets solely
because the ECT(0) or ECT(1) codepoints are used (see
Section 3.2).

o

A network device must not change a packet with a CE mark to a zero
codepoint, if the network device decides not to forward the packet
with the CE-mark, it has to instead drop the packet and not bleach
the marking (see Section 3.5).

o

An ECN-capable network device should correctly update the ECN
codepoint of ECN-capable packets in the presence of incipient
congestion (see Section 3.3).
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Network devices need to be able to forward both ECN-capable and
non-ECN-capable flows (see Section 3.4).

Prerequisites for network endpoints to enable use of ECN include:

6.

o

an application should use an Internet transport that can set and
receive ECN marks (see Section 4).

o

an ECN-capable transport/application must return feedback
indicating congestion to the sending endpoint and perform an
appropriate congestion response (see Section 4).

o

an ECN-capable transport/application should detect paths where
there is misuse of ECN and either conservatively react to
congestion or even fall back to not using ECN (see Section 4.2).

o

designers of applications/transports are encouraged to include
mechanisms that can detect and react appropriately to misbehaving
receivers that fail to report CE-marked packets (see Section 4.3).
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ABSTRACT

The bufferbloat project has shown that excessivelylarge buffering (‘bufferbloat’) has been introducing significantly more delay than the underlying propagation
time. These delays appear only intermittently—only
when a capacity-seeking (e.g. TCP) flow is long enough
for the queue to fill the buffer, making every packet in
other flows sharing the buffer sit through the queue.
Active queue management (AQM) was originally developed to solve this problem (and others). Unlike Diffserv, AQM controls latency for all traffic in a class.
In general, AQMs introduce an increasing level of discard from the buffer the longer the queue persists above
a shallow threshold. This gives sufficient signals to
capacity-seeking (aka. greedy) flows to keep the buffer
empty for its intended purpose: absorbing bursts. However, RED and other algorithms from the 1990s were
sensitive to their configuration and hard to set correctly.
So, AQM was not widely deployed. More recent stateof-the-art AQMs, e.g. fq CoDel [8], PIE [13], Adaptive
RED, define the threshold in time not bytes, so it is
invariant for different link rates.
It seems that further changes to the network alone
will now yield diminishing returns. Data Centre TCP
(DCTCP [1]) teaches us that a small but radical change
to TCP is needed to cut two major outstanding causes
of queuing delay variability:
1. the ‘sawtooth’ varying rate of TCP itself;
2. the smoothing delay deliberately introduced into
AQMs to permit bursts without triggering losses.
The former causes a flow’s round trip time (RTT) to
vary from about 1 to 2 times the base RTT between the
machines in question. The latter delays the system’s
response to change by a worst-case (transcontinental)
RTT, which could be hundreds of times the actual RTT
of typical traffic from localised CDNs.
Latency is not our only concern.
3. It was known when TCP was first developed that it
would not scale to high bandwidth-delay products.
Given regular broadband bit-rates over WAN distances
are already beyond the scaling range of ’classic‘ TCP
Reno, ‘less unscalable’ Cubic [7] and Compound [15]
variants of TCP have been successfully deployed. How-

Data Centre TCP (DCTCP) was designed to provide predictably low queuing latency, near-zero loss, and throughput
scalability using explicit congestion notification (ECN) and
an extremely simple marking behaviour on switches. However, DCTCP does not co-exist with existing TCP traffic—
throughput starves. So, until now, DCTCP could only be deployed where a clean-slate environment could be arranged,
such as in private data centres. This paper proposes ‘Coupled Active Queue Management (AQM)’ to allow scalable
congestion controls like DCTCP to safely co-exist with classic Internet traffic. In extensive tests within the edge gateway
of a realistic broadband access testbed, the Coupled AQM
ensures that a flow runs at about the same rate whether it uses
DCTCP or TCP Reno/Cubic, but without inspecting transport layer flow identifiers. DCTCP achieves sub-millisecond
average queuing delay and zero congestion loss under a wide
range of mixes of DCTCP and ‘classic’ broadband Internet
traffic, without compromising the performance of the classic
traffic. The solution also reduces network complexity and
eliminates network configuration.

1.

INTRODUCTION

Latency is becoming the critical performance factor
for many (most?) applications on the public Internet,
e.g. Web, voice, conversational video, gaming and finance apps. In the developed world, further increases in
access network bit-rate offer diminishing returns, whereas
latency is still a multi-facetted problem. In the last
decade or so, much has been done to reduce propagation time by placing caches or servers closer to users.
However, queuing remains a major component of latency.
The Diffserv architecture provides Expedited Forwarding, so that low latency traffic can jump the queue of
other traffic. However, on access links dedicated to individual sites (homes, small enterprises or mobile devices), often all traffic at any one time will be latencysensitive. Then Diffserv is of little use. Instead, we need
to remove the causes of any unnecessary delay.
∗The first two authors contributed equally
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ever, these are now approaching their scaling limits.
Unfortunately, fully scalable TCPs cause ‘classic’ TCP
to starve itself, which is why they have been confined
to private data centres or research testbeds (until now).
Our contribution is a ‘Coupled AQM’ that solves the
problem of coexistence between DCTCP and classic flows,
without having to inspect flow identifiers. It needs fewer
operations per packet than RED uses. Also, no network
configuration is needed for a wide range of scenarios.
It uses two queues for two services: “Classic” and
”Low-Latency, Low-Loss and Scalable” (L4S), denoted
resp. by subscripts ‘C’ and ‘L’. The ‘Classic’ service is
intended for all the behaviours that currently co-exist
with TCP Reno (TCP Cubic, Compound, SCTP, etc).
The ‘L4S’ service is intended for DCTCP traffic but it
is also more general—it will allow a set of congestion
controls similar to DCTCP (e.g. Relentless) to evolve.
The AQM couples marking and/or dropping across
the two queues such that a flow will get roughly the
same throughput whichever it uses. This enables scalable congestion controls like DCTCP to give stunningly
low and predictably low latency, without compromising
the performance of competing ’classic’ Internet traffic.
In our tests, we use DCTCP unmodified, despite its
known deficiencies (listed as further work in Section 10).
Our focus is on getting the network service in place.
Then, without any management intervention, applications can exploit it by migrating to scalable controls like
DCTCP, which can then evolve while their benefits are
being enjoyed by everyone on the Internet.
We also conducted subjective testing with a demanding panoramic interactive video application run over a
stack with DCTCP enabled and deployed on the testbed.
Each user could pan or zoom their own HD sub-window
of a larger video scene from a football match (Figure 1).
Even though the user was also downloading large amounts
of L4S and Classic data, latency was so low that the picture appeared to stick to their finger on the touchpad
(all the L4S data achieved the same ultra-low latency).
With an alternative AQM, the video noticeably lagged
behind the finger gestures.

broadband testbed (Section 6). Section 7 gives a condensed report of thousands of experiments to quantify
its performance against RED, PIE and fq CoDel.
The paper ends with discussion of standardisation aspects (Section 8) before the usual tailpieces.

2.
2.1

RATIONALE
Intuition: Why DCTCP and ECN?

Figure 2: Data Centre TCP: Intuition
Figure 2 shows how DCTCP resolves the dilemma
caused by TCP’s large sawteeth (problem #1 in the
Introduction). DCTCP’s smaller sawteeth allow both
maximal utilisation of the link (the grey cylinder) and
minimal occupancy of the buffer (above the cylinder).
The size of DCTCP’s sawteeth also remains invariant
with increasing bit-rate, which addresses problem #3.
DCTCP also solves problem #2 above, by requiring
the network to signal congestion immediately, without
any smoothing delay (not illustrated in the figure).
The underlying reason that DCTCP can solve problems #1 and #2 is that it signals congestion with explicit congestion notification (ECN [14]). ECN is purely
a signal, whereas drop is both an impairment and a signal, which compromises signalling flexibility:
1. DCTCP’s finer sawteeth imply a higher signalling
rate, which would be untenable as loss;
2. If the queue grows, an AQM holds back from introducing loss in case it is just a sub-RTT burst,
whereas emitting ECN immediately is harmless.
This last point is most significant, because the sender
knows its own RTT, which DCTCP could use as the
time constant to smooth incoming ECN marks. Whereas,
with drop, the network has to smooth but it does not
know each flow’s RTT, so it has to use a worst-case
(transcontinental) RTT, to avoid instability if a flow
does have such a long RTT.
ECN also offers the obvious latency benefit of nearzero congestion loss, of most concern to short flows.
This removes retransmission and time-out delays and
the head-of-line blocking that a loss can cause when a

Figure 1: Panoramic interactive video application

Document Outline. Section 2 gives the intuition for our
design choices, deferring the mathematical rationale to
Section 3. We then present our two main contributions:
the ‘Coupled AQM’ that addresses throughput equivalence (Section 4) then a Dual Queue structure that
provides latency separation (Section 5).
To evaluate the new AQM’s performance, we have
built it into the downstream of a realistic end-to-end
2
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2.3

single TCP flow carries a multiplex of streams.
To be concrete, in our testbed, we identify classic
traffic by a cleared ECN field in the IP header (not
ECN-capable). In Section 8, we discuss an alternative
but non-preferred compromise that would allow Classic
traffic to use ECN as well.
The coexistence mechanism has nothing to do with
flow identifiers; it solely contrives the two aggregate signalling levels to compensate for the different responses
to the signals exhibited by flows in each aggregate.

2.2

Per-Flow Queuing and Self-Harm

Superficially, it might seem that per-flow queuing (as
in fq CoDel) would address the problems in Section 1;
it is designed to isolate a latency-sensitive flow from
the delays induced by other flows. However, that does
not protect a latency-sensitive flow from saw-toothing,
which the flow still inflicts upon itself.
It might seem that self-inflicted queuing delay should
not count. To avoid delay in a dedicated remote queue,
a sender would have to hold back the data, causing the
same delay, just in a different place. It seems preferable
to release the data into a dedicated network queue; then
it will be ready to go as soon as the queue drains.
However, this logic applies i) if and only if the sender
somehow knows that the bottleneck in question implements per-flow queuing and ii) only for non-adaptive applications. Modern Web applications multiplex streams
into a single flow, e.g. SPDY or HTTP/2; then they
alter which stream they prioritise, depending on the
progress of each of the streams already sent. Our panoramic
interactive video app is another example, where the
amount of data sent (the frame rate) at any instant depends on how much prior data was delivered. For such
applications, a remote queue is not useful if their selfinduced queue is remote; once optional data is in flight,
they cannot suppress it. To adapt how much they send,
they need to maintain their send-queue locally.
Per-flow queuing was not an appropriate solution,
given it i) does not solve the self-induced latency problem; ii) needs to inspect transport layer headers (preventing transport evolution); and iii) requires many more
queues and supporting scheduling structures, whereas
our primary goal was to reduce cost and complexity.

Delay vs. Drop

Evaluating our Coupled AQM at high load, we noticed that PIE and fq Codel produced unusually high
drop, which took over from queuing as the dominant
cause of delay for short Web flows. Thus, the goal of
AQMs like PIE and fq CoDel—to cap queuing delay at
a fixed target—is misguided. If TCP cannot increase
queuing delay, it will increase drop instead.
Our coupled AQM constrains classic traffic with a
softened delay target, but not as soft as RED. We call
the mechanism Curvy RED. The original RED algorithm increases drop probability linearly with queue
growth. With a curviness parameter of 2, the Curvy
RED algorithm increases drop with the square of the
queue, so it pushes back increasingly aggressively the
more the queue grows. This is implemented by simply
comparing the queue to two random numbers, not one.
It also uses queuing time, not queue length.

3.

STEADY STATE RATE

An L4S congestion controller such as DCTCP achieves
low latency, low loss and low throughput variations by
driving the network to give it a more responsive signal
with a higher resolution. Therefore, a solution must be
found to reduce the congestion signal intensity for Classic congestion controllers (TCP Cubic and Reno), but
not for L4S (DCTCP).
Our first concern is to support rough equality in terms
of long term throughput (other factors being equal). In
terms of throughput for short flows, we want to allow
differentiation to support lower latency, less loss and
less throughput variation for the improved class.
For our purposes, it is sufficient to ignore dynamic
aspects, and apply the simplified models in (1) and (2)
for TCP Reno and Cubic paket rate as in [12] and [7]:
1.17
1.22
(1)
rcubic = 3/4 1/4
(2)
rreno = 1/2
p T
p T
where p is drop probabillity and T is RTT.
The Cubic implementation in Linux provides a fallback to TCP Reno when RTT is small. Due to the

Figure 3: The Delay-Loss Dilemma: Sensitivity to Load
for Curvy RED AQMs with Increasing Curviness, u.
The order of the legend follows that of the curves.
Normalised load, L ∝ 1/ bit-rate per Reno flow (top).
Conceptually, as the curviness parameter tends to
infinity (shown by the two pincer arrows in Figure 3
from [2]), it approximates the hard delay target of PIE
or CoDel, shown as a flat step configured at 20 ms.
To clamp delay to a hard constraint, the corresponding dashed drop curve has to increase aggressively with
load. In this paper, we show that intermediate curviness can still keep queuing delay under control whatever
the load, but without having to introduce so much loss
that loss itself becomes the dominant cause of delay.
3
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different decrease factor, the steady state rate will deviate from (1) with a slightly higher constant (3).
The implicit switchover RTT can be derived from (2)
and (3). Pure Cubic behaviour (as defined in (2)) will
become active when (4) is false.
1.68
r ∗ T 5/2 < 3.5
(4)
rcubic = 1/2
(3)
p T
For typical user access from local data centres (T <
20 ms), pure Cubic behavior can only be expected for
flows faster than 500Mbps. Therefore, at least for AQMs
in access networks, we can focus on the relationship between Reno and DCTCP and assume that Cubic will
be in Reno mode, or at least not too far outside it.
We have derived a similar model for DCTCP, assuming an idealised uniform deterministic marker, which
marks every 1/p packets. A DCTCP congestion controller has an incremental window increase per RTT
α = 1 and a multiplicative decrease factor β = p/2
(with p being estimated). So, every RTT, W is increased by W ← W + 1, meaning that under steady
state, this must be compensated every RTT by (5). This
decrease is
 in (6).
 steeredby marks, as defined
p
1
W
←
1−
W (6)
W (5)
W ← 1−
2
W
From (5) and (6), we see that to preserve this balance,
(7) must be true, which determines the window and
therefore the steady state packet rate in (8).
1
2
2
p
=
(7)
rdc =
(8)
rdcth = 2
(9)
2
W
pT
p T
Note that (9) derived in the DCTCP paper [1] has
a different exponent of p compared to (8). The reason
is that (9) is defined for a step threshold, which causes
an on-off marking pattern. When DCTCP marking is
coupled to the drop probability of Classic traffic, it uses
fractional marking probability, so (8) will be applicable.

Figure 4: Equal rate AQM for TCP Reno and DCTCP
erated value R per packet. A signal is applied for a
packet when p > R. The advantage of using relation (11) is that p2 can easily be acquired by comparing p with 2 psuedo-random generated values and
signal only if both random values are smaller than p:
p > max(R1 , R2 ).
A square curve is a simple way to emulate the three
piecewise-linear parts of RED. Drop probability hugs
the zero axis, while the queue is shallow. Then, as load
increases, it introduces a growing ‘barrier’ to higher delay, but with only one parameter, not three.
To configure our evaluations, we used DCTCP (8)
and Reno (1) behaviour as the gold standards for the
L4S and Classic classes respectively, so we used (11) as
the main coupling relation.
The approach is encapsulated by the phrase “Think
once to mark, twice to drop”. This concept was first
verified by simulation. The results are not shown due
to space limitations, but confirmed that for any number
of flows with any combination of RTT’s, the steady state
throughput was independent of the congestion controller
(DCTCP or Reno) if the signal probability was coupled,
as in Figure 4, and the window sizes of flows were above
four packets.
In addition, further analysis revealed a different sensitivity to multiple bottlenecks. In worst case (all bottlenecks signalling the same probability), DCTCP’s throughput depends on the accumulated probabilities, while
Reno’s by the square root of it. In a realistic situation with 2√dominant bottlenecks, DCTCP would have
maximum 2 times less throughput.
Coupling signals supports rate equalisation, but as
long as there is only one queue, Classic traffic spoils
the consistent low queueing latency of DCTCP traffic
(unless utilization is sacrificed).

4. COUPLED AQM FOR EQUAL RATE
Knowing the relation between network congestion signal, (mark or drop) probability and the flow rate, we
can adjust the feedback from the network to each type
of congestion control. For TCP Reno and DCTCP, we
substitute (1) and (8) in rreno = rdc :
1.22
1/2

preno Treno

=

2
pdc Tdc

(10)

If the RTTs are equal (they may not be; see Section 5),
we can arrange the rates to be equal using the simple
relation between the probabilities, defined in (11). This
relation could be achieved by a modified AQM in the
network, shown in Figure 4.
 p 2
dc
preno =
(11)
1.63
Probabilistic mark/drop is typically implemented by
comparing the probability p with a pseudo-random gen-

5.

DUAL QUEUE FOR LOW LATENCY

To achive low latency for L4S traffic in the presence
of Classic traffic, we still use a coupled AQM, but across
two queues as shown in Figure 5. In our experiments,
if the ECN field in the IP header is not cleared, we
classify the packet into the L4S (L) queue, otherwise
into Classic (C). More sophisticated classification might
be necessary (see Section 8).
To minimise latency for L4S traffic, we schedule the
4
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relating Classic queueing time to drop probability
from the Classic queue as 2SC ;
f To support smoothing the sojourn time of the Classic queue and make multiplication efficient, we will
use an integer power of two for the EWMA constant, which we define as 2−f .
For the L4S queue:
SL As for the Classic queue, we define the slope of the
AQM’s marking function as 2SL ;
T The queue size at which step threshold marking starts
in the L4S queue.
The average queue sojourn time QC is calculated every time a packet is dequeued from any of the queues
for scheduling. The calculation is done according to
(13), with qC the sojourn time of the latest packet in
the Classic queue and f the smoothing exponent.

Figure 5: Dual Queue Coupled AQM
L4S queue with strict priority, and the Classic queue
only when the L4S queue is empty.
The ECN signal from the L4S queue is coupled to
the queuing time of the Classic queue (also known as
sojourn, waiting or service time). The coupled feedback ensures that flows share capacity correctly across
the two queues. The L4S queue size remains low enough
to keep the Classic queue flowing. Policing unresponsive flows is a policy issue that needs to be separate
from a basic AQM, but the scheme does need to handle
overload1 .
Whenever there are packets in the Classic queue, the
coupled ECN feedback that the L4S queue emits already
depends on its own utilisation (via the Classic queue).
However, the L4S queue needs to be able to emit ECN
signals if L4S load causes the L4S queue itself to grow,
particularly if there is no Classic traffic to generate any
coupled feedback. For now, in addition to any coupled
feedback, the L4S queue applies a shallow step function
without any smoothing delay, as used for DCTCP in
data centres (see [5, §10] for other possibilities).
When there is traffic in both queues, (11) gives the
desired coupling between the drop and marking probabilities in the two classes that should achieve our objective of roughly equal flow rates (other factors being
equal). For implementation efficiency, we approximate
the denominator by an integer power of 2, giving:
pC =

 p 2
L

2k

.

QC ← 2−f qC + (1 − 2−f )QC
← QC + (qC − QC ) >> f,

(13)

where >> is a right bit shift.
The queuing time of the Classic queue then drives
the marking probability of L4S packets and dropping
probability of Classic packets as follows:
pL = 2SL qC ,
(14)
pC = (2SC QC )2 .
(15)
For either case, 2−SL or 2−SC represent the queuing
time in the Classic queue at which marking or dropping
probability reaches 100%. Assuming a steady state and
no under-utilisation, QC = qC . So, substituting (14) &
(15) into (12) we have:
k = SL − SC .

(16)

Therefore, k represents the strength of coupling between
the two queues, but it is not an additional parameter.
Using the dual queue AQM with coupled feedback
will ensure that the L4S traffic leaves sufficient capacity unused as long as there are packets in the Classic
queue. However, the rate ratio between DCTCP and
Cubic(Reno) traffic in equation (11) was derived assuming the RTTs of the two types of flow were equivalent.
Typically, there would be hardly any delay in the L4S
queue, but substantial delay in the Classic queue. The
resulting increase in a Classic flow’s RTT could be substantial such that (11) no longer held, then (17) would
have to be used instead.

(12)

The resulting coupled AQM needs just 2 parameters
for each queue. For the Classic queue:
SC To convert the current Classic queue sojourn time
into a dropping probability in the range [0, 1) requires a scaling parameter. To make multiplication efficient, we use an integer power of two, so
we define the slope of the AQM’s square curve,

1.22 pdc Tdc
rreno
=
,
rdc
2 p1/2
T
reno reno

(17)

with Treno and Tdc being the total RTT composed of
the delay in their respective queue and a common base
RTT T0 for the rest of the network.
Some value has to be chosen for k in (12) to relate the
rates of L4S and Classic flows, given the possible discrepany between their RTTs. This is a policy decision
for the network operator, which could decide to use:

1
A tradeoff needs to be made between complexity and the
risk harming Classic flows. It is an operator policy to define
what must happen if the service time of the classic queue becomes too big. Actions can include delay based scheduling,
common drop, etc...
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• 2k ≈ 1.63 from (11) on the basis that Classic flows
have only themselves to blame if the queue they
build reduces their rate;
• 2k ≈ 1.19 on the same basis, but if it judged that
most Classic traffic would be in Cubic mode.
• 2k ≈ 1.63(T0 + qC )/T0 to compensate for the extra
queue delay qC for exact throughput equality.2
For the first two policies respectively k = 1 and k = 0
would be the closest values. In the the last case, the
Classic queue delay qC depends on the slope of the Classic AQM SC . For the slope used in our experiments,
qC ≈ 4 ∗ T0 , therefore 2k ≈ 1.63 ∗ (4 + 1) ≈ 8, which implies k = 3. Of course, given T0 is bigger towards third
party servers, the RTT ratio will become smaller, and
any overcompensated factor will be to the disadvantage
of L4S flows. In our testbed experiments, we adopted
the throughput equality policy to allow an easy comparison of the results. However, there is no implication
that this policy is recommended.
The pseudocode below summarises the implementation of the above analysis used for all experiments.

The client computers in the home network and the application servers at the global ISP are Linux machines,
which can be configured to use any TCP variant and
start applications and test traffic. The two client-server
pairs (A and B) are respectively configured with the
same TCP variants and applications.

Figure 6: Testbed configuration
Within a BNG, per-customer queues form the leaves
of a hierarchical scheduling tree. In a production access network, the BNG is deliberately arranged as the
downstream bottleneck for the per customer queues. A
Linux server (AQM server) is used to create this bottleneck and to configure the different AQMs that were
evaluated. Traffic from the client-server pairs is routed
from the BNG through this Linux box so as to simulate
the function proposed for the BNG. This server also
controls the experiments and captures and analyses the
traffic. In practice it would also be important to deploy AQM in the residential gateway, but to minimise
side-effects we kept upstream traffic below capacity.
The following setup was used for the evaluations (Section 7): Two client computers were connected to a
modem using 100Mbps Fast Ethernet; the xDSL line
was configured at 48Mbps downstream and 12Mbps upstream; the links between network elements consisted
of at least 1GigE connections. The AQM server at the
BNG created a 40Mbps bottleneck, before the configured AQM for the downstream traffic. No bottlenecks
were explicitly configured for the upstream traffic. All
Linux computers were Ubuntu 14.04 LTS with kernel
3.18.9, which contained the implementation of the TCP
variants and AQMs. The base RTT (T0 ) between the
clients and servers was 7 ms, which primarily originated
from the xDSL interleaved FEC configuration.
The experiments used DCTCP, Cubic and Reno with
their default values. For ECN-Cubic, we additionally
enabled TCP ECN negotiation on the relevant client
and server. The AQM configurations used the options
as described in Table 1, unless otherwise stated.

Algorithm 1 Dequeue for Dual Queue Coupled AQM
1: if lq.dequeue(pkt) then
2:
if (lq.len() > T ) ∨ ((cq.time() << SL ) > rnd())
then
3:
mark(pkt)
4:
end if
5:
return(pkt)
. return the packet and stop here
6: end if
7: while cq.dequeue(pkt) do
8:
QC += (pkt.time() − QC ) >> fC
. C EWMA
9:
if (QC << SC ) > max(rnd(), rnd()) then
10:
drop(pkt)
. Squared drop, redo loop
11:
else
12:
return(pkt) . return the packet and stop here
13:
end if
14: end while

6. TESTBED SETUP
We have used a testbed to evaluate the proposed
DualQ AQM mechanism in a realistic setting, and to
run repeatable experiments in a controlled environment.
The testbed was assembled from carrier grade equipment used for testing customer solutions. Figure 6 depicts the testbed, which consists of a classical residential
service delivery network composed of Residential Gateway, xDSL DSLAM (DSL Access Multiplexers), BNG
(Broadband Network Gateway), Service Routers (SR)
and application servers. A residential user’s gateway is
connected by VDSL to a DSLAM, which is connected to
the BNG through an aggregation network, representing
a local ISP or access wholesaler. Traffic is routed to another network representing a global ISP that hosts the
application servers and offers breakout to the Internet.

All
RED

PIE
fq CoDel
DualQ

2
Assuming the queueing delay of the L4S queue is negligible
and T0 is the same for Reno and DCTCP flows.

Buffer: 1000 pkt (320ms @40Mbps), ECN
Min thres: 80 pkt (24 ms @40Mbps)
Max thres: 240 pkt (72 ms @40Mbps)
Burst: 220 pkt (66 ms @40Mbps)
Target delay: 20 ms, Burst: 100 ms
Target delay: 5 ms, Burst: 100 ms
SC = 1, f = 5, SL = 4, T = 5

Table 1: Default parameters for the different AQMs.
6
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7. EVALUATION

7.1

To assess our primary objective (long term throughput equivalence), we performed experiments on different
AQMs with long-running flows. We used steady flows
not as an example of a realistic Internet traffic mix,
rather as a situation where starvation can typically occur. We also evaluated the AQMs under dynamic load
to verify the impact of low latency and loss on completion time of short flows.
Each experiment (lasting 250 s) was performed between client-server pairs A and B, with a specified TCP
variant configured on each client-server pair and a specified AQM on the AQM server.
For all long-running flow experiments, each client started
0 to 10 file downloads on its matching server, resulting in 120 combinations. To preserve details, including
variability over time, while visualising the overall outcome, we show flow thoughtput, queue delay, marking
and dropping probability in an overview matrix for all
120 combinations.
The row and column labels indicate the TCP variant
(C:Cubic, E:ECN-Cubic, D:DCTCP) followed by the
number of active flows on the respective client-server
pairs. The left matrix label shows the AQM used and
the X and Y ranges.
For all dynamic behaviour experiments, 25 load combinations were tested on each client-server pair. Again,
the row and column labels (X0+L; X0+H, X1; X1+L;
X1+H) indicate TCP variant (X=C,E,D), the number
of long-running flows (0 to 1), and the dynamic load
level which is an exponential arrival process with 100ms
(L=low load) or 10ms (H=high load) average interarrival times (or none), requesting a Pareto ditributed
download size α = 0, 9 with a minimum size of 1KB.
Every request opened a new TCP connection, closed by
the server after sending the data.
Plotted values of flow or class throughput and marking or dropping probabilities are always measured over
each second. Flow completion time plots show a dot
per download size and time between opening the connection and receiving the data. A reference line shows
the completion time that a perfect lone download would
have achieved at full line rate after a 2-RTT handshake.
The Queue delay CDF plots the sojourn time of every
packet for each traffic class. For flow throughput, the Y
range was adapted to locate the expected throughput
of the N dominant flows across the middle of the graph
(80/N Mbps). For example, if 4 Cubic flows compete
over the 40Mbps bottleneck, the number of dominant
flows is 4, the expected throughput is 10Mbps and the
scale 20Mbps. If Cubic flows are starved when 5 Cubic
and 2 DCTCP flows compete, then only N = 2 flows
are dominant, and the upper limit of Y will be 40Mbps.
This results in overall comparable plots, scaling the visualisation optimally.

To demonstrate the starvation problem that the DualQ aims to solve, the first evaluation uses DCTCP and
Cubic over RED, PIE, fq CoDel and DualQ AQMs.
The results are plotted in Figures 7 & 8. As expected,
the DCTCP flows take most of the available bandwidth
from Cubic on the single Q AQMs (RED and PIE).
The queue delay in the RED AQM is very high, but
with moderate dropping and marking probability. PIE3
dropping probability exceeded the 10% limit at which
it switches to dropping ECN traffic, and the DCTCP
response to drop was incorrectly implemented (see [3]
for details).
fq CoDel seems to handle DCTCP quite well, providing every flow with an almost perfectly stable and equal
rate, except when the statistical buffer assignment fails
to use a unique buffer per flow. If flows of the same class
land in the same Q, the throughput deviation from the
equal rate is only 50%. If flows of different classes are
assigned to the same buffer, the Cubic flow starves (as
in Figure 7 D:8-C:7). This behaviour results in sporadic
and hard to reproduce random failure of applications,
with potential frustration for users and service support.
From a queuing delay perspective, unlike PIE, fq CoDel
is not able to keep the DCTCP flows at its (smaller) target delay, but delay is still low. However, as predicted,
the drop probability of fq CoDel rises quickly with load.
Our DualQ Coupled AQM is able to guarantee equal
throughput between DCTCP and Cubic flows. It deviates slightly due to the Classic Q size, which grows on
higher load, resulting in less throughput for the Classic
flows, and is smaller at lower load, resulting in a higher
throughput for the Classic flows. The queuing delay for
the L4S traffic is stunningly low—so low that the CDF
plots are nearly perfect step functions. In the D:10C:10 combination, the marking probability approaches
100%. Combinations with larger number of flows revealed a previously unnoticed limit to TCP’s ability to
scale to low queuing delays, which needs to be fixed,
at least in DCTCP. We have explained this in a separate technical report [3]. Essentially, DCTCP or TCP
will override any AQM and increase queuing delay to
keep at least 2 segments in flight. For Classic traffic,
compared to fq CoDel, loss levels are kept to reasonable levels by relaxing the delay constraint somewhat
(see Section 2.2).
Further experiments with adding a 10 or 20 Mbps
unresponsive UDP CBR flow3 also showed an important difference beween fq CoDel and DualQ. fq CoDel
assumes that capping the CBR flow rate to an equal
share is always the correct policy. Whereas the DualQ AQM allows applications to determine their flow
rate and the responsive flows to share the remaining

7
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Long term throughput equivalence

See complementary technical report [3] for these plots.
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30 or 20 Mbps evenly. For instance, DualQ would support unresponsive multicast TV up to the link capacity whereas fq CoDel would divide this by the current
number of large flows. Further fq CoDel treats a VPN
tunnel containing many flows as one, and can prevent
background/delay-based flows from yielding their throughput to others. Worth noting that unfortunately, in our
fq CoDel D:1-C:1 combination, the 20Mbps flow got
classified in the same buffer as the CBR flow, resulting
in a starving DCTCP flow. fq CoDel’s buffer collisions
were more frequent than expected.

7.2

Evaluation under dynamic load

Figure 9 shows the results for 6 dynamic experiments.
We did the (ECN) Cubic experiments as a benchmark
to distinguish how much improvement was due to ECN,
DCTCP or DualQ. RED3 and PIE show similar results.
fq CoDel approximates the perfectly equal share for
completion times. The small queuing delay (5 ms) just
accomodates Cubic’s needs preventing underutilization.
In completion time results for Cubic, we see 2 levels of
timeouts: at 1 s (due to lost SYN) and 300 ms (due to
lost FIN). Using ECN-Cubic does not reduce the number of lost SYN/ACK/FIN packets, since they don’t
carry the ECN capability in the IP header, the first two
in compliance with the ECN standard (and see below
regarding FINs). Interpreting the results, we found an
anomaly in the Linux implementation. Flows with 1 or
2 packets of data (below 3KB of data) keep experiencing lost packet timeouts of 200ms. The reason is that 2
packets are sent without delay, and a later close connection call results in a separate FIN packet sent without
ECN. The current DCTCP implementation uses ECN
flags in the IP header of all packets.
In Experiment 4 (PIE), the dots at 300ms (due to
drop of final packets) indicate that burst allowance is
not effective if other long flows are present. The results
for RED3 were almost identical. Using ECN clearly has
an advantage, resulting in shorter completion times as
drop is partially avoided. fq CoDel’s burst allowance
is effective as it works per flow, and ECN provides no
significant improvement (Experiment 5). Sporadic occurances can be attributed to queue collision with an
ongoing flow. Also, lower completion times for ECNCubic due to less retransmissions of other dropped packets can be identified. ECN has no significant impact on
queuing delay.
In Experiment 6 we configured the DualQ AQM with
parameters adapted to ECN-Cubic. We halved the L4S
slope, additionally applying a squared probability to the
ECN-Cubic. As a result, we see significant improvement
for the completion times, similar to fq CoDel. Also, we
see near zero queuing delay for the L4S traffic,
but as a downside, a significant reduction in utilisation when competing with many short flows.

Comparing Experiment 5 to 7, Cubic has more completion time outliers when a long running DCTCP flow
is active, probably due to fq CoDel’s buffer collisions.
Additionally, long running DCTCP flows have a much
larger queue, explaining the full utilisation.
Comparing Experiments 5, 7 with 6, 8, we can again
conclude that our DualQ AQM very much approximates
the fq CoDel AQM without the need for flow identification and more complex processing. The main advantage is DualQ’s lower queuing delay for L4S traffic.
Compared to Cubic, DCTCP improves utilisation, as it
reduces the throughput more appropriately on congestion signals, but can only regain the available capacity
incrementally when a short flow ends. One issue with
DCTCP also becomes apparent for flows bigger than
the initial windows size of 10. As marking probablity
is much higher, slow start will get consistently prematurely interrupted. A good result is that no slow start
overshoot is detected (zero Q delay), but it leads to
unnecessarily longer completion times. The outcome
suggests that a gradual slow start exit scheme is possible. Again, Dual Q queuing delay is nearly perfect for
DCTP traffic, and even for Classic traffic its delay is
nearly as good as fq CoDel.

8.

STANDARDISATION REQUIREMENTS

An identifier will need to be standardised to distinguish L4S and C packets. In our tests we used a cleared
ECN field to indicate C packets and L4S otherwise.
The ECN standard [14] currently defines a mark as
equivalent to a drop, but discussions have started at
the IETF on changing its meaning [16, § 5]. It is being questioned whether merely preventing drop offers
enough performance improvement for an operator to
countenance the cost and risk of deployment.
For those who have managed to get classic ECN widely
deployed on servers, moving the goalposts at this stage
would be harsh. However, despite widespread server
deployment there is no evidence that any public network operator is considering or has deployed ECN, even
though it was standardised in 2001. Whereas private
data centre operators do redefine the ECN field for the
predictable latency of DCTCP.
If the meaning of ECN cannot be changed from“equivalent to drop”, it would be possible to identify the L4S
service in another way, e.g. a combination of ECN and
Diffserv, or the ECT(1) codepoint. However, the Diffserv codepoint is not preserved end-to-end and it may
be argued that the last ECN codepoint should not be
burned when the current one is not being used.
The square relationship between L4S marking and
Classic drop (Eqn. (12)) would need to be standardised, but it would be better to recommend rather than
standardise a value for k, given differences would not
prevent interoperability.
8
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9. RELATED WORK

11.

In 2002, Gibbens and Kelly [6] developed a scheme to
mark ECN in a priority queue based on the combined
length of both queues. However, they were not trying
to serve different congestion controllers as in the present
work. In 2005 Kuzmanovic [11, §5] presaged the main
elements of DCTCP showing that ECN should enable a
naı̈ve unsmoothed threshold marking scheme to outperform sophisticated AQMs like the proportional integral
(PI) controller. It assumed smoothing at the sender, as
earlier proposed by Floyd. Wu et al. [17] investigates a
way to incrementally deploy DCTCP within data centres, marking ECN when the temporal queue exceeds a
shallow threshold but using standard [14] ECN on endsystems. Kuhlewind et al. [10] showed that DCTCP
and Reno could co-exist in the same queue configured
with a form of WRED classifying on ECN not Diffserv. Judd [9] uses Diffserv scheduling to partition data
centre switches between DCTCP and classic traffic in
a financial data centre scenario. The technical report
complementing this paper gives fuller reviews of each of
these sources and more [5].

10.
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CONCLUSION

Extensive tests of our novel Coupled Dual Queue AQM
within the edge gateway of a broadband access testbed
have verfied that it elegantly solves the problem of coexistence between traffic like Data Centre TCP (DCTCP)
and classic TCP traffic. This means that ISPs can offer
a new form of unmanaged Internet service that we call
Low Latency Low Loss and Scalable (L4S) without existing ‘Classic’ traffic losing per-flow throughput. In our
tests the 99th %-ile queuing delay of L4S was 1 ms; more
than an order of magnitude lower than that of PIE or
fq CoDel. We identified self-delay as a new concern for
a novel breed of rapidly adaptive applications. L4S will
also allow TCP throughput to scale indefinitely, which
will otherwise soon become problematic.
In the Linux implementation of our AQM, L4S and
Classic together consume fewer instructions per packet
than even the simplest form of RED. No flow-ID inspection or per-flow queuing is needed.
Further work is needed to verify the parameter insensitivity of Dual Queue in a wide range of settings
and to determine the best AQM for Classic traffic that
drops with the square of the probability of L4S traffic.
Curvy RED shows promise, and we plan to explore it
more fully, particularly with more convexity, but taking
care with stability. We will also determine whether a
PI controller might be better.
DCTCP needs numerous improvements: fall-back to
Reno on loss; loss-resilient feedback [4]; smoothing incoming feedback over the flow’s own RTT estimate;
smoothing the exit from slow-start; faster than additive increase; and pacing a fractional window [3].
9
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Figure 7: AQM comparison for long flows
Showing the coexistence problem (Exp 1) and potential solutions (Exps 2 & 3).
D: Number of DCTCP flows (blue), C: Number of Cubic flows (red), N: the number of expected dominant flows.
Note: With Dual Q, the queue delay CDFs for DCTCP (blue) are hard to see, because they are all nearly
perfect step-functions.
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Figure 8: AQM comparison for long flows (cont.)
D: Number of DCTCP flows (blue), C: Number of Cubic flows (red).
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Figure 9: Dynamic load for different AQMs for ECN-Cubic & Cubic (Exps 4–6) or DCTCP & Cubic (Exps 7 & 8).
E: Number of ECN-Cubic flows (purple), D: Number of DCTCP flows (blue), C: Number of Cubic flows (red), Green
= total throughput, showing utilisation. L: 100 ms exponential load, H: 10 ms exponential load.
Note: With Dual Q, the queue delay CDFs for DCTCP (blue) are hard to see, because they are all nearly perfect
step-functions.
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Introduction

1.1.

Problem and Scope

Latency is becoming the critical performance factor for many (most?)
applications on the public Internet, e.g. Web, voice, conversational
video, gaming and finance apps. In the developed world, further
increases in access network bit-rate offer diminishing returns,
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whereas latency is still a multi-faceted problem. In the last decade
or so, much has been done to reduce propagation time by placing
caches or servers closer to users. However, queuing remains a major
component of latency.
The Diffserv architecture provides Expedited Forwarding [RFC3246], so
that low latency traffic can jump the queue of other traffic.
However, on access links dedicated to individual sites (homes, small
enterprises or mobile devices), often all traffic at any one time
will be latency-sensitive. Then Diffserv is of little use. Instead,
we need to remove the causes of any unnecessary delay.
The bufferbloat project has shown that excessively-large buffering
(‘bufferbloat’) has been introducing significantly more delay than
the underlying propagation time. These delays appear only
intermittently--only when a capacity-seeking (e.g. TCP) flow is long
enough for the queue to fill the buffer, making every packet in other
flows sharing the buffer sit through the queue.
Active queue management (AQM) was originally developed to solve this
problem (and others). Unlike Diffserv, AQM controls latency for
_all_ traffic in a class. In general, AQMs introduce an increasing
level of discard from the buffer the longer the queue persists above
a shallow threshold. This gives sufficient signals to capacityseeking (aka. greedy) flows to keep the buffer empty for its intended
purpose: absorbing bursts. However, RED [RFC2309] and other
algorithms from the 1990s were sensitive to their configuration and
hard to set correctly. So, AQM was not widely deployed. More recent
state-of-the-art AQMs, e.g. fq_CoDel [I-D.ietf-aqm-fq-codel],
PIE [I-D.ietf-aqm-pie], Adaptive RED [ARED01], define the threshold
in time not bytes, so it is invariant for different link rates.
It seems that further changes to the network alone will now yield
diminishing returns. Data Centre TCP
(DCTCP [I-D.bensley-tcpm-dctcp]) teaches us that a small but radical
change to TCP is needed to cut two major outstanding causes of
queuing delay variability:
1.

the ‘sawtooth’ varying rate of TCP itself;

2.

the smoothing delay deliberately introduced into AQMs to permit
bursts without triggering losses.

The former causes a flow’s round trip time (RTT) to vary from about 1
to 2 times the base RTT between the machines in question. The latter
delays the system’s response to change by a worst-case
(transcontinental) RTT, which could be hundreds of times the actual
RTT of typical traffic from localized CDNs.
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Latency is not our only concern:
3.

It was known when TCP was first developed that it would not scale
to high bandwidth-delay products.

Given regular broadband bit-rates over WAN distances are
already [RFC3649] beyond the scaling range of ‘classic’ TCP Reno,
‘less unscalable’ Cubic [I-D.zimmermann-tcpm-cubic] and
Compound [I-D.sridharan-tcpm-ctcp] variants of TCP have been
successfully deployed. However, these are now approaching their
scaling limits. Unfortunately, fully scalable TCPs such as DCTCP
cause ‘classic’ TCP to starve itself, which is why they have been
confined to private data centres or research testbeds (until now).
This document specifies a ‘DualQ Coupled AQM’ that solves the problem
of coexistence between DCTCP and classic flows, without having to
inspect flow identifiers. The AQM is not like flow-queuing
approaches [I-D.ietf-aqm-fq-codel] that classify packets by flow
identifier into numerous separate queues in order to isolate sparse
flows from the higher latency in the queues assigned to heavier flow.
In contrast, the AQM exploits the behaviour of scalable congestion
controls like DCTCP so that every packet in every flow sharing the
queue for DCTCP-like traffic can be served with very low latency.
The AQM needs fewer operations per packet than RED uses. Also, no
network configuration is needed for a wide range of scenarios where
the range of RTTs is typical for the public Internet. Therefore it
is believed the Coupled AQM would be applicable and easy to deploy in
all types of buffers; buffers in cost-reduced mass-market residential
equipment; buffers in end-system stacks; buffers in carrier-scale
equipment including remote access servers, routers, firewalls and
Ethernet switches; buffers in network interface cards, buffers in
virtualized network appliances, hypervisors, and so on.
The supporting paper [DCttH15] gives the full rationale for the AQM’s
design, both discursively and in more precise mathematical form.
1.2.

Terminology

The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119]. In this
document, these words will appear with that interpretation only when
in ALL CAPS. Lower case uses of these words are not to be
interpreted as carrying RFC-2119 significance.
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The DualQ Coupled AQM uses two queues for two services. Each of the
following terms identifies both the service and the queue that
provides the service:
Classic (denoted by subscript C): The ‘Classic’ service is intended
for all the behaviours that currently co-exist with TCP Reno (TCP
Cubic, Compound, SCTP, etc).
Low-Latency, Low-Loss and Scalable (L4S, denoted by subscript L):
The ‘L4S’ service is intended for DCTCP traffic but it is also
more general--it will allow a set of congestion controls with
similar scaling properties to DCTCP (e.g. Relentless [Mathis09])
to evolve.
Either service can cope with a proportion of unresponsive or lessresponsive traffic as well (e.g. DNS, VoIP, etc).
1.3.

Features

The AQM couples marking and/or dropping across the two queues such
that a flow will get roughly the same throughput whichever it uses.
Therefore both queues can feed into the full capacity of a link and
no rates need to be configured for the queues. The L4S queue enables
scalable congestion controls like DCTCP to give stunningly low and
predictably low latency, without compromising the performance of
competing ’Classic’ Internet traffic. Thousands of tests have been
conducted in a typical fixed residential broadband setting. Typical
experiments used a base round trip delay of 7ms between the data
centre and home network, and large amounts of background traffic in
both queues. For every L4S packet, the AQM kept the 99th percentile
of queuing delay to about 1ms, and no losses at all were introduced
by the AQM. Details of the extensive experiments will be made
available [DCttH15].
Subjective testing was also conducted using a demanding panoramic
interactive video application run over a stack with DCTCP enabled and
deployed on the testbed. Each user could pan or zoom their own high
definition (HD) sub-window of a larger video scene from a football
match. Even though the user was also downloading large amounts of
L4S and Classic data, latency was so low that the picture appeared to
stick to their finger on the touchpad (all the L4S data achieved the
same ultra-low latency). With an alternative AQM, the video
noticeably lagged behind the finger gestures.
Unlike Diffserv Expedited Forwarding, the L4S queue does not have to
be limited to a small proportion of the link capacity in order to
achieve low delay. The L4S queue can be filled with a heavy load of
capacity-seeking flows like DCTCP and still achieve low delay. The
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L4S queue does not rely on the presence of other traffic in the
Classic queue that can be ’overtaken’. It gives low latency to L4S
traffic whether or not there is Classic traffic, and the latency of
Classic traffic does not suffer when a proportion of the traffic is
L4S. The two queues are only necessary because DCTCP-like flows
cannot keep latency predictably low and keep utilization high if they
are mixed with legacy TCP flows,
The experiments used the Linux implementation of DCTCP that is
deployed in private data centres, without any modification despite
its known deficiencies. Nonetheless, certain modifications will be
necessary before DCTCP is safe to use on the Internet, which are
recorded for now in Appendix C. However, the focus of this
specification is to get the network service in place. Then, without
any management intervention, applications can exploit it by migrating
to scalable controls like DCTCP, which can then evolve _while_ their
benefits are being enjoyed by everyone on the Internet.
2.

DualQ Coupled AQM Algorithm
There are two main aspects to the algorithm:
o

the Coupled AQM that addresses throughput equivalence between
Classic (e.g. Reno, Cubic) flows and L4S (e.g. DCTCP) flows

o

the Dual Queue structure that provides latency separation for L4S
flows to isolate them from the typically large Classic queue.

2.1.

Coupled AQM

In the 1990s, the ‘TCP formula’ was derived for the relationship
between TCP’s congestion window, cwnd, and its drop probability, p.
To a first order approximation, cwnd of TCP Reno is inversely
proportional to the square root of p. TCP Cubic implements a Renocompatibility mode, which is the only relevant mode for typical RTTs
under 20ms, while the throughput of a single flow is less than about
500Mb/s. Therefore we can assume that Cubic traffic behaves similar
to Reno (but with a slightly different constant of proportionality),
and we shall use the term ’Classic’ for the collection of Reno and
Cubic in Reno mode.
In our supporting paper [DCttH15], we derive the equivalent rate
equation for DCTCP, for which cwnd is inversely proportional to p
(not the square root), where in this case p is the ECN marking
probability. DCTCP is not the only congestion control that behaves
like this, so we use the term ’L4S’ traffic for all similar
behaviour.
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In order to make a DCTCP flow run at roughly the same rate as a Reno
TCP flow (all other factors being equal), we make the drop
probability for Classic traffic, p_C distinct from the marking
probability for L4S traffic, p_L (in contrast to RFC3168 which
requires them to be the same). We make the Classic drop probability
p_C proportional to the square of the L4S marking probability p_L.
This is because we need to make the Reno flow rate equal the DCTCP
flow rate, so we have to square the square root of p_C in the Reno
rate equation to make it the same as the straight p_L in the DCTCP
rate equation.
There is a really simple way to implement the square of a probability
- by testing the queue against two random numbers not one. This is
the approach adopted in Appendix A.
Stating this as a formula, the relation between Classic drop
probability, p_C, and L4S marking probability, p_L needs to take the
form:
p_C = ( p_L / 2^k )^2

(1)

where 2^k is the constant of proportionality, which is expressed as a
power of 2 so that implementations can avoid costly division by
shifting p_L by k bits to the right.
2.2.

Dual Queue

Classic traffic builds a large queue, so a separate queue is provided
for L4S traffic, and it is scheduled with strict priority.
Nonetheless, coupled marking ensures that giving priority to L4S
traffic still leaves the right amount of spare scheduling time for
Classic flows to each get equivalent throughput to DCTCP flows (all
other factors such as RTT being equal). The algorithm achieves this
without having to inspect flow identifiers.
2.3.

Traffic Classification

Both the Coupled AQM and DualQ mechanisms need an identifier to
distinguish L4S and C packets, which will need to be standardized.
In our tests we used a cleared ECN field to indicate C packets and
L4S otherwise. The ECN specification [RFC3168] currently defines a
mark as equivalent to a drop. However, it says
"An environment where all end nodes were ECN-Capable could allow
new criteria to be developed for setting the CE codepoint, and new
congestion control mechanisms for end-node reaction to CE packets.
However, this is a research issue, and as such is not addressed in
this document."
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and [RFC4774]} gives valid ways to alter ECN’s semantics without
harming interoperability.
Since publication in 2001,deployment of RFC3168 ECN has been dogged
by bugs and misunderstandings. In recent years RFC3168 ECN has been
deployed quite successfully on servers [ECN_Deploy], and until
recently it was deployed but not enabled on a fair proportion of user
machines. Recently one major developer of client devices has
configured ECN on-by-default in its beta releases. However although
some network equipment vendors and developers have implemented ECN,
there is little evidence that any public network operator is
considering or has deployed ECN-capable AQMs on network equipment
yet.
A number of private data centre operators have deployed ECN, but not
RFC3168 ECN. Instead, they are using DCTCP to get predictable ultralow latency, and they are either ensuring that there is no non-DCTCP
traffic [I-D.bensley-tcpm-dctcp], or they are segregating such
traffic from DCTCP using Diffserv [DCTCP_Pitfalls]. The RFC3168
approach merely prevents drop, whereas the DCTCP approach provides
scalable throughput and ultra-low latency as well as avoiding drop.
Consequently it has been questioned whether the RFC3168 approach
offers enough performance improvement for an operator to countenance
the cost and risk of deployment. There has been some discussions at
the IETF on changing the meaning of an ECN mark to move towards the
DCTCP approach.The performance results from our experiments with
DCTCP for broadband residential users are certainly significant
enough to warrant interest from operators.
For those who have managed to get classic ECN widely deployed on endsystems, moving the goalposts at this stage would be harsh. If the
meaning of ECN cannot be changed from "equivalent to drop", it would
be possible to identify the L4S service in another way, e.g. a
combination of ECN and Diffserv, or using the ECT(1) codepoint. The
Diffserv codepoint is not ideal, because L4S is an end-to-end service
and a DSCP is not preserved end-to-end. However, combining ECN and
Diffserv may be sufficient for initial deployment, while confined to
controlled sets of networks, during which time any users of classic
ECN can upgrade to L4S. The ECT(1) codepoint is perhaps less ideal,
because two separate uses of ECN really need two codepoints each, and
anyway it could be argued that the last ECN codepoint should not be
burned when the current one is not being used.
This draft does not currently recommend an approach for identifying
for the L4S service, which is initially left open for discussion
within the IETF.
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Normative Requirements

In the Dual Queue, L4S packets MUST be given priority over Classic,
although strict priority MAY not be appropriate.
All L4S traffic MUST be ECN-capable, although some Classic traffic
MAY also be ECN-capable.
Whatever identifier is used for L4S traffic, it will still be
necessary to agree on the meaning of an ECN marking on L4S traffic,
relative to a drop of Classic traffic. In order to prevent
starvation of Classic traffic by scalable L4S traffic (e.g. DCTCP)
the drop probability of Classic traffic MUST be proportional to the
square of the marking probability of L4S traffic, In other words, the
power to which p_L is raised in Eqn. (1) MUST be 2.
The constant of proportionality, k, in Eqn (1) determines the
relative flow rates of Classic and L4S flows when the AQM concerned
is the bottleneck (all other factors being equal). k does not have to
be standardized because differences do not prevent interoperability.
However, k has to take some value, and each operator can make that
choice.
A value of k=0 is RECOMMENDED as the default for public Internet
access networks, assuming the DCTCP algorithm remains similar to that
in [I-D.bensley-tcpm-dctcp]. Nonetheless choice of k is a matter of
operator policy, and operators MAY choose a different value using
Table 1 and the guidelines in Appendix B.
Typically, access network operators isolate customers from each other
with some form of layer-2 multiplexing (TDM in DOCSIS, CDMA in 3G) or
L3 scheduling (WRR in broadband), rather than relying on TCP to share
capacity between customers [RFC0970]. In such cases, the choice of k
will solely affect relative flow rates within the customer’s access
capacity, not between customers. Also, k would not affect rates of
small flows, nor long flows at any times when they are all Classic or
all L4S.
An example DualQ Coupled AQM algorithm is given in Appendix A.
Marking and dropping in each queue is based on an AQM called Curvy
RED, which is intended to improve on RED, PIE and CoDel. We have
found that Curvy RED offers good performance, requires less
operations per packet than RED and is insensitive to configuration.
Nonetheless, it would be possible to control each queue with an
alternative AQM, as long as the above normative requirements (those
expressed in capitals) are observed, which are intended to be
independent of the specific AQM.
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{ToDo: Add management and monitoring requirements}
3.

IANA Considerations
This specification contains no IANA considerations.

4.

Security Considerations

4.1.

Overload Handling

Where the interests of users or flows might conflict, it could be
necessary to police traffic to isolate any harm to performance. This
is a policy issue that needs to be separable from a basic AQM, but
the scheme does need to handle overload. A trade-off needs to be
made between complexity and the risk of either class harming the
other. It is an operator policy to define what must happen if the
service time of the classic queue becomes too great. In the
following subsections three optional non-exclusive overload
protections are defined. Their objective is for the overload
behaviour of the DualQ AQM to be similar to a single queue AQM.
Other overload protections can be envisaged:
Minimum throughput service:
By replacing the priority scheduler
with a weighted round robin scheduler, a minimum throughput
service can be guaranteed for Classic traffic. Typically the
scheduling weight of the Classic queue will be small (e.g. 5%) to
avoid interference with the coupling but big enough to avoid
complete starvation of Classic traffic.
Drop on overload: On severe overload, e.g. due to non responsive
traffic, queues will typically overflow and packet drop will be
unavoidable when the queues reach their limits. The drop-limit of
each queue should be configured by specifying the maximum
supported load and determining the expected maximum size of each
queue when that load is separately applied to each queue. The
Classic queue limit will typically be larger than the L4S queue
limit. Overflow of one traffic type will automatically result in
drop in its respective queue. Both traffic types will get a high
congestion signal, due to the coupled marking, which will result
in similar starvation of responsive traffic in both queues. Thus,
the behaviour will be like a single queue AQM. To further improve
the arrival fairness of a single queue an extra overall AQM limit
can be applied, which is a limit to the sum of both queues. To be
effective, it should be configured to be less than the sum of the
limits of both queues, but greater than the maximum individual
queue limit. It ensures that the drop probability of unresponsive
traffic will be independent of its traffic type.
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Delay on overload: To control milder overload of responsive traffic,
particularly when close to the maximum congestion signal, delay
can be used as an alternative congestion control mechanism. The
Dual Queue Coupled AQM can be made to behave like a single FIFO
queue with differentiated service times by replacing the priority
scheduler with a very simple "biased longest sojourn time first
scheduler". The bias is defined as a maximum sojourn time
difference (T_m) between the Classic and L4S packets. The
scheduler adds T_m to the sojourn time of the next L4S packet,
before comparing it with the timestamp of the next Classic packet,
then it selects the packet with the greater adjusted sojourn time.
This time shifted FIFO queue behaves just like a single FIFO queue
under moderate and high overload.
5.
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Appendix A.

Example DualQ Coupled Algorithm

As a concrete example, the pseudocode below gives the DualQ Coupled
AQM algorithm we used in testing. Although we designed the AQM to be
efficient in integer arithmetic, to aid understanding it is first
given using real-number arithmetic. Then, one possible optimization
for integer arithmetic is given, also in pseudocode. To aid
comparison, the line numbers are kept in step between the two by
using letter suffixes where the longer code needs extra lines.
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1: dualq_dequeue(lq, cq) { % Couples L4S & Classic queues, lq & cq
2:
if ( lq.dequeue(pkt) ) {
3a:
p_L = cq.sec() / 2^S_L
3b:
if ( lq.byt() > T )
3c:
mark(pkt)
3d:
elif ( p_L > maxrand(U) )
4:
mark(pkt)
5:
return(pkt)
% return the packet and stop here
6:
}
7:
while ( cq.dequeue(pkt) ) {
8a:
alpha = 2^(-f_C)
8b:
Q_C = alpha * pkt.sec() + (1-alpha)* Q_C % Classic Q EWMA
9a:
sqrt_p_C = Q_C / 2^S_C
9b:
if ( sqrt_p_C > maxrand(2*U) )
10:
drop(pkt)
% Squared drop, redo loop
11:
else
12:
return(pkt)
% return the packet and stop here
13:
}
14:
return(NULL)
% no packet to dequeue
15: }
16: maxrand(u) {
% return the max of u random numbers
17:
maxr=0
18:
while (u-- > 0)
19:
maxr = max(maxr, rand())
% 0 <= rand() < 1
20:
return(maxr)
21: }
Figure 1: Example Dequeue Pseudocode for Coupled DualQ AQM
Packet classification code is not shown, as it is no different from
regular packet classification. Potential classification schemes are
discussed in Section 2. Overload protection code will be included in
a future draft {ToDo}.
At the outer level, the structure of dualq_dequeue() implements
strict priority scheduling. The code is written assuming the AQM is
applied on dequeue (Note 1) . Every time dualq_dequeue() is called,
the if-block in lines 2-6 determines whether there is an L4S packet
to dequeue by calling lq.dequeue(pkt), and otherwise the while-block
in lines 7-13 determines whether there is a Classic packet to
dequeue, by calling cq.dequeue(pkt). (Note 2)
In the lower priority Classic queue, a while loop is used so that, if
the AQM determines that a classic packet should be dropped, it
continues to test for classic packets deciding whether to drop each
until it actually forwards one. Thus, every call to dualq_dequeue()
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returns one packet if at least one is present in either queue,
otherwise it returns NULL at line 14. (Note 3)
Within each queue, the decision whether to drop or mark is taken as
follows (to simplify the explanation, it is assumed that U=1):
L4S: If the test at line 2 determines there is an L4S packet to
dequeue, the tests at lines 3a and 3c determine whether to mark
it. The first is a simple test of whether the L4S queue (lq.byt()
in bytes) is greater than a step threshold T in bytes (Note 4).
The second test is similar to the random ECN marking in RED, but
with the following differences: i) the marking function does not
start with a plateau of zero marking until a minimum threshold,
rather the marking probability starts to increase as soon as the
queue is positive; ii) marking depends on queuing time, not bytes,
in order to scale for any link rate without being reconfigured;
iii) marking of the L4S queue does not depend on itself, it
depends on the queuing time of the _other_ (Classic) queue, where
cq.sec() is the queuing time of the packet at the head of the
Classic queue (zero if empty); iv) marking depends on the
instantaneous queuing time (of the other queue), not a smoothed
average; v) the queue is compared with the maximum of U random
numbers (but if U=1, this is the same as the single random number
used in RED).
Specifically, in line 3a the marking probability p_L is set to the
Classic queueing time qc.sec() in seconds divided by the L4S
scaling parameter 2^S_L, which represents the queuing time (in
seconds) at which marking probability would hit 100%. Then in line
3d (if U=1) the result is compared with a uniformly distributed
random number between 0 and 1, which ensures that marking
probability will linearly increase with queueing time. The
scaling parameter is expressed as a power of 2 so that division
can be implemented as a right bit-shift (>>) in line 3 of the
integer variant of the pseudocode (Figure 2).
Classic: If the test at line 7 determines that there is at least one
Classic packet to dequeue, the test at line 9b determines whether
to drop it. But before that, line 8b updates Q_C, which is an
exponentially weighted moving average (Note 5) of the queuing time
in the Classic queue, where pkt.sec() is the instantaneous
queueing time of the current Classic packet and alpha is the EWMA
constant for the classic queue. In line 8a, alpha is represented
as an integer power of 2, so that in line 8 of the integer code
the division needed to weight the moving average can be
implemented by a right bit-shift (>> f_C).
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Lines 9a and 9b implement the drop function. In line 9a the
averaged queuing time Q_C is divided by the Classic scaling
parameter 2^S_C, in the same way that queuing time was scaled for
L4S marking. This scaled queuing time is given the variable name
sqrt_p_C because it will be squared to compute Classic drop
probability, so before it is squared it is effectively the square
root of the drop probability. The squaring is done by comparing
it with the maximum out of two random numbers (assuming U=1).
Comparing it with the maximum out of two is the same as the
logical ‘AND’ of two tests, which ensures drop probability rises
with the square of queuing time (Note 6). Again, the scaling
parameter is expressed as a power of 2 so that division can be
implemented as a right bit-shift in line 9 of the integer
pseudocode.
The marking/dropping functions in each queue (lines 3 & 9) are two
cases of a new generalization of RED called Curvy RED, motivated as
follows. When we compared the performance of our AQM with fq_CoDel
and PIE, we came to the conclusion that their goal of holding queuing
delay to a fixed target is misguided [CRED_Insights]. As the number
of flows increases, if the AQM does not allow TCP to increase queuing
delay, it has to introduce abnormally high levels of loss. Then loss
rather than queuing becomes the dominant cause of delay for short
flows, due to timeouts and tail losses.
Curvy RED constrains delay with a softened target that allows some
increase in delay as load increases. This is achieved by increasing
drop probability on a convex curve relative to queue growth (the
square curve in the Classic queue, if U=1). Like RED, the curve hugs
the zero axis while the queue is shallow. Then, as load increases,
it introduces a growing barrier to higher delay. But, unlike RED, it
requires only one parameter, the scaling, not three.
There follows a summary listing of the two parameters used for each
of the two queues:
Classic:
S_C :
The scaling factor of the dropping function scales Classic
queuing times in the range [0, 2^(S_C)] seconds into a dropping
probability in the range [0,1]. To make division efficient, it
is constrained to be an integer power of two;
f_C : To smooth the queuing time of the Classic queue and make
multiplication efficient, we use a negative integer power of
two for the dimensionless EWMA constant, which we define as
2^(-f_C).
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L4S :
S_L (and k):
As for the Classic queue, the scaling factor of the
L4S marking function scales Classic queueing times in the range
[0, 2^(S_L)] seconds into a probability in the range [0,1].
Note that S_L = S_C + k, where k is the coupling between the
queues (Section 2.1). So S_L and k count as only one
parameter;
T :

The queue size in bytes at which step threshold marking
starts in the L4S queue.

{ToDo: These are the raw parameters used within the algorithm. A
configuration front-end could accept more meaningful parameters and
convert them into these raw parameters.}
From our experiments so far, recommended values for these parameters
are: S_C = -1; f_C = 5; T = 5 * MTU for the range of base RTTs
typical on the public Internet. [CRED_Insights] explains why these
parameters are applicable whatever rate link this AQM implementation
is deployed on and how the parameters would need to be adjusted for a
scenario with a different range of RTTs (e.g. a data centre) {ToDo
incorporate a summary of that report into this draft}. The setting of
k depends on policy (see Section 2.4 and Appendix B respectively for
its recommended setting and guidance on alternatives).
There is also a cUrviness parameter, U, which is a small positive
integer. It is likely to take the same hard-coded value for all
implementations, once experiments have determined a good value. We
have solely used U=1 in our experiments so far, but results might be
even better with U=2 or higher.
Note that the dropping function at line 9 calls maxrand(2*U), which
gives twice as much curviness as the call to maxrand(U) in the
marking function at line 3. This is the trick that implements the
square rule in equation (1) (Section 2.1). This is based on the fact
that, given a number X from 1 to 6, the probability that two dice
throws will both be less than X is the square of the probability that
one throw will be less than X. So, when U=1, the L4S marking
function is linear and the Classic dropping function is squared. If
U=2, L4S would be a square function and Classic would be quartic.
And so on.
The maxrand(u) function in lines 16-21 simply generates u random
numbers and returns the maximum (Note 7). Typically, maxrand(u)
could be run in parallel out of band. For instance, if U=1, the
Classic queue would require the maximum of two random numbers. So,
instead of calling maxrand(2*U) in-band, the maximum of every pair of
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values from a pseudorandom number generator could be generated outof-band, and held in a buffer ready for the Classic queue to consume.
1: dualq_dequeue(lq, cq) { % Couples L4S & Classic queues, lq & cq
2:
if ( lq.dequeue(pkt) ) {
3:
if ((lq.byt() > T) || ((cq.ns() >> (S_L-2)) > maxrand(U)))
4:
mark(pkt)
5:
return(pkt)
% return the packet and stop here
6:
}
7:
while ( cq.dequeue(pkt) ) {
8:
Q_C += (pkt.ns() - Q_C) >> f_C
% Classic Q EWMA
9:
if ( (Q_C >> (S_C-2) ) > maxrand(2*U) )
10:
drop(pkt)
% Squared drop, redo loop
11:
else
12:
return(pkt)
% return the packet and stop here
13:
}
14:
return(NULL)
% no packet to dequeue
15: }
Figure 2: Optimised Example Dequeue Pseudocode for Coupled DualQ AQM
using Integer Arithmetic
Notes:
1.

The drain rate of the queue can vary if it is scheduled relative
to other queues, or to cater for fluctuations in a wireless
medium. To auto-adjust to changes in drain rate, the queue must
be measured in time, not bytes or packets [CoDel]. In our Linux
implementation, it was easiest to measure queuing time at
dequeue. Queuing time can be estimated when a packet is enqueued
by measuring the queue length in bytes and dividing by the recent
drain rate.

2.

An implementation has to use priority queueing, but it need not
implement strict priority.

3.

If packets can be enqueued while processing dequeue code, an
implementer might prefer to place the while loop around both
queues so that it goes back to test again whether any L4S packets
arrived while it was dropping a Classic packet.

4.

In order not to change too many factors at once, for now, we keep
the marking function for DCTCP-only traffic as similar as
possible to DCTCP. However, unlike DCTCP, all processing is at
dequeue, so we determine whether to mark a packet at the head of
the queue by the byte-length of the queue _behind_ it. We plan
to test whether using queuing time will work in all
circumstances, and if we find that the step can cause

De Schepper, et al.

Expires February 8, 2016

[Page 19]

284

RITE

Internet-Draft

B.8 - DualQ Coupled AQM for L4S

DualQ Coupled AQM

August 2015

oscillations, we will investigate replacing it with a steep
random marking curve.
5.

An EWMA is only one possible way to filter bursts; other more
adaptive smoothing methods could be valid and it might be
appropriate to decrease the EWMA faster than it increases.

6.

In practice at line 10 the Classic queue would probably test for
ECN capability on the packet to determine whether to drop or mark
the packet. However, for brevity such detail is omitted. All
packets classified into the L4S queue have to be ECN-capable, so
no dropping logic is necessary at line 3. Nonetheless, L4S
packets could be dropped by overload code (see Section 4.1).

7.

In the integer variant of the pseudocode (Figure 2) real numbers
are all represented as integers scaled up by 2^32. In lines 3 &
9 the function maxrand() is arranged to return an integer in the
range 0 <= maxrand() < 2^32. Queuing times are also scaled up by
2^32, but in two stages: i) In lines 3 and 8 queuing times
cq.ns() and pkt.ns() are returned in integer nanoseconds, making
the values about 2^30 times larger than when the units were
seconds, ii) then in lines 3 and 9 an adjustment of -2 to the
right bit-shift multiplies the result by 2^2, to complete the
scaling by 2^32.

Appendix B.

Guidance on Controlling Throughput Equivalence
+---------------+------+-------+
| RTT_C / RTT_L | Reno | Cubic |
+---------------+------+-------+
|
1 | k=1 | k=0
|
|
2 | k=2 | k=1
|
|
3 | k=2 | k=2
|
|
4 | k=3 | k=2
|
|
5 | k=3 | k=3
|
+---------------+------+-------+

Table 1: Value of k for which DCTCP throughput is roughly the same as
Reno or Cubic, for some example RTT ratios
To determine the appropriate policy, the operator first has to judge
whether it wants DCTCP flows to have roughly equal throughput with
Reno or with Cubic (because, even in its Reno-compatibility mode,
Cubic is about 1.4 times more aggressive than Reno). Then the
operator needs to decide at what ratio of RTTs it wants DCTCP and
Classic flows to have roughly equal throughput. For example choosing
the recommended value of k=0 will make DCTCP throughput roughly the
same as Cubic, _if their RTTs are the same_.
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However, even if the base RTTs are the same, the actual RTTs are
unlikely to be the same, because Classic (Cubic or Reno) traffic
needs a large queue to avoid under-utilization and excess drop,
whereas L4S (DCTCP) does not. The operator might still choose this
policy if it judges that DCTCP throughput should be rewarded for
keeping its own queue short.
On the other hand, the operator will choose one of the higher values
for k, if it wants to slow DCTCP down to roughly the same throughput
as Classic flows, to compensate for Classic flows slowing themselves
down by causing themselves extra queuing delay.
The values for k in the table are derived from the formulae, which
was developed in [DCttH15]:
2^k = 1.64 (RTT_reno / RTT_dc)
2^k = 1.19 (RTT_cubic / RTT_dc )

(2)
(3)

For localized traffic from a particular ISP’s data centre, we used
the measured RTTs to calculate that a value of k=3 would achieve
throughput equivalence, and our experiments verified the formula very
closely.
Appendix C.

DCTCP Safety Enhancements

This Appendix is informational not normative. It records changes
needed to DCTCP implementations so they can co-exist safely alongside
other traffic sources. They are recorded here until a more
appropriate draft is available to hold them.
Proposed changes are listed in rough order of criticality.
those later in the list may not be necessary:

Therefore

o

Negotiate its altered feedback semantics, which conveys the extent
of ECN marking, not just its existence, and this feedback needs to
be robust to loss [I-D.ietf-tcpm-accecn-reqs];

o

fall back to Reno or Cubic behaviour on loss;

o

use a packet identifier associated with the L4S service;

o

average ECN feedback over its own RTT, not the hard-coded RTT
suitable only for data-centres, perhaps like Relentless
TCP [Mathis09];

o

handle a window of less than 2 when the RTT is low, rather than
increase the queue [TCP-sub-mss-w].
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test heuristically whether ECN marking is emanating from an
RFC3168 AQM.

Other, non-essential enhancements to DCTCP can be envisaged.
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In this appendix the publications of the Getting up to Speed Fast (GUTS) activity are included:
• B. Briscoe, M. Rajiullah, A. Brunstrom, and A. Petlund, “What Use is Top Speed without Acceleration?,”
Reducing Internet Transport Latency (RITE) project, Tech. Rep., Jul. 2015
Abstract: This paper is a call to action. The aim of the paper is to fully characterise the slow-start problem.
This involves quantifying the latency penalty of the start-up phase of typical Internet ﬂows through evaluating a
model of the state-of-the- art ﬂow-start-up dynamics and characterising typical ﬂow lengths. We have analysed
a decade of traces from an Inter- net backbone as well as traces collected from a point much closer to users
to account for CDN traﬃc. This analysis shows that an ever-growing proportion of typical user’s sessions is
becoming limited by ﬂow-start limitations, not capacity. Moreover, according to our trace analysis, in more
than 50% of the cases, access links are totally empty when a new ﬂow starts, hinting at the potential of a better
ﬂow-start to exploit the idle capacity. We also show that the impact of the ﬂow-start problem largely depends
on the judgment of values for diﬀerent ﬂow sizes to users. The paper further discusses the lack of scalability
of the known solutions that would be easiest to deploy—those that only depend on unilateral deployment by
one party. This leaves only solutions that require coordinated deployment. The paper avoids siding with any
particular solution, but identiﬁes the critical deployment problems that any solution will have to overcome.
• B. Briscoe and P. Hurtig, “Up to Speed with Queue View (QV),” RITE EU FP7 Project 317700, Technical
Report, Aug. 2014, (Unpublished)
Abstract: The central idea of Queue View is for buﬀers on the path to continuously encode the length of their
queue by setting markers in the explicit congestion notiﬁcation (ECN) ﬁeld in packet headers.
• M. Kühlewind, R. Scheﬀenegger, and B. Briscoe, “Problem Statement and Requirements for Increased Accuracy
in Explicit Congestion Notiﬁcation (ECN) Feedback,” Internet Engineering Task Force, Request for Comments
rfc7560, Aug. 2015. [Online]. Available: https://tools.ietf.org/html/rfc7560
Abstract: Explicit Congestion Notiﬁcation (ECN) is a mechanism where network nodes can mark IP packets,
instead of dropping them, to indicate congestion to the endpoints. An ECN-capable receiver will feed this
information back to the sender. ECN is speciﬁed for TCP in such a way that it can only feed back one congestion
signal per Round-Trip Time (RTT). In contrast, ECN for other transport protocols, such as RTP/UDP and
SCTP, is speciﬁed with more accurate ECN feedback. Recent new TCP mechanisms (like Congestion Exposure
(ConEx) or Data Center TCP (DCTCP)) need more accurate ECN feedback in the case where more than one
marking is received in one RTT. This document speciﬁes requirements for an update to the TCP protocol to
provide more accurate ECN feedback.
• B. Briscoe, R. Scheﬀenegger, and M. Kühlewind, “More Accurate ECN Feedback in TCP,” Internet Engineering Task Force, Internet Draft draft-kuehlewind-tcpm-accurate-ecn-04, Sep. 2015, (Work in Progress). [Online].
Available: http://tools.ietf.org/html/draft-kuehlewind-tcpm-accurate-ecn
Abstract: Explicit Congestion Notiﬁcation (ECN) is a mechanism where network nodes can mark IP packets
instead of dropping them to indicate incipient congestion to the end-points. Receivers with an ECN-capable
transport protocol feed back this information to the sender. ECN is speciﬁed for TCP in such a way that
only one feedback signal can be transmitted per Round-Trip Time (RTT). Recently, new TCP mechanisms like
Congestion Exposure (ConEx) or Data Center TCP (DCTCP) need more accurate ECN feedback information
whenever more than one marking is received in one RTT. This document speciﬁes an experimental scheme to
provide more than one feedback signal per RTT in the TCP header. Given TCP header space is scarce, it
overloads the three existing ECN-related ﬂags in the TCP header and provides additional information in a new
TCP option.
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ABSTRACT

ever, slow-start does not scale, because every doubling
of target flow rate1 takes another round trip to reach,
which means that more capacity only improves performance for flows larger than a limit that doubles as fast
as link capacities double.
Unscalability of slow-start would not be a problem
if all transfer sizes were getting larger, but they are
not. As we continue to invest in greater link capacity,
larger transfers become feasible. But it does not follow
that all the demand for the smaller objects disappears—
the range of feasible transfer sizes merely widens. We
will show that an ever-growing proportion of a typical
user’s sessions become limited by slow-start, not capacity. And, even for flows that are large enough to exploit
faster links, the amount of loss experienced during overshoot increases. This problem is not unique to TCP—
in the absence of any explicit signalling all data flows
face the same dilemma. In the rest of this paper, we
shall loosely call this the ‘slow-start’ problem, without
any implication it is only a problem for TCP flows. A
solution for a more efficient flow-start is important for
reducing latency over the Internet for a typical user session. This is also one of the remaining open issues of the
Internet congestion control [46]. The longer we fail to
solve this slow-start problem, investing in capacity will
make less and less difference to more and more people.
This paper aims to fully characterise the slow-start
problem. Some understands it intuitively, but most has
slight misunderstandings. To this end, this paper attempts to quantify the proportion of a typical user’s
experience that is limited by slow-start rather than bottleneck link capacity as link capacities increase. The
problem with slow-start is that it always has to start
from the bottom but it gets no hard information from
the network until it reaches the top. Over the years,
as we make the top higher, a greater proportion of all
transfers complete before they even discover that they
didn’t need to be cautious anyway. The paper presents
a model of the state of the art TCP slow-start with a
characterisation of typical flow length to show that only

This paper is a call to action. The aim of the paper is to fully
characterise the slow-start problem. This involves quantifying the latency penalty of the start-up phase of typical Internet flows through evaluating a model of the state-of-theart flow-start-up dynamics and characterising typical flow
lengths. We have analysed a decade of traces from an Internet backbone as well as traces collected from a point much
closer to users to account for CDN traffic. This analysis
shows that an ever-growing proportion of typical user’s sessions is becoming limited by flow-start limitations, not capacity. Moreover, according to our trace analysis, in more
than 50% of the cases, access links are totally empty when a
new flow starts, hinting at the potential of a better flow-start
to exploit the idle capacity. We also show that the impact
of the flow-start problem largely depends on the judgment
of values for different flow sizes to users. The paper further
discusses the lack of scalability of the known solutions that
would be easiest to deploy—those that only depend on unilateral deployment by one party. This leaves only solutions
that require coordinated deployment. The paper avoids siding with any particular solution, but identifies the critical deployment problems that any solution will have to overcome.

1. INTRODUCTION
Internet transport protocols use congestion control [23]
to adapt to the available capacity in the path. A congestion control has to be designed on the basis that each
time a flow starts the available capacity is unknown.
Even a re-start after idling cannot assume that the capacity or other traffic has remained unchanged [46].
Path capacity changes rapidly when the physical capacity changes or as other flows arrive and depart, at least
in scenarios with low numbers of flows at the bottleneck. So senders universally use some variant of the
TCP slow-start algorithm [4], which sends an initial
handful of packets, waits for feedback, then doubles
how much it sends in each subsequent round as long
as it has sensed no losses in the feedback. TCP’s exponential slow-start with various optimization (that we
shall model) is traditionally considered an acceptable
compromise between acceleration and overshoot. How-

1
Bottleneck link capacities have doubled every 1.6 years over
the past two decades [42].
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a very small proportion of flows can now benefit from
making link rates any faster unless a better approach
than slow-start can be found. We use longitudinal study
in the analysis, not to prove that the Internet will always be like it was but to provide a concrete data point
for the model. This paper also attempts to determine
whether there are inherent limits to solving this problem without introducing additional explicit signalling
and to quantify those limits.
The rest of the paper is organized as follows. §2 describes a model of the long-term scaling of Internet traffic. §3 quantifies the slow-start problem. §4 discusses
several existing solutions to the slow-start problem followed by related research in §5. Finally some concluding
remarks and indication to future work are given in §6.

traffic may scale, because the past is not always a good
prediction of the future.

3.

QUANTIFYING THE PROBLEM

§3.1 presents a model for the best possible variant of
TCP slow-start to show that flows smaller than a certain size can not benefit from making links any faster.
§3.2 illustrates how an ever increasing proportion of Internet flows are limited by slow-start, not by capacity,
based on a longitudinal study of packet traces from an
Internet core. §3.3 shows how different value-judgments
can influence the slow-start problem.

3.1

Model of Slow-Start

a, the change in size (i.e. volume) of each flow;

To analyse the slow-start problem we model the average transfer rate of a single TCP flow with a dedicated bottleneck capacity. We assume that access links
are more often empty than full when a new flow starts,
which we will later argue to be true based on our measurements of real links. Using the model we will show
which factors influence the performance. Average transfer rate rather than completion time is chosen as the
‘figure of merit’. An alternative could have been to use
completion time, but average rate has the advantage
that it is meaningful for different flow volumes where a
bigger number represents better performance. Besides,
anyone can compare it directly with well-known bottleneck access link rates. We use average rate as

b, the change in rate of a flow of constant size;

Average rate = flow volume/completion time.

2. SCALING MODEL
In this section, we present a model of the long-term
scaling of Internet traffic in the three dimensions of flowsize, flow-rate and number of flows. The following scaling model shows that capacity increases can be used
to absorb larger flows or more simultaneous flows, but
there is also an expectation that increases in capacity
should make individual flows faster.
After Kelly [27] we model the change in scale of traffic
using three independent scaling factors:

In order to quantify how inefficient slow-start is, we
want to ensure that we criticise the most aggressive variant of slow-start. Therefore we use state of the art parameters for slow-start, that is:

c, the change in the number of simultaneous flows.
If the change in capacity is refereed to as X, then in order to absorb these three dimensions of traffic scaling,
X needs to be equal to a.b.c. Note that the speedup factor a absorbs the scaled-up volume of each flow
without increasing its completion time while b is an additional speed-up, or equivalently the speed-up that a
flow of constant size would experience. Increase factor
c absorbs more flows while keeping the link utilisation
unchanged. Of course, any of the factors a, b, c may take
values less than one to represent decreases.
Moreover, for a given change in X, the ideal change
X
. However, this is only
in rate (let’s call it b∗ ) is ac
achievable when flows are capacity limited. In practice the change in rate is often smaller as the flows are
protocol limited. So, for an increasing capacity, if the
actual change in rate is referred to as b, then bb∗ → 0.
In this case, bb∗ measures the effectiveness of capacity
upgrades.
Each factor in the scaling model is a statistical quantity, with a mean and a distribution. In §3 we will use
packet trace data over the last twelve years to put numbers to these factors. Nonetheless it is useful to have a
generic model to be able to explore other possible ways

• Initial window of ten Ethernet-size segments [14],
as well as three for comparison;
• Base two exponential increase (i.e. doubling per
round);
• A range of round trip times that are realistic for
the public Internet, with and without caching;
• No use of multiple parallel flows (because a larger
initial window is equivalent), see Appendix B;
Our model for the slow-start is described in Appendix
A. For a wide range of sizes of each transfer (1B to
1GB), Fig. 1 shows the average rate achieved over the
whole transfer, including the slow-start phase2 , on a
log-log scale for a few scenarios.
2
But excluding the initial round of handshaking, i.e. optimistically assuming the flow is re-starting without having to
hand-shake, e.g. a re-start after idling or using the experimental Fast Open enhancement to TCP [12] after an earlier
connection between the same client-server pair.

2
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come”. However, in the next section we will see that
the distribution of transfer sizes is not changing much
as capacity grows.

IW10, R20ms
X1Gb/s
IW10, R20ms
X80Mb/s

3.2

IW3, R20ms
X80Mb/s

Longitudinal Study of Packet Traces

The scaling behaviour illustrated in Fig. 1 would not
be a problem if all Internet flows were getting larger (parameter a in the scaling model in §2). Next, we show
that while increased capacity provides the possibility of
larger transfers, the demand for small transfers continues. To establish the proportion of traffic that is limited
by slow-start rather than capacity we have performed a
study of Internet flow sizes based on Cooperative Association for Internet Data Analysis (CAIDA) [11] packet
traces.
In the following we show the flow size distribution
based on CAIDA traces. We also process the traces
to identify the number of active flows that are available when a new flow starts in a user’s access link. Finally, since CDN traffic is likely to be heavily underrepresented in the CAIDA traces, we do the same trace
analysis on a trace that contains all the traffic from
users.

IW10, R20ms
X2Mb/s
IW10 R200ms
X80Mb/s
Flow size [B]

Figure 1: The problem: TCP has to limit the average
transfer rate of different size flows despite dedicated capacity X. IW=initial window; R=round trip time.

Taking the second plot in the figure as an example
(IW=10, R=20ms, X=80Mb/s), it shows that unless
the transfer size is larger than around 1MB, it hardly
even starts to exploit a dedicated 80Mb/s link. A 1MB
transfer can only average about 40Mb/s, while a smaller
15kB transfer can only average about 3Mb/s. For transfer sizes less than 500kB, any capacity increase beyond
about 80Mb/s would make no noticeable difference to
average rate (illustrated by comparing the X=80Mb/s
and the X=1Gb/s plot in the figure). Keeping the scaling model (discussed in §2) in mind, the lack of scalability is obvious here. A capacity increase does not give
any additional rate increase, b, to fill available capacity
for a wide range of increase in flow sizes, a. Again the
area above the 1GB/s plot and the 1Gb/s horizontal is
inaccessible to a large number of flow sizes.
A 2Mb/s plot is also included to show that it is much
more useful to many more people to increase capacity from 2Mb/s to 80Mb/s, because it considerably increases the average rate of a broad range of popular
sizes of transfer (any larger than 3kB).
Furthermore, the last plot of Fig. 1 shows that the
problem is significantly worse if the round trip time is
longer. For an inter-continental round trip time that is
ten times longer (R=200ms) only flows ten times larger
(more than 10MB) can start to make use of 80Mb/s
capacity.
Comparing the second and third plots shows that increasing the initial window (IW) from 3 to 10 (as recently deployed by Google) makes a reasonable difference for flows between 4.5kB and 15kB, but for larger
flows it makes increasingly less difference.
One might think that the dependency between the
capacity and traffic volume is the other way round: as
capacity grows new applications emerge that exploit it
by transferring larger objects—“build it and they will

3.2.1 CAIDA Packet Traces
CAIDA packet traces were recorded by CAIDA’s data
collection monitors at two Equinix datacenters. Each
yearly dataset for the years 2008-2012 were collected at
these two monitors that are connected to bi-directional
backbone links of a Tier 1 ISP between Chicago and
Seattle, and San Jose and Los Angeles, respectively.
Each data set generally consists of twelve monthly samples, taken at the same time of the day. Each monthly
sample includes separate traces for each backbone direction. The average size of a monthly dataset varies
between 100 and 350 GB. Earlier data sets were obtained from the ampath-oc12 passive monitor, which
tapped two directions of an OC12c link located in Miami, Florida and is no longer in use.

3.2.2 Flow Size Distribution
Fig. 2 shows the prevalence of flow sizes in the CAIDA
data sets over the decade, 2002-2012. As shown in
Fig. 2a, the majority of the flows is short in size and
has hardly changed over time. The prevalence of short
flows is also consistent with earlier studies [9, 16, 49,
57]. Although large flows are rare in Fig. 2a, if we zoom
in on the tail of the flow size distribution, as shown in
Fig. 2b; the tail gets longer over time, showing the presence of even larger flows in recent years. Nevertheless,
the distribution of typical transfer sizes has not changed
(scaling parameter, a in §2) much as the links have got
faster over the years.
In general, the slow-start problem does not play a
role for flows that can fit in the initial congestion win3
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1.0

dow [4], up to approximately 90th percentile in Fig. 2a
(considering initial window of 10 segments). Similarly,
for very large connections, initial delay due to the slowstart does not have a very large impact on the overall
performance. The slow-start problem therefore mainly
influences flows that require more than 1 RTT to complete3 but not so long as the delay from the slow-start is
only a small transient as compared to the overall transfer time. For example, flows above 90th percentile in
the CDFs in Fig. 2a will require more than one RTT to
complete and the majority of those flows are not large
enough to ignore the limitation from slow-start.
Moreover, Fig. 2a shows that the flow size distribution has not changed (scaling parameter, a in §2) much
over the last decade. The capacity change during this
time suggests the limited efficiency of the investment.
This can be shown for a range of flow sizes in the figure
with the slow-start model in Fig. 1. For example, b∗ is
40 for a capacity increase from 2 to 80Mb/s. However,
for a flow size of 202 kB and IW 10, based on the corresponding average rates in the figure, the actual rate
b/s
increase, b is only 18M
2M b/s or 9, so the effectiveness from
9
the capacity upgrade is only 40
or 22.5%. The effectiveness reduces even further for larger upgrade. For
example, for the same flow size, if the capacity is further
upgraded from 2 to 1Gbps, the effectiveness is reduced
to only 2%.

3.2.3

4
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Figure 2: Prevalence of flows of different sizes on the
Internet, based on traces from CAIDA.

(or of multiple users behind a NAT). This is of course
not necessarily true for a user with multiple communicating devices or multiple users, not using a NAT.
According to the graphs in Fig. 3, most of the time
when a flow starts users’ access links are idle, implicating no clear change of the distribution of scaling parameter c from §2. Slow-start will give poor utilization in
such scenarios. Also, over the years, a new flow coming
to a user’s access link mostly sees a similar number of
active flows in the link for approximately 80% of the
cases as seen in the figure. Nevertheless, comparing the
CDFs over 80th percentile in both Fig. 3a and 3b, the
number of active flows or parallel flows has increased
over time in user access links. Besides, the difference
between the graphs in each figure is due to the fact that
when we assume a higher value of the maximum RTT,
300 ms, connections with inter-arrival times longer than
100 ms are also considered as active connections. However, this analysis has a serious limitation, because we
cannot assume that for any user all the flows go through
the CAIDA monitors. In the next section, we use traces
that were collected from points much closer to the users.

Identifying Parallel Flows

To circumvent the slow-start problem, applications
some times open multiple flows together [6]. These flows
are correlated and with respect to their capacity demand they should be considered as a single flow. However, it is difficult to find the correlation of a group of
packets that are seen temporally together in the trace.
These packets can not be considered as a single flow if
the relevant flows were not started together. Nevertheless, the number of active flows gives a notion of link
occupancy or utilization. For example, if there are n
active flows in a link, n gives an indication of the link
occupancy for a new flow coming to this link. To this
end, we identify the number of active flows from each
user (individual IP) from the CAIDA datasets. We look
per user in order to approximate each user’s access link
that we assume as their bottleneck. In our analysis, an
active flow means that at least a single packet4 has been
exchanged in the last x ms. Our choice of x comes from
rather coarse assumptions of the maximum RTT (we
tried with 100 and 300 ms). Fig. 3 shows the CDF of
the estimated number of active flows in a user’s access
link when a new flow starts, and how it differs between
the years. We here assume that all the packets in a
user’s access link contain a single IP address of a user
3
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3.2.4

Access-link Packet Traces

In today’s Internet, much traffic a typical user sees
is served by CDNs. When users request resources, they
are often redirected to the set of CDN caches closest
to them instead of the requested servers. The involve-

Not considering the hand shaking delay.
Excluding FIN and RST packets.
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Figure 4: CDF of flow sizes for the UoA trace

1.0

CDF

0.8

number of active flows seen when a new flow starts. According to the figure, user’s access link occupancy level
is again low, suggesting that an end user can get potentially more speedup if the available capacity is quickly
utilized. However, our correlated flow analysis is still
limited to our assumption of each user containing a
single IP address. To address our limitations, we also
do the utilization analysis for all users together, which
shows the level of utilization in the link where the trace
was captured. From our trace based analysis, the link
shows to be lightly utilized. However, according to the
number of active flows in Fig. 6, there are some constant
number of flows in the link. Our further investigation
shows that these are very low intensity flows that mostly
exchange one or two packets in every 100/300 ms.

0.6
0.4

300 ms
100 ms

0.2
0.0
0

100

101

102

103

IP wise number of active connections
(b) CAIDA:201212

Figure 3: Number of active flows seen when a new flow
starts.

ment of CDNs makes a longitudinal study difficult, because we only have historic data under repeatable conditions from the Internet exchange point that CAIDA
uses, which no longer may show traffic representative of
that seen by end-users.
In this section, we use a different trace that mainly
records the customer’s traffic. The trace was collected
by UNINETT5 from the access link of University of
Agder (UoA) in Norway6 . The trace contains traffic
from the university as well as from the campus where
students accommodates. It is a 10 Gbps link. The trace
duration was over two hours and was taken during peak
hours (between 13:30 pm and 15:45 pm). We will refer
to this trace as the UoA trace.
Fig. 4 shows the CDF of flow sizes for the UoA trace.
Unlike CAIDA traces, the UoA trace contains all the
traffic from the users. However, similar to the flow size
distribution of CAIDA traces in §3.2.2, we see that the
majority of user traffic is small in size. Besides, in the
figure, similar to our observations for CAIDA traffic in
the CDFs of Fig. 2a, the majority of flows over 90th
percentile can potentially be limited by the slow-start
problem.
Similar to our analysis in §3.2.3 we also look for the
correlated flows in the UoA trace. Fig. 5 shows the
5
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Figure 5: Number of active flows seen when a new flow
starts (based on the UoA trace)

3.3

Impact on User Value

In the following we will show that the impact of the
slow-start problem is largely influenced by either how
users value flows of various sizes or users’ particular
quality requirements.

3.3.1

Flow Sizes

The analysis in §3.1 tells us that the limitation from
slow-start mostly affects the short flows and subsequently
§3.2 suggests that most of the flows are short. Without saying explicitly, we so far have assumed that all

http://uninett.no
http://www.uia.no/en

5
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flows of different sizes. The first three graphs, showing weighting approaches that value mostly the bytes
in short flows. In this case, the slow-start problem may
affect a large number of flows that cannot be entirely
transferred within the initial congestion window. On
the other hand, weighing each flow size by its size divided by its log, the last graph, shows that the importance of the slow-start problem becomes extremely slim
in the case where users mostly value very large flows.
These flows are so large that the slow-start limitation
at the beginning does not play any major role for them.
Figure 6: Number of active flows in the link (based on
the UoA trace)

1.0

CDF

0.8

flows are of equal importance. However, the effect of
the slow-start limitation depends on how one values a
flow of a certain size. Traditionally, network engineers
are mainly interested in large flows representing applications like traditional file downloading or video streaming for the purpose of capacity planning. However, users
may value the short flows representing interactive applications like short messaging service, web browsing
etc. the most [61]. Users may, for example, only be
interested in the proportion of flows up to a certain
size. Ideally, each flow could be weighted by the likely
value users would gain from improving the performance
of flows of that size. The CDF of flow sizes could be
weighted by the value of the faster completion time for
different flow sizes. In the following we will see, given
different weighting approaches, how the importance of
the slow-start problem can be changed under different
value-judgement assumptions.
The following Fig. 7 shows how different weighting
approaches affect the value for flows of different sizes. In
other words, we weigh the CDF of flow sizes in different
ways to get the intuition on how the size of the problem changes. For illustration, CAIDA traces (201212
dataset) have been used as a sample. In the valuejudgments, for example, if the value per byte delivered
is independent of flow size, then the CDF of proportion
of value in flows up to a certain size would be identical
to the CDF of bytes in flows up to a certain size (see
the graph n in the figure). Under this assumption, the
slow-start problem is marginal, since the majority of
the flows users value are large enough to ignore the delays from the slow-start at the beginning. On the other
hand, if the value per byte delivered is inversely proportional to flow size, then the CDF of value would be
identical to the CDF of number of flows (see the graph
1) as shown in Fig. 2a. In this case, slow-start limitation affects most of the flows that users value and that
do not fit in the initial congestion window. The figure
also shows how other weighting approaches or valuejudgments can change the distribution of value between

0.6
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Figure 7: Value per byte analysis based on different
weighting approaches.

3.3.2

Quality Requirements

The effect of the slow-start limitation also depends on
the user’s quality requirement. One central example is
HTTP segment streaming that is responsible for an increasing amount of the traffic on the Internet today [34].
When a control action is performed for the video, like
start, pause, forward, rewind, a full frame of video must
be sent to restart the video playout. The delay experienced by the user is negligible for low-resolution video,
but as the resolution increases, the slow-start limitation
comes into play as long as most part of the transfer happens during slow-start. It rises to a level where the delay will easily be detected and experienced as annoying,
even with a perfect link.
Table 1 shows the time it will take to download the
first frame of video as the resolution increases7 . The
link speed is defined as unlimited with no packet loss,
so the slow-start/RTT relation is the only limitation to
the start-up latency. We can see that for recent Ultra
High Definition TV (UHDTV) resolutions, the delay for
starting the playout will be close to a second, a delay
7
Since the I-frame needs to be transmitted in its entirety,
the size is calculated based on the compression rate of 1:20
that is found in MPEG video. We have defined each pixel
to, uncompressed, be represented by 24 bits. Thus, we use
1,2 bits per pixel to calculate the I-frame size in the table.
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Format

Resolution

Bytes

Packets

Download time

DVD
720p
1080p
2160p
4320p

720 × 576
1280 × 720
1920 × 1080
3840 × 2160
7680 × 4320

62,208
138,240
311,040
1,244,160
4,976,640

43
95
212
851
3404

300ms
400ms
500ms
700ms
900ms

Minimum bandwidth required
to transfer the I-frame in slow-start
2 Mb/s
3 Mb/s
5 Mb/s
20 Mb/s
77 Mb/s

Table 1: Download time for the 1st I-frame of streamed video using traditional slow-start on a link with unlimited
bandwidth and RTT of 100ms.
that will be perceived as annoying to most users. There
are other emerging technologies that require much more
data to be streamed over the Internet, like high-quality
3D mesh streaming. In such scenarios, the start-up delay will of course be even bigger. The limitation from
the slow-start will play a major role if most part of the
flow is transferred while being in the slow-start.
The bandwidth column in Table 1 shows the minimum bandwidth required to transfer the whole I-frame
in slow-start. Many of today’s connections already provide such bandwidths. For example, the obtainable
bandwidth when using very high rate digital subcriber
line (VDSL2) in Fiber to the node (FTTN) is well over
100 Mbps [45]. LTE-advanced (LTE-A) developed by
3GPP provides a speed of 300 Mbps for cellular connection [56]. Besides, the flow sizes in Table 1 fall over the
90th percentiles in the CDFs of both Fig. 2 and Fig. 4.
However, since most of the video streaming are CDN
traffic today [1, 39], they are probably missing in core
Internet traces like CAIDA but could potentially exist
in the UoA traces.

Internet performance is becoming limited by a scaling
problem for which there is no easy solution.

4.1.1

The idea behind all sorts of caching technology available in the Internet is to reduce the time to access various Internet services. A typical caching mechanism
reduces the RTT by keeping resources closer to the
clients. However, the study in [31] found only an average of 22%–26% reduction of latency for web caching,
even for cache hit ratios of 47%–52%. Although caching
helps, caching itself in the network can also bring up the
same unscalable transport dynamics we have shown for
the end-systems. Besides, both the size and the placement of network caches can influence the performance
of caching [8, 40].
Moreover, caching is not particularly suitable for a
range of services dealing with real time/ dynamic content (e.g. gaming, interactive video), remote control
operations or financial updates. Servers typically produce dynamic content at the time a request is made.
Any legacy content caching or CDN is not suitable to
cache dynamic contents [50]. For example, web pages
containing stock quotations are not feasible to cache as
stock prices may change in every second.

4. SOLUTIONS AND THEIR DEPLOYMENT
PROBLEMS
The aim of this paper is not to present a solution to
the slow-start problem; it is to thoroughly investigate
the nature of the problem. That includes understanding
why there appear to be no feasible solutions.
§4.1 shows that all the unilaterally deployable solutions8 have their own scalability problems that make
them little better than slow-start. §4.1 also includes solutions that have not been used due to implementation
difficulties. Then §4.2 introduces proposals that seem
more promising, but none are unilaterally deployable.
This implies that if we are at the limit of host-only solutions, changing the network interface is an industry
co-ordination problem of epic proportions.

4.1

Caching

4.1.2

Multiple Parallel Flows or a Large Initial Window

Developers of applications have tended to patch over
the slow-start problem by opening multiple parallel flows.
For instance, the Firefox Web browser opens 6 parallel
connections for each domain9 where today’s Web page
contains components from several domains. Perhaps
surprisingly, parallel flows provide exactly the same speedup as starting with a larger IW, but with the overhead
of opening all the extra flows. The total window across
all flows still only doubles in the rounds after the first.
For example, if four parallel flows each increase their
windows in the sequence 3, 6, 12, . . ., the total window
across them all will start higher, but still double each
round: 4 × 3, 4 × 6, 4 × 12 . . . = 12, 24, 48 . . ..
Using parallel flows is feasible for modest speed-up

Limited Scope for Unilaterally Deployable
Solutions

Our aim here is to help the industry recognize that
8

These solutions do not require changes to both network
and end-systems.

9

7

http://www.browserscope.org/?category=network
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of small flows, however, to keep up with capacity increases, the number of parallel flows would have to grow
more than exponentially over time—the number of flows
has to scale faster than capacity growth, which itself
increases exponentially over the years [42]. This will
quickly become infeasible, particularly as larger flows
become constrained by slow-start rather than capacity—
meaning flows that require more than half a dozen round
trips to complete. For instance, over a 20 ms path, one
1MB flow can achieve an average rate of 70Mb/s. To
double its average rate requires 15 flows, but to exploit
four times the capacity would require 58 parallel flows10 .
In summary, increasing beyond the numbers of multiple flows already in use, for example 6 in Firefox, will
have limited additional benefit, unless stupidly large
numbers of flows are used, which would introduce considerable other problems (e.g. flow-state memory exhaustion in servers and NATs, as well as the multiple initial windows or equivalently a single larger initial
window overflowing buffers on slower lines).

4.1.3

able capacity. Swift-start [47] uses a packet-pair technique [29] with the first window of packets to determine
the initial estimate of available bandwidth and then uses
packet-pacing to spread out the estimated congestion
window of packets over the next RTT. However, the paper does not discuss how good the estimation needs to
be to be useful. Further, not only are more than a handful of packets typically necessary to obtain an accurate
estimation [3] but also the packet-pair technique for accurate bandwidth estimation at the beginning of a TCP
connection is specially found quite difficult [48]. Later
a more sophisticated bandwidth estimation algorithm
called RAPID was proposed [30]. RAPID is based on
PathChirp [51]. In RAPID, each packet transmission is
precisely timed, which produces multiple sending rates
in a single RTT. The receiver then estimates the capacity from the observed inter-packet spacing. Under
ideal conditions, RAPID can probe for or adapt to a
large change in available bandwidth within one to four
RTTs. However, precise timing of packet transmission
has always been a great challenge for the implementers.
The detailed implementation related challenges are reported in [32].

Faster Exponential

It may seem that a flow could get up to speed faster
by more than doubling its rate in each round. However, in the last decade researchers at the leading edge
of high-speed networking (e.g. for transferring large
data sets in astronomy or physics) have found that even
rate doubling leads to tremendous overshoot problems
as link capacities grow [5, 20]. So far, attempts to detect
overshoot early using delay measurements (see below)
have produced mixed results, with worse performance
as well as better even when just doubling.
More than doubling during slow-start would create
the need to size buffers larger than one bandwidth-delay
product, which already introduces delay problems for
shorter flows and real-time applications.

4.1.4

4.1.5

Other Solutions

Liu et al [37] investigated what the impact would be
if every flow simply tried to send all its data paced out
over the first round trip time (termed Jump Start). If
acknowledgements report losses or if the first acknowledgement returns while there is still data to send, the
algorithm moves into TCP’s standard retransmission
and congestion avoidance behaviour. The authors monitored current Internet flows and found that only about
7.4% of them comprise more than the three packets that
a sender would send immediately anyway under the existing standard behaviour. The paper is inconclusive on
whether the edges of the Internet would cope with the
very high loss rates that this 7.4% of flows would cause
(because they represent a very much larger proportion
of the bytes on the Internet).
Moreover, some solutions use state sharing at the
sender to know the available capacity in the network.
Temporal and ensemble sharing described in RFC 2140 [59],
and the congestion manager framework described in
RFC 3124 [7] all represent techniques for state sharing
and joint congestion management at the sender. Although joint congestion management can allow a new
flow to quickly find a suitable sending rate, it is only
applicable when multiple flows share a common bottleneck.

Using Queuing Delay Measurements

Superficially, a sender could send the initial window
in a couple of line rate bursts, then measure how much
inter-packet delays expand between sender and receiver.
Then for the whole of the next round trip it could
continuously pace a whole round of subsequent packets at the same average inter-arrival rate as the bursts
of ACKs (or slightly more slowly, or leave some gaps to
be conservative). Attempts to use similar approaches
in [22, 30, 47] have made partial improvements in some
scenarios but not all.
Paced Start [22] monitors the queuing delay that a
buffer adds between packets when sent in trains during
TCP slow-start and paces the packets sent in subsequent rounds. This avoids TCP’s overshoot, but it takes
even longer than TCP’s slow-start to reach the avail-

4.2

Promising Solutions with Deployment Challenges

This section briefly surveys the landscape of solutions
where deployment would be more involved. The pur-

10

Appendix B derives the formula for how many flows would
be needed to achieve different speed-ups.
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pose is to show that, in order to solve the slow-start
problem, the industry has to solve a problem of coordinated deployment, which we know from experience will
be hard, e.g. IPv6, ECN.
Solutions fall into the following categories:

C.1 - What Use is Top Speed without Acceleration?

increase its sending rate by determining whether the
packet has arrived at an empty virtual queue. If so,
the router sets the bit to one, and otherwise to zero. If
feedback from the receiver shows the bit was set to one,
the sender increases its congestion window.
All the above proposals share the idea of starting to
ECN-mark at a threshold set at some fraction of the
link rate. They all require a decision on what fraction to use, but there is no natural ‘best’ setting, so
it is unlikely that one standard will prevail. Therefore
these approaches don’t really solve the problem, they
just move it. A source still has no information while
it is searching for the lower virtual rate. Admittedly it
doesn’t matter if it overshoots, but once it has reached
the virtual threshold, it still doesn’t know how much
faster it must send to reach the real available capacity,
because the virtual queue doesn’t tell it whether it is
alone and once above the threshold the virtual queue
saturates and gives no further useful information.
All the other approaches, in one way or another, involve end-systems asking network components to tell
them whether it is safe to be more aggressive than
slow-start. The main problem this raises is how the
end-system can know whether sufficient network components along the path speak the new protocol, particularly whether the bottleneck does. This would not
be a problem in green-field networks or isolated private
networks under the control of a single administrator,
e.g. a data center or an enterprise LAN surrounded by
proxies. However, otherwise, this partial network deployment problem is the critical barrier to deployment.
Quick-Start attempts to solve the partial network deployment problem by introducing a Quick-Start timeto-live (QS TTL) field separate from the TTL field in
the IP header. If there are fewer Quick-Start hops than
IP hops, then end-systems know not to use Quick-Start.
During early deployment this unfortunately leads to a
vanishingly small probability of finding any path over
which Quick-Start can be used. The problem is even
worse given links within the subnets between IP hops
will often have to be considered, unless the subnet is
non-blocking by design.

• new in-band per-packet signalling for all traffic using a new shim header, e.g. RCP [13], XCP [25];
• new in-band signalling for packets that choose to
use it, but without changing the format of packet
headers, e.g: Anti-ECN [33], VCP [62];
• new out-of-band per-flow signalling for flows that
choose to use it, e.g. Quick-Start [18];
Clearly, approaches like RCP and XCP that require
all traffic to use the new scheme and require a new
packet header are not feasible to deploy in the general
Internet. RCP and XCP today could only be deployed
in private networks where there are large amounts of
under-utilized bandwidth and the operator has all the
control. Nonetheless, they help us understand what
might be the limits of the possible, even with a cleanslate design.
One idea has been to use the ECT(1) value to signal an intermediate level of congestion between uncongested (ECT(0)) and congested (CE). This idea has
been standardised in an approach termed pre-congestion
notification (PCN [15]). PCN uses a virtual queue,
which is not actually a queue; rather it is a number
that represents the length of queue that would have
formed if the buffer were drained more slowly than the
real buffer drains. One variant of PCN uses two virtual queues, one configured to drain at a slower rate
than the other. When the slower virtual queue fills, it
marks packets with the ECT(1) codepoint and when
the faster virtual queue fills it marks packets with the
CE codepoint. The PCN approach is not standardised
to be used as a signal to end-systems, only within the
network.
Appendix D of Satoh et al [54] describes a mechanism for marking the proportion of packets that represents the instantaneous utilisation of a logical link by
marking the ECN field of every packet that arrives when
the virtual queue is non-empty (by Little’s Law). The
representation is strictly only precise for a Poisson distribution of inter-arrival times.
VCP [62] proposes that the ECT(1) codepoint of the
ECN field should be used to signal when utilisation of
a link has exceeded a set threshold, in a similar way to
PCN but to address the problem of lack of information
for end-systems at the start of a new data flow.
In “AntiECN Marking” [33] Kunniyur proposes that
each packet should carry an Anti-ECN bit in its header.
The bit is initially set to zero. Each router along the
packet’s path checks to see if it can allow the flow to

5.

OTHER RELATED WORK

Several existing works characterized the limitations
in the slow-start algorithm. Some of these work have
been covered in §4. Besides, several other works discuss
the limitation with regard to parameter settings [14,
22, 52, 53, 60] or how fast it allows a flow to grab the
available bandwidth [18, 26, 30, 37, 43]. In contrast, in
this work we quantify the limitation of slow-start and
show the proportion of flows in the Internet that are
likely to be affected.
Several works [14, 22, 30, 43, 52, 53, 60] mention the
influence of the size of IW on the performance of slow9
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start. If IW is assigned to a very small value, slow-start
may take a large number of RTTs to probe for the available bandwidth. The slow probing virtually provides no
opportunity for short Internet transfers, like web flows,
to reach the available capacity. According to Liu et
al. [37], for a flow requiring a congestion window of N
packets to fully utilize the available capacity, slow-start
takes log2 N RTTs. In other words, the flow must be
at least 2N packets long to reach a congestion window
of N packets. Besides, according to [26], the long probing not only causes poor bandwidth utilisation but also
increases latency. Balakrishnan et al. [6] further mentioned that as a consequence of slow probing in slowstart, several applications tend to start multiple connections to probe faster. This further exacerbates the
problem, for example, by competing with each other.
However, unlike previous work, we thoroughly analyze
the scaling limitations of long probing and then to substantiate our analytical findings, we investigate longitudinal packet traces from the Internet and show the
proportion of flows likely to be affected.
Investigating Internet traffic characteristics is not new [9,
35, 44, 49, 58, 63]. These works mainly investigated several characteristics of a flow such as size, rate, duration
and burstiness. On the other hand, in this paper, we
present the longitudinal analysis of Internet flow sizes
and its influence on the efficiency of the transport protocol used in the Internet from the view point of endusers. Similar to our work, Allman [2] grouped multiple
parallel flows into a single flow to investigate the cumulative effect of a larger initial window. However, he used
a crude resolution of 1 second bound for start times to
group multiple flows.
In this paper we derive a TCP average rate model
to show how efficiently TCP can grab the available
bandwidth or the protocol efficiency for varying flow
sizes, RTTs, slow-start parameters and bottleneck capacities. Similar to our work, protocol efficiency of
TCP has been investigated in [19, 38] for mobile networks. These works investigated the overall efficiency
of TCP as a protocol to utilize resources in different
mobile networks. Liu et al. [38] quantified the aggregated cellular capacity loss due to TCP’s inability to
utilize the available bandwidth. Similar to our work,
Garcia et al. [19] addressed the protocol efficiency from
an end user perspective. However, their TCP modeling is mainly based on their measurements of loss and
throughput in different mobile networks. Several earlier
efforts of TCP modeling are done in [10, 24] and SCTP
modeling is done in [36]. Packet loss has been assumed
to be independent of the congestion window in [10, 24,
36], whereas in our model, loss is assumed to happen
only once the congestion window fills up the bottleneck
capacity, which is a typical scenario for end-users in
wired networks.

10
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Congestion avoidance in standard TCP has also been
shown to be unscalable [41, 28, 17], especially in high
speed wide area networks. In steady state, with a loss
rate p, standard TCP’s average congestion window is
proportional to √1p , which makes the loss recovery time
extremely slow requiring very low loss rates. For example, the recovery time for standard TCP with 1500 B
packets in a 100 ms RTT network is 9 min when transferring data at 1Gb/s. In such a scenario TCP can only
support a ridiculously low loss rate of 2×10−8 . Internet
traffic, consequently, do not use the standard congestion
control in TCP. For example, by default, Linux uses the
Cubic algorithm [21] and windows server 2008 uses the
Compound TCP algorithm [55]. These algorithms are
not the ultimate scalable algorithm, but are less unscalable than standard TCP. Some of the scalable algorithms proposed in the literature are Scalable TCP [28]
and Relentless Congestion Control [41] that try to give
constant recovery time between losses by providing an
average congestion window proportional to p1 .

6.

CONCLUSIONS

As illustrated by the bit-rate against flow size in Fig. 1
and the CDFs of flow sizes in Fig. 2a, flows large enough
to make use of tens of Mb/s of capacity are rare. Although, the CDFs of the value of the flow are largely
influenced by different value-judgments, as seen in §3.3,
considering the low latency requirements for short flows
involving for example web data transfers or cloud based
applications, our high level estimations suggest that the
value is approximately inversely proportional to flow
size. With the increasing capacity, an ever-growing proportion of typical user sessions are therefore becoming
limited by slow-start, not capacity. Using a traffic scaling model, we have also shown that since there is no
clear change of either the flow size distribution or number of parallel flows distribution, an additional speed-up
of Internet flows by having a better start up mechanism
is required to utilize the increasing capacity investment.
A solution for a more efficient flow-start is thus important for reducing latency and for exploiting the invested
capacity.
The slow-start problem is fundamental in the Internet. This is due to insufficient information passing over
the standardised interface between hosts and networks
(the service interface of IP). In other words the interface between IP and transport layers is deficient. In
the paper, we have shown that there are some solutions
to the slow-start problem that modify the slow-start
parameters at the source but none of these solutions
would scale into the future with the capacity - all were
just stop-gaps. Several other approaches for an alternative flow-start, based on various methods to obtain
information about the path, have also been proposed in
the literature. Solutions that are based on measuring
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delays along the path are promising. However, their
performance largely depends on the accuracy of the
measurements that are implementation wise challenging. We have further shown in the paper that solutions
requiring changes in both network and the end nodes are
hard to deploy and none of these solutions has therefore
seen any real use. RFC6077 also identified the problem
of an improved interface between network components
and end-systems as perhaps the most critical open research issue in congestion control [46]. All the proposed
solutions are attempting to solve the problem without
changing this interface, but the problem will only get
worse unless we grasp this nettle.
As a part of our future work, we will extend the current network/host interface in order to establish the
generic information flow (in a precise and timely manner) from the network to the transport layer on which
scalable solutions to the slow-start problem can be built.
Given the constraints set by the existing IP protocol, we
believe the updated interface will have to rely on some
form of encoding of the ECN field as the information
channel. This encoding will have to squeeze an extra
signalling channel into the 2-bit ECN field, without interfering with the existing use of the ECN field by AQM
algorithms.
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APPENDIX
A.

The critical flow size, fc is defined as the number of
packets that can be sent until buffer overflow ends slowstart, and the critical round as the real number uc . The
buffer is assumed perfectly sized for the flow, at 1BDP
= W . Therefore at the critical flow size, the critical
window,

TCP AVERAGE RATE MODEL

This is a model of the average rate of a single TCP
flow in dedicated bottleneck capacity, defined using the
following independent variables:
Link capacity, X [b/s]

wc = 2W
= i2uc

Round trip time, R [s]
Initial window, i [pkt]

when fc = i(2

if 2W ≥ i

(uc +1)
uc

− 1)

−i

Packet size, S [B] or s = 8S [b]

= 2i2

Flow size, F [B].

= 4W − i

Flow size, f = F/S [pkt]

fc = 2W

Bandwidth-delay product, W = XR/s [pkt].

fs = min(f,

if 2W ≥ i;
if 2W < i;

max 2W, (4W − i) ;

The number of packets, e, in partially empty rounds of
slow-start is the number of packets in n rounds,

The general approach is to find the number n of round
trips in which slow-start only partially fills the bottleneck, before the round in which either slow-start ends
or the flow ends, if sooner. Then any remaining packets will arrive at the bottleneck rate, whether they are
all sent in the next round while still in slow-start phase
or there are enough to progress into the fast retransmit
and congestion avoidance phases. In the latter case, the
number of retransmissions is added to the number of
packets to be forwarded before completion. One round
must be added between the receiver’s request and the
start of the response.11 Then completion time T between the client’s request and it receiving the last data
consists of:

e = i(2n − 1)
m=f −e

M = min max(i, 2W ), max(0, (m − 2W )) .
Explanation of the last formula for M : The buffer always has time to empty the packets sent in the the
round before the round in which overflow occurs (if it
occurs). The number of packets dropped is the number of packets not constrained by slow-start m less the
2 BDP of packets that the link can forward or buffer,
but limited by the number that will ever be sent in one
round during SS or CA, which is also 2W (or the initial
window i if it is larger, so it can overflow the buffer on
its own).

T = (n + 1)R + (m + M )s/X,
The analysis below finds the values of n, m & M ,
Round index, n [integer]

B.

Remainder, m is the remaining packets of the flow
that all leave the bottleneck at rate X

If a source opens m parallel flows all using the same
slow-start with initial window i, it only gives equivalent performance to one flow in slow-start using a larger
initial window mi (but without all the overhead of the
extra flows). The total window across all flows still only
doubles in the rounds after the first.
The increase in bit-rate from using m-times larger
packets is also equivalent to using an m-times larger
initial window or m parallel flows (but without so much
packet overhead).
Opening parallel flows (or equivalently increasing IW
or packet size) only offers a modest increase in average
rate. Put the other way round, to achieve a decent
change in rate or speed-up ratio b requires a stupidly
large number of parallel flows m.
The following analysis proves this by approximating
from the model of slow-start in A on condition that
f  i, where f is the flow-size in packets. The notation
xm or Tm means the average rate or completion time
for m parallel flows (or equivalently IW=mi or m times
larger packets).

Retransmissions, M due to losses during the overshoot at the end of slow-start.
We define the number of packets in slow-start as fs .
Index u [real number] and the final window w [pkt] are
only used to derive formulae during slow-start, outside
which they are invalid:
n−1
X

i2j <

j=0

i(2n − 1) <

fs ≤

n
X

i2j

j=0

fs ≤ i(2(n+1) − 1)
n ≥ lg(fs /i + 1) − 1
n = dlg(fs /i + 1)e − 1;

11

Any handshaking rounds are excluded by the assumption
that either the flow is re-starting after idle or using TCP fast
open after an earlier connection between the same hosts.
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Figure 8: The number of parallel flows m required to
achieve speed-up ratio b for various flow sizes F

Tm ≈ lg(f /mi);
xm
b=
x1
T1
=
Tm
lg (f /i)
≈
lg (f /mi)
lg (f /i)
≈
lg (f /i) − lg m
lg m ≈ (1 − 1/b) lg (f /i)

m ≈ 2 (1−1/b) lg (f /i) .
Fig. 8 illustrates this formula for the number of parallel flows m required to achieve various speed-up ratios
b for a range of flow sizes F [B].
For a 100kB transfer, it can be seen that a modest
speed-up ratio of b = 4 can be achieved with 18 parallel
flows. However, to speed up even slightly larger transfers quickly becomes stupidly infeasible. For instance,
to speed-up a 1MB transfer 4 times requires 159 flows
and to speed up a 10MB flow 4 times would need 1,373
flows.
Clearly it would be similarly infeasible to increase the
initial window 1,373 times (to over 4000 1500B packets),
because the initial window has to be set conservatively
to fit easily into any size buffer that may be encountered
anywhere on the Internet.
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Up to Speed with Queue View (QV)

Bob Briscoe (BT) and Per Hurtig (Karlstad University)
The central idea of Queue View is for buﬀers on the path to continuously encode the length of their queue by setting
markers in the explicit congestion notiﬁcation (ECN) ﬁeld in packet headers. Figure C.1 shows packets arriving at a
queue with ECT(0) set in the 2-bit ECN ﬁeld of the IP header, represented by the tag ‘0’. ECT(0) is the name of the
‘10’ codepoint that a sender with an ECN-capable transport (ECT) must set by default according to RFC3168 [38].
In the remainder of this work, we will use ‘0’ to represent ECT(0) and ‘1’ to represent ECT(1), which is the term for
the ’01’ codepoint, currently set aside for experimental use. The ‘0’ & ‘1’ terminology also generalises the discussion
to include any similar pair of codes in protocols other than IP.

arrivals
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Figure C.1: The idea: Only one zero at a time in the queue makes the spacing between zeroes into a measure of queue.
length
Solely for illustration purposes, the ﬁgure divides time into slots along the horizontal axis and one equal sized packet
leaves the buﬀer in each slot. Then, whenever more than one packet joins the queue within a timeslot (shown with
thicker borders), the queue grows. Actually the approach does not use time-slots and works just as well with variable
sized packets.
To reveal the queue length only requires a simple addition to the queue management algorithm, in which it re-marks
all 0 packets to 1 as long as a 0 packet is already in the queue. Those packets that keep their 0 setting appear as
diagonal stripes of 0s as they progress through the queue. Only when one 0 departs can the next stripe start, which
ensures that the spacing between pairs of 0-marked packets represents a sample of the precise length of the queue at
the time the second of each pair arrived. This spacing can be seen in the stream of packets departing from the queue
along the bottom of the ﬁgure.
Per-ﬂow viewpoint
Although the process operates on the aggregate of packets in the buﬀer, on average the spacing between 0s within
each ﬂow still represents the queue size. This can be understood intuitively through a simple but unrealistic example:
if a constant 20% of the packets belong to one ﬂow, and the queue is a constant 10 packets long, on average 1 in 10
packets will be 0 within the 20% belonging to that ﬂow, as well as within the aggregate.
Happily, when a ﬂow has passed through multiple QV-enabled buﬀers, the resulting spacing between 0 markers will
roughly represent the length of the longest queue on the path. To understand why10 , consider a ﬂow passing through
10 Formally,

for constant rate ﬂows and two constant queues, q1 & q2 in series, the resulting spacing between 0 markings is:
q1 ;
dq2 /q1 eq1 ;

if q1 ≥ q2
if q2 ≥ q1
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two constant queues of 17 and 5 packets in series:
If the longer queue is ﬁrst, on average 1 in 17 packets within the ﬂow arriving at the second queue will be 0, so
the second buﬀer will rarely re-mark any more packets to 1, except in the occasional random cases when the
arriving spacing is less than 5 packets.
If the longer queue is second, on average 1 in 5 packets arriving at the second queue will be 0, so once the second
queue has allowed in one 0 it will re-mark any 0s within the next 17 packets to 1. So, about 1 in 20 (the next
multiple of 5) packets in this ﬂow will emerge still marked as 0.
Simple implementation
Various algorithms to encode queue length into the spacing between markers can be devised; all very simple. The one
in Figure C.1 illustrates the idea most clearly but it may sometimes be impractical because it sets ECN codepoints
on enqueue, and therefore has to share a variable with the dequeue process to ﬂag when each 0 packet departs. The
pseudocode below does the re-marking in the four lines added at the end of the regular dequeue process. It will often
be preferable because it uses time11 as the shared variable by solely requiring the enqueue process to add an incoming
timestamp (tsi) to the internal representation of each packet (inspired by PDPC [65] and CoDel [7]). This is ideal
when enqueuing and dequeuing occur in completely diﬀerent parts of a switch or router, or potentially even in diﬀerent
machines.
enqueue(packet) {
write(time(now), packet.tsi)
% regular enqueuing code here
}
dequeue(packet) {
% regular pre-dequeue code here
if (read(packet.ECN) == ECT0) {
if (packet.tsi > t0) {t0 = time(now)}
else {write(packet.ECN, ECT1)}
}
}

Using QV Signals
To be worthy of deployment in general purpose network equipment, QV should be useful for multiple higher layer
applications. We plan to develop some of the initial rough ideas below.
Flow (re-)start
We assume that the receiver reﬂects the stream of arriving 0s and 1s back to the sender (see later). Imagine a scenario
where a TCP sender has already initialised the connection with a SYN, SYN-ACK exchange, so it has an initial
estimate of the round trip time (RTT).12 Then imagine that the sender immediately starts one burst of ﬁve packets
back-to-back and another ﬁve-packet burst half an RTT later, all ECN-capable and set to the default of 0.
If the ﬁrst ACK of either burst reﬂected a 1, the sender would know with certainty that it was not alone in the
bottleneck and it should fall-back to a more cautious start, e.g. TCP slow-start. Otherwise, having taken two samples
of the path capacity spaced evenly across the round trip, the sender should be able to calculate the rate at which it
can pace packets throughout the next round, with increased conﬁdence that it will not exceed available capacity. This
should result in two simultaneous improvements:
The rounding up in the second case is on the safe side and anyway, in more realistic scenarios with varying ﬂow rates, the spacing approaches
the desired length of the longer queue, q2 .
11 Or any monotonically increasing counter.
12 It may be using TCP Fast Open, or the connection may be re-starting after idle, in which cases the RTT estimate may have been
established some considerable time earlier.
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• For the ﬂow in question it should allow start-up latency to approach a single round trip time regardless of
available capacity;
• For other competing sessions and for the ﬂow in question, it should largely eliminate buﬀer overshoot that
otherwise does so much harm, particularly to real-time traﬃc
For example, let us assume that the feedback from these two bursts tells the sender that they arrived at the receiver
as: 0,1,1,0,1; 0,1,1,0,1 with a longer interval before the sixth ACK than all the others.13 The presence of 1s tells the
sender that it has induced a queue somewhere on the path. The initial 0 implies it is likely that the buﬀer was empty14
when the ﬁrst packet arrived, and the initial 0 of the second burst after a pause increases this likelihood, so that the
ﬂow can more safely assume it is alone in the bottleneck. The fact that the two sequences of ﬁve are identical strongly
implies that the available capacity at the bottleneck is constant.
If available capacity is constant and if the rate of each burst were n times faster and constant, the spacing between
0s within each burst would form the series: n, n2 , n3 , . . .. So, the spacing of 3 packets between the 0s in both bursts
implies n > 2, n ≤ 3. Then the sender could start continuously pacing out a full second round of packets 3 times more
slowly than the back-to-back burst rate used in the ﬁrst round, being the conservative end of the estimated range.
It could even start this pacing after the ﬁrst burst of ﬁve ACKs, then continue if feedback from the second burst
concurred with the ﬁrst, or modify its estimate otherwise.
One of the most elegant aspects of the original TCP is that it self-clocks packet departures without timers. Therefore a
strategy for pacing will be needed that minimises the maintenance of timers, which would otherwise place a demanding
load on the sending machine. Another alternative is to pace in hardware, similar to that developed for HULL [66].
It would be nice to emulate another elegant feature of slow-start; a new ﬂow can approach parity with other traﬃc
before it experiences any signals (losses) itself. As a new ﬂow sends more and more, others may still be using the rest
of the bottleneck. If the incumbent ﬂows are still using more than the new ﬂow, by the laws of probability they will be
more likely to experience losses and yield capacity that the new ﬂow can grow into, with less chance of experiencing
the losses itself.
In the second round, perhaps the sender could adopt the strategy of only half ﬁlling its best estimate of the window.
Then by the third round, having sampled the bottleneck for about half of a round trip, it would have the best possible
estimate of the available capacity without having increased its rate any more than the largest increase that TCP
slow-start might do before discovering other traﬃc at the bottleneck. The QV source could send the half window of
packets in line-rate bursts of (say) 8 packets, pacing the start of each evenly across the round trip. Each burst would
pulse the queue to test the available capacity, but leave a gap to allow the induced queue to drain. And each burst
would be no worse than the initial window of a new ﬂow with IW=8.
In the third round, having calculated a much better estimate of the congestion window from all the QV signals, the
source could then use the rate of returning ACKs to pace out subsequent data, and divide the remainder of the
calculated congestion window over the number of gaps, sending each burst of remaining packets out back-to-back,
which would establish the ACK-clock for the fourth round without any line-rate bursts of more than 8 packets.
Returning to the very ﬁrst window of packets, the best strategy for getting most information from QV at this critical
stage is where further research will need to focus. For instance, consider the following dilemma:
• It may be better to send the initial window all in one burst so that the sender can estimate n more precisely.
Assuming a burst of 10 packets for example, if the feedback were 0,1,1,0,1,1,1,1,1,1 the sender could infer from
the lack of a third 0 that n2 ≥ 7 (i.e. n ' 2.65), as well as inferring n > 2, n ≤ 3 from the ﬁrst pair of 0s.
Therefore it can narrow its estimate to 2.65 ≤ n ≤ 3.
• However, using two bursts half an RTT apart allows the sender to test with more conﬁdence whether it is alone
on the link—whereas a leading 1 implies it is deﬁnitely not alone, a leading 0 only implies it is probably alone.15
This is a dilemma between knowing more precisely how aggressively to behave vs. knowing whether to take a more
13 One

ACK per sent packet shows the receiver is not using delayed ACKs, at least not during slow-start.
of ECN-enabled traﬃc, at least (see Section C.1).
15 With probability 1/q of being wrong, where q is the spacing between 0s. Testing twice and getting a leading zero both times reduces
the probability of being wrong to 1/(q1 q2 ), where q1 & q2 are the respective spacings.
14 Empty
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aggressive approach in the ﬁrst place. To judge which is more important in order to implement an initial window
behaviour for the general case will require considerable analysis and experimentation.
Chirping
In order for the sender to extract the most information from one round of QV feedback it would be ideal to send chirps
rather than back-to-back bursts. A chirp is a sequence of packets in which the inter-packet spacing is progressively
reduced. This was ﬁrst introduced in the PathChirp tool [67] and it is the best-known technique to test a wide range
of rates with the least disruption to any existing traﬃc. Chirping requires a demanding number of timers to be
maintained, but implementation with high resolution timers in Linux has proved feasible [68].
Chirping would not only be appropriate in the ﬁrst round. Once the sender has approximated the operating rate of
the path, if it sends even slightly too slowly, it will get hardly any information from QV; just a sequence of 0s. If
instead it sends with the same average rate, but continuously in chirps, it will be able to quickly determine how much
to increase its pace in the next round. Such continuous chirping has already been experimentally implemented in the
Linux TCP stack by Kühlewind [68], but using delay to infer the queue, not QV. This strategy would be particularly
useful for rapidly ﬁlling newly freed up capacity after a competing ﬂow ﬁnishes.
Distinguishing Congestive Loss from Other Losses
QV oﬀers another important beneﬁt over traditional congestion signalling protocols; it allows the source to distinguish
whether losses are due to congestion or other causes such as radio interference, with near-certainty. Currently, a
source has to conservatively assume any loss might be due to congestion and conservatively reduce its rate—typically
by half. If a loss was actually due to a transmission error (e.g. due to radio interference), and the source had known,
it would not need to have reduced its rate at all. This uncertainty currently leads to very poor utilisation of some
links, particularly wireless links where radio interference is a common problem.
It has been suggested that standard explicit congestion notiﬁcation (ECN) could also be used to distinguish congestion
from other losses. If ECN-capable packets are being sent and a loss arises without any ECN marking on prior packets,
it is argued that the source could assume the loss was non-congestive. However there are two ﬂaws in this approach:
• A sharp rate increase from another source can cause a buﬀer to drop traﬃc from its tail well before any ECN
signals, so ECN cannot be assumed to precede all congestive losses. This is because most active queue management algorithms delay ECN signals considerably by only signalling ECN when a smoothed moving average of
the queue length exceeds a threshold.
• Absence of ECN signals before a loss may merely indicate that the bottleneck does not support ECN. Even ECN
signals seen during the same connection do not prove the bottleneck supports ECN, because they may come
from a diﬀerent bottleneck.
A bottleneck sends QV signals without smoothing or delay. So if the source detects a loss or burst of losses at any
stage in the sending of a ﬂow of packets, and if the queue length both before and after the episode of loss is very short,
the source can assume with high probability that the loss was not due to queue overﬂow. In such a case it would not
need to reduce its rate at all.
This still seems to suﬀer from the second ﬂaw of the ECN approach, where absence of a longer queue around a loss
episode may merely indicate that the bottleneck does not support QV. Nonetheless, as we shall see later (Section C.1),
a source should be able to test whether QV signals are emanating from the operative bottleneck by checking whether
the increase in delay being experienced is of the same order as that expected from the QV signals. Whether such
double-checking would be robust enough in practice would need to be veriﬁed experimentally.
Self-admission control
An inelastic or semi-elastic class of applications could send a brief chirp of probe packets and use QV16 to test whether
there was suﬃcient available capacity to start a new session, e.g. in a premium traﬃc class. Compared to sending a
burst at the desired rate or rates, this would introduce minimal disruption to existing traﬃc.
16 Complemented

by estimates of queueing delay—see Section C.1.
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Figure C.2: 24hrs of utilisation and discard metrics averaged at 15 min granularity at an example link
Capacity planning
Many network operators monitor and record link utilisation in order to decide when to upgrade capacity. However,
utilisation is not the right metric because it has to be averaged, so the lower utilisation periods cancel out the higher
ones during the measurement period. Figure C.2 illustrates this point with utilisation and discard metrics averaged
at 15-minute granularity over a 24hr period at a link in a live enterprise network. The averaged utilisation metric is
actually at its lowest when loss is highest.
To identify where more capacity is needed, loss is a better metric to monitor than utilisation. However, operators often
want very low or zero loss—particularly where non-TCP applications may be involved—which is why they monitor
utilisation, thinking that once it hits a certain threshold they will upgrade capacity to preempt any loss. In scenarios
where loss is undesirable, some vendors attempt to improve the usefulness of utilisation monitoring by averaging at
ﬁner and ﬁner granularity—even down to microseconds for demanding ﬁnance applications. It becomes extremely
expensive to log all this data at every interface, then transport it all to a central store for analysis.
When in a hole, stop digging... Such ultra-ﬁne granularity utilisation attempts to tell the operator whether and how
much the traﬃc is instantaneously exceeding link capacity. Whenever it does, even for a brief moment, a queue will
form. Monitoring average queue length via QV markings will pick up even tiny two-packet queues, and should be a
better approach to predict when capacity needs to be upgraded:
• rather than loss statistics, which only reveal occasions when traﬃc was heavy enough to exceed both link and
buﬀer capacity;
• rather than utilisation statistics, which allow brief low periods to cancel out periods at 100%.
A network operator could deploy QV in buﬀers and passively monitor ECT markings leaving the network. Even for
non-ECN-capable customer traﬃc, the operator could turn on ECN in an outer L2 header (or a tunnel outer) and
monitor QV markings per source address at the egress of the subnet (or tunnel), while forwarding the encapsulated
IP packet to the customer in its original state with ECN turned oﬀ. Not only would this monitor a correct capacity
planning metric, but it would carry the bulk of the monitoring in-band, then the management network would only be
needed for targeted monitoring17 , rather than carrying copies of nearly every header.
Logging of the spacing between 0s would also be an eﬃcient way to record network performance, because long sequences
of 0s would consume only one log entry over entire periods when no queueing was present to be recorded.
Active performance monitoring
17 Perhaps

triggered by rising QV metrics.
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Increasingly communications regulators and network operators are using volunteer customers to deploy probes that
monitor the network’s performance. QV should minimise the amount of traﬃc needed while maximising the information gained.
Distinguishing base delay from queuing delay
At the receiver, the time from each 0 marker to the next gives a continual measure of queueing delay.18 With QV
enabled in both directions, the sender can monitor one-way queueing delay in both outward and return directions
in the transport feedback and IP layer headers respectively. A sequence of 0s shows it is highly likely there was no
queueing. A sequence of 0s in both directions gives the sender near-certainty that the RTT measurement is the base
delay.
The network operator can also monitor QV signals leaving the network to measure queuing latency and monitor
whenever queuing arises. As with utilisation monitoring above, QV can be used instead of monitoring latency at ﬁner
and ﬁner granularity. The operator only needs to measure the base delay occasionally, and recording QV spacing
will monitor additional queueing delay. This will inherently use the ﬁnest granularity necessary, e.g. a 40B packet
takes 8 nanoseconds to serialise at 40Gb/s, so QV will intrinsically measure the queuing delay down to 8 nanosecond
granularity.19
Incremental Deployment
A QV-enabled buﬀer could safely introduce QV markings whether or not the receiver or sender would understand
them or act on them, because the proposed uses of QV are optional optimisations. The proposal above to build QV
into ECN unnecessarily ties the fate of QV to deployment of ECN, which has been painfully slow or non-existent.
However, the alternative of making QV independent of ECN would introduce a further set of problems:
• There is no obvious alternative ﬁeld in IPv6, IPv4 and link layer protocol headers;
• Any alternative ﬁeld would have to be arranged to propagate upwards from lower layers and from outer tunnel
headers;
• QV feedback would have to be added to all the major transport protocols, separately from ECN;
Looked at another way, the beneﬁts of QV seem stronger than those of ECN, so it may pull ECN deployment in its
wake, rather than hang waiting for ECN.
Pre-requisite feedback
In order for the sender to exploit QV markings, it must ﬁrst receive end-to-end feedback that distinguishes ECT(0)
from ECT(1) markings arriving at the receiver. In the TCP protocol, as well as in more recent transport protocols
(DCCP, SCTP), the experimental 1-bit nonce sum [69] is insuﬃcient for this purpose (and anyway it has never been
deployed). Nonetheless, the IETF recently adopted an activity onto its standards agenda to augment TCP with more
accurate ECN feedback [70]. Each host looks at the TCP ﬂags set by the other end during connection initiation to
know whether it oﬀers enhanced feedback. The RTCP protocol has recently been enhanced [71] to report a count of
ECT(1) feedback separately from ECT(0), which would work for QV, but only if the feedback was suﬃciently frequent.
Non-QV mixed with QV buﬀers
In common with all known faster-start schemes, there will be a possibility that the bottleneck buﬀer does not support
the scheme. This means a QV source should proceed with caution, which is irritating given the purpose of QV is to
signal when a source can proceed without such caution. Quick-Start [72] introduced a Quick-Start hop counter so it
could check that all the hops counted by the IP TTL were also Quick-Start-enabled. However, that would be too
18 Assuming

a single bottleneck on the path.
is not surprising when one thinks back to the implementation in Section C.1, which signals a 0 whenever the arriving timestamp
exceeds the time the previous zero was signalled.
19 This
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Figure C.3: QV mixed with non-QV traﬃc (shown untagged)
conservative for QV, given only potential bottlenecks need to be QV-enabled and the following strategies are available
to allow a source to detect whether bottleneck(s) on the path support QV:
1. If the source sends a burst of 0s at its maximum line-rate and the ACKs return at less than its own line-rate but
reﬂect no 1s at all, the source should assume that it is bottlenecked by a buﬀer that does not support QV and
revert to a more cautious start, e.g. slow-start.
2. However, even if some 1s are returned, a source may be bottlenecked by a buﬀer that does support QV followed
later on the path by a tighter bottleneck that does not. Therefore, if a source uses QV feedback to calculate a
tentative rate for the next round that spaces packets signiﬁcantly closer together than the ACK spacing from
the previous round, it should disregard the QV signals.
3. A source could be conﬁgured with a policy that it is part of a private network universally conﬁgured with QV,
which would override any need for the above cautionary rules.

Non-QV mixed with QV traﬃc
With the proposed approach, the spacing between 0-marked packets represents the queue length solely of the subset of
packets in the queue that are ECN-capable, as illustrated in Figure C.3. This causes QV to scale down the queue length
it reports by the fraction of QV traﬃc. Therefore QV traﬃc is less sensitive to non-QV traﬃc, but not completely
insensitive. For instance, if one imagined that the non-QV packets in Figure C.3 were absent, there would be no queue
at all, and the QV traﬃc would see all 0s, whereas QV does report a queue when the non-QV packets are there.
Whether this design choice is reasonable requires further investigation, but it was deliberately chosen20 to reﬂect the
two main behaviours of QV traﬃc:
• a QV source is expected to start more aggressively when it believes these is no other traﬃc in the bottleneck;
• a QV source attempts not to overshoot, but it doesn’t want to starve itself when non-QV sources overshoot.
Design Choices
Dimensionless signal
20 Although

it would be diﬃcult to do otherwise because non-ECN packets can neither signal a 1 nor a 0.
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RED
Importantly, an observer of a stream of QV packets can measure the queue length in packets, bytes or time, by
counting the packets, bytes or time between ECT(0) markers. The signal itself does not prejudge its units, which can
be chosen unilaterally by the system using the signal.
Zero-conﬁg
QV is inherently zero-conﬁg—not only does it not require any conﬁguration, but there is nothing that could possibly
need to be conﬁgured. So, whatever QV signals are used for, they will be unambiguously understood as queue length21 .
QV uses no units, no arbitrary thresholds, no smoothing periods, no weights, no slopes, no delay intervals—nothing.
Any ﬁltering or thresholds are left to be introduced by the end-systems when they interpret the signals, not by the
buﬀer when it sends the signal—in line with the end-to-end principle [73].
Cross-layer
Although the encoding of QV signals has been described in the context of IP, it could be deﬁned for any lower
layer protocol too, e.g. MPLS, Ethernet, using similar explicit congestion notiﬁcation facilities, any of which can be
propagated up to the IP layer as described in a recent draft posted to the IETF [62]. The QV algorithm can change
ECT(0) to ECT(1) but not the reverse, which is a required condition to work correctly through tunnels [40].
Approaching inﬁnite scaling
Currently the latency of TCP’s slow-start scales with the log of available capacity—every doubling of link capacity
adds one more round trip to latency. It would be ideal if latency were no more than one round trip, independent
of future capacity growth. QV signalling has been designed to add no delay, so as not to preclude the possibility of
approaching that ideal.
Firstly, unlike most AQM schemes, QV does not attempt to ﬁlter out any queue variation that is faster than the
‘typical’ round trip time response of end-systems, because ﬁltering implies delay for any end-systems using a shorter
RTT. Instead, QV leaves end-systems to smooth the signal, because they know their own round trip time. This makes
QV applicable over any RTT, whether between planets or between the cores of a processor.
Secondly, at the very ﬁrst sign of queue growth, QV avoids the signal delay that a unary encoding inherently introduces.22 The upper plot in Figure C.4 shows that QV departs from the traditional approach of increasing the frequency
21 See
22 A

Appendix C.1 for a critique of prior proposals on this score.
unary encoding is necessary because it allows a buﬀer to signal to ﬂows without any ﬂow state.
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of marking as the queue grows; instead the QV encoding reduces marking frequency as the queue gets longer.23 The
lower plot shows why; to signal a number using a unary encoding takes proportionately longer the higher the number
(for the same precision).
For instance, to signal the number 12 requires 12 packets-worth of time. As the queue grows, an AQM like RED
starts to move up its well-known ramp. It signals a probability such as 0.01% or 1/10,000 as a unary encoding of the
number 10,000, which takes of the order of 10,000 packets. That is reasonable if the buﬀer forwards of the order of
10,000 packets in the typical RTT of any of the ﬂows involved, because at least one of them will get the signal within
its RTT.24 In contrast, QV aims to signal to perhaps a single ﬂow that has not yet opened up a full window, so the
algorithm may only handle a few packets in a round trip. And, even if there are many ﬂows at the bottleneck, if one
new ﬂow arrives and starts to induce a queue, QV tells all the ﬂows immediately, not just one randomly picked one,
because only the new ﬂow will be watching for QV signals and we don’t want the buﬀer to have to detect which is the
new ﬂow. This is why QV’s encoding is designed the other way up—to encode the signal with least delay for a short
queue length—over one or two packets, rather than the tens of thousands that an AQM would use.25
Spoof-resistant
Encoding queue length in-band (in packet headers) creates an inherent security binding between the signals and the
data packets. Otherwise, if signalling were out-of-band (as in ICMP Source Quench [74] or Quick-Start [72]) it would
have to be cryptographically bound to the data so that spoofed signals could be detected.
Competing uses of ECT(1)
The ECT(1) codepoint is one of the few unused codepoints left in the IPv6 & IPv4 header, but it is not unassigned.
Therefore, a cast-iron case will need to be made to standardise a new use. ECT(1) was originally proposed so that
an ECN sender could encode a nonce [69] one bit at a time into a stream of packets. Then the sender could detect
whether ECN receivers were suppressing congestion feedback in order to fool the sender into transferring faster than
it should. The ECN nonce still has experimental status, although it has never been deployed, so there would at least
be no backward compatibility problems if it were decided to reassign the ECT(1) codepoint for use by QV.
Signal integrity
QV, like ECN more generally, depends on all the parties around the feedback loop maintaining the integrity of the
signal. Network nodes signal queue growth via downstream networks to the receiver, which in turn signals feedback
to the sender, which in turn is meant to respond to the signals.
The IETF is in the process of standardising an experimental approach called congestion exposure (ConEx [75]) where
the sender is expected to reinsert the feedback it receives within subsequent packets it is sending. Then egress network
nodes can audit the ’re-echoed’ signals against those they originally set, assuring the signal’s integrity so that ingress
nodes can use it to police the sending behaviour of sources.
The ConEx protocol could easily be extended to cover the integrity of ECT(1) signals, not just CE and discards as
at present. However, such an extension should be unnecessary because CE and loss levels will strongly depend on QV
signals. This is because QV is intended to allow a sender to avoid causing the massive buﬀer overshoots that cause
huge bursts of loss or ’CE’ ECN signals. Therefore simply policing CE and loss with ConEx should be suﬃcient to
prevent anyone in the feedback loop lying about the ECT(1) signals of QV.
Alternatively, Moncaster et al [53] proposes that the sender can unilaterally test the receiver’s feedback integrity, by
occasionally setting a codepoint that only the network would normally be expected to set, then checking that the
receiver faithfully reﬂects it back. Like the nonce, this approach only addresses the integrity of the receiver, not all
23 In a unary encoding, one of the two symbols must be deﬁned as the marker, and the other as the spacer. Here we are talking about
the frequency of the markers, irrespective of whether 1 or 0 is used as the marker—in fact QV uses 1 as the marker whereas AQM schemes
use 0.
24 This only scales if congestion control algorithms make their window proportional to 1/p, which they are evolving towards but have not
quite reached; e.g. Reno, Cubic and Compound use respectively 1/p0.5 , 1/p0.75 &1/p0.8 .
25 PDPC and CoDel claim to remove the delay introduced when encoding large numbers in unary because they trigger the ﬁrst signal
deterministically rather than randomly. Although this approach removes the delay, it also removes the signal spacing information until the
second signal arrives.
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parties in the loop as ConEx does. But it can be unilaterally deployed by senders, it can test ECT(1) and CE without
consuming any codepoints itself and it requires no standardisation.
Functional Tests
To determine whether the simple idea behind QV actually would work as expected we conducted a series of functional
tests where we extended ns-2’s droptail queue to perform ECT marking according to the QV algorithm. We then
tested how well the sequence of 0s and 1s present in packet headers corresponded to the actual queue length of the
longest buﬀer in the path. We looked at the sequence of 0s and 1s both from an aggregated viewpoint and from the
viewpoint of the individual ﬂows traversing the network path. The reason for looking at both the aggregate and the
individual ﬂows is to see whether the queue length information is correct on both these scales.
In the coming graphs we show the behavior of QV by plotting the queue length, in packets, as seen by arrivals at the
bottleneck. Over this curve, we show how incoming packets are marked 0 or 1, depending on the number of 0s already
in the queue. The number of 0s in the queue, at both arrival and departure are also shown. We also illustrate how
QV signals the queue lengths to the endpoints, as encoded in the spacing (in packets) between consecutive 0s, shown
when the last 1 of a series leaves the bottleneck; the x-axis position of the impulse indicates the departure time, and
the height of the impulse indicates the number of 1s in a row, between two successive 0s.
Figure C.5 shows the results from running a single TCP ﬂow over a single bottleneck. For this particular experiment
we forced the TCP sender to start with a very high initial window (well over the total buﬀering capacity of the
bottleneck). This allowed us to determine whether QV works for both quickly changing queue sizes as well as very
stable ones (which happens after TCP has reacted to the initial buﬀer overshoot). As shown in the graph, QV’s
estimated queue length is both accurate and, as indicated by the spacing between impulses, delivered roughly once
every RTT (the RTT being approximately 20ms in this scenario).
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Figure C.5: A single long-lived ﬂow traversing a QV-enabled bottleneck.
Figure C.6 shows the results in a multi-ﬂow scenario where 10 ﬂows share a bottleneck. For these experiments we did
not force the ﬂows to overﬂow the buﬀer artiﬁcially but rather used the default slow-start mechanism in TCP. The
aggregated view of QV feedback is shown in Figure C.6a. From the graph it is evident that QV is able to correctly
estimate the actual queue length at regular intervals. However, this is not the case for individual ﬂows. Shown in
Figure C.6b is the viewpoint from one of the individual ﬂows. It is clear that the signal propagated back to the
endpoints is sometimes incorrect, and also very sparse. This happens simply because of the high level of multiplexing
at the bottleneck which makes the sampling intervals for individual ﬂows too long.
We’ve also seen similar eﬀects when looking at topologies with multiple bottlenecks – the periodicity and the correctness
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Figure C.6: 10 TCP ﬂows successively arriving at, then successively leaving a QV-enabled bottlenect.
of the QV feedback given to individual ﬂows become less qualitative as the number of bottlenecks increase.
Thus, so far we have been able to determine that QV works well in scenarios when a ﬂow enters a previously empty
buﬀer, or in scenarios where the aggregated information from QV can be used. However, we still need to run more
experiments to determine whether the current QV mechanism is suﬃcient to give ﬂow endpoints the required amount
of information to more eﬃciently adjust its sending rate in a general scenario.
Challenges and next steps
Attempts to use similar approaches to QV (see related research in Appendix C.1) have made partial improvements
in some scenarios but not all. We plan to establish whether QV can do better, on the basis that QV gives critical
information that delay measurements alone lack:
1. QV reveals whether the ﬂow is alone in the bottleneck. Slow-start has to behave conservatively on the assumption
that competing ﬂows may be increasing in parallel, whereas QV can test whether this is a likely scenario, and
behave much more aggressively if it is not.26
2. QV unambiguously signals the distinction between base delay and queuing delay, whereas delay measurements
take considerable time to establish this distinction, and even then they can be wrong.
3. QV unambiguously signals precise queuing delay, whereas delay measurements include considerable noise, particularly when measuring queuing delay at a high speed link that contributes a very small proportion of the
overall round trip delay, but a large proportion of the available buﬀer.
To establish whether QV can do better will require a number of items of further work, listed below with their status:
• Implement QV (done for simulation (ns2); still to be done for real (e.g. in Linux));
• Functional testing of whether QV behaves as predicted with multiple ﬂows and multiple bottlenecks (done
Section C.1);
• Developing a general purpose probing strategy for the initial window of a TCP ﬂow that will most often extract
the most QV information for the next round (done in outline, but to be developed fully and written up);
• Proving that the beneﬁts of QV cannot largely be achieved without QV by merely measuring delay deltas
(dependent on success of probing strategy item);
26 In

a dedicated link, one of the most common causes of competing traﬃc is when an application opens multiple ﬂows in parallel. With
QV, all but the ﬁrst will detect the others, so no more than one ﬂow will infer that it can behave aggressively.
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• Testing that the strategies for deploying QV incrementally are safe (dependent on success of probing strategy
item);
• Developing a general way for a ﬂow in progress to use QV to quickly detect and use new capacity that has been
freed up, e.g. when a competing ﬂow ﬁnishes (only if successful in slow-start phase);
• Ensuring the standardisation work in progress on accurate ECN feedback meets QV’s requirements (done Section 4.4);
• Standardisation of the QV protocol (dependent on success of probing strategy item).
The immediate next steps related to the QV mechanism are twofold.
• determine how to make QV more robust in multi-ﬂow/multi-bottleneck scenarios;
• how to use QV-like signals at the endpoints to more eﬃciently adjust the sending rate of a ﬂow that calculates
that it is alone at the bottleneck.
These tasks will be conducted in parallel.
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Problem Statement and Requirements for Increased Accuracy
in Explicit Congestion Notification (ECN) Feedback
Abstract
Explicit Congestion Notification (ECN) is a mechanism where network
nodes can mark IP packets, instead of dropping them, to indicate
congestion to the endpoints. An ECN-capable receiver will feed this
information back to the sender. ECN is specified for TCP in such a
way that it can only feed back one congestion signal per Round-Trip
Time (RTT). In contrast, ECN for other transport protocols, such as
RTP/UDP and SCTP, is specified with more accurate ECN feedback.
Recent new TCP mechanisms (like Congestion Exposure (ConEx) or Data
Center TCP (DCTCP)) need more accurate ECN feedback in the case where
more than one marking is received in one RTT. This document
specifies requirements for an update to the TCP protocol to provide
more accurate ECN feedback.
Status of This Memo
This document is not an Internet Standards Track specification; it is
published for informational purposes.
This document is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the IETF community. It has
received public review and has been approved for publication by the
Internet Engineering Steering Group (IESG). Not all documents
approved by the IESG are a candidate for any level of Internet
Standard; see Section 2 of RFC 5741.
Information about the current status of this document, any errata,
and how to provide feedback on it may be obtained at
http://www.rfc-editor.org/info/rfc7560.
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Introduction
Explicit Congestion Notification (ECN) [RFC3168] is a mechanism where
network nodes can mark IP packets instead of dropping them to
indicate congestion to the endpoints. An ECN-capable receiver will
feed this information back to the sender. ECN is specified for TCP
in such a way that only one feedback signal can be transmitted per
Round-Trip Time (RTT). This is sufficient for preexisting TCP
congestion control mechanisms that perform only one reduction in
sending rate per RTT, independent of the number of ECN congestion
marks. But recently proposed or deployed mechanisms like Congestion
Exposure (ConEx) [RFC6789] or Data Center TCP (DCTCP) [DCTCP] need
more accurate ECN feedback than ’classic ECN’ [RFC3168] to work
correctly in the case where more than one marking is received in any
one RTT.
For an in-depth discussion of the application benefits of using ECN
(including with sufficiently granular feedback), see [ECN-BENEFITS].
ECN is also defined for transport protocols beside TCP. ECN feedback
as defined for RTP/UDP [RFC6679] provides a very detailed level of
information, delivering individual counters for all four ECN
codepoints as well as lost and duplicate segments, but at the cost of
high signalling overhead. ECN feedback for SCTP has been proposed in
[SCTP-ECN]. This delivers a counter for the number of ECN-capable
packets that were marked due to congestion (since the last senderside window reduction), but it comes at the cost of increased
overhead.
Today, implementations of DCTCP already exist that alter TCP’s ECN
feedback protocol in proprietary ways (DCTCP was released in
Microsoft Windows 8, and implementations exist for Linux and
FreeBSD). However, the changes DCTCP makes to TCP omit capability
negotiation, relying instead on uniform configuration across all
hosts and network devices with ECN capability. A primary motivation
for this document is to intervene before each proprietary
implementation invents its own non-interoperable handshake, which
could lead to _de facto_ consumption of the few flags or codepoints
that remain available for standardizing capability negotiation.
This document lists requirements for a robust and interoperable TCP/
ECN feedback protocol that is more accurate than classic ECN
[RFC3168] and that all implementations of new TCP extensions, like
ConEx and/or DCTCP, can use. While a new feedback scheme should
still deliver as much information as classic ECN, this document also
clarifies what has to be taken into consideration in addition. Thus,
the listed requirements should be addressed in the specification of a
more accurate ECN feedback scheme. A few solutions have already been
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proposed. Section 5 demonstrates how to use the requirements to
compare them, by briefly sketching their high-level design choices
and discussing the benefits and drawbacks of each.
The scope of these requirements is not limited to any specific
environment and is intended for general deployment over public and
private IP networks. Candidate solutions should try to adhere to all
these requirements, but, where this is not possible, they should
justify the deviation. The ordering of the requirements listed in
this document is not to be taken as an order of importance, because
each requirement might have different weight in different deployment
scenarios.
These requirements are only concerned with the type and quality of
the ECN feedback signal. The requirements do not stipulate how a TCP
sender might react to the improved ECN signal. The requirements also
do not imply that any modifications to TCP senders or receivers are
obligatory.
1.1.

Terminology

We use the following terminology from [RFC3168] and [RFC3540]:
The ECN field in the IP header:
Not-ECT: the not ECN-Capable Transport codepoint,
CE:

the Congestion Experienced codepoint,

ECT(0):

the first ECN-Capable Transport codepoint, and

ECT(1):

the second ECN-Capable Transport codepoint.

The ECN flags in the TCP header:
CWR:

the Congestion Window Reduced flag,

ECE:

the ECN-Echo flag, and

NS:

ECN Nonce Sum.

In this document, the ECN feedback scheme as specified in [RFC3168]
is called ’classic ECN’ and any new proposal is called a ’more
accurate ECN feedback’ scheme. A ’congestion mark’ is defined as an
IP packet where the CE codepoint is set. A ’congestion episode’
refers to one or more congestion marks that belong to the same
overload situation in the network (usually during one RTT). A TCP
segment with the acknowledgement flag set is simply called an ACK.
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Recap of Classic ECN and ECN Nonce in IP/TCP
ECN requires two bits in the IP header. The ECN capability of a
packet is indicated when either one of the two bits is set. A
network node can set both bits simultaneously when it experiences
congestion. This leads to the four codepoints (Not-ECT, ECT(0),
ECT(1), and CE) as listed above.
In the TCP header, the first two bits in byte 14 are defined as ECN
feedback for each half-connection. A TCP receiver signals the
reception of a congestion mark using the ECN-Echo (ECE) flag in the
TCP header. For reliability, the receiver continues to set the ECE
flag on every ACK. To enable the TCP receiver to determine when to
stop setting the ECE flag, the sender sets the CWR flag upon
reception of an ECE feedback signal. This always leads to a full RTT
of ACKs with ECE set. Thus, the receiver cannot signal back any
additional CE markings arriving within the same RTT.
The ECN Nonce [RFC3540] is an experimental addition to ECN that the
TCP sender can use to protect itself against accidental or malicious
concealment of CE-marked or dropped packets. This addition defines
the last bit of byte 13 in the TCP header as the Nonce Sum (NS) flag.
The receiver maintains a nonce sum that counts the occurrence of
ECT(1) packets and signals the least significant bit of this sum on
the NS flag. There are no known deployments of a TCP stack that
makes use of the ECN Nonce extension.
0
1
2
3
4
5
6
7
8
9 10 11 12 13 14 15
+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+
|
|
| N | C | E | U | A | P | R | S | F |
| Header Length | Reserved | S | W | C | R | C | S | S | Y | I |
|
|
|
| R | E | G | K | H | T | N | N |
+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+
Figure 1: The (Post-ECN Nonce) Definition of the TCP Header Flags
An alternative for a sender to assure feedback integrity has been
proposed where the sender itself occasionally inserts a CE mark or
reorders packets, and checks that the receiver feeds these back
faithfully [TEST-RCV]. This alternative consumes no header bits or
codepoints, and it releases the ECT(1) codepoint in the IP header and
the NS flag in the TCP header for other uses.
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Use Cases
The following two examples serve to show where existing mechanisms
would already benefit from more accurate ECN feedback information.
However, as it is hard to predict the future, once a more accurate
ECN feedback mechanism that adheres to the requirements stated in
this document is widely deployed, it’s very likely that additional
uses will be found. The examples listed below are in no particular
order.
ConEx is an experimental approach that allows a sender to relay
congestion feedback provided by the receiver into the network along
the forward data path. ConEx information can be used for traffic
management to limit traffic proportionate to the actual congestion
being caused, rather than limiting traffic based on rate or volume
[RFC6789]. A ConEx sender uses selective acknowledgements (SACK)
[RFC2018] for accurate feedback of loss signals, but until now TCP
has offered no equivalent accurate feedback for ECN.
DCTCP offers very low and predictable queuing delay. DCTCP changes
the reaction to congestion of a TCP sender and additionally requires
switches/routers to have ECN enabled and configured with a low step
threshold and no signal smoothing, so it is currently only used in
private networks, e.g., internal to data centers. DCTCP was released
in Microsoft Windows 8, and implementations exist for Linux and
FreeBSD. To retrieve sufficient congestion information, the
different DCTCP implementations use a proprietary ECN feedback
protocol, but they omit capability negotiation. Moreover, the
feedback protocol proposed in [DCTCP] only works if there are no
losses at all, and otherwise it gets very confused (see Appendix A).
Therefore, if a generic, more accurate ECN feedback scheme were
available, it would solve two problems for DCTCP: i) the need for a
consistent variant of DCTCP to be deployed network-wide and ii) the
inability to cope with ACK loss.
Classic ECN-TCP would not benefit from more accurate ECN feedback,
but it would not suffer either. The same signal that is currently
conveyed with ECN following the specification given in [RFC3168]
would be available.
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The following scenarios should briefly show where accurate ECN
feedback is needed or adds value:
A sender with standardized TCP congestion control that supports
ConEx:
In this case, the ConEx mechanism uses the extra information per
RTT to re-echo the precise congestion information, but the
congestion control algorithm still ignores multiple marks per RTT
[RFC5681].
A sender using DCTCP congestion control without ConEx:
The congestion control algorithm uses the extra info per RTT to
perform its decrease depending on the number of congestion marks.
A sender using DCTCP congestion control and supporting ConEx:
Both the congestion control algorithm and ConEx use the more
accurate ECN feedback mechanism.
As-yet-unspecified sender mechanisms:
The above are two examples of more general interest in sender
mechanisms that respond to the extent of congestion feedback, not
just its existence. It will greatly simplify incremental
deployment if the sender can unilaterally deploy new behaviours
and rely on the presence of generic receivers that have already
implemented more accurate feedback.
A TCP sender using congestion control as specified in RFC 5681
without ConEx:
No accurate feedback is necessary here. The congestion control
algorithm still reacts to only one signal per RTT. But, it is
best to feed back all the information the receiver gets, whether
or not the sender uses it -- at least as long as overhead is low
or zero.
Using CE for checking integrity:
If a more accurate ECN feedback scheme feeds all occurrences of CE
marks back, a sender could perform integrity checking by
occasionally injecting CE marks itself. Specifically, a sender
can send packets that it randomly marks with CE (at low
frequency), then check if feedback is received for these packets.
The congestion notification feedback for these self-injected
markings would not require a congestion control reaction
[TEST-RCV].
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Requirements
The requirements of the accurate ECN feedback protocol are to have
fairly accurate (not necessarily perfect), timely, and protected
signalling. This leads to the following requirements, which should
be discussed for any proposed more accurate ECN feedback scheme:
Resilience
The ECN feedback signal is carried within the ACK. Pure TCP ACKs
can get lost without recovery (not just due to congestion but also
due to deliberate ACK thinning). Moreover, delayed ACKs are
commonly used with TCP. Typically, an ACK is triggered after two
data segments (or more, e.g., due to receive segment coalescing,
ACK compression, ACK congestion control [RFC5690], or other
phenomena; see [RFC3449]). In a high-congestion situation where
most of the packets are marked with CE, an accurate feedback
mechanism should still be able to signal sufficient congestion
information. Thus, the accurate ECN feedback extension has to
take delayed ACKs and ACK loss into account. Also, a more
accurate feedback protocol should still provide more accurate
feedback than classic ECN when delayed ACKs cover more than two
segments, or when a thin stream disables Nagle’s algorithm
[RFC896]. Finally, the feedback mechanism should not be impacted
by reordering of ACKs, even when the ACKed sequence number does
not increase.

Timeliness
A CE mark can be induced by the sending host, or more commonly a
network node on the transmission path, and is then echoed by the
receiver in the TCP ACK. Thus, when this information arrives at
the sender, it is naturally already about one RTT old. With a
sufficient ACK rate, a further delay of a small number of packets
can be tolerated. However, this information will become stale
with large delays, given the dynamic nature of networks. TCP
congestion control (which itself partly introduces these dynamics)
operates on a time scale of one RTT. Thus, to be timely,
congestion feedback information should be delivered within about
one RTT.
Integrity
The integrity of the feedback in a more accurate ECN feedback
scheme should be assured, at least as well as the ECN Nonce.
Alternatively, it should at least be possible to give strong
incentives for the receiver and network nodes to cooperate
honestly.
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Given there are known problems with ECN Nonce deployment, this
document only requires that the integrity of the more accurate ECN
feedback can be assured; it does not require that the ECN Nonce
mechanism is employed to achieve this. Indeed, if integrity could
be provided in another manner, a more accurate ECN feedback
protocol might repurpose the nonce sum (NS) flag in the TCP
header.
If the more accurate ECN feedback scheme provides sufficient
information, the integrity check could be performed by, e.g.,
deterministically setting the CE in the sender and monitoring the
respective feedback (similar to ECT(1) and the ECN Nonce sum).
Whether a sender should enforce when it detects wrong feedback
information, and what kind of enforcement it should apply, are
policy issues that need not be specified as part of the more
accurate ECN feedback signal scheme itself, but rather when
specifying an update to core TCP mechanisms like congestion
control that make use of the more accurate ECN signal.
Accuracy
Classic ECN feeds back one congestion notification per RTT; this
is sufficient for classic TCP congestion control, which reduces
the sending rate at most once per RTT. Thus, the more accurate
ECN feedback scheme should ensure that, if a congestion episode
occurs, at least one congestion notification is echoed and
received per RTT as classic ECN would do. Of course, the goal of
a more accurate ECN extension is to reconstruct the number of CE
markings more accurately. In the best case, the new scheme should
even allow reconstruction of the exact number of payload bytes
that a CE-marked packet was carrying. However, it is accepted
that it may be too complex for a sender to get the exact number of
congestion markings or marked bytes in all situations. Ideally,
the feedback scheme should preserve the order in which any (of the
four) ECN signals were received. And, ideally, it would even be
possible for the sender to determine which of the packets covered
by one delayed ACK were congestion marked, e.g., if the flow
consists of packets of different sizes, or to allow for future
protocols where the order of the markings may be important.
In the best case, a sender that sees more accurate ECN feedback
information would be able to reconstruct the occurrence of any of
the four codepoints (Not-ECT, CE, ECT(0), ECT(1)). However,
assuming the sender marks all data packets as ECN-capable and uses
a default setting of ECT(0) (as with [RFC3168]), solely feeding
back the occurrence of CE and ECT(1) might be sufficient. Because
the sender can keep account of the transmitted segments with any
of the three ECN codepoints, conveying any two of these back to
the sender is sufficient for it to reconstruct the third as
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observed by the receiver. Thus, a more accurate ECN feedback
scheme should at least provide information on two of these
signals, e.g., CE and ECT(1).
If a more accurate ECN scheme can reliably deliver feedback in
most but not all circumstances, ideally the scheme should at least
not introduce bias. In other words, undetected loss of some ACKs
should be as likely to increase as decrease the sender’s estimate
of the probability of ECN marking.
Complexity
Implementation should be as simple as possible, and only a minimum
of additional state information should be needed. This will
enable more accurate ECN feedback to be used as the default
feedback mechanism, even if only one ECN feedback signal per RTT
is needed.
Overhead
A more accurate ECN feedback signal should limit the additional
network load, because ECN feedback is ultimately not critical
information (in the worst case, loss will still be available as a
congestion signal of last resort). As feedback information has to
be provided frequently and in a timely fashion, potentially all or
a large fraction of TCP acknowledgements might carry this
information. Ideally, no additional segments should be exchanged
compared to a TCP session as specified in RFC 3168, and the
overhead in each segment should be minimized.
Backward and forward compatibility
Given more accurate ECN feedback will involve a change to the TCP
protocol, it should be negotiated between the two TCP endpoints.
If either end does not support the more accurate feedback, they
should both be able to fall back to classic ECN feedback.
A more accurate ECN feedback extension should aim to traverse most
middleboxes, including firewalls and Network Address Translators
(NATs). Further, a feedback mechanism should provide a method to
fall back to classic ECN signalling if the new signal is
suppressed by certain middleboxes.
In order to avoid a fork in the TCP protocol specifications, if
experiments with the new ECN feedback protocol are successful, the
intention is to eventually update RFC 3168 for any TCP/ECN sender,
not just for ConEx or DCTCP senders. Then, future senders will be
able to unilaterally deploy new behaviours that exploit the
existence of more accurate ECN feedback in receivers (forward
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compatibility). Conversely, even if another sender only needs one
ECN feedback signal per RTT, it should be able to use more
accurate ECN feedback and simply ignore the excess information.
Furthermore, the receiver should not make assumptions about the
mechanism that was used to set the markings nor about any
interpretation or reaction to the congestion signal. The receiver
only needs to faithfully reflect congestion information back to the
sender.
5.

Design Approaches
This section introduces some possible design approaches for TCP ECN
feedback. The purpose of this section is to give examples of how
trade-offs might be needed between the requirements, as input to
future IETF work to specify a protocol. The order is not
significant, and there is no intention to endorse any particular
approach.
All approaches presented below (and proposed so far) are able to
provide accurate ECN feedback information as long as no ACK loss
occurs and the congestion rate is reasonable. In the case of a high
ACK loss rate or very high congestion (CE-marking) rate, the proposed
schemes have different resilience characteristics depending on the
number of bits used for the encoding. While classic ECN provides
reliable (but inaccurate) feedback of a maximum of one congestion
signal per RTT, the proposed schemes do not implement an explicit
acknowledgement mechanism for the feedback (as, e.g., the ECE/CWR
exchange of [RFC3168]).

5.1.

Redefinition of ECN/NS Header Bits

Schemes in this category can additionally use the NS bit for
capability negotiation during the TCP handshake exchange. Thus a
more accurate ECN could be negotiated without changing the classic
ECN negotiation and thus being backwards compatible.
Schemes in this category can simply redefine the ECN header flags,
ECE and CWR, to encode the occurrence of a CE marking at the
receiver. This approach provides very limited resilience against
loss of ACK, particularly pure ACKs (no payload and therefore
delivered unreliably).
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A couple of schemes have been proposed so far:
o

A naive 1-bit scheme that sends one ECE for each CE received could
use CWR to increase robustness against ACK loss by introducing
redundant information on the next ACK, but this is still
vulnerable to ACK loss.

o

The scheme defined for DCTCP [DCTCP], which toggles the ECE
feedback on an immediate ACK whenever the CE marking changes, and
otherwise feeds back delayed ACKs with the ECE value unchanged.
Appendix A demonstrates that this scheme is still ambiguous to the
sender if the ACKs are pure ACKs, and if some may have been lost.

Alternatively, the receiver uses the three ECN/NS header flags, ECE,
CWR, and NS, to represent a counter that signals the accumulated
number of CE markings it has received. Resilience against loss is
better than the flag-based schemes but may not suffice in the
presence of extended ACK loss that otherwise would not affect the TCP
sender’s performance.
A number of coding schemes have been proposed so far in this
category:
o

A 3-bit counter scheme continuously feeds back the three least
significant bits of a CE counter;

o

A scheme that defines a standardized lookup table to map the eight
codepoints onto either a CE counter or an ECT(1) counter.

These proposed schemes provide accumulated information on CE marking
feedback, similar to the number of acknowledged bytes in the TCP
header. Due to the limited number of bits, the ECN feedback
information will wrap much more often than the acknowledgement field.
Thus, feedback information could be lost due to a relatively small
sequence of pure-ACK losses. Resilience could be increased by
introducing redundancy, e.g., send each counter increase two or more
times. Of course, any of these additional mechanisms will increase
the complexity. If the congestion rate is greater than the ACK rate
(multiplied by the number of congestion marks that can be signaled
per ACK), the congestion information cannot correctly be fed back.
Covering the worst case (where every packet is CE marked) can
potentially be realized by dynamically adapting the ACK rate and
redundancy. This again increases complexity and perhaps the
signalling overhead as well. Schemes that do not repurpose the ECN
NS bit could still support the ECN Nonce.

Kuehlewind, et al.

Informational

[Page 12]
327

RITE

RFC 7560

5.2.

C.3 - Accurate ECN Feedback Requirements

Requirements for More Accurate ECN Feedback

August 2015

Using Other Header Bits

As seen in Figure 1, there are currently three unused flags in the
TCP header. The proposed 3-bit counter or codepoint schemes could be
extended by one or more bits to add higher resilience against ACK
loss. The relative gain would be exponentially higher resilience
against ACK loss, while the respective drawbacks would remain
identical.
Alternatively, a new method could standardize the use of the bits in
the Urgent Pointer field (see [RFC6093]) to signal more bits of its
congestion signal counter, but only whenever the Urgent Flag is not
set. As this is often the case, resilience could be increased
without additional header overhead.
Any proposal to use such bits would need to check the likelihood that
some middleboxes might discard or ’normalize’ the currently unused
flag bits or a non-zero Urgent Pointer when the Urgent Flag is
cleared. If during experimentation certain bits have been proven to
be usable, the assignment of any of these bits would then require an
IETF standards action.
5.3.

Using a TCP Option

Alternatively, a new TCP option could be introduced, to help maintain
the accuracy and integrity of ECN feedback between receiver and
sender. Such an option could provide higher resilience and even more
information, e.g., as much as is provided by a proposal for SCTP that
counts the number of CE marked packet [SCTP-ECN] since the last CWR
was observed, or by ECN for RTP/UDP [RFC6679]. The latter explicitly
provides the total number of packets during a connection where the IP
ECN field is set to ECT(0), ECT(1), CE, or Not-ECT, as well as the
number of lost packets. However, deploying new TCP options has its
own challenges. Moreover, to actually achieve high resilience, this
option would need to be carried by most or all ACKs as the receiver
cannot know if and when ACKs may be dropped. Thus, this approach
would introduce considerable signalling overhead even though ECN
feedback is not extremely critical information (in the worst case,
loss will still be available to provide a strong congestion feedback
signal). Nevertheless, such a TCP option could be used in addition
to a more accurate ECN feedback scheme in the TCP header or in
addition to classic ECN, only when needed and when space is
available.
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Security Considerations
ECN feedback information must only be used if the other information
contained in a received TCP segment indicates that the congestion was
genuinely part of the flow and not spoofed. That is, the normal TCP
acceptance techniques have to be used to verify that the segment is
part of the flow before returning any contained ECN information, and,
similarly, ECN feedback is only accepted on valid ACKs.
Given ECN feedback is used as input for congestion control, the
respective algorithm would not react appropriately if ECN feedback
were lost and the resilience mechanism to recover it was inadequate.
This resilience requirement is articulated in Section 4. However, it
should be noted that ECN feedback is not the last resort against
congestion collapse, because if there is insufficient response to
ECN, loss will ensue, and TCP will still react appropriately to loss.
A receiver could suppress ECN feedback information leading to its
connections consuming excess sender or network resources. This
problem is similar to that seen with the classic ECN feedback scheme
and should be addressed by integrity checking as required in
Section 4.
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Ambiguity of the More Accurate ECN Feedback in DCTCP

As defined in [DCTCP], a DCTCP receiver feeds back ECE=0 on delayed
ACKs as long as CE remains 0, and also immediately sends an ACK with
ECE=0 when CE transitions to 1. Similarly, it continually feeds back
ECE=1 on delayed ACKs while CE remains 1 and immediately feeds back
ECE=1 when CE transitions to 0. A sender can unambiguously decode
this scheme if there is never any ACK loss, and the sender assumes
there will never be any ACK loss.
The following two examples show that the feedback sequence becomes
highly ambiguous to the sender if either of these conditions is
broken. Below, ’0’ represents ECE=0, ’1’ represents ECE=1, and ’.’
represents a gap of one segment between delayed ACKs. Now imagine
that the sender receives the following sequence of feedback on three
pure ACKs:
0.0.0
When the receiver sent this sequence, it could have been any of the
following four sequences:
a.

0.0.0 (0 x CE)

b.

010.0 (1 x CE)

c.

0.010 (1 x CE)

d.

01010 (2 x CE)

where any of the 1s represent a possible pure ACK carrying ECE
feedback that could have been lost. If the sender guesses (a), it
might be correct, or it might miss 1 or 2 congestion marks over 5
packets. Therefore, when confronted with this simple sequence (that
is not contrived), a sender can guess that congestion might have been
0%, 20%, or 40%, but it doesn’t know which.
Sequences with a longer gap (e.g., 0...0.0) become far more
ambiguous. It helps a little if the sender knows the distance the
receiver uses between delayed ACKs, and it helps a lot if the
distance is 1, i.e., no delayed ACKs. However, even without delayed
ACKs there will still be ambiguity whenever there are pure ACK
losses.
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Introduction
Explicit Congestion Notification (ECN) [RFC3168] is a mechanism where
network nodes can mark IP packets instead of dropping them to
indicate incipient congestion to the end-points. Receivers with an
ECN-capable transport protocol feed back this information to the
sender. ECN is specified for TCP in such a way that only one
feedback signal can be transmitted per Round-Trip Time (RTT).
Recently, proposed mechanisms like Congestion Exposure (ConEx
[I-D.ietf-conex-abstract-mech]) or DCTCP [I-D.bensley-tcpm-dctcp]
need more accurate ECN feedback information whenever more than one
marking is received in one RTT. A fuller treatment of the motivation
for this specification is given in the associated requirements
document [RFC7560].
This documents specifies an experimental scheme for ECN feedback in
the TCP header to provide more than one feedback signal per RTT. It
will be called the more accurate ECN feedback scheme, or AccECN for
short. If AccECN progresses from experimental to the standards
track, it is intended to be a complete replacement for classic ECN
feedback, not a fork in the design of TCP. Thus, the applicability
of AccECN is intended to include all public and private IP networks
(and even any non-IP networks over which TCP is used today). Until
the AccECN experiment succeeds, [RFC3168] will remain as the
standards track specification for adding ECN to TCP. To avoid
confusion, in this document we use the term ’classic ECN’ for the
pre-existing ECN specification [RFC3168].
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AccECN is solely an (experimental) change to the TCP wire protocol.
It is completely independent of how TCP might respond to congestion
feedback. This specification overloads flags and fields in the main
TCP header with new definitions, so both ends have to support the new
wire protocol before it can be used. Therefore during the TCP
handshake the two ends use the three ECN-related flags in the TCP
header to negotiate the most advanced feedback protocol that they can
both support.
It is likely (but not required) that the AccECN protocol will be
implemented along with the following experimental additions to the
TCP-ECN protocol: ECN-capable SYN/ACK [RFC5562], ECN path-probing and
fall-back [I-D.kuehlewind-tcpm-ecn-fallback] and testing receiver
non-compliance [I-D.moncaster-tcpm-rcv-cheat].
1.1.

Document Roadmap

The following introductory sections outline the goals of AccECN
(Section 1.2) and the goal of experiments with ECN (Section 1.3) so
that it is clear what success would look like. Then terminology is
defined (Section 1.4) and a recap of existing prerequisite technology
is given (Section 1.5).
Section 2 gives an informative overview of the AccECN protocol. Then
Section 3 gives the normative protocol specification. Section 4
assesses the interaction of AccECN with commonly used variants of
TCP, whether standardised or not. Section 5 summarises the features
and properties of AccECN.
Section 6 summarises the protocol fields and numbers that IANA will
need to assign and Section 7 points to the aspects of the protocol
that will be of interest to the security community.
Appendix A gives pseudocode examples for the various algorithms that
AccECN uses.
1.2.

Goals

[RFC7560] enumerates requirements that a candidate feedback scheme
will need to satisfy, under the headings: resilience, timeliness,
integrity, accuracy (including ordering and lack of bias),
complexity, overhead and compatibility (both backward and forward).
It recognises that a perfect scheme that fully satisfies all the
requirements is unlikely and trade-offs between requirements are
likely. Section 5 presents the properties of AccECN against these
requirements and discusses the trade-offs made.
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The requirements document recognises that a protocol as ubiquitous as
TCP needs to be able to serve as-yet-unspecified requirements.
Therefore an AccECN receiver aims to act as a generic (dumb)
reflector of congestion information so that in future new sender
behaviours can be deployed unilaterally.
1.3.

Experiment Goals

TCP is critical to the robust functioning of the Internet, therefore
any proposed modifications to TCP need to be thoroughly tested. The
present specification describes an experimental protocol that adds
more accurate ECN feedback to the TCP protocol. The intention is to
specify the protocol sufficiently so that more than one
implementation can be built in order to test its function, robustness
and interoperability (with itself and with previous version of ECN
and TCP).
The experimental protocol will be considered successful if it
satisfies the requirements of [RFC7560] in the consensus opinion of
the IETF tcpm working group. In short, this requires that it
improves the accuracy and timeliness of TCP’s ECN feedback, as
claimed in Section 5, while striking a balance between the
conflicting requirements of resilience, integrity and minimisation of
overhead. It also requires that it is not unduly complex, and that
it is compatible with prevalent equipment behaviours in the current
Internet, whether or not they comply with standards.
1.4.

Terminology

AccECN: The more accurate ECN feedback scheme will be called AccECN
for short.
Classic ECN:
ACK:

the ECN scheme as specified in [RFC3168].

A TCP acknowledgement, with or without a data payload.

Pure ACK:

A TCP acknowledgement without a data payload.

TCP client:

The TCP stack that originates a connection.

TCP server:

The TCP stack that responds to a connection request.

Data Receiver: The endpoint of a TCP half-connection that receives
data and sends AccECN feedback.
Data Sender: The endpoint of a TCP half-connection that sends data
and receives AccECN feedback.
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The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in RFC 2119 [RFC2119].
1.5.

Recap of Existing ECN feedback in IP/TCP

ECN [RFC3168] uses two bits in the IP header. Once ECN has been
negotiated with the receiver at the transport layer, an ECN sender
can set two possible codepoints (ECT(0) or ECT(1)) in the IP header
to indicate an ECN-capable transport (ECT). If both ECN bits are
zero, the packet is considered to have been sent by a Not-ECN-capable
Transport (Not-ECT). When a network node experiences congestion, it
will occasionally either drop or mark a packet, with the choice
depending on the packet’s ECN codepoint. If the codepoint is NotECT, only drop is appropriate. If the codepoint is ECT(0) or ECT(1),
the node can mark the packet by setting both ECN bits, which is
termed ’Congestion Experienced’ (CE), or loosely a ’congestion mark’.
Table 1 summarises these codepoints.
+-----------------------+---------------+---------------------------+
| IP-ECN codepoint
| Codepoint
| Description
|
| (binary)
| name
|
|
+-----------------------+---------------+---------------------------+
| 00
| Not-ECT
| Not ECN-Capable Transport |
| 01
| ECT(1)
| ECN-Capable Transport (1) |
| 10
| ECT(0)
| ECN-Capable Transport (0) |
| 11
| CE
| Congestion Experienced
|
+-----------------------+---------------+---------------------------+
Table 1: The ECN Field in the IP Header
In the TCP header the first two bits in byte 14 are defined as flags
for the use of ECN (CWR and ECE in Figure 1 [RFC3168]). An TCP
client indicates it supports ECN by setting ECE=CWR=1 in the SYN, and
an ECN-enabled server confirms ECN support by setting ECE=1 and CWR=0
in the SYN/ACK. On reception of a CE-marked packet at the IP layer,
the Data Receiver starts to set the Echo Congestion Experienced (ECE)
flag continuously in the TCP header of ACKs, which ensures the signal
is received reliably even if ACKs are lost. The TCP sender confirms
that it has received at least one ECE signal by responding with the
congestion window reduced (CWR) flag, which allows the TCP receiver
to stop repeating the ECN-Echo flag. This always leads to a full RTT
of ACKs with ECE set. Thus any additional CE markings arriving
within this RTT cannot be fed back.
The ECN Nonce [RFC3540] is an optional experimental addition to ECN
that the TCP sender can use to protect against accidental or
malicious concealment of marked or dropped packets. The sender can
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send an ECN nonce, which is a continuous pseudo-random pattern of
ECT(0) and ECT(1) codepoints in the ECN field. The receiver is
required to feed back a 1-bit nonce sum that counts the occurrence of
ECT(1) packets using the last bit of byte 13 in the TCP header, which
is defined as the Nonce Sum (NS) flag.
0
1
2
3
4
5
6
7
8
9 10 11 12 13 14 15
+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+
|
|
| N | C | E | U | A | P | R | S | F |
| Header Length | Reserved | S | W | C | R | C | S | S | Y | I |
|
|
|
| R | E | G | K | H | T | N | N |
+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+
Figure 1: The (post-ECN Nonce) definition of the TCP header flags
2.

AccECN Protocol Overview and Rationale
This section provides an informative overview of the AccECN protocol
that will be normatively specified in Section 3
Like the original TCP approach, the Data Receiver of each TCP halfconnection sends AccECN feedback to the Data Sender on TCP
acknowledgements, reusing data packets of the other half-connection
whenever possible.
The AccECN protocol has had to be designed in two parts:
o

an essential part that re-uses ECN TCP header bits to feed back
the number of arriving CE marked packets. This provides more
accuracy than classic ECN, but limited resilience against ACK
loss;

o

a supplementary part using a new AccECN TCP Option that provides
additional feedback on the number of bytes that arrive marked with
each of the three ECN codepoints (not just CE marks). This
provides greater resilience against ACK loss than the essential
feedback, but it is more likely to suffer from middlebox
interference.

The two part design was necessary, given limitations on the space
available for TCP options and given the possibility that certain
incorrectly designed middleboxes prevent TCP using any new options.
The essential part overloads the previous definition of the three
flags in the TCP header that had been assigned for use by ECN. This
design choice deliberately replaces the classic ECN feedback
protocol, rather than leaving classic ECN intact and adding more
accurate feedback separately because:
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o

this efficiently reuses scarce TCP header space, given TCP option
space is approaching saturation;

o

a single upgrade path for the TCP protocol is preferable to a fork
in the design;

o

otherwise classic and accurate ECN feedback could give conflicting
feedback on the same segment, which could open up new security
concerns and make implementations unnecessarily complex;

o

middleboxes are more likely to faithfully forward the TCP ECN
flags than newly defined areas of the TCP header.

AccECN is designed to work even if the supplementary part is removed
or zeroed out, as long as the essential part gets through.
2.1.

Capability Negotiation

AccECN is a change to the wire protocol of the main TCP header,
therefore it can only be used if both endpoints have been upgraded to
understand it. The TCP client signals support for AccECN on the
initial SYN of a connection and the TCP server signals whether it
supports AccECN on the SYN/ACK. The TCP flags on the SYN that the
client uses to signal AccECN support have been carefully chosen so
that a TCP server will interpret them as a request to support the
most recent variant of ECN that it supports. Then the client falls
back to the same ECN variant.
An AccECN TCP client does not send the new AccECN Option on the SYN
as SYN option space is limited and successful negotiation using the
flags in the main header is taken as sufficient evidence that both
ends also support the AccECN Option. The TCP server sends the AccECN
Option on the SYN/ACK and the client sends it on the first ACK to
test whether the network path forwards the option correctly.
2.2.

Feedback Mechanism

A Data Receiver maintains four counters initialised at the start of
the half-connection. Three count the number of arriving payload
bytes marked CE, ECT(1) and ECT(0) respectively. The fourth counts
the number of packets arriving marked with a CE codepoint (including
control packets without payload if they are CE-marked).
The Data Sender maintains four equivalent counters for the half
connection, and the AccECN protocol is designed to ensure they will
match the values in the Data Receiver’s counters, albeit after a
little delay.
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Each ACK carries the three least significant bits (LSBs) of the
packet-based CE counter using the ECN bits in the TCP header, now
renamed the Accurate ECN (ACE) field. The LSBs of each of the three
byte counters are carried in the AccECN Option.
2.3.

Delayed ACKs and Resilience Against ACK Loss

With both the ACE and the AccECN Option mechanisms, the Data Receiver
continually repeats the current LSBs of each of its respective
counters. Then, even if some ACKs are lost, the other end should be
able to infer how much to increment its own counters, even if the
protocol field has wrapped.
The 3-bit ACE field can wrap fairly frequently. Therefore, even if
it appears to have incremented by one (say), the field might have
actually cycled completely then incremented by one. This is a
possibility because the whole sequence of ACKs carrying the
intervening values of the field might all have been lost or delayed.
The fields in the AccECN Option are larger, but they will increment
in larger steps because they count bytes not packets. Nonetheless,
their size has been chosen such that a whole cycle of the field would
never occur between ACKs unless there had been an infeasibly long
sequence of ACK losses. Therefore, as long as the AccECN Option is
available, it can be treated as a dependable feedback channel.
If the AccECN Option is not available, e.g. it is being stripped by a
middlebox, the AccECN protocol will only feed back information on CE
markings (using the ACE field). Although not ideal, this will be
sufficient, because it is envisaged that ECT(0) and ECT(1) will never
indicate more severe congestion than CE, even though future uses for
ECT(0) or ECT(1) are still unclear. Because the 3-bit ACE field is
so small, when it is the only field available the Data Sender has to
interpret it conservatively assuming the worst possible wrap.
Certain specified events trigger the Data Receiver to include an
AccECN Option on an ACK. The rules are designed to ensure that the
order in which different markings arrive at the receiver is
communicated to the sender (as long as there is no ACK loss).
Implementations are encouraged to send an AccECN Option more
frequently, but this is left up to the implementer.
2.4.

Feedback Metrics

The CE packet counter in the ACE field and the CE byte counter in the
AccECN Option both provide feedback on received CE-marks. The CE
packet counter includes control packets that do not have payload
data, while the CE byte counter solely includes marked payload bytes.
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If both are present, the byte counter in the option will provide the
more accurate information needed for modern congestion control and
policing schemes, such as DCTCP or ConEx. If the option is stripped,
a simple algorithm to estimate the number of marked bytes from the
ACE field is given in Appendix A.3.
Feedback in bytes is recommended in order to protect against the
receiver using attacks similar to ’ACK-Division’ to artificially
inflate the congestion window, which is why [RFC5681] now recommends
that TCP counts acknowledged bytes not packets.
2.5.

Generic (Dumb) Reflector

The ACE field provides information about CE markings on both data and
control packets. According to [RFC3168] the Data Sender is meant to
set control packets to Not-ECT. However, mechanisms in certain
private networks (e.g. data centres) set control packets to be ECN
capable because they are precisely the packets that performance
depends on most.
For this reason, AccECN is designed to be a generic reflector of
whatever ECN markings it sees, whether or not they are compliant with
a current standard. Then as standards evolve, Data Senders can
upgrade unilaterally without any need for receivers to upgrade too.
It is also useful to be able to rely on generic reflection behaviour
when senders need to test for unexpected interference with markings
(for instance [I-D.kuehlewind-tcpm-ecn-fallback] and
[I-D.moncaster-tcpm-rcv-cheat]).
The initial SYN is the most critical control packet, so AccECN
provides feedback on whether it is CE marked, even though it is not
allowed to be ECN-capable according to RFC 3168. However,
middleboxes have been known to overwrite the ECN IP field as if it is
still part of the old Type of Service (ToS) field. If a TCP client
has set the SYN to Not-ECT, but receives CE feedback, it can detect
such middlebox interference and send Not-ECT for the rest of the
connection (see [I-D.kuehlewind-tcpm-ecn-fallback] for the detailed
fall-back behaviour).
Today, if a TCP server receives CE on a SYN, it cannot know whether
it is invalid (or valid) because only the TCP client knows whether it
originally marked the SYN as Not-ECT (or ECT). Therefore, the
server’s only safe course of action is to disable ECN for the
connection. Instead, the AccECN protocol allows the server to feed
back the CE marking to the client, which then has all the information
to decide whether the connection has to fall-back from supporting ECN
(or not).
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Providing feedback of CE marking on the SYN also supports future
scenarios in which SYNs might be ECN-enabled (without prejudging
whether they ought to be). For instance, in certain environments
such as data centres, it might be appropriate to allow ECN-capable
SYNs. Then, if feedback showed the SYN had been CE marked, the TCP
client could reduce its initial window (IW). It could also reduce IW
conservatively if feedback showed the receiver did not support ECN
(because if there had been a CE marking, the receiver would not have
understood it). Note that this text merely motivates dumb reflection
of CE on a SYN, it does not judge whether a SYN ought to be ECNcapable.
3.

AccECN Protocol Specification

3.1.

Negotiation during the TCP handshake

During the TCP handshake at the start of a connection, to request
more accurate ECN feedback the TCP client (host A) MUST set the TCP
flags NS=1, CWR=1 and ECE=1 in the initial SYN segment.
If a TCP server (B) that is AccECN enabled receives a SYN with the
above three flags set, it MUST set both its half connections into
AccECN mode. Then it MUST set the flags CWR=1 and ECE=0 on its
response in the SYN/ACK segment to confirm that it supports AccECN.
The TCP server MUST NOT set this combination of flags unless the
preceding SYN requested support for AccECN as above.
If the received SYN segment is CE-marked (see Section 2.5), an
AccECN-enabled TCP server MUST set NS=1 on the SYN/ACK. If the
received SYN is Not-ECT or ECT(0)/ECT(1), an AccECN-enabled server
MUST clear NS (NS=0).
Once a TCP client (A) has sent the above SYN to declare that it
supports AccECN, and once it has received the above SYN/ACK segment
that confirms that the TCP server supports AccECN, the TCP client
MUST set both its half connections into AccECN mode.
If after the normal TCP timeout the TCP client has not received a
SYN/ACK to acknowledge its SYN, the SYN might just have been lost,
e.g. due to congestion or a middlebox might be blocking segments with
the AccECN flags. To expedite connection setup, the host SHOULD fall
back to NS=CWR=ECE=0 on the retransmission of the SYN. It would make
sense to also remove any other experimental fields or options on the
SYN in case a middlebox might be blocking them, although the required
behaviour will depend on the specification of the other option(s) and
any attempt to co-ordinate fall-back between different modules of the
stack. Implementers MAY use other fall-back strategies if they are
found to be more effective (e.g. attempting to retransmit a second
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AccECN segment before fall-back, falling back to classic ECN rather
than non-ECN, and/or caching the result of a previous attempt to
access the same host while negotiating AccECN).
The fall-back procedure If the TCP server receives no ACK to
acknowledge a SYN/ACK that tried to negotiate AccECN is specified in
Section 3.2.4.
The three flags set to 1 to indicate AccECN support on the SYN have
been carefully chosen to enable natural fall-back to prior stages in
the evolution of ECN. Table 2 tabulates all the negotiation
possibilities for ECN-related capabilities that involve at least one
AccECN-capable host. To compress the width of the table, the
headings of the first four columns have been severely abbreviated, as
follows:
Ac: More *Ac*curate ECN Feedback
N:

ECN-*N*once [RFC3540]

E:

*E*CN [RFC3168]

I:

Not-ECN (*I*mplicit congestion notification using packet drop).

+----+---+---+---+------------+--------------+----------------------+
| Ac | N | E | I | SYN A->B | SYN/ACK B->A | Mode
|
+----+---+---+---+------------+--------------+----------------------+
|
|
|
|
| NS CWR ECE | NS CWR ECE |
|
| AB |
|
|
| 1
1
1 | 0
1
0
| AccECN
|
| AB |
|
|
| 1
1
1 | 1
1
0
| AccECN (CE on SYN)
|
|
|
|
|
|
|
|
|
| A | B |
|
| 1
1
1 | 1
0
1
| classic ECN
|
| A |
| B |
| 1
1
1 | 0
0
1
| classic ECN
|
| A |
|
| B | 1
1
1 | 0
0
0
| Not ECN
|
|
|
|
|
|
|
|
|
| B | A |
|
| 0
1
1 | 0
0
1
| classic ECN
|
| B |
| A |
| 0
1
1 | 0
0
1
| classic ECN
|
| B |
|
| A | 0
0
0 | 0
0
0
| Not ECN
|
|
|
|
|
|
|
|
|
| A |
|
| B | 1
1
1 | 1
1
1
| Not ECN (broken)
|
| A |
|
|
| 1
1
1 | 0
1
1
| Not ECN (see Appx B) |
| A |
|
|
| 1
1
1 | 1
0
0
| Not ECN (see Appx B) |
+----+---+---+---+------------+--------------+----------------------+
Table 2: ECN capability negotiation between Originator (A) and
Responder (B)
Table 2 is divided into blocks each separated by an empty row.
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1.

The top block shows the case already described where both
endpoints support AccECN and the TCP server (B) might indicate
congestion.

2.

The second block shows the cases where the TCP client (A)
supports AccECN but the TCP server (B) supports some earlier
variant of TCP, indicated in its SYN/ACK. Therefore, as soon as
an AccECN-capable TCP client (A) receives the SYN/ACK shown it
MUST set both its half connections into the mode shown in the
rightmost column.

3.

The third block shows the cases where the TCP server (B) supports
AccECN but the TCP client (A) supports some earlier variant of
TCP, indicated in its SYN. Therefore, as soon as an AccECNenabled TCP server (B) receives the SYN shown it MUST set both
its half connections into the mode shown in the rightmost column.

4.

The fourth block displays combinations that are not valid and
therefore both ends MUST fall-back to Not ECN for both half
connections. Especially the first case (marked ‘broken’) where
all bits set in the SYN are reflected by the receiver in the SYN/
ACK, which happens quite often if the TCP connection is
proxied.{ToDo: Consider using the last two cases for AccECN f/b
of ECT(0) and ECT(1) on the SYN (Appendix B)}

The following exceptional cases need some explanation:
ECN Nonce: An AccECN implementation, whether client or server,
sender or receiver, does not need to implement the ECN Nonce
behaviour [RFC3540]. AccECN is compatible with an alternative ECN
feedback integrity approach that does not use up the ECT(1)
codepoint and can be implemented solely at the sender (see
Section 4.3).
Simultaneous Open: An originating AccECN Host (A), having sent a SYN
with NS=1, CWR=1 and ECE=1, might receive another SYN from host B.
Host A MUST then enter the same mode as it would have entered had
it been a responding host and received the same SYN. Then host A
MUST send the same SYN/ACK as it would have sent had it been a
responding host (see the third block above).
3.2.

AccECN Feedback

Each Data Receiver maintains four counters, r.cep, r.ceb, r.e0b and
r.e1b. The CE packet counter (r.cep), counts the number of packets
the host receives with the CE code point in the IP ECN field,
including CE marks on control packets without data. r.ceb, r.e0b and
r.e1b count the number of TCP payload bytes in packets marked
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respectively with the CE, ECT(0) and ECT(1) codepoint in their IP-ECN
field. When a host first enters AccECN mode, it initialises its
counters to r.cep = 6, r.e0b = 1 and r.ceb = r.e1b.= 0 (see
Appendix A.5). Non-zero initial values are used to be distinct from
cases where the fields are incorrectly zeroed (e.g. by middleboxes).
A host feeds back the CE packet counter using the Accurate ECN (ACE)
field, as explained in the next section. And it feeds back all the
byte counters using the AccECN TCP Option, as specified in
Section 3.2.3. Whenever a host feeds back the value of any counter,
it MUST report the most recent value, no matter whether it is in a
pure ACK, an ACK with new payload data or a retransmission.
3.2.1.

The ACE Field

After AccECN has been negotiated on the SYN and SYN/ACK, the hosts
overload the three TCP flags ECE, CWR and NS in the main TCP header
as one 3-bit field. Then the field is given a new name, ACE, as
shown in Figure 2.
0
1
2
3
4
5
6
7
8
9 10 11 12 13 14 15
+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+
|
|
|
| U | A | P | R | S | F |
| Header Length | Reserved |
ACE
| R | C | S | S | Y | I |
|
|
|
| G | K | H | T | N | N |
+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+---+
Figure 2: Definition of the ACE field within bytes 13 and 14 of the
TCP Header (when AccECN has been negotiated and SYN=0).
The original definition of these three flags in the TCP header,
including the addition of support for the ECN Nonce, is shown for
comparison in Figure 1. This specification does not rename these
three TCP flags, it merely overloads them with another name and
definition once an AccECN connection has been established.
A host MUST interpret the ECE, CWR and NS flags as the 3-bit ACE
counter on a segment with SYN=0 that it sends or receives if both of
its half-connections are set into AccECN mode having successfully
negotiated AccECN (see Section 3.1). A host MUST NOT interpret the 3
flags as a 3-bit ACE field on any segment with SYN=1 (whether ACK is
0 or 1), or if AccECN negotiation is incomplete or has not succeeded.
Both parts of each of these conditions are equally important. For
instance, even if AccECN negotiation has been successful, the ACE
field is not defined on any segments with SYN=1 (e.g. a
retransmission of an unacknowledged SYN/ACK, or when both ends send
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SYN/ACKs after AccECN support has been successfully negotiated during
a simultaneous open).
The ACE field encodes the three least significant bits of the r.cep
counter, therefore its initial value will be 0b110. This non-zero
initialization allows a TCP server to use a stateless handshake (see
Section 4.1) but still detect from the TCP client’s first ACK that
the client considers it has successfully negotiated AccECN. If the
SYN/ACK was CE marked, the client MUST increase its r.cep counter
before it sends its first ACK, therefore the initial value of the ACE
field will be 0b111. These values have deliberately been chosen such
that thy are distinct from [RFC5562] behaviour, where the TCP client
would set ECE on the first ACK as feedback for a CE mark on the SYN/
ACK.
If the value of the ACE field on the first segment with SYN=0 in
either direction is anything other than 0b110 or 0b111, the Data
Receiver MUST disable ECN for the remainder of the half-connection by
marking all subsequent packets as Not-ECT.
3.2.2.

Safety against Ambiguity of the ACE Field

If too many CE-marked segments are acknowledged at once, or if a long
run of ACKs is lost, the 3-bit counter in the ACE field might have
cycled between two ACKs arriving at the Data Sender.
Therefore an AccECN Data Receiver SHOULD immediately send an ACK once
(n) CE marks have arrived since the previous ACK, where n SHOULD be 2
and MUST be no greater than 6.
If the Data Sender has not received AccECN TCP Options to give it
more dependable information, and it detects that the ACE field could
have cycled under the prevailing conditions, it SHOULD conservatively
assume that the counter did cycle. It can detect if the counter
could have cycled by using the jump in the acknowledgement number
since the last ACK to calculate or estimate how many segments could
have been acknowledged. An example algorithm to implement this
policy is given in Appendix A.2. An implementer MAY develop an
alternative algorithm as long as it satisfies these requirements.
If missing
prove that
neutralise
assumption

acknowledgement numbers arrive later (reordering) and
the counter did not cycle, the Data Sender MAY attempt to
the effect of any action it took based on a conservative
that it later found to be incorrect.
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The AccECN Option

The AccECN Option is defined as shown below in Figure 3. It consists
of three 24-bit fields that provide the 24 least significant bits of
the r.e0b, r.ceb and r.e1b counters, respectively. The initial ’E’
of each field name stands for ’Echo’.
0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| Kind = TBD1 | Length = 11 |
EE0B field
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| EE0B (cont’d) |
ECEB field
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
EE1B field
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Figure 3: The AccECN Option
The Data Receiver MUST set the Kind field to TBD1, which is
registered in Section 6 as a new TCP option Kind called AccECN.
experimental TCP option with Kind=254 MAY be used for initial
experiments, with magic number 0xACCE.

An

Appendix A.1 gives an example algorithm for the Data Receiver to
encode its byte counters into the AccECN Option, and for the Data
Sender to decode the AccECN Option fields into its byte counters.
Note that there is no field to feedback Not-ECT bytes. Nonetheless
an algorithm for the Data Sender to calculate the number of payload
bytes received as Not-ECT is given in Appendix A.5.
Whenever a Data Receiver sends an AccECN Option it SHOULD always send
a full-length option. To cope with option space limitations, it MAY
omit unchanged fields from the tail of the option, as long as it
preserves the order of the remaining fields, It MUST include any
field that has changed. The length field MUST indicate which fields
are present as follows:
Length=11:

EE0B, ECEB, EE1B

Length=8:

EE0B, ECEB

Length=5:

EE0B

Length=2:

(empty)
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The empty option of Length=2 is provided to allow for a case where an
AccECN Option has to be sent (e.g. on the SYN/ACK to test the path),
but there is very limited space for the option. For initial
experiments, the Length field MUST be 2 greater to accommodate the
16-bit magic number.
All implementations of a Data Sender MUST be able to read in AccECN
Options of any of the above lengths. They MUST ignore an AccECN
Option of any other length.
3.2.4.

Path Traversal of the AccECN Option

An AccECN host MUST NOT include the AccECN TCP Option on the SYN.
Nonetheless, if the AccECN negotiation using the ECN flags in the
main TCP header (Section 3.1) is successful, it implicitly declares
that the endpoints also support the AccECN TCP Option.
If the TCP client indicated AccECN support, a TCP server that
confirms its support for AccECN (as described in Section 3.1) MUST
also include an AccECN TCP Option in the SYN/ACK. A TCP client that
has successfully negotiated AccECN MUST include an AccECN Option in
the first ACK at the end of the 3WHS. However, this first ACK is not
delivered reliably, so the TCP client MUST also include an AccECN
Option on the first data segment it sends (if it ever sends one).
If the TCP client has successfully negotiated AccECN but does not
receive an AccECN Option on the SYN/ACK, it switches into a mode that
assumes that the AccECN Option is not available for this half
connection. Similarly, if the TCP server has successfully negotiated
AccECN but does not receive an AccECN Option on the first ACK or on
the first data segment, it switches into a mode that assumes that the
AccECN Option is not available for this half connection.
While a host is in the mode that assumes the AccECN Option is not
available, it MUST adopt the conservative interpretation of the ACE
field discussed in Section 3.2.2. However, it cannot make any
assumption about support of the AccECN Option on the other half
connection, so it MUST continue to send the AccECN Option itself.
If after the normal TCP timeout the TCP server has not received an
ACK to acknowledge its SYN/ACK, the SYN/ACK might just have been
lost, e.g. due to congestion, or a middlebox might be blocking the
AccECN Option. To expedite connection setup, the host SHOULD fall
back to NS=CWR=ECE=0 and no AccECN Option on the retransmission of
the SYN/ACK. Implementers MAY use other fall-back strategies if they
are found to be more effective (e.g. retransmitting a SYN/ACK with
AccECN TCP flags but not the AccECN Option; attempting to retransmit
a second AccECN segment before fall-back (most appropriate during
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high levels of congestion); or falling back to classic ECN rather
than non-ECN).
Similarly, if the TCP client detects that the first data segment it
sent was lost, it SHOULD fall back to no AccECN Option on the
retransmission. Again, implementers MAY use other fall-back
strategies such as attempting to retransmit a second segment with the
AccECN Option before fall-back, and/or caching the result of previous
attempts.
Either host MAY include the AccECN Option in a subsequent segment to
retest whether the AccECN Option can traverse the path.
Currently the Data Sender is not required to test whether the
arriving byte counters in the AccECN Option have been correctly
initialised. This allows different initial values to be used as an
additional signalling channel in future. If any inappropriate
zeroing of these fields is discovered during testing, this approach
will need to be reviewed.
3.2.5.

Usage of the AccECN TCP Option

The following rules determine when a Data Receiver in AccECN mode
sends the AccECN TCP Option, and which fields to include:
Change-Triggered ACKs: If an arriving packet increments a different
byte counter to that incremented by the previous packet, the Data
Receiver SHOULD immediately send an ACK with an AccECN Option,
without waiting for the next delayed ACK. Certain offload
hardware might not be able to support change-triggered ACKs, but
otherwise it is important to keep exceptions to this rule to a
minimum so that Data Senders can generally rely on this behaviour;
Continual Repetition: Otherwise, if arriving packets continue to
increment the same byte counter, the Data Receiver can include an
AccECN Option on most or all (delayed) ACKs, but it does not have
to. If option space is limited on a particular ACK, the Data
Receiver MUST give precedence to SACK information about loss. It
SHOULD include an AccECN Option if the r.ceb counter has
incremented and it MAY include an AccECN Option if r.ec0b or
r.ec1b has incremented;
Full-Length Options Preferred: It SHOULD always use full-length
AccECN Options, but it MAY use shorter AccECN Options as long as
it includes the counter that just incremented;
Beaconing Full-Length Options: Nonetheless, it MUST include a fulllength AccECN TCP Option on at least three ACKs per RTT, or on all
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ACKs if there are less than three per RTT (see Appendix A.4 for an
example algorithm that satisfies this requirement).
The following example series of arriving marks illustrates when a
Data Receiver will emit an ACK if it is using a delayed ACK factor of
2 segments and change-triggered ACKs: 01 -> ACK, 01, 01 -> ACK, 10 ->
ACK, 10, 01 -> ACK, 01, 11 -> ACK, 01 -> ACK.
For the avoidance of doubt, the change-triggered ACK mechanism
ignores the arrival of a control packet with no payload, because it
does not alter any byte counters. The change-triggered ACK approach
will lead to some additional ACKs but it feeds back the order and
timing in which ECN marks are received with minimal additional
complexity.
Note that sending an AccECN Option each time a different counter
changes and including a full-length AccECN Option on every delayed
ACK will satisfy the requirements described above and might be the
easiest implementation, as long as sufficient space is available in
each ACK (in total and in the option space).
Appendix A.3 gives an example algorithm to estimate the number of
marked bytes from the ACE field alone, if the AccECN Option is not
available.
If a host has determined that segments with the AccECN Option always
seem to be lost, it is no longer obliged to follow the above rules.
3.3.

AccECN Compliance by TCP Proxies, Offload Engines and other
Middleboxes

A large class of middleboxes split TCP connections. Such a middlebox
would be compliant with the AccECN protocol if the TCP implementation
on each side complied with the present AccECN specification and each
side negotiated AccECN independently of the other side.
Another large class of middleboxes intervene to some degree at the
transport layer, but attempts to be transparent (invisible) to the
end-to-end connection. A subset of this class of middleboxes
attempts to ‘normalise’ the TCP wire protocol by checking that all
values in header fields comply with a rather narrow interpretation of
the TCP specifications. To comply with the present AccECN
specification, such a middlebox MUST NOT change the ACE field or the
AccECN Option and it MUST attempt to preserve the timing of each ACK
(for example, if it coalesced ACKs it would not be AccECN-compliant).
A middlebox claiming to be transparent at the transport layer MUST
forward the AccECN TCP Option unaltered, whether or not the length
value matches one of those specified in Section 3.2.3, and whether or
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not the initial values of the byte-counter fields are correct. This
is because blocking apparently invalid values does not improve
security (because AccECN hosts are required to ignore invalid values
anyway), while it prevents the standardised set of values being
extended in future (because outdated normalisers would block updated
hosts from using the extended AccECN standard).
Hardware to offload certain TCP processing represents another large
class of middleboxes, even though it is often a function of a host’s
network interface and rarely in its own ’box’. Leeway has been
allowed in the present AccECN specification in the expectation that
offload hardware could comply and still serve its function.
Nonetheless, such hardware MUST attempt to preserve the timing of
each ACK (for example, if it coalesced ACKs it would not be AccECNcompliant).
4.

Interaction with Other TCP Variants
This section is informative, not normative.

4.1.

Compatibility with SYN Cookies

A TCP server can use SYN Cookies (see Appendix A of [RFC4987]) to
protect itself from SYN flooding attacks. It places minimal commonly
used connection state in the SYN/ACK, and deliberately does not hold
any state while waiting for the subsequent ACK (e.g. it closes the
thread). Therefore it cannot record the fact that it entered AccECN
mode for both half-connections. Indeed, it cannot even remember
whether it negotiated the use of classic ECN [RFC3168].
Nonetheless, such a server can determine that it negotiated AccECN as
follows. If a TCP server using SYN Cookies supports AccECN, if the
first ACK it receives contains an ACE field with the value 0b110 or
0b111, it can assume that:
o

the TCP client must have requested AccECN support on the SYN

o

it (the server) must have confirmed that it supported AccECN

Therefore the server can switch itself into AccECN mode, and continue
as if it had never forgotten that it switched itself into AccECN mode
earlier.
4.2.

Compatibility with Other TCP Options and Experiments

AccECN is compatible (at least on paper) with the most commonly used
TCP options: MSS, time-stamp, window scaling, SACK and TCP-AO. It is
also compatible with the recent promising experimental TCP options
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TCP Fast Open (TFO [RFC7413]) and Multipath TCP (MPTCP [RFC6824]).
AccECN is particularly friendly to all these protocols, because space
for TCP options is particularly scarce on the SYN, where AccECN
consumes zero additional header space.
When option space is under pressure from other options, Section 3.2.5
provides guidance on how important it is to send an AccECN Option and
whether it needs to be a full-length option.
4.3.

Compatibility with Feedback Integrity Mechanisms

The ECN Nonce [RFC3540] is an experimental IETF specification
intended to allow a sender to test whether ECN CE markings (or
losses) introduced in one network are being suppressed by the
receiver or anywhere else in the feedback loop, such as another
network or a middlebox. The ECN nonce has not been deployed as far
as can be ascertained. The nonce would now be nearly impossible to
deploy retrospectively, because to catch a misbehaving receiver it
relies on the receiver volunteering feedback information to
incriminate itself. A receiver that has been modified to misbehave
can simply claim that it does not support nonce feedback, which will
seem unremarkable given so many other hosts do not support it either.
With minor changes AccECN could be optimised for the possibility that
the ECT(1) codepoint might be used as a nonce. However, given the
nonce is now probably undeployable, the AccECN design has been
generalised so that it ought to be able to support other possible
uses of the ECT(1) codepoint, such as a lower severity or a more
instant congestion signal than CE.
Three alternative mechanisms are available to assure the integrity of
ECN and/or loss signals. AccECN is compatible with any of these
approaches:
o

The Data Sender can test the integrity of the receiver’s ECN (or
loss) feedback by occasionally setting the IP-ECN field to a value
normally only set by the network (and/or deliberately leaving a
sequence number gap). Then it can test whether the Data
Receiver’s feedback faithfully reports what it expects
[I-D.moncaster-tcpm-rcv-cheat]. Unlike the ECN Nonce, this
approach does not waste the ECT(1) codepoint in the IP header, it
does not require standardisation and it does not rely on
misbehaving receivers volunteering to reveal feedback information
that allows them to be detected. However, setting the CE mark by
the sender might conceal actual congestion feedback from the
network and should therefore only be done sparsely.
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Networks generate congestion signals when they are becoming
congested, so they are more likely than Data Senders to be
concerned about the integrity of the receiver’s feedback of these
signals. A network can enforce a congestion response to its ECN
markings (or packet losses) using congestion exposure (ConEx)
audit [I-D.ietf-conex-abstract-mech]. Whether the receiver or a
downstream network is suppressing congestion feedback or the
sender is unresponsive to the feedback, or both, ConEx audit can
neutralise any advantage that any of these three parties would
otherwise gain.
ConEx is a change to the Data Sender that is most useful when
combined with AccECN. Without AccECN, the ConEx behaviour of a
Data Sender would have to be more conservative than would be
necessary if it had the accurate feedback of AccECN.

o

5.

The TCP authentication option (TCP-AO [RFC5925]) can be used to
detect any tampering with AccECN feedback between the Data
Receiver and the Data Sender (whether malicious or accidental).
The AccECN fields are immutable end-to-end, so they are amenable
to TCP-AO protection, which covers TCP options by default.
However, TCP-AO is often too brittle to use on many end-to-end
paths, where middleboxes can make verification fail in their
attempts to improve performance or security, e.g. by
resegmentation or shifting the sequence space.
Protocol Properties

This section is informative not normative. It describes how well the
protocol satisfies the agreed requirements for a more accurate ECN
feedback protocol [RFC7560].
Accuracy: From each ACK, the Data Sender can infer the number of new
CE marked segments since the previous ACK. This provides a better
accuracy on CE feedback than classic ECN. In addition if the
AccECN Option is present (not blocked by the network path) the
number of bytes marked with CE, ECT(1) and ECT(0) are provided.
Overhead: The AccECN scheme is divided into two parts. The
essential part reuses the 3 flags already assigned to ECN in the
IP header. The supplementary part adds an additional TCP option
consuming up to 11 bytes. However, no TCP option is consumed in
the SYN.
Ordering: The order in which marks arrive at the Data Receiver is
preserved in AccECN feedback, because the Data Receiver is
expected to send an ACK immediately when a different mark arrives.
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Timeliness: While the same ECN markings are arriving continually at
the Data Receiver, it can defer ACKs as TCP does normally, but it
will immediately send an ACK as soon as a different ECN marking
arrives.
Timeliness vs Overhead: Change-Triggered ACKs are intended to enable
latency-sensitive uses of ECN feedback by capturing the timing of
transitions but not wasting resources while the state of the
signalling system is stable. The receiver can control how
frequently it sends the AccECN TCP Option and therefore it can
control the overhead induced by AccECN.
Resilience: All information is provided based on counters.
Therefore if ACKs are lost, the counters on the first ACK
following the losses allows the Data Sender to immediately recover
the number of the ECN markings that it missed.
Resilience against Bias: Because feedback is based on repetition of
counters, random losses do not remove any information, they only
delay it. Therefore, even though some ACKs are change-triiggered,
random losses will not alter the proportions of the different ECN
markings in the feedback.
Resilience vs Overhead: If space is limited in some segments (e.g.
because more option are need on some segments, such as the SACK
option after loss), the Data Receiver can send AccECN Options less
frequently or truncate fields that have not changed, usually down
to as little as 5 bytes. However, it has to send a full-sized
AccECN Option at least three times per RTT, which the Data Sender
can rely on as a regular beacon or checkpoint.
Resilience vs Timeliness and Ordering: Ordering information and the
timing of transitions cannot be communicated in three cases: i)
during ACK loss; ii) if something on the path strips the AccECN
Option; or iii) if the Data Receiver is unable to support ChangeTriggered ACKs.
Complexity: An AccECN protocol solely involves simple counter
increments, some modulo arithmetic to communicate the least
significant bits and allow for wrap, and some heuristics for
safety against fields cycling due to prolonged periods of ACK
loss. Each host needs to maintain eight additional counters. The
hosts have to apply some additional tests to detect tampering by
middleboxes, but in general the protocol is simple to understand,
simple to implement and requires few cycles per packet to execute.
Integrity: AccECN is compatible with at least three approaches that
can assure the integrity of ECN feedback. If the AccECN Option is
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stripped the resolution of the feedback is degraded, but the
integrity of this degraded feedback can still be assured.
Backward Compatibility: If only one endpoint supports the AccECN
scheme, it will fall-back to the most advanced ECN feedback scheme
supported by the other end.
Backward Compatibility: If the AccECN Option is stripped by a
middlebox, AccECN still provided basic congestion feedback in the
ACE field. Further, AccECN can be used to detect mangling of the
IP ECN field; mangling of the TCP ECN flags; blocking of ECTmarked segments; and blocking of segments carrying the AccECN
Option. It can detect these conditions during TCP’s 3WHS so that
it can fall back to operation without ECN and/or operation without
the AccECN Option.
Forward Compatibility: The behaviour of endpoints and middleboxes is
carefully defined for all reserved or currently unused codepoints
in the scheme, to ensure that any blocking of anomalous values is
always at least under reversible policy control.
6.

IANA Considerations
This document defines a new TCP option for AccECN, assigned a value
of TBD1 (decimal) from the TCP option space. This value is defined
as:
+------+--------+-----------------------+-----------+
| Kind | Length | Meaning
| Reference |
+------+--------+-----------------------+-----------+
| TBD1 | N
| Accurate ECN (AccECN) | RFC XXXX |
+------+--------+-----------------------+-----------+
[TO BE REMOVED: This registration should take place at the following
location: http://www.iana.org/assignments/tcp-parameters/tcpparameters.xhtml#tcp-parameters-1]
Early implementation before the IANA allocation MUST follow [RFC6994]
and use experimental option 254 and magic number 0xACCE (16 bits)
{ToDo register this with IANA}, then migrate to the new option after
the allocation.

7.

Security Considerations
If ever the supplementary part of AccECN based on the new AccECN TCP
Option is unusable (due for example to middlebox interference) the
essential part of AccECN’s congestion feedback offers only limited
resilience to long runs of ACK loss (see Section 3.2.2). These
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problems are unlikely to be due to malicious intervention (because if
an attacker could strip a TCP option or discard a long run of ACKs it
could wreak other arbitrary havoc). However, it would be of concern
if AccECN’s resilience could be indirectly compromised during a
flooding attack. AccECN is still considered safe though, because if
the option is not presented, the AccECN Data Sender is then required
to switch to more conservative assumptions about wrap of congestion
indication counters (see Section 3.2.2 and Appendix A.2).
Section 4.1 describes how a TCP server can negotiate AccECN and use
the SYN cookie method for mitigating SYN flooding attacks.
There is concern that ECN markings could be altered or suppressed,
particularly because a misbehaving Data Receiver could increase its
own throughput at the expense of others. Given the experimental ECN
nonce is now probably undeployable, AccECN has been generalised for
other possible uses of the ECT(1) codepoint to avoid obsolescence of
the codepoint even if the nonce mechanism is obsoleted. AccECN is
compatible with the three other schemes known to assure the integrity
of ECN feedback (see Section 4.3 for details). If the AccECN Option
is stripped by an incorrectly implemented middlebox, the resolution
of the feedback will be degraded, but the integrity of this degraded
information can still be assured.
The AccECN protocol is not believed to introduce any new privacy
concerns, because it merely counts and feeds back signals at the
transport layer that had already been visible at the IP layer.
8.
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9.

Comments Solicited
Comments and questions are encouraged and very welcome. They can be
addressed to the IETF TCP maintenance and minor modifications working
group mailing list <tcpm@ietf.org>, and/or to the authors.
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Example Algorithms

This appendix is informative, not normative. It gives example
algorithms that would satisfy the normative requirements of the
AccECN protocol. However, implementers are free to choose other ways
to implement the requirements.
A.1.

Example Algorithm to Encode/Decode the AccECN Option

The example algorithms below show how a Data Receiver in AccECN mode
could encode its CE byte counter r.ceb into the ECEB field within the
AccECN TCP Option, and how a Data Sender in AccECN mode could decode
the ECEB field into its byte counter s.ceb. The other counters for
bytes marked ECT(0) and ECT(1) in the AccECN Option would be
similarly encoded and decoded.
It is assumed that each local byte counter is an unsigned integer
greater than 24b (probably 32b), and that the following constant has
been assigned:
DIVOPT = 2^24
Every time a CE marked data segment arrives, the Data Receiver
increments its local value of r.ceb by the size of the TCP Data.
Whenever it sends an ACK with the AccECN Option, the value it writes
into the ECEB field is
ECEB = r.ceb % DIVOPT
where ’%’ is the modulo operator.
On the arrival of an AccECN Option, the Data Sender uses the TCP
acknowledgement number and any SACK options to calculate newlyAckedB,
the amount of new data that the ACK acknowledges in bytes. If
newlyAckedB is negative it means that a more up to date ACK has
already been processed, so this ACK has been superseded and the Data
Sender has to ignore the AccECN Option. Then the Data Sender
calculates the minimum difference d.ceb between the ECEB field and
its local s.ceb counter, using modulo arithmetic as follows:
if (newlyAckedB >= 0) {
d.ceb = (ECEB + DIVOPT - (s.ceb % DIVOPT)) % DIVOPT
s.ceb += d.ceb
}
For example, if s.ceb is 33,554,433 and ECEB is 1461 (both decimal),
then
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s.ceb % DIVOPT = 1
d.ceb = (1461 + 2^24 - 1) % 2^24
= 1460
s.ceb = 33,554,433 + 1460
= 33,555,893
A.2.

Example Algorithm for Safety Against Long Sequences of ACK Loss

The example algorithms below show how a Data Receiver in AccECN mode
could encode its CE packet counter r.cep into the ACE field, and how
the Data Sender in AccECN mode could decode the ACE field into its
s.cep counter. The Data Sender’s algorithm includes code to
heuristically detect a long enough unbroken string of ACK losses that
could have concealed a cycle of the congestion counter in the ACE
field of the next ACK to arrive.
Two variants of the algorithm are given: i) a more conservative
variant for a Data Sender to use if it detects that the AccECN Option
is not available (see Section 3.2.2 and Section 3.2.4); and ii) a
less conservative variant that is feasible when complementary
information is available from the AccECN Option.
A.2.1.

Safety Algorithm without the AccECN Option

It is assumed that each local packet counter is a sufficiently sized
unsigned integer (probably 32b) and that the following constant has
been assigned:
DIVACE = 2^3
Every time a CE marked packet arrives, the Data Receiver increments
its local value of r.cep by 1. It repeats the same value of ACE in
every subsequent ACK until the next CE marking arrives, where
ACE = r.cep % DIVACE.
If the Data Sender received an earlier value of the counter that had
been delayed due to ACK reordering, it might incorrectly calculate
that the ACE field had wrapped. Therefore, on the arrival of every
ACK, the Data Sender uses the TCP acknowledgement number and any SACK
options to calculate newlyAckedB, the amount of new data that the ACK
acknowledges. If newlyAckedB is negative it means that a more up to
date ACK has already been processed, so this ACK has been superseded
and the Data Sender has to ignore the AccECN Option. If newlyAckedB
is zero, to break the tie the Data Sender could use timestamps (if
present) to work out newlyAckedT, the amount of new time that the ACK
acknowledges. Then the Data Sender calculates the minimum difference
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d.cep between the ACE field and its local s.cep counter, using modulo
arithmetic as follows:
if ((newlyAckedB > 0) || (newlyAckedB == 0 && newlyAckedT > 0))
d.cep = (ACE + DIVACE - (s.cep % DIVACE)) % DIVACE
Section 3.2.2 requires the Data Sender to assume that the ACE field
did cycle if it could have cycled under prevailing conditions. The
3-bit ACE field in an arriving ACK could have cycled and become
ambiguous to the Data Sender if a row of ACKs goes missing that
covers a stream of data long enough to contain 8 or more CE marks.
We use the word ‘missing’ rather than ‘lost’, because some or all the
missing ACKs might arrive eventually, but out of order. Even if some
of the lost ACKs are piggy-backed on data (i.e. not pure ACKs)
retransmissions will not repair the lost AccECN information, because
AccECN requires retransmissions to carry the latest AccECN counters,
not the original ones.
The phrase ‘under prevailing conditions’ allows the Data Sender to
take account of the prevailing size of data segments and the
prevailing CE marking rate just before the sequence of ACK losses.
However, we shall start with the simplest algorithm, which assumes
segments are all full-sized and ultra-conservatively it assumes that
ECN marking was 100% on the forward path when ACKs on the reverse
path started to all be dropped. Specifically, if newlyAckedB is the
amount of data that an ACK acknowledges since the previous ACK, then
the Data Sender could assume that this acknowledges newlyAckedPkt
full-sized segments, where newlyAckedPkt = newlyAckedB/MSS. Then it
could assume that the ACE field incremented by
dSafer.cep = newlyAckedPkt - ((newlyAckedPkt - d.cep) % DIVACE),
For example, imagine an ACK acknowledges newlyAckedPkt=9 more fullsize segments than any previous ACK, and that ACE increments by a
minimum of 2 CE marks (d.cep=2). The above formula works out that it
would still be safe to assume 2 CE marks (because 9 - ((9-2) % 8) =
2). However, if ACE increases by a minimum of 2 but acknowledges 10
full-sized segments, then it would be necessary to assume that there
could have been 10 CE marks (because 10 - ((10-2) % 8) = 10).
Implementers could build in more heuristics to estimate prevailing
average segment size and prevailing ECN marking. For instance,
newlyAckedPkt in the above formula could be replaced with
newlyAckedPktHeur = newlyAckedPkt*p*MSS/s, where s is the prevailing
segment size and p is the prevailing ECN marking probability.
However, ultimately, if TCP’s ECN feedback becomes inaccurate it
still has loss detection to fall back on. Therefore, it would seem
safe to implement a simple algorithm, rather than a perfect one.
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The simple algorithm for dSafer.cep above requires no monitoring of
prevailing conditions and it would still be safe if, for example,
segments were on average at least 5% of full-sized as long as ECN
marking was 5% or less. Assuming it was used, the Data Sender would
increment its packet counter as follows:
s.cep += dSafer.cep
If missing acknowledgement numbers arrive later (due to reordering),
Section 3.2.2 says "the Data Sender MAY attempt to neutralise the
effect of any action it took based on a conservative assumption that
it later found to be incorrect". To do this, the Data Sender would
have to store the values of all the relevant variables whenever it
made assumptions, so that it could re-evaluate them later. Given
this could become complex and it is not required, we do not attempt
to provide an example of how to do this.
A.2.2.

Safety Algorithm with the AccECN Option

When the AccECN Option is available on the ACKs before and after the
possible sequence of ACK losses, if the Data Sender only needs CEmarked bytes, it will have sufficient information in the AccECN
Option without needing to process the ACE field. However, if for
some reason it needs CE-marked packets, if dSafer.cep is different
from d.cep, it can calculate the average marked segment size that
each implies to determine whether d.cep is likely to be a safe enough
estimate. Specifically, it could use the following algorithm, where
d.ceb is the amount of newly CE-marked bytes (see Appendix A.1):
SAFETY_FACTOR = 2
if (dSafer.cep > d.cep) {
s = d.ceb/d.cep
if (s <= MSS) {
sSafer = d.ceb/dSafer.cep
if (sSafer < MSS/SAFETY_FACTOR)
dSafer.cep = d.cep
% d.cep is a safe enough estimate
} % else
% No need for else; dSafer.cep is already correct,
% because d.cep must have been too small
}
The chart below shows when the above algorithm will consider d.cep
can replace dSafer.cep as a safe enough estimate of the number of CEmarked packets:
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The following examples give the reasoning behind the algorithm,
assuming MSS=1,460 [B]:
o

if d.cep=0, dSafer.cep=8 and d.ceb=1,460, then s=infinity and
sSafer=182.5.
Therefore even though the average size of 8 data segments is
unlikely to have been as small as MSS/8, d.cep cannot have been
correct, because it would imply an average segment size greater
than the MSS.

o

if d.cep=2, dSafer.cep=10 and d.ceb=1,460, then s=730 and
sSafer=146.
Therefore d.cep is safe enough, because the average size of 10
data segments is unlikely to have been as small as MSS/10.

o

if d.cep=7, dSafer.cep=15 and d.ceb=10,200, then s=1,457 and
sSafer=680.
Therefore d.cep is safe enough, because the average data segment
size is more likely to have been just less than one MSS, rather
than below MSS/2.

If pure ACKs were allowed to be ECN-capable, missing ACKs would be
far less likely. However, because [RFC3168] currently precludes
this, the above algorithm assumes that pure ACKs are not ECN-capable.
A.3.

Example Algorithm to Estimate Marked Bytes from Marked Packets

If the AccECN Option is not available, the Data Sender can only
decode CE-marking from the ACE field in packets. Every time an ACK
arrives, to convert this into an estimate of CE-marked bytes, it
needs an average of the segment size, s_ave. Then it can add or
subtract s_ave from the value of d.ceb as the value of d.cep
increments or decrements.
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To calculate s_ave, it could keep a record of the byte numbers of all
the boundaries between packets in flight (including control packets),
and recalculate s_ave on every ACK. However it would be simpler to
merely maintain a counter packets_in_flight for the number of packets
in flight (including control packets), which it could update once per
RTT. Either way, it would estimate s_ave as:
s_ave ˜= flightsize / packets_in_flight,
where flightsize is the variable that TCP already maintains for the
number of bytes in flight. To avoid floating point arithmetic, it
could right-bit-shift by lg(packets_in_flight), where lg() means log
base 2.
An alternative would be to maintain an exponentially weighted moving
average (EWMA) of the segment size:
s_ave = a * s + (1-a) * s_ave,
where a is the decay constant for the EWMA. However, then it is
necessary to choose a good value for this constant, which ought to
depend on the number of packets in flight. Also the decay constant
needs to be power of two to avoid floating point arithmetic.
A.4.

Example Algorithm to Beacon AccECN Options

Section 3.2.5 requires a Data Receiver to beacon a full-length AccECN
Option at least 3 times per RTT. This could be implemented by
maintaining a variable to store the number of packets since the
AccECN Option was last sent:
if (packets_since_last_sent > packets_in_flight / BEACON_FREQ)
send_AccECN_Option()
For optimised integer arithmetic, BEACON_FREQ = 4 could be used,
rather than 3, so that the division could be implemented as an
integer right bit-shift by lg(BEACON_FREQ).
A.5.

Example Algorithm to Count Not-ECT Bytes

A Data Sender in AccECN mode can infer the amount of TCP payload data
arriving at the receiver marked Not-ECT from the difference between
the amount of newly ACKed data and the sum of the bytes with the
other three markings, d.ceb, d.e0b and d.e1b. Note that, because
r.e0b is initialised to 1 and the other two counters are initialised
to 0, the initial sum will be 1, which matches the initial offset of
the TCP sequence number on completion of the 3WHS.
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For this approach to be precise, it has to be assumed that spurious
(unnecessary) retransmissions do not lead to double counting. This
assumption is currently correct, given that RFC 3168 requires that
the Data Sender marks retransmitted segments as Not-ECT. However,
the converse is not true; necessary transmissions will result in
under-counting.
However, such precision is unlikely to be necessary. The only known
use of a count of Not-ECT marked bytes is to test whether equipment
on the path is clearing the ECN field (perhaps due to an out-dated
attempt to clear, or bleach, what used to be the ToS field). To
detect bleaching it will be sufficient to detect whether nearly all
bytes arrive marked as Not-ECT. Therefore there should be no need to
keep track of the details of retransmissions.
Appendix B.

Alternative Design Choices (To Be Removed Before
Publication)

This appendix is informative, not normative. It records alternative
designs that the authors chose not to include in the normative
specification, but which the IETF might wish to consider for
inclusion:
Feedback all four ECN codepoints on the SYN/ACK: The last two
negotiation combinations in Table 2 could also be used to indicate
AccECN support and to feedback that the arriving SYN was ECT(0) or
ECT(1). This could be used to probe the client to server path for
incorrect forwarding of the ECN field
[I-D.kuehlewind-tcpm-ecn-fallback]. Note, however, that it would
be unremarkable if ECN on the SYN was zeroed by security devices,
given RFC 3168 prohibited ECT on SYN because it enables DoS
attacks.
Feedback all four ECN codepoints on the First ACK: To probe the
server to client path for incorrect ECN forwarding, it could be
useful to have four feedback states on the first ACK from the TCP
client. This could be achieved by assigning four combinations of
the ECN flags in the main TCP header, and only initialising the
ACE field on subsequent segments.
Empty AccECN Option: It might be useful to allow an empty (Length=2)
AccECN Option on the SYN/ACK and first ACK. Then if a host had to
omit the option because there was insufficient space for a larger
option, it would not give the impression to the other end that a
middlebox had stripped the option.
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Open Protocol Design Issues (To Be Removed Before
Publication)

1.

Currently it is specified that the receiver ‘SHOULD’ use ChangeTriggered ACKs. It is controversial whether this ought to be a
‘MUST’ instead. A ‘SHOULD’ would leave the Data Sender uncertain
whether it can rely on the timing and ordering information in
ACKs. If the sender guesses wrongly, it will probably introduce
at least 1RTT of delay before it can use this timing information.
Ironically it will most likely be wanting this information to
reduce ramp-up delay. A ‘MUST’ could make it hard to implement
AccECN in offload hardware. However, it is not known whether
AccECN would be hard to implement in such hardware even with a
‘SHOULD’ here. For instance, was it hard to offload DCTCP to
hardware because of change-triggered ACKs, or was this just one
of many reasons? The choice between MUST and SHOULD here is
critical. Before that choice is made, a clear use-case for
certainty of timing and ordering information is needed, plus
well-informed discussion about hardware offload constraints.

2.

There is possibly a concern that a receiver could deliberately
omit the AccECN Option pretending that it had been stripped by a
middlebox. No known way can yet be contrived to take advantage
of this downgrade attack, but it is mentioned here in case
someone else can contrive one.

3.

The s.cep counter might increase even if the s.ceb counter does
not (e.g. due to a CE-marked control packet). The sender’s
response to such a situation is considered out of scope, because
this ought to be dealt with in whatever future specification
allows ECN-capable control packets. However, it is possible that
the situation might arise even if the sender has not sent ECNcapable control packets, in which case, this draft might need to
give some advice on how the sender should respond.

Appendix D.

Changes in This Version (To Be Removed Before Publication)

The difference between any pair of versions can be displayed at
<http://datatracker.ietf.org/doc/draft-kuehlewind-tcpm-accurate-ecn/
history/>
From 03 to 04::
*

Extensively rewritten. Algorithm was simplified to use an CE
packet counter in the ACE (instead of codepoints) and a TCP
option for additional byte counter information. No detailed
summary of changes has been prepared.
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