European Commission — FP7
Title: Report on prototype development
and evaluation of end-system, application layer- and API mechanisms
Work Package: WP1
Version: 1
Date: September 1, 2015
Pages: 279

Project acronym: RITE

Author:
David Hayes

Project number: 317700
Work package: End systems and applications
Deliverable number and name:
Deliverable 1.3: Report on prototype development and
evaluation of end-system, application layer- and API
mechanisms

Co-Author(s):
Raffaello Secchi, Anna Brunstrom, Per
Hurtig, Nicolas Kuhn, Saﬁqul Islam,
Mohammad Rajiullah, Gorry Fairhurst,
Andreas Petlund, Naeem Khademi, Iffat
Ahmed, Jonas Markussen, Bob Briscoe,
Koen De Schepper, Runa Barik
To:
Jorge Carvalho
Project Officer

Status:
[ ] Draft
[ ] To be reviewed
[ ] Proposal
[ X ] Final / Released to CEC

Conﬁdentiality:
[ X ] PU — Public
[ ] PP — Restricted to other programme participants
[ ] RE — Restricted to a group
[ ] CO — Conﬁdential

Revision:
(Dates, Reviewers, Comments)

Contents:
This deliverable summarises the mechanisms developed in Work Package 1---End systems and applications,
focusing on work since deliverable D1.2. It includes analysis of end-system mechanisms for: (i) applicationlimited traffic, (ii) multiple paths to reduce latency, (iii) multimedia traffic, (iv) reduction of the chatter between
end-points, and (v) encouraging the use of existing network congestion notiﬁcations. We also include a section
describing a an integrated RITE kernel linux patch for the transport layer mechanism. Collectively, the work
here and in the previous deliverables, addresses all the WP 1 objectives.

Contents
Abbreviations

1

1 Introduction

3

1.1

Key contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3

1.2

Document structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4

2 Improving the Performance of Application-Limited Traffic
2.1

2.2

Enhanced loss recovery . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

6

2.1.1

Evaluation of RTO Restart and TLP with Restart . . . . . . . . . . . . . . . . . . . . . . . . .

6

2.1.2

Redundant data bundling (RDB) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

8

Congestion Control for Rate-Limited Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

11

2.2.1

The problem statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

12

2.2.2

The basic method and its development . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

12

2.2.3

Engineering new-CWV . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

13

3 Using Multiple Paths to Reduce Latency
3.1

3.2

3.3

14

Impact of Multipath Transport on Latency-sensitive Traffic . . . . . . . . . . . . . . . . . . . . . . . .

14

3.1.1

Set-Up of Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

14

3.1.2

Summary of results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

15

Multipath TCP Scheduler . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

17

3.2.1

Shortest Transfer Time First (STTF) scheduler . . . . . . . . . . . . . . . . . . . . . . . . . . .

17

3.2.2

Experimental evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

17

3.2.3

Discussion and future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

18

Linked Slow Start for MPTCP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

19

4 Reducing Latency for Multimedia
4.1

4.2

4.3

6

21

Coupled Congestion Control . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

21

4.1.1

22

Prototype Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Shared Bottleneck Detection (SBD)

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

22

4.2.1

Increasing the robustness of SBD . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

22

4.2.2

Sample results with the improved algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

24

4.2.3

Prototype Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

26

Delay Based Congestion Control . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

26

4.3.1

Long lived TCP bulk and video flows

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

27

4.3.2

Delay based schemes and mixed traffic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

27

4.3.3

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

27

2

RITE: Reducing Internet Transport Latency

No. 317700

5 Cutting the Chatter

30

5.1

TCP Fast Open . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

30

5.2

Web Traffic Performance over Long Delay Paths . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

31

5.2.1

Comparisons of HTTP/2 and HTTP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

32

Inner Space for All TCP Options . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

33

5.3.1

The Generalised Chatter Problem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

33

5.3.2

Inner Space: Status . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

34

5.3.3

Inner Space: Features . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

34

5.3.4

Inner Space: Design Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

34

5.3.5

Inner Space: Design Details of Low Latency Aspects . . . . . . . . . . . . . . . . . . . . . . . .

36

5.3.6

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

39

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

39

5.3

5.4

6 Encouraging ECN usage by End Systems
6.1

6.2

40

Alternative Backoff with ECN . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

40

6.1.1

ABE in Slow Start . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

41

6.1.2

ABE and Bulk Transfers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

41

DCTCP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

42

7 Integrated RITE kernel

43

8 Conclusions

45

References

46

Appendices

51

A Improving the Performance of Application-Limited Traffic

52

A.1 An Evaulation of Tail Loss Recovery Mechanism for TCP . . . . . . . . . . . . . . . . . . . . . . . . .

53

A.2 Updating TCP to support rate-limited traffic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

59

A.3 Redundant data bundling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

85

B Using Multiple Paths to Reduce Latency
B.1 Is Multi-Path Transport Suitable for Latency Sensitive Traffic? . . . . . . . . . . . . . . . . . . . . . .

93
94

B.2 LISA: A Linked Slow-Start Algorithm for MPTCP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
C Reducing Latency for Multimedia

123

C.1 Coupled Congestion Control for WebRTC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124
C.2 Coupled congestion control for RTP media . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126
C.3 Shared Bottleneck Detection for Coupled Congestion Control for RTP Media . . . . . . . . . . . . . . 146
C.4 Bufferbloat and delay-based CC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

3

RITE: Reducing Internet Transport Latency
D Cutting the Chatter

No. 317700
172

D.1 Evaluating the Performance of Next Generation Web Access via Satellite . . . . . . . . . . . . . . . . . 173
D.2 Inner Space for All TCP Options . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187
D.3 Inner space: Deployability, Format, Syntax, and Encryption . . . . . . . . . . . . . . . . . . . . . . . . 259
E Encouraging ECN usage by End Systems

265

E.1 Alternative Backoff with ECN (ABE) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 266

i

RITE: Reducing Internet Transport Latency

No. 317700

Abbreviations
This section provides definitions of key terms and defines the abbreviations used in the remainder of the report.
3G 3rd Generation

IAB Internet Architecture Board

AD Area Director

IESG Internet Engineering Steering Group

AIMD Additive Increase Multiplicative Decrease

IETF Internet Engineering Task Force

API Application Programming Interface

ISP Internet Service Provider

BDP Bandwidth Delay Product

ITT Inter Transmission Time

BoF Birds-of-a-Feather

LEDBAT Low Extra Delay BAckground Transport

CAIDA Cooperative Association for Internet Data Anal- MB Megabyte
ysis
MIF Multiple Interfaces
CBR Constant Bit Rate
MMO Massive Multiplayer Online
CC Congestion Control
MSS Maximum Segment Size
CDF Cumulative Distribution Function
MS-SS Microsoft-Smooth Streaming
CDG CAIA Delay Gradient
MPTCP Multipath TCP
CMT-SCTP Concurrent Multipath Transfer for SCTP
NFS Network File System
CPU Central Processing Unit
NS-2 Network Simulator 2
CWND Congestion WiNDow
OCT Object Completion Time
CWV Congestion Window Validation
OWD One Way Delay
DAPS Delay-Aware Packet Scheduling
PDV Packet Delay Variation
DASH Dynamic Adaptive Streaming over HTTP
PIF packet In Flight
DCCP Datagram Congestion Control Protocol
PTO Probe Time Out
DPIFL Dynamic Packet In Flight Limit
QoS Quality of Service
dupACK Duplicate Acknowledgment
RAP Rate Adaptation Protocol
ER Early Retransmit
RDB Redundant Data Bundling
FACK Forward Acknowledgment
RFC Request For Comments
FCT Flow Completion Time
RITE Reducing Internet Transport Latency End-to-End
FPS First Person Shooter
RMCAT RTP Media Congestion Avoidance Techniques
FQ Fair Queueing
(IETF Working Group)
FSE Flow State Exchange

RT Real-Time

FTP File Transfer Protocol

RTCWEB Real Time Collaboration on world wide WEB
(IETF Working Group)

HAS HTTP Adaptive Streaming
HDS Adobe HTTP Dynamic Streaming
HLS Apple HTTP Live Streaming
HOL Head-of-Line
HOLB Head-of-Line-blocking
HTML HyperText Markup Language
HTTP HyperText Transfer Protocol

RTMFP Real-Time Media Flow Protocol
RTO Retransmission Time Out
RTOR RTO Restart
RTP Real-Time Protocol
RTS Real Time Strategy
RTT Round Trip Time

1

RITE: Reducing Internet Transport Latency

No. 317700

RW Restart Window

TLP Tail Loss Probe

SBD Shared Bottleneck Detection

TSV Transport Area

SCC Scalable video coding based Congestion Control

UDP User Datagram Protocol

SCTP Stream Control Transmission Protocol

UMTS Universal Mobile Telecommunications System

SPIFL Static Packet In Flight Limit

VBR Variable Bit Rate

TAPS Transport Services

WG Working Group

TCP Transmission Control Protocol

WiFi Wireless Fidelity

TCPM TCP Maintenance (IETF Working Group)

WLAN Wireless Local Area Network

TFRC TCP Friendly Rate Control

WP Work Package

Participant organisation name
Simula Research Laboratory
BT
Alcatel-Lucent
University of Oslo
Karlstad University
Institut Mines-Télécom
University of Aberdeen
Megapop

Participant
Short Name
SRL
BT
ALU
UiO
KaU
IMT
UoA
MEGA

Country
Norway
UK
Belgium
Norway
Sweden
France
UK
Norway

2

RITE: Reducing Internet Transport Latency

No. 317700

1 Introduction
To be able to quantify and compare the merits of the different Internet latency reducing techniques, contrasting their
gains in delay reduction versus the pain required to implement and deploy them, we performed extensive research
analysis and presented it in the form of survey [1]. We found that classifying techniques according to the sources of
delay they alleviate provided the best insight into the following issues: 1) the structural arrangement of a network, such
as placement of servers and suboptimal routes, can contribute significantly to latency; 2) each interaction between
communicating endpoints adds a Round Trip Time (RTT) to latency, especially significant for short flows; 3) in
addition to base propagation delay, several sources of delay accumulate along transmission paths, today intermittently
dominated by queuing delays; 4) it takes time to sense and use available capacity, with overuse inflicting latency on
other flows sharing the capacity; and 5) within end systems delay sources include operating system buffering, head-ofline blocking, and hardware interaction. No single source of delay dominates in all cases, and many of these sources
are spasmodic and highly variable. Solutions addressing these sources often both reduce the overall latency and make
it more predictable.
This deliverable summarises the mechanisms developed in Work Package 1 (WP1)—End systems and applications.
As such it covers elements of the sources of delay 2)– 5) listed above, 1) being mostly out of scope except where it can
be exploited by end systems. Each piece of work is reported once, and hence we highlight prototype development for
deployment in real-life scenarios and evaluate our proposed mechanisms. The body of the deliverable summarises our
work with appendices providing details to our published work.
Some of the work in WP1 overlaps with our network signals work in WP2. We have placed mechanisms in D1.3 or
D2.3 according to which work package the majority of work was conducted and cross referenced the other deliverable
(in this case D2.3) where appropriate.

1.1 Key contributions
The key contributions within each activity covered by this report can be summarized as:
(i) Improving the Performance of Application-Limited Traffic
• We have refined, evaluated, and implemented three mechanisms for reducing loss-recovery time, and hence
latency, for application-limited TCP streams: Retransmission Timeout Restart (RTOR) and Tail Loss
Probe Restart (TLPR) are TCP sender-side modifications that improve loss-recovery when loss occurs in
the last few packets of a transmission burst (§ 2.1). The Redundant Data Bundling (RDB) mechanism takes
advantage of transmissions of small chunks of data, adding previously sent data to the packet to reduce the
need for high latency packet retransmissions should a packet be lost (§ 2.1). Prototypes of all three of these
mechanisms have been implemented in the Linux kernel and are part of the RITE integrated Linux kernel
patch.
• The New Congestion Window Validation (new-CWV) improves the latency for application-limited traffic
and seeks to reduce its impact on other flows. This mechanism has been completed and is to be published
as an experimental RFC. Prototypes of this mechanism have been implemented in the Linux and FreeBSD
operating systems. An implementation is also part of the RITE integrated Linux kernel patch.
(ii) Using Multiple Paths to Reduce Latency
• We evaluate how latency-sensitive traffic is affected by multipath transport in terms of online-gaming traffic,
video traffic, and web traffic. Tests evaluate 3G–3G, 3G–WLAN, and WLAN–WLAN paths (§ 3.1).
• Our work on Multipath TCP (MPTCP) scheduling is extended to the more general Shortest Transfer Time
First (STTF) scheduler (§ 3.2). A prototype has been implemented in the Linux kernel.
• In slow-start MPTCP can be much more aggressive than TCP if paths share a common bottleneck. Our
Linked Slow start Algorithm (LISA) couples the path rate increases to improve latency by reducing retransmissions and the queueing delay and loss inflicted on other flows (§ 3.3). A LISA prototype has been
implemented in the Linux kernel.
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(iii) Reducing Latency for Multimedia
• Work on coupled congestion control with the Flow State Exchange (mechanism) has continued, refining the
algorithm and increasing the protocols that it supports (§ 4.1). The FSE Internet Draft has been adopted
as a working group item for the IETF RMCAT working group. Currently the FSE is being implemented
within the Chromium open source browser for tests with the proposed Google Congestion Control (GCC)
for Web Real-Time Communication (WebRTC) traffic.
• The Shared Bottleneck Detection (SBD) mechanism has been refined to make it more robust(4.2). The
SBD Internet Draft has been adopted as a working group item for the IETF RMCAT working group. Work
is ongoing to implement it in the Chromium open source browser for testing with the FSE in WebRTC
environment.
• Work on delay-based congestion control has continued evaluating our Scalable video coding based Congestion
Control (SCC) and the CAIA Delay Gradient (CDG) mechanisms with TCP CUBIC, Video and mixed traffic
(4.3). Further work on the impact of AQMs on these protocols is presented in deliverable D2.3. CDG has
also been implemented in the Linux kernel and released with Linux kernel 4.2.
(iv) Cutting the Chatter
• A major source of latency highlighted by our survey [1] was the number of end-system interactions (or
chatter) required for communication to be established. This initiative is first reported in D1.3.
• Members of RITE made a significant contribution to improving the eventual TCP Fast Open IETF RFC
(§ 5.1).
• We analyse the performance of HTTP/2 over Internet paths with large inherent delays (such as satellite),
and recommend changes to the default configuration to improve latency in such scenarios (§ 5.2.1).
• Late work in RITE on addressing the chatter problem via a more extensive TCP option space has been
developed using the Inner Space protocol (designed in the EU FP7 Trilogy 2 project). We outline examples
on how this can be used to reduce latency (§ 5.3).
(v) Encouraging ECN usage by End Systems
• End-system use of the network’s Explicit Congestion Notification (ECN) signal has great potential for
reducing latency but has not been well used. This newly reported initiative proposes two methods of
encouraging its use, firstly right now as it is, and also with proposed improvements to network signalling.
• Our Alternative Backoff with ECN (ABE) proposal leverages current Active Queue Management (AQM)
deployment with a simple TCP sender side modification to the way TCP reduces its sending rate in response
to an ECN signal (§ 6.1). ABE has been implemented in the Linux kernel and is also part of the RITE
integrated Linux kernel patch.
• Data Centre TCP (DCTCP) is an end-system transport mechanism developed outside of RITE but used
in the project. This relies on a new more accurate congestion signal from the network. For this reason it is
covered in full in deliverable D2.3, but summarised here (§ 6.2).
(vi) Integrated RITE kernel
• In this work we combine many of the aforementioned prototype Linux implementations into an integrated
RITE Linux kernel patch ( § 7).

1.2 Document structure
The body of the report retains the structure of D1.2, but includes new initiatives. Application-limited traffic latency
improvements presented in § 2 help to reduce end-point interactions and head-of-line blocking due to lost packets
(§ 2.1) as well as reduce the time to safely use available capacity along the path used by an application (§ 2.2).
Using multiple paths to reduce latency is explored in § 3 exploiting diverse paths within structural arrangement of
the network to safely use available capacity. Reducing latency for multimedia traffic in § 4 presents mechanisms that
facilitate faster and fairer use of the available capacity ( § 4.1 and 4.2) and an end system transport mechanism that
reduces network queueing delays (§ 4.3). § 5 discusses transport layer mechanisms that help reduce delay caused
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by end-point interaction, i.e. “Cutting the chatter”. An end-system mechanism that encourages the use of existing
network congestion notifications (ECN) to enable smaller queuing delays described in § 6. A Linux patch combining
many of the mechanisms described in this deliverable is presented in § 7. Concluding statements about the mechanisms
reported this deliverable round off the body in § 8.

5

RITE: Reducing Internet Transport Latency

No. 317700

2 Improving the Performance of Application-Limited Traffic
This section describes the final stage of the research items related to Application-Limited traffic optimisations in RITE.
This activity includes all the study-cases of network latency where a TCP-based application generates less data per
RTT than the congestion window would allow to send.
Each piece of work in the present deliverable reviews the rationale of the proposal, and details the work done since
deliverable D1.2. Appendix A contains the abstract of articles and Internet-Drafts (ID) that have been produced
within the activity.
The following items are presented
• Retransmission Timeout Restart (RTOR): A TCP sender-side modification to manage RTO timers when a small
amount of data is outstanding (§ 2.1.1).
• Tail Loss Probe Restart (TPLR): A TCP sender-side modification that seeks to apply RTOR ideas to the lossprobe mechanism (TLP), which is used to mitigate the problem of timeout expiry when the last packet of a TCP
flow is lost (§ 2.1.1).
• Redundant Data Bundling (RDB): A method using redundant data to make TCP more robust against timeouts
when few packets are in transit (§ 2.1.2).
• New Congestion Window Validation (new-CWV): A set of modifications to the standard TCP congestion control
mechanism to make TCP more responsive with data-limited traffic (§ 2.2).

2.1 Enhanced loss recovery
Application-limited flows are characterised as flows that do not utilise the available network capacity due to the limited
size of the data they need to send and/or the send rate they require. Applications such as web browsing, online gaming,
VoIP conferencing, and stock trading produce application-limited flows. Performance of these applications depend
on timely data exchange from the underlying transport. However, standard TCP under performs as a transport for
application-limited flows. This activity focuses on optimizing TCP by making it more robust against packet loss and
faster during loss recovery for application-limited flows.
2.1.1 Evaluation of RTO Restart and TLP with Restart
A loss recovery enhancement to TCP called RTO restart (RTOR) was described along with its initial evaluation
in deliverable D1.1, and further evaluation in D2.2. By changing the RTO management in TCP, RTOR avoids
lengthy loss recovery when tail loss happens. Tail loss happens at the end of a flow or at the end of segment bursts
within a connection. In RTOR, RTO timer is restarted with respect to the last transmitted segment, which reduces
the standard TCP’s loss recovery time by approximately one RTT. Moreover, if the corresponding receiver delays
the acknowledgement (ACK) that triggers the restart, the extra delay can also be avoided in RTOR. Please see
Appendix A.1 for a complete description of RTOR.
The Tail Loss Probe (TLP) [2] algorithm transmits a probe segment after a Probe TimeOut (PTO) when an ACK
is overdue. The segment can induce ACKs (selective ACKs or SACKs) at the receiver when tail loss happens. With
TLP the probe is sent PTO seconds after the last ACK. TLP with Restart (TLPR) applies the logic of RTOR to the
timer management in TLP and causes the probe to be sent PTO seconds after the transmission of the last segment.
The work since deliverable D1.2 focused on comparing the performance of RTOR and TLPR against standard TCP,
with and without (baseline) TLP. We have changed the experiment set-up for web page experiments since the last
report using persistent TCP connections for downloading objects from the servers. All evaluations have been conducted
with a real implementation of RTOR and TLPR in the Linux 3.17 kernel. Moreover, in evaluating all mechanisms we
have considered both quick ACK (quickACK)1 and delayed ACK (delACK)2 settings at the receiver.
1 Each
2 ACK

segment triggers an ACK during slow-start (default in Linux).
to each segment is delayed until the delACK timer goes off or a new segment is received (if any).
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In the following we include a subset of the results from the experiment. For a complete description of the results,
please see Appendix A.1.
2.1.1.1 Controlled Tail Loss
First we evaluated all the mechanisms in a controlled tail loss scenario where the last packet was dropped. Our
particular interest is how the loss recovery affects the Flow Completion Time (FCT)3 . The traffic consisted of 10segment flows sent between two hosts over an emulated network that can drop a segment from the flow based on its
position. We measured the FCTs for RTTs from 10–460 ms with both quickACK and delACK settings at the receiver.
Figure 2.1(a) shows that all the enhancements are able to reduce FCTs, as compared to the baseline, when the last
packet is dropped. Most importantly, the effectiveness of RTOR and TLP is related to both the RTT and type of
ACK, but TLPR is effective in reducing FCTs in all tests.

TLPR
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0.0
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Figure 2.1: Normalized FCT for 10-segment-flows.
Next, we varied the number of consecutive loss(es) from only the last packet to the last five packets and compared
the FCTs. Figure 2.1(b) shows that all the enhancements can reduce the FCTs, as compared to the baseline, with
the exception of RTOR when more than three consecutive packets are dropped. This is due to RTOR disabling itself
when more than three packets are outstanding in its default configuration. In such scenarios, both TLP and TLPR
have the advantage of using forward acknowledgement (FACK) [3].
2.1.1.2 Web Page Experiments
In this experiment we used real web traffic to evaluate the performance of RTOR and TLPR. We downloaded a large
number of sites from the Swedish version of the Alexa Top 500 list [4] to a local web server where all the loss recovery
enhancements were deployed. In the experiment, we mimic browser behaviour downloading stored pages from the
server over an emulated network using customized software. The software first retrieves the HTML document and
then all resources (images, style sheets, and javascript code) opening six parallel and persistent TCP connection per
domain when downloading. Unlike the previously described experiments that use single burst flows, this experiment
focuses on bursty persistent connections. The client uses delACK settings in the experiment which is the default in
most clients. KauNet [5] was used to emulated network scenarios of a range of RTTs (10–160 ms) and bandwidth
of 10 Mbps. To create realistic segment loss we used a Gilbert-Elliot model to create correlated loss patterns as
described in [6]. The average loss probability using this model was approximately 1.5%. To compare the loss recovery
3 We

define FCT as the time from flow initiation to the reception of the last data segment.
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Figure 2.2: Completion time for web objects from http://blocket.se. Receiver uses delACKs.
mechanisms we used the average Object Completion Time (OCT) for all objects in flows where at least one object
experienced a retransmission of one of its last four segments.
Figure 2.2 shows a subset of the results for a Swedish trading website for different RTT scenarios. The site is mediumsized with 44 objects with a mean size of 52 Kbytes. In the low RTT network (see Figure 2.2(a)), all the mechanisms
perform better than the baseline with the largest gain from TLP and TLPR. This consistent with the result from the
previous experiment. Comparing with results of the large RTT network in Figure 2.2(b), the difference among the
enhancements are less pronounced. TLPR still performs the best but RTOR on average performs better than TLP.
The difference between the performance of RTOR and TLP is due to TLP’s interaction with the delACK timer.
2.1.1.3 Discussion
In all the experiments, RTOR reduces FCTs by at least one RTT compared to the baseline. However, when using
RTOR the FCTs can never be shorter than the RTO. The PTO in TLP and TLPR can be set to lower values than
the RTO which allows larger gains in low RTT scenarios. In some cases RTOR outperforms TLP due to the fact that
in TLP PTO is reset by incoming ACKs. TLPR removes this limitation, performing the best in all the evaluated
scenarios.
2.1.2 Redundant data bundling (RDB)
RDB is a mechanism that aims to reduce application-layer latency by proactively retransmitting unacknowledged data.
Interactive and time-dependent applications commonly send small chunks of data at regular intervals [7]. This rarely
leads to full Maximum Segment Size (MSS)-sized segments. By using the “free” space available in packets smaller
than an MSS, we can retransmit unacknowledged data with every packet that contains new data, thereby hiding
possible loss in a proactive manner. Not only does this approach reduce the time until a lost packet is recovered,
it eliminates head-of-line-blocking (HOLB) as well, because the potentially blocked packet itself carries the remedy.
Although RDB packets are larger than those of unmodified senders, RDB does not generate any additional packets.
Please see Appendix A.3 for a complete description of RDB mechanism.
An important point is that every correct TCP implementation accepts packets that contain both data that has been
seen before and new data. From the point of view of the receiver, a packet arriving after a loss, simply contains more
new data than previously received packets from the RDB sender. For this reason, RDB is a backward-compatible
sender-only modification.
We have implemented the RDB mechanism in the Linux kernel. It enables a more aggressive (re)transmission mode
for thin streams, and the latencies experienced by the user can be considerably reduced. RDB maintains compatibility
with existing TCP implementations, which allows immediate deployment as a sender-side only mechanism.
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Figure 2.3: Excerpt from the latency tests with uniform loss. RDB-enabled thin streams with different SPIFLs
compared to thin streams using unmodified TCP.
Key contributions of this solution are listed as follows:
1. We limit the activation of RDB to thin streams, using a new, dynamic thin-stream classification mechanism
to trigger RDB. We have implemented RDB as a Linux kernel module and evaluated it experimentally in a
controlled testbed environment. To make the thin-stream test more flexible, we have adapted the algorithm
to use the RTT as a basis for calculating the upper Packets-In-Flight (PIFs) threshold when the thin-stream
mechanisms may be used.
2. Due to the challenges (described in § 2.1.2.1) in the RDB’s implementation, we experimentally evaluated the
RDB implementation with respect to:
(a) finding the sweet-spot between the best possible latency gain and the level of aggressiveness due to increased
packet sizes
(b) the reduction of user-level latency that is achieved while remaining fair to competing traffic
(c) the removal of opportunities to abuse RDB for gaining an unfair advantage over competing traffic
Our experimental results show that by proactively retransmitting unacknowledged data segments for small-packet
interactive flows, RDB is able to significantly reduce the application-layer latency caused by HOLB and retransmission
delays even with the new safeguards in place.
2.1.2.1 The original RDB version
The RDB implementation presented in [8], which we refer to as old RDB, showed great potential on improving the
latency for thin streams (as seen in Figure 2.3), but it left certain issues unresolved. When using RDB and a segment
is lost, the next packet will contain the lost segment. This leads to data being received in order, meaning that there
is no gap in the sequence numbers of the arriving data. The sender will not receive the dupACK that would have
normally been produced from this gap, effectively hiding the loss event from the sender. This prevents the congestion
control (CC) from adjusting the allowed send rate for the flow in response to the lost packet.
The inability to detect loss events properly made the old RDB implementation unfair to competing traffic. In addition,
old RDB imposed no limit on the level of redundancy. This allowed misuse by carefully shaped streams masquerading
as thin streams. In § 2.1.2.2, we describe how we have enhanced old RDB to address these issues.
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2.1.2.2 The improved RDB version
The hiding of loss events prevents the CC from adjusting the stream’s send rate in response to loss. We have
investigated how to ensure that RDB-enabled streams behave in a TCP-friendly manner towards competing traffic,
while still being effective in reducing the application-layer latency for thin streams. To avoid a flow experiencing loss
from gaining an unfair congestion window, it is of utmost importance that RDB-enabled streams react properly to
loss caused by congestion.
In this section we present how we have addressed these issues in the new RDB implementation. First, we explain
how to detect the hidden loss in the RDB streams [9]. After that, we go into details about the technique we have
implemented to limit the use of RDB to only the streams that are thin.
Loss detection
When a TCP stream experiences packet loss gaps form in the received window of segments when new data arrives,
resulting in dupACKs. A regular TCP sender uses this dupACK information to infer packet loss. With RDB, however,
the lost data is included with the next packet, so single packet lose does not result in a dupACK transmission.
The number of previous segments bundled with each packet determines the number of consecutive packet losses
required for a gap to occur. For example, if each RDB packet includes the bundled data of the four previously sent
packets, five consecutive packet losses are required for a gap in the data on the receiver side and the resulting in a
dupACK to be produced.
A standard TCP sender must consider that a receiver often uses delayed ACKs, which allows the receiver to delay
sending ACKs on incoming data. However, delayed ACKs must be switched off when the sequence number of the
incoming TCP packet differs from the sequence number that is expected to come next. When receiving an RDB
packet containing both old and new data, the sequence number of the first byte does not match the expected sequence
number, which means that delayed ACKs are disabled as soon as an RDB packet is received.
Consequently, an RDB sender can expect to receive one ACK per RDB packet sent, and every incoming ACK that
acknowledges multiple packets may indicate loss. This loss detection method produces some false positives, such
as when reordering has occurred. These false positives cause the congestion control to be more restrictive towards
RDB-enabled streams, which can only affect competing traffic positively.
PIFs-based thin-stream classification
Identifying streams that are thin is not a simple task. [10] establishes several indicators to identify and classify thin
streams: Packets-in-Flight (PIFs), Inter-Transmission-Time (ITT), payload size, and the stream duration.
Traditionally, streams that do not send enough data to trigger Fast Retransmit have been considered thin. Mechanisms
like early-retransmit (ER) [11] and RTO-restart (RTOR) [12] are only enabled when the number of PIFs is less than
four, as such streams will not produce the three dupACKs required to trigger Fast Retransmit. We call this hard-coded
limit Static PIF Limit (SPIFL).
Such a SPIFL can hardly ever be exceeded in the low-latency environment of a data centre, while even large limits
are easily exceeded on high-latency satellite links. By establishing the minimum ITT as a boundary for distinguishing
streams that are thin from those that are not, it is easier to distinguish the applications that deserve to benefit from
thin-stream mechanisms from those that do not. Therefore, we propose a method that utilises a Dynamic Packets in
Flight Limit (DPIFL), which is dynamically calculated based on the flow packet ITT and the network RTT.
An RDB implementation must first select a fixed lower ITT limit ITTmin . Then, the DPIFL is calculated dynamically
as a function of the flow’s base RTT to ensure that streams are treated similarly in differing network environments. The
RTTmin
where RTTmin is
DPIFL-based thin-stream detection method calculates the DPIFL according to DPIFL =
ITTmin
the minimum RTT value observed over the lifetime of the connection, and ITTmin is a static limit defining the minimum
allowed ITT that still permits a stream to use RDB. In other words, ITTmin is the limit for when a stream is identified
as thin.
Extensive evaluations were performed to determine the appropriate trade-off between the level of redundancy and
the reduced latency experienced by the thin streams using RDB. We show that in congested scenarios, where the
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Figure 2.4: Excerpt from the redundancy level tests. RDB-enabled thin streams with different levels of redundancy.
Note the baseline TCP reference. The network RTT is configured to 150 ms.
combined throughput of the RDB-enabled thin streams constitutes a significant proportion of the total throughput,
imposing a limitation on the level of redundancy can be beneficial to avoid further congesting the network. Our
findings show that even with a bundling limitation of one unacknowledged segment (RDBlim = 1) RDB still alleviates
HOLB significantly. When bundling only one segment, RDB is able to recover from random loss events caused by
competing traffic while keeping the redundancy to a minimum. This yields a reasonable trade-off between latency
reduction and the redundancy. We see this effect in Figure 2.4. A candidate for further research is to include the size
of the segments produced by the application and the ITT of the application when considering the redundancy level.
Adjusting the redundancy level according to the stream’s experienced congestion is another such candidate. We argue
that higher redundancy levels can be justified in scenarios with very thin streams or with extreme packet loss, not
caused by congestion, as this may still be considered TCP fair.
We argue that our improved RDB mechanism can be considered TCP-friendly and safe to deploy. Being a sender-sideonly modification to TCP, RDB can be incrementally deployed. This makes it a suitable candidate for widespread
deployment.

2.2 Congestion Control for Rate-Limited Applications
The proportion of Internet traffic with variable bit rate (or bursty) behaviour has increased significantly in recent
years. This class of traffic includes important real-time interactive Internet applications, such as web-browsing or
on-line web-based applications, that tend to generate bursts of data in response to user requests. The performance
of such applications depends on the way the underlying transport protocol manages the delivery of bursts. The TCP
standard congestion control and various TCP implementations tend to collapse the congestion window (cwnd) at the
beginning of each burst This causes TCP to resume the transmission from a low rate and requires several rounds of
transmission to return the sending rate to a level adequate for the application. As a consequence, standard TCP is
often unable to satisfy the requirements of many real-time interactive applications and can be one of the major causes
of latency.
We address the problem of improving responsiveness and reduce burst transmission latency for applications with
bursty behaviour. The new method is named new Congestion Window Validation (new-CWV) to distinguish it from
the prior method, CWV [13]. It has recently been approved for publication as an RFC by the IETF defining an
experimental TCP modification. An implementation has also been made available for Linux and FreeBSD operating
systems.
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2.2.1 The problem statement
Standard TCP [14] states that a TCP sender should set cwnd to no more than the restart window (RW) before
beginning transmission if the TCP sender has not sent data in an interval exceeding the retransmission timeout
(RTO), i.e., after the application has been idle. Experiments in [15] show, however, that this behaviour can be overly
conservative and delay the transmission when the application restarts even when bandwidth is available.
An attempt to mitigate standard TCP’s problems with bursty traffic was done with the CWV proposal, IETF experimental standard RFC 2861 [16]. CWV proposed two set of responses, one when a sender transmitted at a rate
less than that allowed by cwnd (named application-limited period) and one after an idle period. It describes a simple
modification to the TCP congestion control algorithm that exponentially converges cwnd to the flightsize, i.e. to the
actual amount of outstanding data It uses the slow-start threshold (ssthresh) to save information about the previous
value of the cwnd.
Although a distinction between application-limited period and idle period was argued in [13], in practice differentiating
the two conditions was found problematic in actual networks [17]. While this approach offers predictable performance
for long on-off periods (≫ 1 RTT), or slowly varying rate-based traffic, the performance can be unpredictable for
variable-rate traffic. The original definition depends both upon whether an accurate RTT had been obtained and the
pattern of application traffic relative to the measured RTT. In [18] it was argued that CWV, as defined in RFC 2861,
was a poor solution for many rate-limited applications, and in many cases led to the same problems as standard TCP.
The lack of a standard method to enable better performance of variable-rate applications with TCP led to potentially
incompatible congestion control designs or the resorting to transmitting dummy data (padding) to preserve capacity
by streaming at a fixed rate. However, for variable-rate flows, the benefits of statistical multiplexing can be significant
and it is therefore a goal to find a viable alternative to padding streams.
2.2.2 The basic method and its development
Our initial approach to address the problems of standard TCP and CWV with bursty applications was described in
detail in RITE deliverables D1.1 and D1.2. It was observed that the standard TCP congestion control response in
data-limited conditions made performance of bursty application depend strongly on the network path characteristics
(such as the RTT). To break this dependency, we defined the non validated period (NVP) as a period during which
TCP is unable generate sufficient data to probe the network path, and we specified how cwnd should be regulated
during this period.
If the flightsize is less than a given fraction of cwnd, the sender enters the NVP. In the NVP cwnd is frozen (i.e., it
is neither increased nor reduced): (i) to provide sufficient bandwidth for a source to quickly resume transmission in
application limited conditions, and at the same time (ii) to avoid the unconditional growth of the cwnd due to the
lack of congestion feedback (as it would happen in standard TCP). The sender exits this phase after a fixed period
of time (5 minutes) or when it sends with the full cwnd. The fixed period of time was introduced to avoid creating a
persistent condition with a too large cwnd [19].
The method also modifies the way TCP responds to congestion signals (the reception of three duplicate ACKs) received
wile in the NVP. Upon finishing the recovery, the TCP sender updates cwnd to ( D − R)/2 where D is the flightsize
(in packets) at the time the loss was detected and R is the number of retransmissions during the recovery. Considering
R when resetting cwnd at the end of recovery is important in the data-limited case because otherwise the sender may
significantly overshoot the available transmission rate after a period of relatively low bitrate transmissions. This idea
is also present in Jump Start [20].
This initial proposal left open issues concerning the mechanism’s behaviour in special cases. These problems were
addressed in D1.1 and D1.2 where a set of modifications were introduced in the final definition of the protocol [21]. In
particular, it was observed [22] that the flightsize cannot be used to control cwnd when in application-limited periods
as in CWV. Indeed, the flightsize varies from one RTT to the next and as such does not reflect the actual path. Thus,
a new mechanism has been designed so that TCP behaviour in the NVP the cwnd is controlled by pipeACK, a measure
of the capacity used by the connection in the recent past.
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2.2.3 Engineering new-CWV
Although the initial version of new-CWV established the basic method, RITE has continued to develop series of
revisions to new-CWV in response to IETF reviewers and to refine the mechanism in special cases [23].
2.2.3.1 Using pipeACK for cwnd calculation following congestion Using the flightsize at the time of the
loss in the NVP to reset cwnd after the recovery is a too conservative policy. When segment losses occur at the end
of a burst or in small bursts after periods of large data transmissions, the flightsize may be small with respect to the
available bandwidth probed in the immediate past. This results in a too conservative reset of the congestion window
after recovery. This problem was mitigated by taking pipeACK into consideration when resetting cwnd after the
recovery. Setting cwnd = (max ((pipeACK, D ) − R) /2 after recovery is anyway more conservative than the standard
TCP approach cwnd = cwnd/2 but it promises to make a better use of the available capacity.
2.2.3.2 Measuring pipeACK New-CWV uses pipeACK measurements to determine if the sender is in an applicationlimited or network-limited state and to reset cwnd at an appropriate value after the loss recovery. Although an exact
definition of the pipeACK estimation algorithm was not required, the new-CWV specification includes the guiding
principles for its evaluation and proposes a reference example. Analysis and exploration of different alternatives was
carried out to fill this gap.
As a reference implementation to measure pipeACK the new-CWV draft recommends applying a maximum-filter to
pipeACK samples collected once each RTT. The maximum-filter is evaluated over a period of one second. To reduce
the number of pipeACK samples to store at the sender, the samples are organised into bins with only the maximum
sample for each bin kept.
2.2.3.3 Burstiness mitigation Traditional designs of TCP stacks have not considered the need to regulate the
short-term transmission rate of a sender, although methods such as max_burst [24] have been shown to significantly
reduce the probability of loss. Since new-CWV is primarily intended to support bursty sources, packet pacing (e.g.
spreading segments transmission within the RTT) was recommended as a technique to mitigate the bad effects of
burstiness.
2.2.3.4 Mitigating slow cwnd growth The slow growth of cwnd in the NVP was a known problem in CWV
implementations [25]. This was attributed to spurious flightsize evaluations caused by a poor synchronisation between
TCP and network interface drivers, such as the TCP segment offload (TSO) and TCP small queue (TSQ) mechanisms.
new-CWV introduced an additional instability element due to the extra RTT needed to measure pipeACK, which
resulted in an even more conservative growth in cwnd. Moreover, the parameter initialisation (i.e. initial settings of
pipeACK and RW) was found to significantly affect the start-up phase. These issues were addressed by modifying the
conditions in which new-CWV is allowed to use standard methods to increase cwnd as follows:
(i) including a method, implemented in the Linux driver, to enable the cwnd growth at startup regardless of pipeACK
value when the TSO window was not completely used,
(ii) modification of the rule to determine if TCP is in application-limited conditions, and
(iii) disabling the mechanisms during the first RTT of the connection and following a loss (i.e. when no pipeACK
samples are available).
Experiments confirm that our updated specification eliminates the performance gap between new-CWV and standard
TCP at start-up.
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3 Using Multiple Paths to Reduce Latency
More and more end-hosts are today being equipped with multiple network interfaces. This can be exploited by
multipath transport protocols such as Multipath TCP (MPTCP) [26] and Concurrent Multipath Transfer for SCTP
(CMT-SCTP) [27]. Such protocols can take advantage of multiple paths by striping traffic over several interfaces
simultaneously. While most previous work on multipath transport has focused on improving throughput and resilience,
RITE has explored the availability of multiple interfaces/paths as an opportunity to reduce latency. Building on the
results reported in Deliverable D1.2, we report on the progress of three sub-areas:
• Evaluation of how latency-sensitive traffic is affected by multipath transport (§ 3.1).
• An enhanced scheduling mechanism that improves support for latency-sensitive applications (§ 3.2).
• A method to link the increase of MPTCP subflows during slow-start to reduce loss and improve latency (§ 3.3).

3.1 Impact of Multipath Transport on Latency-sensitive Traffic
There is limited knowledge on the impact of latency of multipath transport in the literature. Therefore, a starting point
for the work on multipath within RITE has been to assess the impact on latency of the two main multipath transport
protocols available, MPTCP and CMT-SCTP, on different latency-sensitive applications. The relative performance
has been evaluated under a variety of network conditions using both emulated and real networks, with TCP Cubic
used as a baseline. Below we briefly introduce the evaluation and summarize the main conclusions from the work,
focusing particularly on MPTCP. A full report on the evaluation is provided in Appendix B.1. The applications and
network scenarios considered were also discussed in deliverable D1.2.
3.1.1 Set-Up of Evaluation
In this section we introduce some of the key parameters used in the evaluation: application traffic, background traffic
and network configurations.
3.1.1.1 Application traffic For application traffic we consider the three RITE use cases: video, on-line gaming
and web. For video traffic, we focus on interactive video applications due to their delay sensitive nature. Even though
such applications mostly use UDP as transport, as explained in [28], Skype traffic uses TCP when firewalls block
the use of UDP. To emulate Skype traffic, we consider a Constant-Bit-Rate application generating 950 Kbit/s with
30 frames/s. For gaming traffic, we considered a set of trace files from the Massively Multiplayer Online Game Age
of Conan, provided by Funcom [29]. These traffic traces are very long in time, with small bursts of data. As it is
extremely difficult and tedious to replay all the traces through to completion, we selected a set of three traces with
a duration of 10 minutes each. All the traces contain a large chunk of game set-up data at the beginning of the
connection followed by occasional small bursts of MTU-sized packets and small packets for the rest of the time. The
traces used in the evaluation have average packet inter departure times of 181.4 ms, 74.1 ms, and 167.7 ms respectively.
The average packet sizes in these traces are 142.7 bytes, 113 bytes, and 101.7 bytes respectively. Due to the variability
in web site profiles, for web traffic we consider three classes (small, medium, and large) which are representative of
currently reachable web sites. For each experiment, we stored the files from the three sites (Wikipedia, Amazon and
Huffpost) on a local server. Each website’s data contained different numbers of objects of different sizes. Of the
three, Wikipedia content was the smallest followed by Amazon and Huffpost. The data stored in the local server was
requested and downloaded from a client with 6 concurrent connections.
3.1.1.2 Background traffic The congestion level in a network has a significant impact on the behaviour of
protocols employing congestion control [30]. We therefore conduct controlled experiments both with and without
background traffic. Background traffic is generated with netperfmeter [31] as a mix of TCP and UDP flows constituting
one long greedy TCP flow and 4 on-off UDP flows. Each UDP flow generates Pareto on-off traffic with shape 1.5
and scale 0.166667, sending 25 frames/s each of size 5000 bytes. The aggregate usage of UDP background flows were
maintained at 10% of the bottleneck link capacity to be realistic [32]. The UDP flows carry data at an average of
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Table 3.1: Link Characteristics used in Controlled Experiments (based on measurements from the Nornet testbed)
Capacity [Mbit/s]
Propagation Delay [ms]
Loss [%]

WLAN
20–30
20–25
1–2

3G
3–5
65–75
0

500 kbit/s each in the WLAN-WLAN scenario and 100 kbit/s each in the 3G–3G scenario. In each run, the background
flows start before the foreground experimental traffic and end after the experimental traffic.
3.1.1.3 Network configurations The use case considered in the evaluation is a client with two interfaces communicating with a single-homed server. There are thus two paths available between the client and the server. While
the paths are not completely distinct, we assume the paths to have distinct bottlenecks located in the client access
networks. We consider three network scenarios, based on the interfaces used on the client: a homogeneous WLAN
scenario (two WLAN interfaces), a homogeneous 3G scenario (two 3G interfaces) and a heterogeneous scenario (one
WLAN and one 3G interface). In the case of experiments using the NorNet testbed, the client has access to 2 different
UMTS 3G mobile broadband networks in Norway as well as 2 different WLAN access points at Simula Research
Laboratory. These access points serve approximately 100 users during work hours and are co-located with other
interfering wireless access points in the same office complex. In the case of the NorNet experiments, the traffic goes
through the Internet so there is no need to generate explicit background traffic in this case. In the emulations the
characteristics of the WLAN and 3G links for each experiment run are randomly drawn from the parameter ranges
indicated in Table 3.1.
3.1.2 Summary of results
The performance of MPTCP compared to TCP is summarized in Table 3.2. For the homogeneous cases, we consider
the average TCP delay as the baseline for comparison. Here, we assume that we only have information about the
technology we use and with this information, we cannot determine which path is better. For example, for a WLAN–
WLAN case, the WLAN channels might have different characteristics in terms of loss and delay, but this information
is not available to the user. In this case, the user will most likely pick one of the WLANs randomly. Therefore, we
consider the average WLAN TCP delay performance and compare it with the MPTCP delay performance. However,
for the 3G–WLAN scenario, the user is likely to choose WLAN since it is low cost, low delay and high capacity.
Therefore, in this case we compare the MPTCP delay with the TCP delay of WLAN.
Looking first at the delay performance of video traffic, we observe that the path heterogeneity is the main factor that
determines the delay performance of MPTCP. For the WLAN–WLAN case, the links are lossy and we observe delay
gains due to bandwidth aggregation. On the other hand, for the 3G–3G case, there are no losses, but MPTCP selects
the best available path, resulting in minor gains compared to TCP. However, in the presence of the background traffic
we observe losses in the foreground flow due to the competing traffic. The losses force the scheduler to use both
paths and the delay values are very high due to the buffer settings of 3G, resulting in a much lower delay for MPTCP
compared to TCP in this scenario. When the paths are very heterogeneous (3G/WLAN case), losses in WLAN forces
MPTCP to use the suboptimal 3G link, therefore, the MPTCP delay becomes higher than the WLAN TCP delay.
For gaming traffic we observe very similar delay values to TCP for almost all cases due to the very low data rates of
online gaming traffic. The background traffic did not induce significant loss in the foreground flows, therefore the delay
values are similar to that of no background traffic. One exception is the 3G–3G scenario where MPTCP keeps sending
on one link as long as there is no loss, therefore, providing some delay gains. For the 3G–WLAN case, MPTCP uses
the WLAN almost all of the time ensuing the MPTCP delay is similar to the WLAN TCP delay.
Considering web traffic we observe that the amount of data and the path heterogeneity are the main factors that
determine the delay performance of MPTCP. We observed that MPTCP provides lower delay values, especially for
the websites with many objects. However, when the paths are very heterogeneous in terms of delay and loss as in the
3G–WLAN case, losses in WLAN forces MPTCP to use the suboptimal 3G link, resulting in higher MPTCP delays
than the WLAN TCP delay. These results hold for emulations with and without background traffic.
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Table 3.2: Summary of the average delay performance for MPTCP compared to TCP
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Figure 3.1: Average packet delay for Netflix payload over asymmetric paths

3.2 Multipath TCP Scheduler
There are numerous ways of scheduling data if multiple paths are used simultaneously, and as shown in § 3.1 the
scheduling can affect both the behaviour and performance of an application significantly. The default approach in
MPTCP is to schedule data on the path with the shortest RTT, given that this path has space left in its congestion
window. While this approach is viable for a large number of applications, it is not optimal for low-latency applications
running over highly asymmetric paths. One of the problems in such situations is that data will arrive out-of-order
causing e.g. head-of-line blocking at the receiver. We have previously, in deliverable D1.2, presented a Delay Aware
Packet Scheduler (DAPS) that tries to overcome this problem by scheduling data so that it will arrive in-order at the
receiver. To offer an even more general low-latency solution, we developed a new algorithm in RITE, the Shortest
Transfer Time First (STTF) scheduler.
3.2.1 Shortest Transfer Time First (STTF) scheduler
STTF differs from the default shortest RTT scheduler in two important aspects. First, instead of using the RTT as
metric STTF uses the expected transfer time of the packet over each path, including the time needed for data that has
already been queued on the corresponding path. Second, it allows data to be scheduled over paths that are currently
unavailable for transmission, e.g. due to limited space in the congestion window. However, as path conditions may
vary quickly, the unsent data remaining in the send buffers is rescheduled each time a new packet is to be scheduled.
We are currently refining and evaluating a kernel implementation of the STTF scheduler. The evaluation is done both
in a controlled environment, using the CORE network emulator, and in a live setting. Figure 3.1 shows the average
delay experienced at application level when a Netflix movie is replayed over asymmetric (in terms of RTT) paths. As
indicated by the graph, STTF is able to increasingly reduce the average latency, as compared to the default scheduler,
as paths become more asymmetric.
3.2.2 Experimental evaluation
In this section, we compare the performance of STTF and the default MPTCP scheduler when the environment is
not controlled. Indeed, as opposed to when the environment is controlled in CORE, the experienced delay, the link
capacities and the congestion level may vary more widely, thus affecting the accuracy of the metrics used by STTF to
estimate the delivery dates of packets.
The testbed that is used to compare STTF and the default scheduler of MPTCP when the environment is not controlled
is presented in Figure 3.2.
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Figure 3.2: Testbed architecture for STTF evaluation
The test traffic flows from the server to the client, both located in Rennes (France). The uncontrolled environment
is created by deviating traffic through a server situated in Roubaix (France). Both the client and the server use the
MPTCP Linux kernel. The client has one WLAN interface and one 3G interface.
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Figure 3.3 shows the results obtained when we transfer 10 MB from the server to the client. We compare the performance of LowRTT (the default scheduler in the Linux implementation of MPTCP) and STTF schedulers.
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Figure 3.3: Early results comparing LowRTT and STTF schedulers

Figure 3.3(a) shows the CDF of path traffic share over the tests, that is how the traffic is shared between the WLAN
and the 3G interfaces, and Figure 3.3(b) shows the CDF of the receive buffer delay, that is the time a packet has to
wait in the receiver’s buffer before it can be forwarded to the upper layer.
With the default scheduler of MPTCP in ≈ 20% of the tests only the WLAN interface is used, whereas with STTF, in
≈ 50% of the tests, only the WLAN interface is used. Indeed, STTF estimates the transfer time of the file and finds
out that the download time will be shorter if the 3G interface is not exploited.
Figure 3.3(b) shows that STTF reduces the waiting time in the receive buffer as now packets arrive more often in
order. However, the maximum waiting time in the buffer is higher with STTF than with the default scheduler. It
could be that the estimations of STTF are affected by losses and retransmissions, which occasionally prevents STTF
from having an accurate estimation of the delivery time of a packet. This is subject to future work.
3.2.3 Discussion and future work
New work beyond DAPS (presented in D1.2):
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• STTF has been implemented in MPTCP and not CMT-SCTP. This should ease an accurate evaluation of its
performance in an uncontrolled environment, as MPTCP seems to have less deployment issues than CMT-SCTP.
• STTF is used even in the slow-start phase, whereas DAPS schedules packets in the congestion avoidance phase
only. This should allow a greater gain for short flows.
The promising results presented in this section motivate us to go on with this sub-activity as a future work.

3.3 Linked Slow Start for MPTCP
MPTCP has as its goal to achieve higher throughput than regular TCP by using multiple paths simultaneously. When
these paths share a common bottleneck, MPTCP tries not to be more aggressive than a regular TCP flow. This is
achieved through MPTCP’s coupled congestion control mechanism that couples the increase factor of MPTCP’s subflows in congestion avoidance. However, slow start remains unchanged by the MPTCP congestion control specification
[33] and behaves in an uncoupled manner for each subflow, potentially adversely affecting both itself and other traffic
sharing the bottleneck.
Coupling the slow start of multiple subflows is only relevant with respect to the initial window (IW) that subflows
use when they begin to transmit data in slow start. This is because the aggregate behaviour of multiple subflows is
the same as the behaviour of a single subflow with a larger IW (i.e. if each subflow doubles its congestion window
(cwnd), the aggregate cwnd is also doubled). Since MPTCP’s path-manager only allows other subflows to join the
connection after the first subflow has been established, we do not change the IW that is used by the first subflow.
Further subflows join all at the same time, after the first 3 RTTs. If IW is 10 (the current default behaviour in
Linux), this means that the already aggressive slow start phase is temporarily rendered even more aggressive by
adding (number_of_subflows − 1) × 10 packets to the cwnd of the first subflow after 3 RTTs.
Our LInked Slow start Algorithm (LISA) alleviates this effect by evenly sharing the cwnd of the existing subflow
with the highest cwnd with the new subflow. For example, if cwndexisting = 20, then cwndexisting = cwndnew = 10. If
the highest cwnd is too small (i.e. cwndexisting < 6), then cwndnew = 3. Full details of the algorithm can be found in
Appendix B.2.
This behaviour is more conservative than the current standard, and is intended to keep MPTCP from harming itself
and others when multiple subflows share a common bottleneck. When they do not share a common bottleneck, we
expected the MPTCP performance to be reduced the behaviour to only play out negatively, but this is not consistently
the case.
LISA exhibited a two-fold impact on latency in our tests: 1) It reduces the number of lost packets experienced by
MPTCP, thereby reducing retransmissions, and thereby reducing the total completion time. This is especially relevant
for short flows which spend most or all of their time in slow start and experience packet loss. We used 300 KB file
transfers over a 2.5,Mbps, 70 ms RTT connection to emulate this. 2) It reduces the queuing delay and loss experienced
by other flows by rendering MPTCP less aggressive in slow start.
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Figure 3.4: Standard MPTCP and MPTCP with LISA: 3 subflows
Figure 3.4 shows an example of LISA with MPTCP using 3 subflows. The vertical grid lines are spaced at 70 ms, the
base RTT in the test, to roughly indicate the “rounds” of slow start. Without LISA all subflows double their cwnd
every round. In Figure 3.4, cwnd “jumps” to almost 60 as the second subflow joins and then 70 as the third subflow
joins. However LISA prevents this “jump”, thereby reducing packet loss and the resulting retransmissions, allowing it
to complete the 300 KB file transfer earlier.
The paper in Appendix B.2 studies LISA in a variety of conditions and finds LISA is generally able to reduce file
completion times.
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4 Reducing Latency for Multimedia
Multimedia applications are particularly sensitive to latency. We have continued our efforts reported in D1.2 in these
three sub-areas:
1. Coupled congestion control through use of the Flow State Exchange (FSE) mechanism,
2. Shared Bottleneck Detection (SBD), and
3. Delay-based congestion control.
The FSE has been tested and adapted to work with a number of different congestion control mechanisms with revisions
submitted to the IETF RMCAT working group. Improvements to the SBD mechanism have increased its robustness.
The IETF RMCAT working group have adopted our FSE and SBD drafts as a working group documents. The Delay
based congestion control work has continued with further analysis of CDG and SCC with video traffic and mixed
traffic. CDG has been implemented as a Linux kernel module and released as part of the official version 4.2 Linux
kernel.

4.1 Coupled Congestion Control
When multiple congestion controlled RTP sessions traverse the same network bottleneck it can be beneficial to combine
their controls such that the total on-the-wire behaviour is improved. We have implemented and analyzed a “Flow
State Exchange (FSE)” [34] mechanism for flows that have the same sender. The mechanism is flexible and simple,
minimizing the changes existing RTP applications need to make to accommodate it. The current implementation
supports four protocols:
1. Rate Adaptation Protocol (RAP) [35] (because it is a simple rate-based Additive Increase – Multiplicative
Decrease (AIMD) scheme, hence representing a whole class of TCP-like mechanisms);
2. TCP Friendly Rate Control (TFRC) [36] (because it is the only standardized congestion control mechanism
aimed at supporting media flows);
3. Low Extra Delay Background Transport (LEDBAT) [37] (because it is a delay-based mechanism and the congestion control of RMCAT is currently under development, and will probably be delay based); and
4. Network-Assisted Dynamic Adaptation (NADA) [38] (because it is work in progress in RMCAT).
In D1.2 we presented results for RAP and TFRC. Here we present results for LEDBAT and NADA. These have been
included in our draft update in the IETF RMCAT working group [39] (see Appendix C.2). The draft specifies how
the FSE can be applied to specific congestion control mechanisms, and makes general recommendations that facilitate
applying the FSE to future congestion control mechanisms. We also provide recommendations with respect to applying
the FSE with specific congestion control mechanisms in [40] (see Appendix C.1).
Figure 4.1 illustrates how the FSE achieved a consistent reduction of the average queuing delay for LEDBAT without
significantly affecting throughput.
Figure 4.2 shows results for the NADA congestion control mechanism with the media pause and resume test [41].
Figure 4.2(a) shows the rate and delay characteristics with the FSE, and Figure 4.2(b) without the FSE. Results of
NADA with the other tests can be found at http://heim.ifi.uio.no/safiquli/coupled-cc/nada-fse/. In this
test three flows start with the same priority. At around 60 s flow 2 was paused for 40 seconds. Figure 4.2(b) shows
that the FSE distributes the aggregate fairly by enforcing strict fairness. It also improves the delay spike introduced
by a NADA flow started after a long pause.
Our simulation studies with the four congestion control mechanisms indicate that the FSE not only satisfies the
requirements of controllable fairness with prioritization, but also reduces queuing delay and packet losses by removing
self competition.
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(b) Link utilization

Figure 4.1: Average queue length and link utilization (LEDBAT), with and without FSE
4.1.1 Prototype Work
An implementation in the Chromium open source web browser [42] will test the FSE with the proposed Google
Congestion Control (GCC) [43].

4.2 Shared Bottleneck Detection (SBD)
Being able to reliably detect whether flows share a common bottleneck is a key enabling technology for a number of
latency reducing techniques including Coupled Congestion Control (§ 4.1). Since D1.2 an Internet Draft based on the
work has been submitted to the IETF RMCAT working group, and adopted by it as a working group document [44] (see
Appendix C.3). The algorithm has also been improved to make it more robust and reliable. These improvements have
been incorporated into the RMCAT draft and are presented here along with some illustrative results. Two elements
of the work are ongoing: (i) Online clustering for large numbers of flows, and (ii) Online clock skew adjustments for
summary statistics. It is expected that these will be submitted for publication before the end of the project.
4.2.1 Increasing the robustness of SBD
In this section we adopt the same terminology as outlined in [44] (see Table 4.1). Key improvements that increase the
robustness of the mechanism include:
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Figure 4.2: Media pause and resume with NADA flows

OWD
PDV
MAD
T
skew_est
var_est
freq_est

One Way Delay
Packet Delay Variation
Mean Absolute Deviation
The base time interval over which measurements are made.
A measure of skewness in a OWD distribution.
A measure of variability in in OWD measurements.
A measure of low frequency oscillation in the OWD measurements.
Table 4.1: Subset of definitions from [44]

23

RITE: Reducing Internet Transport Latency

1

1&2

1&3

No. 317700

2&3

2

1,2,3 & 4

3

3&4

2&4

1&4

Test sink
4
Test sources

Tmix background traffic
Bottlenecks
Figure 4.3: Shared bottleneck detection NS2 simulation set up. [45]

1. Congestion determination oscillation—The algorithm only attempts to group flows during congestion (i.e. when
there is a bottleneck). When there is no congestion, delay and loss statistics are too noisy to be useful. Where
congestion in borderline this can potentially cause the mechanism to oscillate between grouping flows that share
a bottleneck and ignoring them because there is no bottleneck. Hysteresis has been added to the congestion
determination to avoid this.
2. Bias in skew_est—An adjustment to the skew_est calculation to prevent periods where there are very few
packets received from biasing the statistic.
3. Noisy maximum OWD—PDV requires a notion of the maximum or minimum OWD in T. Generally the maximum
is sampled well during congestion, but is subject to path and host operating system noise. Use of MAD for var_est
eliminates this problem and provides a more robust metric.
4. Noisy oscillation measure—freq_est can become meaningless during periods where there is no congestion since
var_est is almost zero. Using NaN (a value representing an invalid record, i.e. Not a Number) for the base per
T calculations of var_est when this is the case eliminate this problem and allow the mechanism to more quickly
group flows when a bottleneck develops.
5. Relative clock skew—In some circumstances differences in sender and receiver clock frequencies, relative clock
skew, has potential to make comparisons between statistics difficult. Skew_est is worst affected by this. An
online method of adjusting the summary statistics to take this into account (preliminary results illustrated
in Figure 4.4) should be submitted for publication before the end of the project.
6. Decision lag—Stable estimation of summary statistics takes time. This time limits the responsiveness of the
algorithm to changing conditions. In applications where this is important, calculation of the statistics can be
weighted so that more recent measurements make a higher contribution than older measurements.
4.2.2 Sample results with the improved algorithm
We include some sample results of the algorithm as described in [44] with the clock skew adjustment performing under
some more extreme conditions. Our simulations are set up as depicted in Figure 4.3 in a similar manner to [45].
Different to D1.2 and [45] the background traffic generates more noise and there is significant clock skew.
Figure 4.4 shows the example simulation results. This example is chosen for the wide range of behaviour it illustrates
under challenging conditions. Time is along the x-axis, with the y-axis divided into three parts: the bottom showing
the queue sizes of the bottleneck links (thousands of bytes), above this the OWD (ms) measured at the test sink
for the four flows—the basis for the mechanisms grouping decisions, and on top the grouping decisions made by the
mechanism. Y-axis tick labels in the grouping graph are the used subset of possible groupings of flows. Grouping
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decisions occur every 350 ms (with 3000 possible decisions in this run). Grouping decisions are only made when the
algorithm infers that there is congestion, and thus a bottleneck along the path.
Referring to the measured OWD section of Figure 4.4 (middle section), each flow has significant clock skews of 100,
-100, 50, and -50 ppm respectively added to their OWD. These are generally a little higher than many real scenarios
and make the test more difficult for the algorithm. The simulations creates single bottlenecks (0 < t ≤ 740 s), and dual
bottleneck tests (t > 750 s), by temporarily reducing the capacity of the respective links, however, in this experiment
the background traffic adds significant noise to the measurements—often causing additional bottlenecks for the flows.
The grouping part of Figure 4.4 (top section) shows the SBD grouping decisions in blue along with two independent
bottleneck measures in red and green. These measures are based measurements at the queues of each potential
bottleneck (bottom section of Figure 4.4) providing a bottleneck determination independent to the algorithm. A red
mark indicates that the queue did not drain over the interval T, while the green mark indicates the average queue size
over the interval T exceeds 50 000 bytes. Both of these measure achieve similar outcomes, though the queue empty
metric has the quality that it is independent of the buffer size.
It takes time to collect summary statistics to the degree of stability necessary to be able to make a correct determination.
This is illustrated (top section of Figure 4.4) by the short gap between when a bottleneck forms (indicated by the red
and green marks), and when correct grouping can be achieved by the algorithm (indicated by the blue marks). The
same lag can be observed when each bottleneck ceases.
Around 360 s flows 3 and 4 share a bottleneck, but flow 3 experiences an intermittent additional bottleneck. This
changes the characteristics of flow 3 enough for the summary statistics to differ too much for it to be grouped together
with flow 4. Real networks are tree-like[46] and do not usually have the cross-over multiple shared link topology of
Figure 4.3, making this situation unlikely. At around 880 s, flows paired in two different bottleneck are sometimes
grouped together in a group of four. Here all four flows coincidentally experience similar delay distributions (within
the algorithm’s thresholds) even though they do not all traverse the same bottleneck. A more sophisticated clustering
algorithm can help to more finely distinguish groups, but there is a limit to this since the SBD algorithm relies on
delay/loss distributions being different in a measurable way to be able to distinguish between them. Where this is not
the case the algorithm will fail to separate the groups correctly.
Overall the algorithm preforms very well despite the difficult noisy and clock skewed example presented in Figure 4.4.
This makes the algorithm suitable for use by the FSE presented in § 4.1 as well as other multi-flow multi-path
applications.
4.2.3 Prototype Work
The SBD is being implemented alongside the FSE (see § 4.1) in the Chromium web browser [42] for real application
tests.

4.3 Delay Based Congestion Control
In D1.2, we presented our implementation of CDG in ns-2, which allowed us to assess CDG’s applicability for this
task.
CDG had been shown to coexist with loss-based TCP, however the original work mainly compares it with New Reno
or itself [47]. Since CUBIC has been quite extensively deployed in the Internet [48], we study how well CDG coexists
with CUBIC. In preliminary work, we have proposed Scalable video coding based Congestion Control (SCC), which
like CDG is also designed to cope with loss-based congestion control and specifically to ensure graceful adaptation of
video quality. We assess the coexistence of CDG and SCC, as they were designed independently since they rely on
completely different algorithms.
The topology used in this work takes into consideration the test specifications defined by the IETF RMCAT working
group [41]. A full description of this work can be found in Appendix C.4. More information on SCC can be found in
Appendix C.4 or in [49].
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Figure 4.5: Topology and traffic for assessing the coexistence of CDG, SCC and CUBIC
4.3.1 Long lived TCP bulk and video flows
In this section, we evaluate the coexistence of loss- and delay-based TCP congestion controls for bulk transfer. We
then assess the ability of an SCC flow to coexist with either of these TCP-controlled flows. Our tests assess whether
coexisting CDG and SCC flows converge to a stable and fair share of a bottleneck while attaining low delay.
Figure 4.5 presents the topology used in this section, which has been parameterized following the guidelines of the
RMCAT WG [41]. The test traffic includes: one CDG bulk flow competing with one CUBIC bulk flow, one SCC video
flow competing with one CUBIC bulk flow, and one CDG bulk flow competing with one SCC flow.
In Figure 4.6 we show the evolution of the goodput and how CDG, SCC and CUBIC share the available capacity.
Additional results on queuing delay can found in Appendix C.4.
When CDG and SCC compete with CUBIC, CUBIC claims 80% and 70% of the bottleneck capacity respectively (Figures 4.6(a) and 4.6(b)). Figure 4.6(c) shows that SCC and CDG are able fairly share the capacity among themselves.
As expected, when coexisting with CUBIC, CUBIC fills the available buffering and drives the queuing delay close to
300 ms. However, when the delay-based schemes coexist, the queuing delay remains low (Appendix C.4 for the full
analysis).
4.3.2 Delay based schemes and mixed traffic
In this section, we assess the impact of a download performed using either CUBIC or CDG, on the visual quality of a
competing video flow.
Figure 4.7 presents the topology used in this section, which has been parameterized following the guidelines of the
RMCAT WG [41]. There are four competing flows: F1 is a SCC video flow, F2 is a CDG non-application-limited
flow, F3 is either a CDG or CUBIC non-application-limited flow, and F4 is either a CDG or CUBIC flow that iterates
through the download of 1700 kB objects (with an exponentially distributed inter-file interval with mean 9.5 s). All
flows start at the same time.
Figure 4.8 shows the Peak Signal-to-Noise Ratio (PSNR) of the video when all the protocols are delay-based or when
loss-based CUBIC is used. The average downloading time of 1700 kB is 1700 kB with CUBIC is ≈ 17 s vs. ≈ 23 s with
CDG. Therefore, the gain of 5 s in the downloading time of 1700 kB object using CUBIC costs 5 dB in PSNR.
4.3.3 Discussion
Our results offer evidence that both CDG and SCC, two delay-based algorithms, may coexist with a loss-based
competing flow without being starved, but using less capacity than the loss-based approach. CDG and SCC are
flexible enough to reach a low-delay equilibrium when competing, despite their different delay-based algorithms and
their independent design.
The extended version of this work presented in Appendix C.4 also assesses the impact of an AQM on the performance
of CDG and SCC. It is not presented in deliverable D1.3 but in deliverable D2.3 since it focuses more on inner-network
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Figure 4.6: Share of the goodput between loss-based and delay-based protocols
components. D2.3 presents a wide range of simulation cases studying the interaction between various AQM schemes
and CDG, while evaluating the capacity of CDG to perform a lower-than best effort service in presence of AQM.
Following the results presented in this section and the ones presented in deliverables D1.2 and D2.3, Simula has recently
implemented a Linux kernel module version CDG that is now released as part of the 4.2 Linux kernel version. More
details on the implementation can be found in [50]. The deployment of a Linux kernel version of CDG will allow the
community to further assess the usefulness of this protocol.
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5 Cutting the Chatter
Our measurements have confirmed the findings of other studies that the vast majority of Internet flows are very short.
The most common case is for the size of the data in a flow to be so small that it could all be sent in one round,
particularly for Web connections. However data transfer can only start after the connection and all the appropriate
parameters and options have been established.
Therefore it makes sense to try to a) remove unnecessary negotiation rounds; and b) collapse multiple related connections into one longer connection, in order to pool the set-up latency for connections between the same endpoints.
This section concerns RITE activity on three aspects of this problem, which is dubbed “Cutting the Chatter”:
• § 5.1 introduces the contribution that participants in the RITE project made to removing a round trip from
TCP’s 3-way handshake (in a large proportion of cases), based on the TCP Fast Open (TFO) proposal from
Google. This has now been published as IETF RFC 7413 [51];
• § 5.2 introduces analysis of HTTP/2 over large delay paths. HTTP/2 is designed to pool connection setup latency (including security) between multiple internal streams, that would otherwise all require separate
connection set-ups. This study compares the web performance of HTTP/2 and HTTP/1.x (with and without
TLS) over an Internet path with large delay.
• § 5.3 introduces a generic way to collapse the rounds taken to negotiate new TCP Options. The idea for this work
came late in the project, so it is solely protocol design work, and evaluation will have to be deferred beyond the
end of RITE. The work is based on the Inner Space protocol [52] developed within the parallel EU FP7 Trilogy
2 project. Inner Space was designed to enable new TCP Options to traverse middleboxes without interference.
The RITE contribution has been to develop examples of how it can reduce latency:
– like HTTP/2 it pools connection set-up, but for all applications, not just HTTP and not just TCP (it
supports datagram and multiplexed streaming modes within TCP);
– like QUIC, it allows segments to be delivered out of order, so that losses do not cause head-of-line blocking
delays, but it looks like TCP from the outside, so it should reach more places on the Internet than UDPbased QUIC;
– it completes negotiation of new options within the first round of the TCP handshake, which removes
the additional delay currently required to set up optional transport layer facilities such as security and
multipath.

5.1 TCP Fast Open
In a potentially hostile environment like the public Internet, the latency to set up a brand-new connection inherently
takes one round so that the responding host can check that the initiating host is not using a spoofed source address.
In TCP, the server checks by sending its random choice of initial sequence number to the source address that the client
claims to be using, and waits to check the number returned before establishing the connection. With UDP, a similar
but application-specific approach has to be taken to protect against source address spoofing.
Transaction TCP (T/TCP [53]) was an early attempt to reduce latency for short transactional connections by replacing
TCP’s three-way handshake, instead storing a counter per client at the server. However, once various security flaws
were discovered [54], T/TCP was not pursued further and the IETF eventually moved its status to Historic [55].
Just prior to the RITE project, a team from Google had proposed a technique called TCP Fast Open (TFO [56]) to
cut one round from TCP’s 3-way handshake. TFO is only applicable when a client creates a connection with a server
to which it has previously connected. During the first connection, the server feeds back a cryptographic cookie for the
client to use on subsequent connection attempts, which should reduce the likelihood of similar security flaws to those
that dogged T/TCP. Limiting TFO to subsequent connections means its latency benefits are not always available.
However, resuming communication with the same server is a common interaction pattern, therefore, the limitation is
likely to remain relatively insignificant.
TFO is also only applicable in cases where the application is robust to a duplicate packet opening the resumed
connection (the server deliberately holds no state between connections, so without the 3-way handshake the server
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cannot check with the client that it has not already opened another connection for the same request). Again, this
further limits the cases in which TFO’s latency benefits are available. Nonetheless, scenarios with an application
robust to duplicate requests are very common. In particular most simple Web requests fall into this category.
RITE participants helped review and progress TFO through the IETF, improving its robustness and preventing
developers from misunderstanding its applicability limitations. In Dec 2014 it was published as an RFC [51], duly
acknowledging the help of two RITE participants.
Once the Google team passed editorial control of the TFO proposal to the IETF, RITE participants suggested a
number of ways to improve it, the following being accepted in the final, published RFC:
• The possibility of reducing the aggressiveness of the server’s choice of initial window size in response to a fast
open request. Without TFO, a server reduces its initial window to one segment if the first SYN/ACK is lost.
However, with TFO, it sends its initial window straight after the SYN/ACK, before it can detect whether it was
lost. The response of TCP to loss of its initial SYN/ACK is one of the main ways to protect the network from
overload by new connections.
• The possibility of exchanging the cookie at the end of the first connection, instead of at the start. This option
was left available in case Web developers do not follow the intent of TFO, which is to open one connection
instead of many. In future, Web developers might abuse TFO by opening multiple parallel connections (because
there would be no set-up delay) as soon as the client receives the cookie. If such ‘connection sharding’ becomes
a common problem, the TFO specification can be changed to recommend that the cookie is only exchanged at
the end of the first connection, which will prevent such abuse.
• Identification of an attack by one client behind a NAT on others behind the same NAT, and a way to mitigate
it (although the authors argued against building the approach into the protocol by default).
• Changes to recommendations on which information the client caches about the path between connections, in
particular the path MTU.
• Considerable improvements to help application developers understand the rather subtle applicability rules of
TFO, which would otherwise have been easily misunderstood. This included a strong warning in the abstract.
Work on TFO was not a major work-item within RITE, but the project can claim to have considerably improved the
RFC, which is likely to become one of the most important changes to TCP in recent times.

5.2 Web Traffic Performance over Long Delay Paths
The Hypertext Transport Protocol (HTTP) was created in the late nineties as a protocol to access and navigate a
set of linked web pages. Its features have led to HTTP becoming popular and being used in a range of applications
beyond its original scope. Today, HTTP/1.1 [57] is ubiquitous and supported across a wide range of devices, from
small embedded systems to large web farms.
In the last ten years, the types of data exchanged using HTTP has changed radically. Early web pages typically
consisted of a few tens of kilobytes of data and were normally not updated frequently (static web). Today, typical web
pages are more complex, consisting of (many) tens of elements, including images, style sheets, programming scripts,
audio/video clips, HTML frames, etc [58, 59]. Moreover, many web pages are updated in real time (e.g., when linked
to live events or dynamic databases). Web interfaces have found use in a wide range of non-browsing applications,
e.g., to interact with distributed web applications, where both data and application reside at a remote side.
The HTTP/1.x suite of protocols [60, 57] has dominated web usage for over twenty years. As it has become more
widely used in a variety of contexts beyond its original goals, limitations of the HTTP protocols have become apparent.
The original HTTP request/response model, where each web object was requested separately from the others, has
been shown to not scale to modern complex web pages and can introduce a significant amount of overhead at start-up.
HTTP interacts poorly with the transport layer resulting in poor responsiveness for the web. These performance
issues have been accompanied by changing patterns of web usage.
Changes in the size and structure of web pages now mean that HTTP/1.x can become a significant bottleneck in web
performance [61]. HTTP/1.0 [60] allowed only one request at a time on a given TCP connection. HTTP/1.1 [57]
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added HTTP persistency, i.e., the ability to reuse a TCP connection for subsequent HTTP object requests. The HTTP
persistency feature avoided the overhead of the TCP connection establishment, but did not resolve the performance gap.
The growing number of objects per page caused web designers to increase the number of concurrent TCP connections
to deliver more objects per RTT, sometimes scattering the components of a web page over many servers, known as
“sharding” While opening many TCP connections can reduce page load times, it is not a network-friendly solution
because it results in web sessions competing more aggressively with other network flows. It also does not resolve the
head-of-line blocking (HoLB) that occurs when an important object is scheduled over a slow TCP connection and
received after a less important one.
Initiatives from Google™proposed new protocols as an alternative to HTTP 1.1, better suited to new web content, and
designed to make HTTP more responsive and more network-friendly. SPDY [62] and later QUIC [63] are prototype
protocol implementations of this new approach. In 2009, work on SPDY triggered formation of the HTTPbis working
group in the Internet Engineering Task Force (IETF) and related work in Worldwide Web Consortium (W3C). This
has since resulted in the definition of a new standard, HTTP/2 [64] in 2015.
Activities in RITE were carried out to understand benefits and drawbacks of replacing existing HTTP/1.1 systems with
HTTP/2. In particular, a set of experiments to measure the page load time (PLT) of web pages of different lengths
and object size composition was carried out over a satellite link; the most challenging environment for web interactive
applications. Our results, published in [65] and summarised in § 5.2.1, show that HTTP/2 offers significant benefits
in terms of reducing the page load times (PLT) in different scenarios, including cases with performance enhancement
proxies (PEPs) and encrypted tunnels. However, we also observed that the default HTTP/2 configuration is optimised
for low-delay Internet paths and may not be the most efficient solution for high-latency paths.
5.2.1 Comparisons of HTTP/2 and HTTP
Figure 5.1 compares the PLT of HTTP/2, HTTP/1.1 (labelled HTTP), and HTTPS when downloading a range of
web pages with different numbers of objects (on the x-axis) and size (point labels). Each of the points refers to
the downloading a web page using a Mozilla Firefox (ver. 31) web client and an Apache2 web server through an
Internet path containing a satellite link. The satellite access was a 2 Mb/s bidirectional link provided by Avanti
Communications™(http://www.avantiplc.com).
The figure shows that when the number of multiplexed objects is large, HTTP/2 largely outperforms HTTP(S). The
performance gap is striking when the web page is made up of more than a hundred objects: HTTP/2 completes the
web-page transfer in around ten seconds while HTTP(S) spends several tens of seconds for the same page.
On the other hand, with less than ten objects HTTP/1.1 performs better than HTTP/2. In fact, in this case, the
comparison between HTTP/1.1 is HTTP/2 was not fair because HTTP/1.1 had to wait for the TLS handshake to
complete and benefited from the presence of application-layer PEPs, which are yet to be developed for HTTP/2.
However, HTTP/2 performance could have been improved if protocol parameters had been configured for the satellite
delay. For example, the default size of the TCP send and receive buffers of the HTTP/2 connection was around 130 kB.
While this did not have particular effects when the end-to-end connection was split by the intercepting PEP, it proved
insufficient when the client and server were connected directly without the mediation of PEPs. Also, the default initial
connection size used in the Flow Control mechanism and the maximum number of permitted parallel streams were
inferior to the ones allowed by the bandwidth-delay product. Finally, the HTTP/2 connection-retry-timeout was set
to 250 ms, which is unrealistic for the satellite case.
Other tests reported in the paper [65] (included in Appendix D.1) show that HTTP/2 is probably not yet mature
enough technology to replace the traditional web architecture in network conditions with high latency unless the
client/server and the intermediaries are fine-tuned for a large BDP. In particular, opportunely dimensioning the
amount of data buffered at the PEP is essential to improve performance.
Similar comments were part of a more general critique of HTTP/2 flow control which was submitted to the HTTPBIS
WG [66]. In this review it was argued that a flow control mechanism is mostly needed to accommodate intermediary
nodes acting upon the HTTP/2 streams (such as HTTP proxies) as the ultimate receiving applications normally do
not have have memory or disk space constraints not to compromise rendering/display of received data. Thus, one of
the goals of flow control is to keep in flight enough data to cover the BDP seen at the application layer (i.e. including
proxies processing times) while meeting the requirements of intermediate buffers. However, a credit-based scheme,
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Figure 5.1: Page load time (PLT) with respect to the number of objects for HTTP, HTTPS and HTTP/2 with satellite
split connection. The object size is the ratio between the page size (label) and the no. of objects.
such as the one proposed for HTTP/2 flow control, lacks a mechanism to detect congestion at the application-layer
and is not be capable of adapting the HTTP/2 transmission rate to the BDP. A better approach would probably
include a closer cross-layer interaction between the transport and the application layer.

5.3 Inner Space for All TCP Options
The previous sections have assessed TFO and HTTP/2, which are point solutions to specific latency problems due
to excessive protocol chatter. This section summarises the latency aspects of the Inner Space protocol defined in
[52], which is included in Appendix D.2 for convenience. Inner Space addresses transport layer protocol chatter more
generally, so we start by surveying where each solution sits in the wider problem space.
5.3.1 The Generalised Chatter Problem
HTTP/2 (based largely on Google’s SPDY protocol) aims to reduce latency by amortising the initial connection
handshakes of multiple related streams, multiplexing them into one TCP connection. If one stream becomes blocked,
this also allows the application to switch to transferring other streams, thus avoiding head-of-line (HoL) blocking
delay. it . However, HTTP/2 can only control HoL blocking at the application layer—if the application logic blocks.
It cannot prevent HoL blocking at the transport layer—while waiting for a retransmission due to a loss. Therefore,
although HTTP/2 removes all the delay of opening multiple connections, the resulting set of streams all share the
same TCP sequence space, so if a loss blocks one, they all block inducing delay (latency) to the user of the transport.
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This was one of the main reasons why Google started work on QUIC, which is a new transport layer for HTTP built
with UDP, not TCP. With a UDP-based protocol, if there is a loss, application logic can often make progress using
datagrams that are in flight behind the loss, without having to block waiting for the retransmission. However, it is
common for certain firewalls to suspect that UDP datagrams represent a potential attack, so UDP can only traverse
about 85% of Internet paths.
Inner Space is an attempt to solve all the above problems, but by modifying TCP so that it can deliver segments out
of order. It still looks like TCP from the outside and the TCP connection still has a clear start and end.
5.3.2 Inner Space: Status
The base Inner Space protocol was developed in the EU FP7 Trilogy 2 project, which has been running in parallel
to RITE. The main focus in the Trilogy 2 project was the protocol architecture for middlebox traversal, as well as
a potential new communications channel between hosts and middleboxes. The RITE project has contributed those
aspects of Inner Space that address latency.
The ideas behind Inner Space were developed too late to be built and evaluated in either the Trilogy 2 or the RITE
projects—too many other commitments had already been made. Therefore, the aspects of Inner Space relevant to
each project are being presented solely as a detailed protocol design. It is hoped that the ideas will be developed
further in a subsequent project or projects.
5.3.3 Inner Space: Features
Inner Space features that address latency (see § 5.3.5):
• Negotiates the Inner Space capability within the same handshake round as TCP connection set-up;
• Falls back to legacy operation with no added latency, if a legacy server is encountered;
• Pools capability negotiation of all protocol extensions (e.g. security, multipath, etc.) within the connection
set-up, so that extensions can apply from the opening ‘SYN’ segment onwards;
• Potential to pool connection set-up for multiple streams;
• Compatible with TCP Fast Open (see § 5.1); and
• Offers an unordered datagram delivery mode, which avoids HoL blocking due to losses.
Other Inner Space features (see [52] or Appendix D.2):
•
•
•
•
•

No arbitrary limit on the size of option headers (TCP’s 40 B limit has become very restrictive);
Enables new options to traverse middleboxes that would otherwise strip or block them;
Enables new options to survive resegmentation (coalescing or splitting segments, or shifting their boundaries);
Choice of delivery modes (reliable/unreliable ordered/unordered) separately for data and for each option; and
Structured to support options to compress and/or to cryptographically protect the data stream and control
options.

5.3.4 Inner Space: Design Approach
The Inner Space protocol ensures new TCP capabilities can traverse most middleboxes by tunnelling TCP options
within the TCP Data as ‘Inner Options’ (Figure 5.2).
The extensibility facility provided by traditional TCP options (now termed ‘Outer Options’) is still available, but it is
assumed that the end-to-end path might be split into a number of hops by middleboxes (Figure 5.2) and Outer Options
can only be guaranteed to survive over one such hop. Therefore, these Outer Options are set aside for communication
with middleboxes, while the Inner Options may even be encrypted end-to-end.
The Inner Space protocol is merely a framing protocol; deliberately very limited in scope. It solely: (i) identifies
where each frame starts (ii) provides frame size information (iii) defines the semantics of different types of frame The
first two are defined by fields of the protocol itself, while the last (the type of each frame) is defined by the mode the
connection is in (Default, TCPbis, TCP2, etc.). The semantics of the various frames used in each mode are defined in
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Figure 5.3: Control Channels within a ‘TCPbis’ Mode Data Stream
the specification of that mode. The connection mode is part of a connection’s state, that can be set by an Inner TCP
Option (called the ModeSwitch Option).
With just this minimal framing information, the TCP receiver can reconstruct the Inner Options sent by the sender,
even if a middlebox re-segments the data stream and even if it strips ‘Outer Options’ from the TCP header because
it does not recognise them.
Figure 5.3 represents the three different types of channel of the TCPbis mode, by visually spreading the single data
stream over three layers, from top to bottom:
• An out-of-order control channel (fire-and-forget TCP options);
• An in-order control channel (flow-controlled TCP options);
• An in-order data channel (the TCP data stream).
In reality, all three layers are transmitted as one contiguous data stream. The control channel headers are added by
the sending TCP/Inner-Space stack and processed then removed by the receiving TCP/Inner-Space stack.
In the out-of-order control channel, the darker blue headers represent markers that indicate where the sender started
each sent segment (labelled ’00ZZ’). Then, if the stream suffers resegmentation (represented by the scissors in Figure 5.3), the receiver can still find the original segment boundaries. The marking mechanism is outlined in Appendix D.3 § 3.
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Figure 5.4: Dual Handshake and Migration to Single Handshake
In the ‘Default’ mode (which is not shown in Figure 5.3) only in-order control options are needed, so segment markers
are not needed. This is because each segment states its own size, so the receiver can work along the stream calculating
where the next segment starts one segment at a time.
If out-of-order delivery is needed (e.g. for TCPbis mode), the protocol is still confined solely to framing, but each
frame header consists of a little more than just frame sizes (see Appendix D.3 § 3). This is why the Default mode
(with only in-order delivery) has been submitted and presented to the IETF first [67].
On the other hand, if out-of-order delivery is needed, the protocol is still confined solely to framing, but each frame
header consists of a little more than just frame sizes (see Appendix D.3 § 3). This is why the simplest mode with only
in-order delivery was submitted and presented to the IETF first [67].
5.3.5 Inner Space: Design Details of Low Latency Aspects
5.3.5.1 Inner Space Handshake in Zero Rounds It will be recalled from Figure 5.3 that the sender commences
every segment with a special marker. At the very start of the data stream the first marker in either direction is a
special standardised ‘magic’ number, as illustrated by the ‘Magic’ label in Figure 5.3. The presence of a magic number
on an initial SYN or SYN/ACK tells the receiving TCP/Inner-Space stack that this connection comes from a sender
that understands the Inner Space protocol. If the magic number is not present, the TCP/Inner-Space stack just
responds with a normal TCP segment.
This approach is not completely safe, because arbitrary payload data might just happen to start with the standardised
magic number.4 Nonetheless, it allows the two end-systems to negotiate support for Inner Space using a TCP header
that existing middleboxes cannot distinguish from a vanilla TCP header. This avoids the need for a new option or flag
in the main TCP header, which would be vulnerable to stripping by a ‘normalising’ middlebox, which in turn would
lead the receiver to deliver corrupt user-data to the application.
Although a TCP stack that has been upgraded to understand the Inner Space protocol will recognise the magic
number, one that has not will not. If a TCP client knows from previous experience that a server supports Inner Space,
it can simply start using the Inner Space magic number on the very first SYN.
In the unlikely but possible event that the server at that address no longer supports Inner Space, it will respond without
a magic number. Fortunately, a TCP server does not deliver the payload to the application until the handshake has
completed, so the client can abort the handshake with a RST and start another with an ’Ordinary’ SYN segment.
If a TCP client has no prior knowledge of whether a particular TCP server supports Inner Space or not, it can avoid
any latency whatever the case is by using parallel or dual handshakes, as illustrated in Figure 5.4. One indicates
support for Inner Space while the other doesn’t. If the server responds to the former with a magic number, the client
aborts the latter handshake. If the server responds to the former without a magic number, the client aborts the former.
§ 5.3.5.4 explains how this Inner Space connection handshake is also compatible with TCP Fast Open.
4 § 3.2.2

within Appendix D.2 estimates the risk at less than one connection globally in 40 years.
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Figure 5.5: Tcpcrypt Handshake Latency Without and With Inner Space
5.3.5.2 Pooling Multiple Handshakes with Inner Space The above dual handshake also provides the foundation for negotiation of extended protocol capabilities (e.g. security, multipath) without adding extra rounds of
latency.
Until now, every new TCP extension has had to include a check that the other end supports it. So every host has
to wait a round before an extension can be enabled. For instance, the addition of tcpcrypt opportunistic encryption
adds a round of handshaking to a TCP connection.
More recently, tests have had to be added to check that a new extension traverses the path between the endpoints.
The path can be checked at the same time as the endpoints check each other’s capabilities. However, the path may
be asymmetric, so strictly it has to be checked in both directions (e.g. multipath TCP [26]), which requires a round
in one direction overlapping with a round in the other—one and a half rounds in all.
With Inner Space, a number of new extensions can all be included optimistically within the upgraded handshake—that
is, rather than asking about support, the host can just start using the new capability. If it turns out that the other
end does not support a particular capability, the host can abort the ‘upgraded’ handshake before the connection is
established and fall back to the ordinary handshake.
It would of course be possible to send multiple handshakes in parallel, each with a different combination of extended
capabilities. However, rather than launch a combinatorial explosion of possibilities, a reasonable approach would be
to use two handshakes, one with no extensions and one with them all. If this all-or-nothing approach did not suit a
particular application, it could always discover which capabilities were supported, abort both connections and start
again with the lowest common denominator set. This would add latency on first discovery, but not on future exchanges
with the same host if the lowest common denominator was cached (and occasionally checked for further capabilities
in parallel).
Figure 5.5 shows how Inner Space could remove the additional round of handshaking currently required by tcpcrypt.
We have specified the approach in detail in a posting to the IETF’s mailing list for increased TCP security (tcpinc)
and in a presentation to the IETF’s tcpinc working group [68]. Appendix D.3 § 4 explains how this works in more
detail.
5.3.5.3 Preventing Head-of-Line Blocking with Inner Space The marker that the sender places at the start
of every segment is the key to preventing HoL blocking (refer to Appendix D.3 § 3 for an explanation of the layout
of the protocol fields, including this marker). Referring back to Figure 5.3, it can be seen that the markers might

37

RITE: Reducing Internet Transport Latency

No. 317700

not remain at the start of each segment by the time they reach the receiver. Segmentation offload hardware or a
middlebox might shift the segment boundaries, as illustrated by the scissor graphics in Figure 5.3.
Still referring to Figure 5.3, we will now outline how Inner Space prevents a loss leading to HoL blocking. Imagine that
the middle segment (between the two pairs of scissors) is lost or delayed, while the subsequent segment is delivered
OK. The receiver will know that there is a gap in the sequence space (using the sequence number in the main TCP
header as normal). So, again as normal, it can feed back a selective acknowledgement (SACK) to the sender to request
that the missing data is retransmitted.
Nonetheless, the receiving stack can still find and process any Inner Options that have arrived, even while there is a
gap in the sequence before them. In Figure 5.3 these Inner Options start just a little way into the subsequent segment.
The receiver has to search along the data for a 2-byte zero marker, which is guaranteed to be where the sender located
the start of a segment before any resegmentation (because the encoding has removed any other zeros). The receiver
can then decode from that point, read the length of the Inner Options and process the Prefix Options straight away.
However, the receiver does not process the suffix options. It buffers them along with whatever remaining bytes of
the datagram were received, waiting for a retransmission to repair the gap to the left, or for a subsequent segment to
complete the end of the right-hand datagram.
A full list of the steps each host must execute is in [52, § 2.3] or § D.2.
So far we have only explained how to prevent HoL blocking while waiting for control options. Nonetheless, to avoid
HoL blocking on data itself, the process would be very similar. This will be fully defined when the TCP2 mode is
specified, but a brief outline can already be given, because it would be very similar to TCP Minion, which itself is
modelled on the Stream Control Transport Protocol (SCTP).
TCP2 mode would need to specify that Inner Space headers should be considered as datagram headers, and therefore
could be larger or smaller than the segments the sender chooses to divide the TCP stream into. It would also need
a new Suffix Option to tag each datagram with the stream it belonged to and the datagram’s sequence order within
the stream. Then, using an identical decoding process to that described above, the receiver would be able to extract
datagrams from the TCP stream. The receiving Inner Space stack could then reconstruct each inner stream from
within the encompassing TCP stream and pass it to the application, even if other streams were blocking waiting for
earlier data.
As with Minion and SCTP, it would also be possible to transfer datagrams rather than streams—essentially a datagram
would be merely a short stream.
5.3.5.4 Compatibility of Inner Space with TCP Fast Open TCP Fast Open (TFO) has already been introduced in § 5.1. When a TCP client sets up a connection with a TCP server, the server can supply a cookie, which the
client can use to open subsequent connections to the same server in one pass—without the 3-way handshake. Then
the client can include data on the initial segment (e.g. request data) and the server can respond directly with data on
its initial segment.
Figure 5.6 illustrates how Inner Space has to be used to be compatible with TFO when a connection resumes. Using
TFO, the Inner Space capability can be negotiated on the initial segments of a resumed connection alongside data on
the same segments. In scenario (1) on the left an upgraded client queries a legacy (non-Inner Space) server, while in
scenario (2) on the right it queries a server that understands Inner Space.
The Inner Space client has to follow one simple rule, which is included in [52]: it must never include a TFO cookie
request as an Outer TCP Option on a segment that also contains Inner Space Options within the TCP Data. This
ensures that a legacy server (case 1) will never mistakenly pass Inner Space control options directly to the application
before the client has had a chance to discover that the server does not understand Inner Space and therefore abort
the upgraded connection.
Instead, the client embeds the TFO cookie request within the TCP Data as an Inner Option. A legacy server will
never corrupt the application by directly passing it these inner control options because, by definition, a legacy server
will not look inside the TCP data for any options, so it will never find the TFO option to act on it.
The client can safely include a TFO option in the ordinary initial (SYN) segment. It will be noted that this could lead
to an Inner Space server passing the data within both SYN segments to the application before the client can abort
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Figure 5.6: Resuming a TCP Fast Open Connection while Enabling Inner Space on the Same Initial Segments
the ordinary one (as illustrated in scenario (2) on the right). This is safe, because, for reasons already explained, TFO
must only be enabled for applications that can cope with duplicate data.
5.3.6 Summary
The Inner Space protocol allows TCP to reliably carry additional options from end to end through the network.
This enables facilitates the reduction of the rounds of chatter often needed to enable features such as encryption. In
addition it can prevent HoL blocking for both control and data elements when packets are lost or received out of order.
Inner Space is currently being considered by the IETF for evolution of TCP, and will continue to be developed in this
standards forum.

5.4 Discussion
The topics in this section mostly relate to the way the underlying transport is used. All three technologies take
advantage of prior connections to reduce the rounds of negotiation required for a new connection. Inner Space
provides a generic way of being able to do this within TCP.

39

RITE: Reducing Internet Transport Latency

No. 317700

6 Encouraging ECN usage by End Systems
Explicit Congestion Notification (ECN) by the network is an important indicator end-system transport protocols can
use to facilitate lower path latencies [69]. Despite existing for than 15 years it is still to see significant deployment
and use in the Internet. RITE work on network signalling is reported in deliverable D2.3, however, here we outline
our work to encourage ECN usage by end systems with two initiatives:
• § 6.1 looks at a simple adjustment to TCP’s response when receiving ECN marked packets can bring about
significant improvements on paths where Active Queue Management (AQM) systems are deployed.
• § 6.2 looks at how a new class of transport protocol designed for data centres can be adapted to work over the
Internet using ECN.

6.1 Alternative Backoff with ECN
An ECN-mark is a clear indication of the presence of an AQM mechanism on the path which is aiming to reduce the
latency. While there has been a significant rise in ECN support on the Internet over the recent years [70, 71, 72], the
measurements of [70] only found one ECN-enabled router in the Internet despite the fact that ECN is almost 15 years
old. A hypothetical observation of an ECN-enabled network device along an Internet path in the near future would
most likely to be accompanied with the presence of a state-of-the-art AQM mechanism such as CoDel (or FQ_CoDel
and its variants) or PIE on the same device which aims to maintain the queuing delay at the thresholds of 5 ms to 20 ms
by default with short-term packet burst tolerance. Thus, we postulate that receiving an ECN-mark can be taken as
an indication of low delay marking thresholds for the AQM-enabled device and therefore the TCP senders can afford
to reduce their sending rate by less (e.g. with a larger multiplicative decrease factor) in response to an ECN-mark
whereas this is not the true in case of packet loss (three DupACKs). Using a larger TCP multiplicative decrease factor
would provide a better latency versus throughput trade-off, most specifically on large RTT paths (e.g. when a path’s
intrinsic RTT is above 60 ms to 80 ms) which are not uncommon with cross-continental and inter-continental traffic.
Our work in [73] leverages this potential and proposes a very simple mechanism called “Alternative Backoff with ECN”
(ABE) which consists of enabling ECN and letting individual TCP senders use a larger multiplicative decrease factor
in reaction to ECN-marks from AQM-enabled bottlenecks. The idea of ABE is straightforward and requires only a
minor modification to the TCP sender (changing the TCP’s multiplicative decrease factor) which can be a success
factor with regards to its widespread deployment on the Internet. It can be deployed incrementally and requires no
flag-day. ABE achieves this using the ECN marking specified in RFC 3168 for routers/middleboxes and the TCP
receiver. It also defaults to the standard behaviour whenever ECN is not supported along the path.
Using a mix of real-life experiments run with the TEACUP [74] testbed, analysis and ns-2 simulations with standard
Reno and CUBIC flows, the work in [73] shows significant throughput gains in lightly-multiplexed traffic scenarios,
without losing the delay-reduction benefits of CoDel or PIE. Key findings from our work in [73] include:
1. A demonstration of the inter-relationship between the TCP’s back-off mechanism, bottleneck buffer size and
path’s characteristics through analysis and simulation. It also demonstrates how standard TCP performance
degrades over CoDel and PIE bottlenecks on large RTT paths using real-life experiments.
2. An evaluation of ABE in various scenarios using a combination of real-life experiments and simulations e.g.
including bulk TCP transfers as well as short flows.
3. An evaluation of ABE flows’ convergence time as well as their fairness with legacy TCP traffic when sharing a
common bottleneck.
4. Using a larger multiplicative decrease factor at the end of slow-start can significantly benefit the short flows
common for web traffic (ABE uses the same multiplicative decrease factor in both slow-start and congestion
avoidance).
The significant and robust performance gain of ABE in all of these tests gives a compelling reason for AQM deployment
with ECN turned on. All of this is achievable with a simple and low-cost change (in terms of implementation effort)
in the TCP sender’s reaction to ECN-marks.
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Figure 6.1: The effect of overshoot at the end of slow-start for β ecn = {0.5, 0.9} @ 20 Mbps (real-life test).
6.1.1 ABE in Slow Start
TCP doubles cwnd every RTT during the slow start phase and enters the congestion avoidance phase after the first
packet loss or mark (RFC 3168) by halving cwnd (using β=0.5).5 The rationale behind this is to fall back to the last
cwnd that successfully transmitted all its data.
Depending on how a certain multiple of TCP’s initial window is aligned with the path’s bandwidth-delay product
(BDP) and the queue length, slow start can exceed the available capacity with an overshoot that may be almost as
large as one BDP or as small as one packet.
While halving the rate is the only way to reliably terminate the overshoot of one flow within one RTT, it can create
significant under-utilisation, depending on how large that overshoot was. This problem is more pronounced for short
flows such as common web traffic which may terminate with a cwnd of just above 0.5×BDP, shortly after slow start.
Recent trends [76] show a substantial increase in the length of short flows, increasing the probability that they terminate
not during slow start but rather shortly after it, during the congestion avoidance phase. This makes the impact of
the choice β ecn = β in slow start more profound. Also, SPDY and HTTP/2 [62, 77] reuse existing connections for
multiple objects to reduce download latency, further increasing the probability of web flows leaving slow start.
Figure 6.1 illustrates this issue. The solid lines illustrate two single NewReno flows, with intrinsic RTTs of 160 ms
and 240 ms, when β ecn = β = 0.5 is used. The flow with RTT = 240 ms suffers from under-utilisation: after slow-start
overshoot, a small cwnd results in a slow increase during congestion avoidance. The flow with RTT = 160 ms was
luckier after slow start, but then the default β ecn wastes capacity in congestion avoidance.
Dashed lines in Figure 6.1 show the same scenarios with β ecn = 0.9. In both cases, cwnd is just below the BDP soon
after slow start, which prevents the bottleneck from severe under-utilisation, reducing the completion time of short
flows such as the ones common in web traffic. However, a large overshoot results in cwnd being reduced in multiple
steps, which increases the latency over multiple RTTs after slow-start (however, the number of these RTTs is bounded
by logβecn (0.5)).
In [73] we evaluate the costs versus benefits of using a higher β ecn at the end of slow start and demonstrate that its
gains (in terms of latency versus throughput) are significant.
6.1.2 ABE and Bulk Transfers
Figure 6.2(a) illustrates how increasing β ecn (0.5, 0.6, 0.7 and 0.8) allows a FreeBSD NewReno flow to recover some
of the throughput otherwise lost when running through a CoDel bottleneck at a large RTT. At the same time,
5 This is the case for both Reno and CUBIC. While the latest implementation of CUBIC includes Hystart [75] (a mechanism that tries
to prevent slow start’s overshoot by examining the delays of ACK arrivals), if an overshoot happens it causes cwnd to be halved.
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Figure 6.2: Increasing β ecn (single NewReno flow over CoDel bottleneck @ 20 Mbps).
Figure 6.2(b) shows that the resulting RTT is basically unaffected. This shows that ABE achieves its objective in
gaining both low latency and a high level of throughput More results on the performance of bulk TCP traffic with
ABE can be found in section 4.3 of [73].

6.2 DCTCP
Data Centre TCP (DCTCP) and the RITE work on Network Signals in deliverable D2.3 (Coupled AQM) shows that
the benefits of ECN are dramatically higher when ECN marking is used differently. DCTCP has shown that marking
immediately in the network, with accurate feedback in the receiver, and a sender response proportional to the level
of congestion result in really low queuing latency. The work in D2.3 further has shown that the sender response of
DCTCP makes the congestion signal scale with the throughput (it results in a constant marking rate, independent
of the flow’s steady state throughput). DCTCP and other congestion controller evolutions that all respond with a
throughput proportional to 1/p (where p is the marking probability) were named L4S (Low-Loss, Low-Latency and
throughput Scalable). The Coupled AQM concept as described in D2.3 supports coexistence between the Classic and
the L4S congestion controllers, allowing smooth a migration to L4S for all traffic in the future.
The validation experiments for the DualQ Coupled AQM used the implementation of DCTCP that is deployed in
private data centres, without any modification despite its deficiencies. When used in this controlled environment it
offers predictable low latency.
The techniques used in DCTP can also be applied in future to other networks beyond the data centre. Certain
modifications will be necessary before DCTCP is safe to use on the Internet. A list of possible improvements to
DCTCP is described in D2.3. A first set is required for compatibility and safe Internet deployment and a second set
can be considered for enhancing the performance of DCTCP when deployed in the bigger Internet context. While
the network gradually supports the Coupled AQM concept, these improvements are all possible by using ECN in a
better way in the end systems only. For consistency these improvements are described in the Network Signals section
in D2.3.
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7 Integrated RITE kernel
Part of the demonstration of RITE methods developed in Task 1 was done by means of a Linux system customised
to include the TCP stack modifications studied in the project. The integration was done by applying the patches to
a mainstream Linux kernel source tree and tweaking the Linux kernel configuration files to activate the new features.
Using a series of patches is a practical solution which allows work to be ported over to the various testbed platforms
used in the project. This way the integrated RITE kernel can be used in one of several Linux/Unix distributions, and
eventually released for use and experimentation by the Linux community.
Tests and integration were done against Linux kernel 3.18.5. Rather than continuously updating the system to the
latest kernel version, it was decided to port and verify the available code to a specific kernel version. This prevented
the propagation of compiling errors due to third-party updates of the TCP/IP stack and avoided code instabilities
due to incompatibilities. The selected kernel version has various congestion control methods, such as the low-latency
DCTCP congestion control and TLP, that can be used for comparison. The process of downloading and building the
system was automated by a series of scripts. This eased the task of adding new features and finding and correcting
errors.
The RITE integrated kernel stack includes:
• RTO restart (RTOR)/TLP restart (TLPR) patch: This patch combines the RTOR mechanism (as described
in draft-ietf-tcpm-rtorestart [78] and an algorithm to apply the RTOR timeout computation logic to the TLP
probe timeout (TPO). A couple of system-control (sysctl) switches allow algorithms to be enabled or disabled.
• new-CWV: This patch implements the new-CWV congestion control method as described in draft-ietf-tcpmnewcwv [21]. The method can be enabled and disabled by means of a sysctl. When new-CWV is enabled, the
slow-start after idle feature in Linux TCP implementation (tcp_slow_start_after_idle) has to be turned off to
avoid TCP resuming from slow-start at each restart.
• Redundant Data Bundling (RDB) patch: This patch implements the RDB method described in [8]. The methods
aims at reducing retransmission delay for thin stream using redundant transmissions.
• Alternate Backoff with ECN (ABE): This patch implements a method to modify the TCP congestion control
reaction when receiving an ECN mark. The patch supports both Reno and Cubic TCP behaviours and requires
ECN to be activated for TCP connections (tcp_ecn sysctl).
In addition to the above patches that implement RITE mechanisms, the RITE integrated kernel also includes the IW
restart patch. This patch adds a new sysctl variable (tcp_initial_win_restart) that enables controlling the initial
value set for the TCP cwnd at startup. It also allows the TCP restart window (RW) to be set (i.e. the cwnd to be
used after an idle period) by means of tcp_initial_win_restart sysctl. This feature was added to evaluate the latency
improvements vs aggressiveness tradeoff of different IW settings, thus considering the effect on delay of the large IW
proposal.
As TLPR depends on TLP, TLP must be present when TLPR is used. However, the TLP behaviour changes depending
on the TCP early retransmit (ER) [11] configuration. When ER is enabled, it can use the time-delay option which
delays the early retransmissions by 14 RTT to mitigate the spurious loss detections due to reordering.
New-CWV recommends the use of packet pacing. Although a TCP pacing method is not included in the new-CWV
patch, it can be activated using the Flow-Queing (FQ) scheduler, which implements a pacing method that considers
the cwnd of active TCP flows. The FQ scheduler was included in the configuration.
ABE introduces variables to separately control the amount of multiplicative reduction for congestion feedback (ECN
mark or packet drop) in slow-start and congestion avoidance. More specifically the module defines beta and ss_beta
(between 0 and 1) to set the reduction when congestion is detected by means of a packet loss in congestion avoidance and
slow-start respectively, and eem_beta and eem_ss_beta when congestion is detected by means of ECN in congestion
avoidance and slow-start respectively. The variables can be accessed by means of SYSFS under the /sys directory.
In order for ABE to work, network buffers along the path have to support ECN mechanisms. The RITE integrated
testbed is provided with a script to enable traffic control commands to activate Codel/PIE AQM mechanisms.
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Table 7.1: Patches for the Linux RITE testbed
Method

Configuration Parameters

RTO Restart (RTOR)

net.ipv4.tcp_rto_restart=4

The upper limit of previously unsent
and outstanding segments (the sum
of these) required to enable RTOR.
A value of 0 disables the algorithm.

TLP Restart (TLPR)

net.ipv4.tcp_tlp_restart=1

Restarts the PTO
according to RTOR logic (TLPR).

New Congestion Window

net.ipv4.tcp_newcwv = 1

Enables new-CWV

Validation (new-CWV)

net.ipvt.tcp_slow_start_after_idle = 0

Disables TCP slow-start after
idle behaviour

sudo tc qdisc add dev eth0 root fq

Command to enable fair-queuing
scheduling (NET_SCH) for packet pacing

net.ipv4.tcp_thin_dpif_lim

The ITT threshold for when a stream
is considered thin. If set to 0,
tcp_thin_packet_limit will be
used instead.
The static packets-in-flight limit used if
tcp_thin_dpif_lim is set to 0.
If set to 1, all new connections will have
RDB enabled by default system-wide.
Use ioctl with socket option
TCP_THIN_RDB for single connections.
Limits the total payload size of a packet
with RDB data. 0 = no limit.
Limits the number of previous segments
RDB can bundle within a packet.
0 = no limit.

Redundant Data
Bundling (RDB)

net.ipv4.tcp_thin_packet_lim
net.ipv4.tcp_rdb_force_enable

net.ipv4.tcp_rdb_max_bundle_bytes
net.ipv4.tcp_rdb_max_bundle_skbs

Alternative Backoff
with ECN (ABE)

RDB piggybacks previously sent TCP segments (more specifically Linux socket-buffer units) in a new segment if the
new segment is less than a MSS and is sent within an certain interval. RDB takes precautions against masked packet
drops to avoid missing congestion signals. A few sysctls allow the user to control the RDB behaviour. The sysctl
tcp_thin_dpif_lim specifies the lowest ITT a flow can have in order to classify the flow as ”thin”, and thus suitable
to be used with RDB. The rdb_max_bundle_bytes and rdb_max_bundle_skbs sysctls set restrictions on the number
of bytes and packets that can be piggybacked.
Although the patches have been developed separately, integration tests have been conducted to verify that the system
compiles correctly and that there are no conflicts existed between different methods. The list of Linux kernel patches
included in the RITE integrated stack is shown in Table 7.1.
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RITE mechanism

Deployment status

RTO Restart
TLP Restart
Redundant Data Bundling
New-CWV

Included in RITE integrated Linux kernel patch
Included in RITE integrated Linux kernel patch
Included in RITE integrated Linux kernel patch
Included in RITE integrated Linux kernel patch, also implemented in FreeBSD
Prototype in Linux kernel
Linux kernel patch
Ns2 implementation, ongoing prototyping in the Chromium
web browser
Prototype hybrid Linux kernel/userspace for MPTCP, ongoing implementation in the Chromium web browser
In Linux master git repository, released with Linux 4.2
Developed and implemented outside RITE with design contributions from RITE
Mainly developed outside RITE with latency-related apects
designed in RITE, at present design only
Included in RITE integrated Linux kernel patch

Shortest Transfer Time First (STTF) MPTCP scheduler
Linked Slow Start Algorithm (LISA)
Flow State Exchange (FSE)
Shared Bottleneck Detection (SBD)
CDG delay gradient based congestion control
TCP Fast Open
Inner space
Alternative Backoff with ECN (ABE)

Table 8.1: Deployment status of key RITE WP1 mechanisms

8 Conclusions
This document has summarised the prototype developments and evaluation made of end-host mechanisms to reduce
latency within work package 1 of the RITE project. Key performance results and the implementation status have
been provided for each of the developed mechanisms, with full details on the evaluations available as appendices. The
deployment status for each of the mechanisms is further summarized in Table 8.1.
As is seen in the table, prototype development of most key RITE WP1 mechanisms have reached a mature state,
providing an excellent basis for the testbed evaluations to be performed as the final stage of RITE. The mechanisms
developed as part of the work on Improving performance of application-limited traffic and the Alternative Backoff with
ECN mechanism developed as part of the work on Encouraging ECN usage by end systems have all been integrated
in a RITE Linux kernel patch that is used for the testbed evaluations in the Megapop testbed. The ABE mechanism
has been evaluated in the Alcatel Lucent testbed. In the Using multiple paths to reduce latency activity, the Shortest
Transfer Time First scheduler has been implemented in Linux and is being evaluated in the WLAN/3G testbed set
up by IMT. The Linked Slow Start Algorithm has also been implemented in Linux and has been evaluated using
the CORE network emulator. Within the Reducing latency for multimedia activity, both the Shared Bottleneck
Detection algorithm and the Flow State Exchange algorithm are currently being prototyped in the Chromium web
browser—which will facilitate realistic evaluations of the mechanisms—with an experimental hybrid kernel/userspace
prototype for SBD for MPTCP being tested in Linux.The CDG congestion control is in the mainline Linux tree, and
has received substantial appreciation from the Linux community. Protocol developments in relation to the Cutting the
chatter activity have all been design oriented, with implementations outside RITE, but with potential for significant
future impact.
Collectively, the work summarized above provides significant contributions for reducing Internet latency. Together
with the concluded work on Transport Services reported in Deliverable D1.2, and as further detailed in this deliverable,
the work also addresses all objectives identified for WP1 in the Description of Work.
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A Improving the Performance of Application-Limited Traffic
This appendix includes the following publications related to Improving the Performance of Application-Limited
Traffic (§ 2):
A.1 M. Rajiullah, P. Hurtig, A. Brunstrom, A. Petlund, and M. Welzl, “An evaluation of tail loss recovery mechanisms
for TCP,” SIGCOMM Comput. Commun. Rev., vol. 45, no. 1, pp. 5–11, Jan. 2015. [Online]. Available: http:
//doi.acm.org/10.1145/2717646.2717648
Abstract: Interactive applications do not require more bandwidth to go faster. Instead, they require less
latency. Unfortunately, the current design of transport protocols such as TCP limits possible latency reductions.
In this paper we evaluate and compare different loss recovery enhancements to fight tail loss latency. The two
recently proposed mechanisms “RTO Restart” (RTOR) and “Tail Loss Probe” (TLP) as well as a new mechanism
that applies the logic of RTOR to the TLP timer management (TLPR) are considered. The results show that
the relative performance of RTOR and TLP when tail loss occurs is scenario dependent, but with TLP having
potentially larger gains. The TLPR mechanism reaps the benefits of both approaches and in most scenarios it
shows the best performance.
A.2 G. Fairhurst, A. Sathiaseelan, and R. Secchi, “Updating TCP to support rate-limited traffic,” Internet Draft
draft-ietf-tcpm-newcwv-12, work in progress, Jul. 2013
Abstract: This document provides a mechanism to address issues that arise when TCP is used to support traffic
that exhibits periods where the sending rate is limited by the application rather than the congestion window. It
provides an experimental update to TCP that allows a TCP sender to restart quickly following a rate-limited
interval. This method is expected to benefit applications that send rate-limited traffic using TCP, while also
providing an appropriate response if congestion is experienced. It also evaluates the Experimental specification
of TCP Congestion Window Validation, CWV, defined in RFC 2861, and concludes that RFC 2861 sought to
address important issues, but failed to deliver a widely used solution. This document therefore recommends
that the status of RFC 2861 is moved from Experimental to Historic, and that it is replaced by the current
specification.
A.3 B. R. Opstad, J. Markussen, I. Ahmed, A. Petlund, C. Griwodz, and P. Halvorsen, “Latency and fairness trade-off
for thin streams using redundant data bundling in TCP,” Local Computer Networks, IEEE, October 2015
Abstract: Time-dependent applications using TCP often send thin-stream traffic, characterised by small packets
and high inter- transmission-times. Retransmissions after packet loss can result in very high delays for such
flows as they often cannot trigger fast retransmit. Redundant Data Bundling is a mechanism that preempts
the experience of loss for a flow by piggybacking unacknowledged segments with new data as long as the total
packet size is lower than the flow maximum segment size. Although successful at reducing retransmission latency,
this mechanism had design issues leaving it open for abuse, effectively making it unsuitable for general Internet
deployment. In this paper, we have redesigned the RDB mechanism to make it safe for deployment. We improve
the trigger for when to apply it and evaluate its fairness towards competing traffic. Extensive experimental
results confirm that our proposed modifications allows for inter-flow fairness while maintaining the significant
latency reductions from the original RDB mechanism.
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ABSTRACT
Interactive applications do not require more bandwidth to
go faster. Instead, they require less latency. Unfortunately,
the current design of transport protocols such as TCP limits
possible latency reductions. In this paper we evaluate and
compare different loss recovery enhancements to fight tail
loss latency. The two recently proposed mechanisms “RTO
Restart” (RTOR) and “Tail Loss Probe” (TLP) as well as
a new mechanism that applies the logic of RTOR to the
TLP timer management (TLPR) are considered. The results
show that the relative performance of RTOR and TLP when
tail loss occurs is scenario dependent, but with TLP having
potentially larger gains. The TLPR mechanism reaps the
benefits of both approaches and in most scenarios it shows
the best performance.

Categories and Subject Descriptors
C.2.2 [Computer-Communication Networks]: Network
Protocols—TCP ; C.2.6 [Computer-Communication Networks]: Internetworking—Standards

Keywords
TCP; Congestion Control; Latency; Packet Loss; Recovery

1. INTRODUCTION
As Internet-based applications are becoming increasingly
interactive, including e.g. web applications and real-time
communication, low latency has become important. For example, Amazon and Shopzilla have reported significant revenue increases when decreasing latency. Amazon increased
their revenues by 1% for every 100 ms reduction and Shopzilla
had a 12% increase when they reduced latency from 6 to 1.2
seconds [8].
While many sources contribute to latency, the design of
transport protocols like TCP [19, 4] is one important component. For instance, TCP’s loss recovery mechanisms can
add several round-trip times (RTTs) to the transmission
time of a TCP segment. Recent large-scale measurements
have found that nearly 10% of all connections incur at least
one segment loss, causing an average flow to complete five
times slower than those without any loss [11]. Furthermore,
the authors of [11] also find that 77% of these losses are recovered through expensive retransmission timeouts (RTOs),
often because segments at the tail of a burst were lost with
no more new data available for transmission, preventing fast
recovery.
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In this paper we perform a detailed evaluation of two recently proposed loss recovery enhancements to fight tailloss latency, RTO Restart (RTOR) [14] and Tail Loss Probe
(TLP) [9, 11], as well as a new combined mechanism that
applies the logic of RTOR to the TLP timer management
(TLPR). Our results show that RTOR, TLP and TLPR are
all able to reduce the time needed for tail loss recovery. The
reduction for RTOR is typically one RTT, but can be larger
if delayed acknowledgements are used. The performance of
TLP depends on several factors, but the gain of TLP can be
considerably larger than that of RTOR in some situations.
TLPR draws the benefits of both approaches and shows the
best performance in most scenarios.
The details of RTOR, TLP and TLPR are described in
section (§2). §3 presents our evaluation. The gains of the
mechanisms are evaluated under various network conditions,
including cross-traffic scenarios and web page downloads. §4
discusses related work, and §5 concludes.

2.

TCP LOSS RECOVERY

TCP uses two methods to recover from segment loss. If
an acknowledgment (ACK) for a given TCP data segment
is not received within an RTO, the sender retransmits that
segment. The RTO is based on periodic RTT measurements
between the sender and the receiver [17]. The RTO is conservatively calculated to not unnecessarily retransmit data
that is merely delayed. This avoids possible performance
degradations that can follow from unnecessarily reducing the
congestion window in response to a spurious retransmission,
but can sometimes be a serious problem for applications that
require low latency.
To enable faster loss recovery, TCP provides a fast retransmit (FR) mechanism [4] which relies on duplicate acknowledgements (dupACKs) from the receiver. Such dupACKs are sent when an out-of-order segment arrives. To
avoid mistaking mild reordering as loss, FR is only triggered
after three dupACKs. However, when loss occurs and there
is no new data available for transmission, the receiver cannot generate the three dupACKs needed. This may happen
at the end of TCP flows or at the end of segment bursts
within a connection. To alleviate this problem the early retransmit (ER) [5] algorithm dynamically adapts the number
of dupACKs needed for loss detection based on the amount
of outstanding data.
One situation where ER is of no help is when the last
segment(s) of a flow is lost. This phenomenon is commonly
referred to as tail loss and is a significant problem for datalimited flows such as short and/or bursty data transfers [11].
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To enable faster loss recovery of tail loss, RTOR and TLP
are now considered for standardization and deployment.

2.1

RTO Restart (RTOR)

To improve recovery for tail loss, RTOR changes the RTO
timer management. The current algorithm [17] restarts the
timer on each incoming ACK, causing retransmissions to occur RTO seconds after the last ACK has been received, not
RTO seconds after the transmission of the lost segment(s).
In most cases, this adds approximately one RTT to the loss
recovery time. If the ACK that triggers the restart is also
delayed, then the total loss recovery time can become RTO
+ RTT + delACK, where delACK corresponds to the receiver’s setting for delaying ACKs.
By resetting the timer to RTO − Tearliest , where Tearliest
is the time elapsed since the earliest outstanding segment
was transmitted, RTOR ensures that retransmissions will
always occur after exactly RTO seconds, thus reducing the
retransmission delay by an RTT in the typical case. To
promote the use of FR when possible, RTOR is by default
only active when the amount of outstanding segments is less
than four, i.e., there is too little data outstanding to trigger
FR.

2.2

Tail Loss Probe (TLP)

TLP tries to trigger loss recovery by e.g. ER by inducing additional (selective) ACKs (SACKs) at the receiver,
even if the last segment is lost. The current version of
TLP [9] transmits one probe segment after a probe timeout (PTO) if the connection has outstanding data but is
otherwise idle. Equation 1 details the calculation of the
PTO whenever a connection has more than one outstanding
segment and Equation 2 for the case of one outstanding segment. In the below equations, SRTT is the smoothed RTT
and WCDelAckT is the worst case delACK timer, recommended to be set to 200 ms in [9].
P T O = max(2 ∗ SRT T, 10ms)
(1)
P T O = max(2 ∗ SRT T, 1.5 ∗ SRT T + W CDelAckT )(2)
A check is also made against the RTO, and the PTO is set
to the minimum of the calculated PTO and the RTO. The
transmitted probe can be either a new segment, if available
and the receive window permits, or a retransmission of the
most recently transmitted segment. When there is tail loss
the algorithm has two clear benefits: (i) the probe repairs a
loss of the last segment; (ii) previously lost segments can be
recovered using the probe ACK, either by relying on ER or
by forward acknowledgements (FACK) [16]. If the probe is
sent in the absence of loss, there is no change in the congestion control or loss recovery state of the connection. See [9,
11] for further details on TLP. In relation to [9], the newest
implementation in Linux corrects a small flaw in TLP that
inhibited the last segment of a flow from being retransmitted
if it carried a FIN flag but no data [13].

2.3

TLP with Restart (TLPR)

In addition to RTOR and TLP we evaluate a new combined mechanism, TLPR, that applies the logic of RTOR
to the timer management of TLP. Similar to the standard
RTO timer management, the TLP algorithm restarts the
PTO timer on each incoming ACK. This causes probe segments to be sent PTO seconds after the last ACK has been
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received, not PTO seconds after the transmission of the last
segment. The TLPR algorithm instead sets the probe timer
to PTO − Tlast , where Tlast is the time elapsed since the
last outstanding segment was transmitted.

3.
3.1

EVALUATION
Controlled Tail Loss

We start the evaluation in this section by examining RTOR,
TLP, and TLPR in controlled tail loss scenarios.

Experimental Setup. To compare the loss recovery mechanisms, we performed a series of experiments where a sender
and a receiver communicated flows of 10 segments (one full
initial congestion window) over an emulated network. The
end hosts were equipped with Linux 3.17 and KauNet [12]
was used to emulate the network between them. KauNet
is capable of exactly positioning segment loss in TCP flows
and was therefore used to introduce tail loss. It was also
used to apply different RTTs (10-640 ms). To compare the
different loss recovery mechanisms we measured the elapsed
time from connection establishment to the successful reception of the last data segment, i.e., the Flow Completion
Time (FCT). To account for different receiver behaviors, we
also modified the TCP implementation to support delACKs
(with a timeout of 200 ms) in addition to quickACKs where
each segment triggers an ACK during slow-start (which is
default in Linux). We first analyse the results for a single tail
loss and then expand the scope to include n-degree tail loss
scenarios. Due to the high level of control of the experiments
and the simple traffic patterns, no variation was observed in
the results and there were no spurious retransmissions.

1-Degree Tail Loss Recovery. A representative sample of
the results for a single tail loss is shown in Figure 1, grouped
by RTT. For each RTT there are four bars. The bars show
the normalized FCT for the different loss recovery mechanisms (baseline, RTOR, TLP, TLPR) when a single tail loss
occurs. The baseline bar, which all other bars are normalized against, shows the standard Linux loss recovery including ER, but without TLP. The top graph shows the results
for a receiver using delACKs and the bottom for a receiver
with Linux quickACKs.
As shown in the graph, RTOR consistently reduces the
FCT. When quickACKs are used, RTOR reduces the FCT
with one RTT. When delACKs are used, the reduction also
includes the delACK timer of the receiver. For small RTTs,
shown in the upper graph at the left-hand side, the delACK
timer has a larger impact on the FCT.
TLP is a much more complex mechanism, and the gain
of using it depends on several factors. TLP’s PTO is calculated differently depending on the number of outstanding segments, as viewed by the sender. If one segment is
outstanding Equation 2 is used, otherwise Equation 1 is
used. The relation between the PTO values depends on
the RTT, with Equation 1 producing much smaller PTOs
for small RTTs. When delACKs are used, the ACK for the
last segment will be delayed by the delACK timer. If this
delay combined with the RTT exceeds a previously calculated PTO (when more than one segment was outstanding),
the timer will expire according to Equation 1. This will
happen although only one segment is in fact lost. The con-
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Figure 1: Normalized FCT for 10-segment-flows experiencing a loss of its last data segment.

Figure 2: Normalized FCT for 10-segment-flows experiencing a loss of its n last data segment(s). RTT is 80 ms.

sequence of this can be seen in the top graph, where the
use of delACKs and small RTTs (10-80 ms) result in large
FCT gains. When the RTT gets larger (160-640 ms), the
delACK will return before the PTO fires, and Equation 2
will be used to recalculate the PTO. This is also visible for
the quickACK strategy where each segment is ACKed and
therefore Equation 2 is used. The exception is in the 10 ms
case, where the ACK for the ninth segment does not reach
the sender before the PTO fires. The gains of using RTOR
and TLP are, as indicated above, different for different scenarios. Therefore the combination of them, TLPR, can in
most situations reap the benefits of both components and
provide the, overall, largest reductions in FCT.

ured at the bottleneck, it resulted in a bottleneck loss rate
of about 1.5% and queueing delays of up to 35 ms. The
foreground traffic used to evaluate the different loss recovery mechanisms consisted of flows of varying size (4, 10, or
100 segments). In the experiments, for 4 and 10 segment
flow scenarios, over 95% of the experienced loss episodes1
were tail loss, whereas, for the 100 segment flow scenario,
at most 10% of the experienced loss episodes were tail loss.
In addition to the queueing delay, different baseline one-way
delays (owd) were configured for the foreground traffic. The
owds were set to 5, 40, and 160 ms. The hosts used for
foreground traffic were configured with Linux 3.17.
In the results we only present FCTs for flows that have
at least one loss in the four last segments. The reason for
this is the low loss rate at the bottleneck that obscures the
effect of using different loss recovery mechanisms when loss
actually does happen.

N-degree Tail Loss Recovery. Figure 2 shows normalized
FCTs for transfers having a 80 ms RTT and losing 1-5 consecutive segments from the tail. The top graph shows results using delACKs, and the bottom graph shows results
with quickACKs. In general, all the mechanisms are able to
reduce the FCT when the degree of tail loss increases, with
the exception of RTOR when the degree of loss is larger
than three. This limitation is due to the default configuration that disables RTOR when there are more than three
outstanding segments. TLP and TLPR, on the other hand,
try to enable fast recovery as a response to any degree of
tail loss. To do this, TLP and TLPR employ FACK if four
or more segments are lost in the tail and ER if 2-3 segments
are lost.

3.2

Realistic Tail Loss

In the following experiment, we evaluate RTOR, TLP and
TLPR in a network with realistic background traffic, where
losses occur due to congestion.

Experimental Setup. We used a five node dumbbell setup
where the delay, bandwidth, and queue size limitations were
enforced by dummynet [7]. Two of the hosts were used to
produce background traffic, using the Tmix traffic generator [22]. Tmix generates synthetic traffic based on a source
level characterization of TCP connections present in an actual network trace. We used a 10 minutes long Tmix input,
derived from a trace collected from a real multi-gigabit Ethernet link [2]. The background traffic was the same in all
experiments, and with the bandwidth and queue size configRITE: Reducing Internet Transport Latency

Results. Figure 3 shows a subset of the results. The four
figures on the left show the results for four segment flows
with different owds, using receivers employing quickACKs
and delACKs, respectively. In all cases, RTOR saves at
least one RTT as compared to the baseline. An extra saving
of 200 ms is achieved when delACKs are used.
As discussed in subsection 3.1, when the RTT is small
and multiple segments are lost in the tail, both TLP and
TLPR recover lost segments quickly based on Equation 1.
This is clearly visible in Figure 3a. FCTs are noticeably
low up to approximately 70% in the CDF. However, when
only the last segment is lost, Equation 2 is used and the loss
recovery takes longer. FCTs therefore increase above 70%
in Figure 3a. When delACKs are used, only Equation 1 is
used and the relative gain of using TLP and TLPR therefore
increases. This is clearly shown in Figure 3b.
Contrary to the scenario in Figure 3a, as the effective RTT
gets larger, the difference in PTO values for using different
equations becomes much smaller. TLP performs close to
RTOR as is shown in the lower part of the CDFs in Figure 3d. When either the last two or three segments are lost,
RTOR performs slightly better than TLP. In this case, TLP
retransmits the last segment first, causing time-delayed ER
to recover other lost segments. The extra delay of a quarter
1

One or more consecutive losses in a flow
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Figure 3: Flow completion time for flows with varying sizes and different baseline one-way delays.

of an RTT is seen in TLP’s CDF in the figure approximately
above 25%. In Figure 3e, as delACKs are used with TLP,
the delACK for the third segment resets the PTO when the
last segment is lost. Approximately an extra 200 ms is added
to FCTs. TLP becomes slower than RTOR as shown in the
lower part of the CDF in the figure. However, when either
the last two or three segments are lost, TLP performs better
than RTOR as shown in the same figure, because when the
last two segments are lost and RTOR retransmits the third
segment, the corresponding ACK is delayed.
In the above scenarios, TLPR outperforms all the other
mechanisms. With TLPR, up to one RTT+200 ms can be
saved in comparison with TLP (in case of delACKs), and
with TLP already giving lower FCTs than RTOR in many
cases.
Figure 3c and Figure 3f show the results for 100 segment
flows for different owds when quickACKs are employed at
the receiver. The relative gain becomes smaller for larger
flows as the tail becomes a smaller part of the total. For
these flows the loss pattern also becomes less bursty, so the
risk of having multiple losses in the tail decreases. As tail
loss is more infrequent, FR and ER recover most losses and
the difference between the baseline, RTOR, TLP, and TLPR
becomes small. Besides, since transmitting 100 segments requires several RTTs, the RTO converges, improving the relative performance of both RTOR and baseline in Figure 3f.
Moreover, TLP and TLPR require to be in the open state [9]
to send the loss probes which is not always the case for the
tail loss scenarios due to earlier losses in the same flows.
Consequently, RTOR performs better than both TLP and
TLPR in such cases, as shown in the same figure.
In the experiments, we have also calculated the fraction
of spurious retransmissions in relation to all segments. The

RITE: Reducing Internet Transport Latency

fractions are 2.18 × 10−4 for the baseline, 3.67 × 10−4 for
RTOR, 3.49 × 10−4 for TLP, and 3.48 × 10−4 for TLPR.
Our calculations include the case where lost ACKs lead to
spurious retransmissions.

3.3

Web Page Experiments

So far we have only considered synthetic traffic. Below we
focus on the web, being one of Internet’s most used applications.

Experimental Setup. To perform controlled experiments
but still use real web sites we recorded a large number of
sites from the Swedish version of the Alexa Top 500 list [1] to
a local web server. For our web experiments three representative sites were chosen: a lightweight telephony search engine consisting of 12 objects with a mean size of 24 Kbytes; a
medium-sized classified site with 44 objects with a mean size
of 52 Kbytes; and a larger newspaper site with 164 objects
with a mean size of 25 Kbytes. We downloaded each site
from the web server over an emulated network. The download process mimics the common web browser behaviour of
first retrieving the HTML document, and then all resources
(images, style sheets and javascripts) associated with the
document. The resource download was performed using six
parallel connections per sub domain, using persistent TCP
connections. Experiments were performed with the receiver
using delACKs. While previous experiments have only considered traffic patterns with a single burst, this experiment
is focused on bursty persistent connections. The network
conditions were emulated using KauNet [12] and included a
range of RTTs (10-160 ms) and a 10 Mbps bandwidth. To
create realistic segment loss we used a Gilbert-Elliot model
to create correlated loss patterns similar to what is described
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Figure 4: Completion time for web objects, with a receiver that uses delACKs.

in [11]. The average loss probability was configured to be approximately 1.5%. For each download, we calculated the average object completion time (OCT) for all objects in flows
where at least one object experienced a segment retransmission in one of the four last segments of the object. This way,
we reduce the amount of noise in the measurements while
still capturing any effects of spurious retransmissions.

Results. The results for a subset of the experiments are
shown in Figure 4. The graphs in the top row of the figure
show OCTs for the selected web sites for an RTT of 10 ms
and the graphs in the bottom row for an RTT of 160 ms.
Looking at the top row of the figure, we see that in scenarios with small RTTs all mechanisms perform better than the
baseline and TLP and TLPR clearly gives the largest gains,
reducing OCTs with more than 50% in many cases. This
is consistent with the results in subsection 3.1, also showing large performance benefits for TLP and TLPR given
small RTTs. This is due to the calculation of TLP’s probe
timer (PTO), which is set more aggressive than the RTO for
very small RTTs. In scenarios where the RTT is larger (bottom row of Figure 4) the performance difference between the
mechanisms is less pronounced. TLPR still performs best
among the mechanisms, but RTOR is, on average, better
than TLP. For example, if we consider the newspaper site,
shown in Figure 4f, approximately 84% of all OCTs are less
than 1 s for RTOR. For TLP, the corresponding fraction is
only 74% and for baseline about 70%. The reason for TLP
to perform worse than RTOR is due to its interaction with
the delACK timer.
The fraction of spurious retransmissions in the experiments (in relation to all segments) are 4.8 × 10−5 for the
baseline, 5.9 × 10−5 for RTOR, 1.8 × 10−3 for TLP, and
2.1 × 10−3 for TLPR.
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3.4

Discussion

As seen in our experiments, RTOR reduces FCTs with at
least one RTT as compared to the baseline. The loss recovery time can, however, never go below the RTO. As the PTO
used by TLP can be smaller than the RTO, TLP can offer
larger performance improvements for some scenarios. This is
particularly visible for small RTTs in our experiments. One
of the main reasons that RTOR sometimes performs better than TLP is that the PTO is reset by incoming ACKs.
TLPR removes this problem and also performs the best in
almost all evaluated scenarios.
We can also see from our evaluation that the largest relative gains in FCT are offered for small flows. For larger flows,
all mechanisms including the baseline provide similar performance. In this case, the relative impact of the mechanisms
becomes smaller as the tail constitutes a smaller fraction of
the flow and tail loss is also less prevalent.
As RTOR, TLP, and TLPR all reduce the time a sender
waits before it retransmits a segment they inevitably increase the risk of a spurious retransmission. However, the
amount of spurious retransmissions observed in our experiments is small, with 0.21% for TLPR in the Web scenario
as the largest value. In the end, use of the mechanisms is
a trade-off between the performance gains offered and the
extra network load caused during times of contention.

4.

RELATED WORK

There are two main approaches to improve the loss recovery for short or application-limited flows: enable FR more
often or improve the RTO mechanism so that less time is
spent to detect losses. One of the earliest attempts to enable
FR during loss recovery when a sender cannot receive three
dupACKs due to the congestion window being too small is
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limited transmit [3] (LT). LT allows a TCP sender to send
new data beyond this limitation for each of the first two
dupACKs to cause a FR. However, LT does not help when
there are no unsent data or if the receiver buffer is full. Similar to the ER algorithm discussed in §2, Petlund et al. [18]
suggested to use FR on reception of the first dupACK to
avoid RTOs for application-limited flows.
None of the above mentioned solutions help when all outstanding segments are lost or the only outstanding segment
is lost, which can only be detected via a timeout. Several
prior works [6, 20, 21, 10, 23] showed deficiencies in calculating the RTO and proposed improvements. The work in [21]
investigated the effect of the large initial RTO whereas work
in [6] showed that TCP’s loss recovery performance is largely
influenced by the minimum RTO value. Spurious retransmission is, however, more likely to happen if a lower value
for the minimum RTO is used. Work in [20] proposed an
adaptive algorithm that selectively extends the minimum
RTO to avoid spurious retransmissions. The authors of [10]
proposed a new algorithm to calculate the RTO that was
shown to have quicker loss detection and be more responsive to sudden changes of the RTT.
A solution similar to RTOR is proposed in [23], although
the solution is based on an estimate of the implicit RTT.
Previously, the work in [15] mentioned the problem of adding
an implicit RTT to the RTO and suggested that it should
be removed. However, the same author later mentioned the
implicit RTT in [10] as a safety margin against spurious
retransmissions and recommended not to remove it.

5. CONCLUSIONS
Several studies [9, 11] mention the prevalence of tail loss
in TCP flows. In this paper, we have carried out a thorough
evaluation of two recently proposed mechanisms RTOR and
TLP as well as a new mechanism called TLPR that reduce
TCP tail loss latency. TLPR applies the logic of RTOR to
the TLP timer. We evaluated the mechanisms in three different scenarios: one scenario with controlled tail loss, one
where loss was created by realistic background traffic, and
a scenario involving web page downloads. The results from
the experiments show that RTOR reduces tail loss recovery
time by one RTT as compared to standard TCP, and possibly more if delACKs are used. Several factors such as loss
patterns, RTTs and ACK mechanisms at the receiver influence the performance of TLP. While our evaluation shows
larger gains of TLP as compared to RTOR in some scenarios, the new mechanism TLPR integrates the benefits of the
two mechanisms and performs the best in most cases.
Since RTOR, TLP, and TLPR reduce retransmission times,
they also increase the risk of spurious retransmissions. While
we have observed some spurious retransmissions in our traces,
no performance implications have been observed for the workloads and network configurations used in the paper.
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Introduction
TCP is used for traffic with a range of application behaviours. The
TCP congestion window (cwnd) controls the number of unacknowledged
packets/bytes that a TCP flow may have in the network at any time, a
value known as the FlightSize [RFC5681]. FlightSize is a measure of
the volume of data that is in flight. A bulk application will always
have data available to transmit. The rate at which it sends is
therefore limited by the maximum permitted by the receiver advertised
window and the sender congestion window (cwnd). The FlightSize of a
bulk flow increases with the cwnd, and tracks the volume of data
acknowledged in the last Round Trip Time (RTT).
In contrast, a rate-limited application will experience periods when
the sender is either idle or is unable to send at the maximum rate
permitted by the cwnd. In this case, the volume of data sent
(FlightSize) can change significantly from one RTT to another, and
can be much less than the cwnd. Hence, it is possible that the
FlightSize could significantly exceed the recently used capacity.
The update in this document targets the operation of TCP in such
rate-limited cases.
Standard TCP [RFC5681] states that a TCP sender SHOULD set cwnd to no
more than the Restart Window (RW) before beginning transmission, if
the TCP sender has not sent data in an interval exceeding the
retransmission timeout, i.e., when an application becomes idle.
[RFC2861] noted that this TCP behaviour was not always observed in
current implementations. Experiments [Bis08] confirm this to still
be the case.
Congestion Window Validation, CWV, introduced the terminology of
"application limited periods". RFC2861 describes any time that an
application limits the sending rate, rather than being limited by the
transport, as "rate-limited". This update improves support for
applications that vary their transmission rate, either with (short)
idle periods between transmission or by changing the rate at which
the application sends. These applications are characterised by the
TCP FlightSize often being less than cwnd. Many Internet
applications exhibit this behaviour, including web browsing, httpbased adaptive streaming, applications that support query/response
type protocols, network file sharing, and live video transmission.
Many such applications currently avoid using long-lived (persistent)
TCP connections (e.g., [RFC2616] servers typically support persistent
HTTP connections, but do not enable this by default). Such
applications often instead either use a succession of short TCP
transfers or use UDP.
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Standard TCP does not impose additional restrictions on the growth of
the congestion window when a TCP sender is unable to send at the
maximum rate allowed by the cwnd. In this case, the rate-limited
sender may grow a cwnd far beyond that corresponding to the current
transmit rate, resulting in a value that does not reflect current
information about the state of the network path the flow is using.
Use of such an invalid cwnd may result in reduced application
performance and/or could significantly contribute to network
congestion.
[RFC2861] proposed a solution to these issues in an experimental
method known as CWV. CWV was intended to help reduce cases where TCP
accumulated an invalid (inappropriately large) cwnd. The use and
drawbacks of using the CWV algorithm in RFC 2861 with an application
are discussed in Section 2.
Section 3 defines relevant terminology.
Section 4 specifies an alternative to CWV that seeks to address the
same issues, but does so in a way that is expected to mitigate the
impact on an application that varies its sending rate. The updated
method applies to the rate-limited conditions (including both
application-limited and idle senders).
The goals of this update are:
o

To not change the behaviour of a TCP sender that performs bulk
transfers that fully use the cwnd.

o

To provide a method that co-exists with Standard TCP and other
flows that use this updated method.

o

To reduce transfer latency for applications that change their rate
over short intervals of time.

o

To avoid a TCP sender growing a large "non-validated" cwnd, when
it has not recently sent using this cwnd.

o

To remove the incentive for ad-hoc application or network stack
methods (such as "padding") solely to maintain a large cwnd for
future transmission.

o

To incentivise the use of long-lived connections, rather than a
succession of short-lived flows, benefiting both the flows and
other flows sharing the network path when actual congestion is
encountered.
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Section 5 describes the rationale for selecting the safe period to
preserve the cwnd.
1.1.

Implementation of new CWV

The method specified in Section 4 of this document is a sender-side
only change to the the TCP congestion control behaviour of TCP.
The method creates a new protocol state, and requires a sender to
determine when the cwnd is validated or non-validated to control the
entry and exit from this state Section 4.3. It defines how a TCP
sender manages the growth of the cwnd using the set of rules defined
in Section 4.
Implementation of this specification requires an implementor to
define a method to measure the available capacity using the pipeACK
samples. The details of this measurement are implementationspecific. An example is provided in Section 4.5.1, but other methods
are permitted. A sender also needs to provide a method to determine
when it becomes cwnd-limited. Implementation of this may require
consideration of other TCP methods (see Section 4.5.3).
A sender is also recommended to provide a method that controls the
maximum burst size, Section 4.4.2. However, implementors are allowed
flexibility in how this method is implemented and the choice of an
appropriate method is expected to depend on the way in which the
sender stack implements other TCP methods (such as TCP Segment
Offload, TSO).
1.2.

Standards Status of this Document

The document updates and obsoletes the methods described in
[RFC2861]. It recommends a set of mechanisms, including the use of
pacing during a non-validated period. The updated mechanisms are
intended to have a less aggressive congestion impact than would be
exhibited by a standard TCP sender.
The specification in this draft is classified as "Experimental"
pending experience with deployed implementations of the methods.
2.

Reviewing experience with TCP-CWV
[RFC2861] described a simple modification to the TCP congestion
control algorithm that decayed the cwnd after the transition to a
"sufficiently-long" idle period. This used the slow-start threshold
(ssthresh) to save information about the previous value of the
congestion window. The approach relaxed the standard TCP behaviour
[RFC5681] for an idle session, intended to improve application
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performance. CWV also modified the behaviour when a sender
transmitted at a rate less than allowed by cwnd.
[RFC2861] proposed two set of responses, one after an "applicationlimited" and one after an "idle period". Although this distinction
was argued, in practice differentiating the two conditions was found
problematic in actual networks (e.g., [Bis10]). While this offers
predictable performance for long on-off periods (>>1 RTT), or slowly
varying rate-based traffic, the performance could be unpredictable
for variable-rate traffic and depended both upon whether an accurate
RTT had been obtained and the pattern of application traffic relative
to the measured RTT.
Many applications can and often do vary their transmission over a
wide range of rates. Using [RFC2861] such applications often
experienced varying performance, which made it hard for application
developers to predict the TCP latency even when using a path with
stable network characteristics. We argue that an attempt to classify
application behaviour as application-limited or idle is problematic
and also inappropriate. This document therefore explicitly avoids
trying to differentiate these two cases, instead treating all ratelimited traffic uniformly.
[RFC2861] has been implemented in some mainstream operating systems
as the default behaviour [Bis08]. Analysis (e.g., [Bis10] [Fai12])
has shown that a TCP sender using CWV is able to use available
capacity on a shared path after an idle period. This can benefit
variable-rate applications, especially over long delay paths, when
compared to the slow-start restart specified by standard TCP.
However, CWV would only benefit an application if the idle period
were less than several Retransmission Time Out (RTO) intervals
[RFC6298], since the behaviour would otherwise be the same as for
standard TCP, which resets the cwnd to the TCP Restart Window after
this period.
To enable better performance for variable-rate applications with TCP,
some operating systems have chosen to support non-standard methods,
or applications have resorted to "padding" streams by sending dummy
data to maintain their sending rate when they have no data to
transmit. Although transmitting redundant data across a network path
provides good evidence that the path can sustain data at the offered
rate, padding also consumes network capacity and reduces the
opportunity for congestion-free statistical multiplexing. For
variable-rate flows, the benefits of statistical multiplexing can be
significant and it is therefore a goal to find a viable alternative
to padding streams.
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Experience with [RFC2861] suggests that although the CWV method
benefited the network in a rate-limited scenario (reducing the
probability of network congestion), the behaviour was too
conservative for many common rate-limited applications. This
mechanism did not therefore offer the desirable increase in
application performance for rate-limited applications and it is
unclear whether applications actually use this mechanism in the
general Internet.
It is therefore concluded that CWV, as defined in [RFC2861], was
often a poor solution for many rate-limited applications. It had the
correct motivation, but had the wrong approach to solving this
problem.
3.

Terminology
The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119].
The document assumes familiarity with the terminology of TCP
congestion control [RFC5681].
The following additional terminology is used in this document:
cwnd-limited: A TCP flow that has sent the maximum number of segments
permitted by the cwnd, where the application utilises the allowed
sending rate (see Section 4.5.3).
pipeACK sample: A measure of the volume of data acknowledged by the
network within an RTT.
pipeACK variable: A variable that measures the available capacity
using the set of pipeACK samples.
pipeACK Sampling Period: The maximum period that a measured pipeACK
sample may influence the pipeACK variable.
Non-validated phase: The phase where the cwnd reflects a previous
measurement of the available path capacity.
Non-validated period, NVP: The maximum period for which cwnd is
preserved in the non-validated phase.
Rate-limited: A TCP flow that does not consume more than one half of
cwnd, and hence operates in the non-validated phase. This includes
periods when an application is either idle or chooses to send at a
rate less than the maximum permitted by the cwnd.
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Validated phase: The phase where the cwnd reflects a current estimate
of the available path capacity.
4.

A New Congestion Window Validation method
This section proposes an update to the TCP congestion control
behaviour during a rate-limited interval. This new method
intentionally does not differentiate between times when the sender
has become idle or chooses to send at a rate less than the maximum
allowed by the cwnd.
The period where actual usage is less than allowed by cwnd, is named
the non-validated phase. The update allows an application in the
non-validated phase to resume transmission at a previous rate without
incurring the delay of slow-start. However, if the TCP sender
experiences congestion using the preserved cwnd, it is required to
immediately reset the cwnd to an appropriate value specified by the
method. If a sender does not take advantage of the preserved cwnd
within the Non-validated period, NVP, the value of cwnd is reduced,
ensuring the value better reflects the capacity that was recently
actually used.
It is expected that this update will satisfy the requirements of many
rate-limited applications and at the same time provide an appropriate
method for use in the Internet. New-CWV reduces this incentive for
an application to send "padding" data simply to keep transport
congestion state.
The method is specified in following subsections and is expected to
encourage applications and TCP stacks to use standards-based
congestion control methods. It may also encourage the use of longlived connections where this offers benefit (such as persistent
http).

4.1.

Initialisation

A sender starts a TCP connection in the validated phase and
initialises the pipeACK variable to the "undefined" value. This
value inhibits use of the value in cwnd calculations.
4.2.

Estimating the validated capacity supported by a path

[RFC6675] defines a variable, FlightSize, that indicates the
instantaneous amount of data that has been sent, but not cumulatively
acknowledged. In this method a new variable "pipeACK" is introduced
to measure the acknowledged size of the network pipe. This is used
to determine if the sender has validated the cwnd. pipeACK differs
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from FlightSize in that it is evaluated over a window of acknowledged
data, rather than reflecting the amount of data outstanding.
A sender determines a pipeACK sample by measuring the volume of data
that was acknowledged by the network over the period of a measured
Round Trip Time (RTT). Using the variables defined in [RFC6675], a
value could be measured by caching the value of HighACK and after one
RTT measuring the difference between the cached HighACK value and the
current HighACK value. A sender MAY count TCP DupACKs that
acknowledge new data when collecting the pipeACK sample. Other
equivalent methods may be used.
A sender is not required to continuously update the pipeACK variable
after each received ACK, but SHOULD perform a pipeACK sample at least
once per RTT when it has sent unacknowledged segments.
The pipeACK variable MAY consider multiple pipeACK samples over the
pipeACK Sampling Period. The value of the pipeACK variable MUST NOT
exceed the maximum (highest value) within the sampling period. This
specification defines the pipeACK Sampling Period as Max(3*RTT, 1
second). This period enables a sender to compensate for large
fluctuations in the sending rate, where there may be pauses in
transmission, and allows the pipeACK variable to reflect the largest
recently measured pipeACK sample.
When no measurements are available (e.g., a sender that has just
started transmission or immediately after loss recovery), the pipeACK
variable is set to the "undefined value". This value is used to
inhibit entering the non-validated phase until the first new
measurement of a pipeACK sample. (Section 4.5 provides examples of
implementation.)
The pipeACK variable MUST NOT be updated during TCP Fast Recovery.
That is, the sender stops collecting pipeACK samples during loss
recovery. The method RECOMMENDS that the TCP SACK option [RFC2018]
is enabled and the method defined in [RFC6675] is used to recover
missing segments. This allows the sender to more accurately
determine the number of missing bytes during the loss recovery phase,
and using this method will result in a more appropriate cwnd
following loss.
NOTE: The use of pipeACK rather than FlightSize can change the
behaviour of a TCP when a sender does not always have data available
to send. One example arises when there is a pause in transmission
after sending a sequence of many packets, and the sender experiences
loss at or near the end of its transmission sequence. In this case,
the TCP flow may have used a significant amount of capacity just
prior to the loss (which would be reflected in the volume of data

Fairhurst, et al.

Expires December 13, 2015

RITE: Reducing Internet Transport Latency

[Page 9]

67

A.2 – Updating TCP to support rate-limited traffic

Internet-Draft

No. 317700

new-CWV

June 2015

acknowledged, recorded in the pipeACK variable), but at the actual
time of loss the number of unacknowledged packets in flight (at the
end of the sequence) may be small, i.e., there is a small FlightSize.
After loss recovery, the sender resets its congestion control state.
[Fai12] explored the benefits of different responses to congestion
for application-limited streams. If the response is based only on
the Loss FlightSize, the sender would assign a small cwnd and
ssthresh, based only on the volume of data sent after the loss. When
the sender next starts to transmit it can incur may RTTs of delay in
slow start before it reacquires its previous rate. When the pipeACK
value is also usedto calculate the cwnd and ssthresh (as specified in
this update in Section 4.4.1), the sender can use a value that also
reflects the recently used capacity before the loss. This prevents a
variable-rate application from being unduly penalised. When the
sender resumes, it starts at one half its previous rate, similar to
the behaviour of a bulk TCP flow [Hos15]. To ensure an appropriate
reaction to on-going congestion, this method requires that the
pipeACK variable is reset after it is used in this way.
4.3.

Preserving cwnd during a rate-limited period.

The updated method creates a new TCP sender phase that captures
whether the cwnd reflects a validated or non-validated value. The
phases are defined as:
o

Validated phase: pipeACK >=(1/2)*cwnd, or pipeACK is undefined
(i.e., at the start or directly after loss recovery). This is the
normal phase, where cwnd is expected to be an approximate
indication of the capacity currently available along the network
path, and the standard methods are used to increase cwnd
(currently [RFC5681]).

o

Non-validated phase: pipeACK <(1/2)*cwnd. This is the phase where
the cwnd has a value based on a previous measurement of the
available capacity, and the usage of this capacity has not been
validated in the pipeACK Sampling Period. That is, when it is not
known whether the cwnd reflects the currently available capacity
along the network path. The mechanisms to be used in this phase
seek to determine a safe value for cwnd and an appropriate
reaction to congestion.

Note: A threshold is needed to determine whether a sender is in the
validated or non-validated phase. A standard TCP sender in slowstart is permitted to double its FlightSize from one RTT to the next.
This motivated the choice of a threshold value of 1/2. This
threshold ensures a sender does not further increase the cwnd as long
as the FlightSize is less than (1/2*cwnd). Furthermore, a sender
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with a FlightSize less than (1/2*cwnd) may in the next RTT be
permitted by the cwnd to send at a rate that more than doubles the
FlightSize, and hence this case needs to be regarded as non-validated
and a sender therefore needs to employ additional mechanisms while in
this phase.
4.4.

TCP congestion control during the non-validated phase

A TCP sender implementing this specification MUST enter the nonvalidated phase when the pipeACK is less than (1/2)*cwnd.
A TCP sender that enters the non-validated phase preserves the cwnd
(i.e., the cwnd only increases after a sender fully uses the cwnd in
this phase, otherwise the cwnd neither grows nor reduces). The phase
is concluded when the sender transmits sufficient data so that
pipeACK > (1/2)*cwnd (i.e., the sender is no longer rate-limited), or
when the sender receives an indication of congestion.
After a fixed period of time (the non-validated period, NVP), the
sender adjusts the cwnd Section 4.4.3). The NVP SHOULD NOT exceed 5
minutes.Section 5 discusses the rationale for choosing a safe value
for this period.
The behaviour in the non-validated phase is specified as:
o

A sender determines whether to increase the cwnd based upon
whether it is cwnd-limited (see Section 4.5.3):
*

A sender that is cwnd-limited MAY use the standard TCP method
to increase cwnd (i.e., a TCP sender that fully utilises the
cwnd is permitted to increase cwnd each received ACK using
standard methods).

*

A sender that is not cwnd-limited MUST NOT increase the cwnd
when ACK packets are received in this phase (i.e., needs to
avoid growing the cwnd when it has not recently sent using the
current size of cwnd).

o

If the sender receives an indication of congestion while in the
non-validated phase (i.e., detects loss), the sender MUST exit the
non-validated phase (reducing the cwnd as defined in
Section 4.4.1).

o

If the Retransmission Time Out (RTO) expires while in the nonvalidated phase, the sender MUST exit the non-validated phase.
then resumes using the standard TCP RTO mechanism [RFC5681].

Fairhurst, et al.

Expires December 13, 2015

RITE: Reducing Internet Transport Latency

It

[Page 11]

69

A.2 – Updating TCP to support rate-limited traffic

Internet-Draft

o

No. 317700

new-CWV

June 2015

A sender with a pipeACK variable greater than (1/2)*cwnd SHOULD
enter the validated phase. (A rate-limited sender will not
normally be impacted by whether it is in a validated or nonvalidated phase, since it will normally not increase FlightSize to
use the entire cwnd. However, a change to the validated phase
will release the sender from constraints on the growth of cwnd,
and result in using the standard congestion response.)

The cwnd-limited behaviour may be triggered during a transient
condition that occurs when a sender is in the non-validated phase and
receives an ACK that acknowledges received data, the cwnd was fully
utilised, and more data is awaiting transmission than may be sent
with the current cwnd. The sender MAY then use the standard method
to increase the cwnd. (Note, if the sender succeeds in sending these
new segments, the updated cwnd and pipeACK variables will eventually
result in a transition to the validated phase.)
4.4.1.

Response to congestion in the non-validated phase

Reception of congestion feedback while in the non-validated phase is
interpreted as an indication that it was inappropriate for the sender
to use the preserved cwnd. The sender is therefore required to
quickly reduce the rate to avoid further congestion. Since the cwnd
does not have a validated value, a new cwnd value needs to be
selected based on the utilised rate.
A sender that detects a packet-drop MUST record the current
FlightSize in the variable LossFlightSize and MUST calculate a safe
cwnd for loss recovery using the method below:
cwnd = (Max(pipeACK,LossFlightSize))/2.

The pipeACK value is not updated during loss recoverySection 4.2. If
there is a valid pipeACK value, the new cwnd is adjusted to reflect
that a non-validated cwnd may be larger than the actual FlightSize,
or recently used FlightSize (recorded in pipeACK). The updated cwnd
therefore prevents overshoot by a sender significantly increasing its
transmission rate during the recovery period.
At the end of the recovery phase, the TCP sender MUST reset the cwnd
using the method below:
cwnd = (Max(pipeACK,LossFlightSize) - R)/2.
Where R is the volume of data that was successfully retransmitted
during the recovery phase. This corresponds to segments
retransmitted and considered lost by the pipe estimation algorithm at
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the end of recovery. It does not include the additional cost of
multiple retransmission of the same data. The loss of segments
indicates that the path capacity was exceeded by at least R, and
hence the calculated cwnd is reduced by at least R before the window
is halved.
The calculated cwnd value MUST NOT be reduced below 1 TCP Maximum
Segment Size (MSS).
After completing the loss recovery phase, the sender MUST reinitialise the pipeACK variable to the "undefined" value. This
ensures that standard TCP methods are used immediately after
completing loss recovery until a new pipeACK value can be determined.
The ssthresh is adjusted using the standard TCP method (Step 6 in
Section 3.2 of RFC 5681 assigns the ssthresh a value equal to cwnd at
the end of the loss recovery).
Note: The adjustment by reducing cwnd by the volume of data not sent
(R) follows the method proposed for Jump Start [Liu07]. The
inclusion of the term R makes the adjustment more conservative than
standard TCP. This is required, since a sender in the non-validated
state may increase the rate more than a standard TCP would have done
relative to what was sent in the last RTT (i.e., more than doubled
the number of segments in flight relative to what it sent in the last
RTT). The additional reduction after congestion is beneficial when
the LossFlightSize has significantly overshot the available path
capacity incurring significant loss (e.g., following a change of path
characteristics or when additional traffic has taken a larger share
of the network bottleneck during a period when the sender transmits
less).
Note: The pipeACK value is only valid during a non-validated phase,
and therefore this does not exceed cwnd/2. If LossFlightSize and R
were small, then this can result in the final cwnd after loss
recovery being at most one quarter of the cwnd on detection of
congestion. This reduction is conservative, and pipeACK is then
reset to undefined, hence cwnd updates after a congestion event do
not depend upon the pipeACK history before congestion was detected.
4.4.2.

Sender burst control during the non-validated phase

TCP congestion control allows a sender to accumulate a cwnd that
would allow it to send a burst of segments with a total size up to
the difference between the FlightsSize and cwnd. Such bursts can
impact other flows that share a network bottleneck and/or may induce
congestion when buffering is limited.
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Various methods have been proposed to control the sender burstiness
[Hug01], [All05]. For example, TCP can limit the number of new
segments it sends per received ACK. This is effective when a flow of
ACKs is received, but can not be used to control a sender that has
not send appreciable data in the previous RTT [All05].
This document recommends using a method to avoid line-rate bursts
after an idle or rate-limited interval when there is less reliable
information about the capacity of the network path: A TCP sender in
the non-validated phase SHOULD control the maximum burst size, e.g.,
using a rate-based pacing algorithm in which a sender paces out the
cwnd over its estimate of the RTT, or some other method, to prevent
many segments being transmitted contiguously at line-rate. The most
appropriate method(s) to implement pacing depend on the design of the
TCP/IP stack, speed of interface and whether hardware support (such
as TCP Segment Offload, TSO) is used. The present document does not
recommend any specific method.
4.4.3.

Adjustment at the end of the Non-Validated Period (NVP)

An application that remains in the non-validated phase for a period
greater than the NVP is required to adjust its congestion control
state. If the sender exits the non-validated phase after this
period, it MUST update the ssthresh:
ssthresh = max(ssthresh, 3*cwnd/4).
(This adjustment of ssthresh ensures that the sender records that it
has safely sustained the present rate. The change is beneficial to
rate-limited flows that encounter occasional congestion, and could
otherwise suffer an unwanted additional delay in recovering the
sending rate.)
The sender MUST then update cwnd to be not greater than:
cwnd = max((1/2)*cwnd, IW).

Where IW is the appropriate TCP initial window, used by the TCP
sender (e.g., [RFC5681]).
Note: These cwnd and ssthresh adjustments cause the sender to enter
slow-start (since ssthresh > cwnd). This adjustment ensures that the
sender responds conservatively after remaining in the non-validated
phase for more than the non-validated period. In this case, it
reduces the cwnd by a factor of two from the preserved value. This
adjustment is helpful when flows accumulate but do not use a large
cwnd, and seeks to mitigate the impact when these flows later resume
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transmission. This could for instance mitigate the impact if
multiple high-rate application flows were to become idle over an
extended period of time and then were simultaneously awakened by an
external event.
4.5.

Examples of Implementation

This section provides informative examples of implementation methods.
Implementations may choose to use other methods that comply with the
normative requirements.
4.5.1.

Implementing the pipeACK measurement

A pipeACK sample may be measured once each RTT. This reduces the
sender processing burden for calculating after each acknowledgement
and also reduces storage requirements at the sender.
Since application behaviour can be bursty using CWV, it may be
desirable to implement a maximum filter to accumulate the measured
values so that the pipeACK variable records the largest pipeACK
sample within the pipeACK Sampling Period. One simple way to
implement this is to divide the pipeACK Sampling Period into several
(e.g., 5) equal length measurement periods. The sender then records
the start time for each measurement period and the highest measured
pipeACK sample. At the end of the measurement period, any
measurement(s) that are older than the pipeACK Sampling Period are
discarded. The pipeACK variable is then assigned the largest of the
set of the highest measured values.
pipeACK sample (Bytes)
^
|
+----------+----------+
+----------+---......
|
| Sample A | Sample B | No
| Sample C | Sample D
|
|
|
| Sample
|
|
|
| |\ 5
|
|
|
|
|
| | |
|
|
| /\ 4
|
|
| | |
| |\ 3
|
| | \
|
|
| | \
| | \--- |
| / \
|
/| 2
|
|/
\------|
- |
| /
\------/ \...
+//-+----------+---------\+----/ /----+/---------+-------------> Time
<------------------------------------------------|
Sampling Period
Current Time

Figure 1: Example of measuring pipeACK samples
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Figure 1 shows an example of how measurement samples may be
collected. At the time represented by the figure new samples are
being accumulated into sample D. Three previous samples also fall
within the pipeACK Sampling Period: A, B, and C. There was also a
period of inactivity between samples B and C during which no
measurements were taken (because no new data segments were
acknowledged). The current value of the pipeACK variable will be 5,
the maximum across all samples. During this period, the pipeACK
samples may be regarded as zero, and hence do not contribute to the
calculated pipeACK value.
After one further measurement period, Sample A will be discarded,
since it then is older than the pipeACK Sampling Period and the
pipeACK variable will be recalculated, Its value will be the larger
of Sample C or the final value accumulated in Sample D.
4.5.2.

Measurement of the NVP and pipeACK samples

The mechanism requires a number of measurements of time. These
measurements could be implemented using protocol timers, but do not
necessarily require a new timer to be implemented. Avoiding the use
of dedicated timers can save operating system resources, especially
when there may be large numbers of TCP flows.
The NVP could be measured by recording a timestamp when the sender
enters the non-validated phase. Each time a sender transmits a new
segment, this timestamp can be used to determine if the NVP has
expired. If the measured period exceeds the NVP, the sender can then
take into account how many units of the NVP have passed and make one
reduction (defined in Section 4.4.3) for each NVP.
Similarly, the time measurements for collecting pipeACK samples and
determining the Sampling Period could be derived by using a timestamp
to record when each sample was measured, and to use this to calculate
how much time has passed when each new ACK is received.
4.5.3.

Implementing detection of the cwnd-limited condition

A sender needs to implement a method that detects the cwnd-limited
condition (see Section 4.4). This detects a condition where a sender
in the non-validated phase receives an ACK, but the size of cwnd
prevents sending more new data.
In simple terms, this condition is true only when the FlightSize of a
TCP sender is equal to or larger than the current cwnd. However, an
implementation also needs to consider constraints on the way in which
the cwnd variable can be used, for instance implementations need to
support other TCP methods such as the Nagle Algorithm and TCP Segment
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Offload (TSO) that also use cwnd to control transmission. These
other methods can result in a sender becoming cwnd-limited when the
cwnd is nearly, rather than completely, equal to the FlightSize.
5.

Determining a safe period to preserve cwnd
This section documents the rationale for selecting the maximum period
that cwnd may be preserved, known as the NVP.
Limiting the period that cwnd may be preserved avoids undesirable
side effects that would result if the cwnd were to be kept
unnecessarily high for an arbitrary long period, which was a part of
the problem that CWV originally attempted to address. The period a
sender may safely preserve the cwnd, is a function of the period that
a network path is expected to sustain the capacity reflected by cwnd.
There is no ideal choice for this time.
A period of five minutes was chosen for this NVP. This is a
compromise that was larger than the idle intervals of common
applications, but not sufficiently larger than the period for which
the capacity of an Internet path may commonly be regarded as stable.
The capacity of wired networks is usually relatively stable for
periods of several minutes and that load stability increases with the
capacity. This suggests that cwnd may be preserved for at least a
few minutes.
There are cases where the TCP throughput exhibits significant
variability over a time less than five minutes. Examples could
include wireless topologies, where TCP rate variations may fluctuate
on the order of a few seconds as a consequence of medium access
protocol instabilities. Mobility changes may also impact TCP
performance over short time scales. Senders that observe such rapid
changes in the path characteristic may also experience increased
congestion with the new method, however such variation would likely
also impact TCP’s behaviour when supporting interactive and bulk
applications.
Routing algorithms may change the the network path that is used by a
transport. Although a change of path can in turn disrupt the RTT
measurement and may result in a change of the capacity available to a
TCP connection, we assume these path changes do not usually occur
frequently (compared to a time frame of a few minutes).
The value of five minutes is therefore expected to be sufficient for
most current applications. Simulation studies (e.g., [Bis11]) also
suggest that for many practical applications, the performance using
this value will not be significantly different to that observed using
a non-standard method that does not reset the cwnd after idle.
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Finally, other TCP sender mechanisms have used a 5 minute timer, and
there could be simplifications in some implementations by reusing the
same interval. TCP defines a default user timeout of 5 minutes
[RFC0793] i.e., how long transmitted data may remain unacknowledged
before a connection is forcefully closed.
6.

Security Considerations
General security considerations concerning TCP congestion control are
discussed in [RFC5681]. This document describes an algorithm that
updates one aspect of the congestion control procedures, and so the
considerations described in RFC 5681 also apply to this algorithm.

7.

IANA Considerations
There are no IANA considerations.
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9.

Author Notes
RFC-Editor note: please remove this section prior to publication.

9.1.

Other related work

RFC-Editor note: please remove this section prior to publication.
There are several issues to be discussed more widely:
o There are potential interactions with the Experimental update in
RFC 6928 that raises the TCP initial Window to ten segments, do
these cases need to be elaborated?
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This relates to the Experimental specification for increasing
the TCP IW defined in RFC 6928.
The two methods have different functions and different response
to loss/congestion.
RFC 6928 proposes an experimental update to TCP that would
increase the IW to ten segments. This would allow faster
opening of the cwnd, and also a large (same size) restart
window. This approach is based on the assumption that many
forward paths can sustain bursts of up to ten segments without
(appreciable) loss. Such a significant increase in cwnd must
be matched with an equally large reduction of cwnd if loss/
congestion is detected, and such a congestion indication is
likely to require future use of IW=10 to be disabled for this
path for some time. This guards against the unwanted behaviour
of a series of short flows continuously flooding a network path
without network congestion feedback.
In contrast, this document proposes an update with a rationale
that relies on recent previous path history to select an
appropriate cwnd after restart.
The behaviour differs in three ways:
1) For applications that send little initially, new-cwv may
constrain more than RFC 6928, but would not require the
connection to reset any path information when a restart
incurred loss. In contrast, new-cwv would allow the TCP
connection to preserve the cached cwnd, any loss, would impact
cwnd, but not impact other flows.
2) For applications that utilise more capacity than provided by
a cwnd of 10 segments, this method would permit a larger
restart window compared to a restart using the method in RFC
6928. This is justified by the recent path history.
3) new-CWV is attended to also be used for rate-limited
applications, where the application sends, but does not seek to
fully utilise the cwnd. In this case, new-cwv constrains the
cwnd to that justified by the recent path history. The
performance trade-offs are hence different, and it would be
possible to enable new-cwv when also using the method in RFC
6928, and yield benefits.
o There is potential overlap with the Laminar proposal (draftmathis-tcpm-tcp-laminar)
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The current draft was intended as a standards-track update to
TCP, rather than a new transport variant. At least, it would
be good to understand how the two interact and whether there is
a possibility of a single method.
o There is potential performance loss in loss of a short burst
(off list with M Allman)

A sender can transmit several segments then become idle. If
the first set of segments are all Acknowledged, the ssthresh
collapses to a small value (no new data is sent by the idle
sender). Loss of the later data results in congestion (e.g.,
maybe a RED drop or some other cause, rather than the maximum
rate of this flow). When the sender performs loss recovery it
may have an appreciable pipeACK and cwnd, but a very low
FlightSize - the Standard algorithm therefore results in an
unusually low cwnd ((1/2)* FlightSize).
A constant rate flow would have maintained a FlightSize
appropriate to pipeACK (cwnd, if it is a bulk flow).
This could be fixed by adding a new state variable? It could
also be argued this is a corner case (e.g., loss of only the
last segments would have resulted in RTO), the impact could be
significant.
o There is potential interaction with TCP Control Block Sharing(M
Welzl)

An application that is non-validated can accumulate a cwnd that
is larger than the actual capacity. Is this a fair value to
use in TCB sharing?
We propose that TCB sharing should use the pipeACK in place of
cwnd when a TCP sender is in the Non-validated phase. This
value better reflects the capacity that the flow has utilised
in the network path.
10.

Revision notes

RFC-Editor note: please remove this section prior to publication.
Draft 03 was submitted to ICCRG to receive comments and feedback.
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Draft 04 contained the first set of clarifications after feedback:
o

Changed name to application limited and used the term rate-limited
in all places.

o

Added justification and many minor changes suggested on the list.

o

Added text to tie-in with more accurate ECN marking.

o

Added ref to Hug01

Draft 05 contained various updates:
o

New text to redefine how to measure the acknowledged pipe,
differentiating this from the FlightSize, and hence avoiding
previous issues with infrequent large bursts of data not being
validated. A key point new feature is that pipeACK only triggers
leaving the NVP after the size of the pipe has been acknowledged.
This removed the need for hysteresis.

o

Reduction values were changed to 1/2, following analysis of
suggestions from ICCRG. This also sets the "target" cwnd as twice
the used rate for non-validated case.

o

Introduced a symbolic name (NVP) to denote the 5 minute period.

Draft 06 contained various updates:
o

Required reset of pipeACK after congestion.

o

Added comment on the effect of congestion after a short burst (M.
Allman).

o

Correction of minor Typos.

WG draft 00 contained various updates:
o

Updated initialisation of pipeACK to maximum value.

o

Added note on intended status still to be determined.

WG draft 01 contained:
o

Added corrections from Richard Scheffenegger.

o

Raffaello Secchi added to the mechanism, based on implementation
experience.
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o

Removed that the requirement for the method to use TCP SACK option

o

Although it may be desirable to use SACK, this is not essential to
the algorithm.

o

Added the notion of the sampling period to accommodate large rate
variations and ensure that the method is stable. This algorithm
to be validated through implementation.

WG draft 02 contained:
o

Clarified language around pipeACK variable and pipeACK sample Feedback from Aris Angelogiannopoulos.

WG draft 03 contained:
o

Editorial corrections - Feedback from Anna Brunstrom.

o

An adjustment to the procedure at the start and end of Reoloss
recovery to align the two equations.

o

Further clarification of the "undefined" value of the pipeACK
variable.

WG draft 04 contained:
o

Editorial corrections.

o

Introduced the "cwnd-limited" term.

o

An adjustment to the procedure at the start of a cwnd-limited
phase - the new text is intended to ensure that new-cwv is not
unnecessarily more conservative than standard TCP when the flow is
cwnd-limited. This resolves two issues: first it prevents
pathologies in which pipeACK increases slowly and erratically. It
also ensures that performance of bulk applications is not
significantly impacted when using the method.

o

Clearly identifies that pacing (or equivalent) is requiring during
the NVP to control burstiness. New section added.

WG draft 05 contained:
o

Clarification to first two bullets in Section 4.4 describing cwndlimited, to explain these are really alternates to the same case.

o

Section giving implementation examples was restructured to clarify
there are two methods described.
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Cross References to sections updated - thanks to comments from
Martin Winbjoerk and Tim Wicinski.

WG draft 06 contained:
o

The section giving implementation examples was restructured to
clarify there are two methods described.

o

Justification of design decisions.

o

Re-organised text to improve clarity of argument.

WG draft 07 contained:
o

Updated publication date.

o

Text on noting that cwnd shouldn’t ever be made negative.

o

Updated text on ECN to clarify the process where R is a reduction
based on ECN marks.

WG draft 08 contained:
o

Removed description of how to use Accurate ECN feedback. It is
not clear that this document should specify a usage of a mechanism
that has not been fully defined. Accurate ECN may lead to
different congestion responses and these will need to be defined
in the CC specifications for using Accurate ECN.

WG draft 09 contained:
o

Removed update to RFC 5681 - the status of the present document is
Experimental, and hence this document does not update RFC 5681.

WG draft 10 contained edits following WGLC:
o

Section 1.1 Implementation of new CWV: New section added to
introduce the places where there are implementation flexibility.

o

Section 4.4: Clarified that the MUST is to satisfy the goal to
avoid a TCP sender growing a large "non-validated" cwnd, when it
has not recently sent using the current size of cwnd, and fixed
format of bullet 2 in 4.4.

o

Section 4.5.2: rewritten section text.

WG draft 11 contained edits following IETF LC:
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o

Updated text in section 1.1.

o

Updated text in response to AD, Gen-ART, & Sec reviews.

o

LC call comments from Mirja Kuehlewind

June 2015

WG draft 12 contained edits following IETF LC (Mirja Kuehlewind):
o

Additional text (based on text in annexe notes) to clarify use of
pipeACK rather than FlightSize.

o

Corrected text on undefined pipeACK - to be consistent.

o

Added text on standard TCP method (reference to RFC 5681).

o

Separated text on implementation experience of "timers" into a new
implementation subsection (4.5.2), to avoid this common
implementation method being overlooked.
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Abstract—Time-dependent applications using TCP often send
thin-stream traffic, characterised by small packets and high intertransmission-times. Retransmissions after packet loss can result
in very high delays for such flows as they often cannot trigger
fast retransmit. Redundant Data Bundling is a mechanism that
preempts the experience of loss for a flow by piggybacking
unacknowledged segments with new data as long as the total
packet size is lower than the flow maximum segment size. Although
successful at reducing retransmission latency, this mechanism had
design issues leaving it open for abuse, effectively making it
unsuitable for general Internet deployment. In this paper, we have
redesigned the RDB mechanism to make it safe for deployment.
We improve the trigger for when to apply it and evaluate its
fairness towards competing traffic. Extensive experimental results
confirm that our proposed modifications allows for inter-flow
fairness while maintaining the significant latency reductions from
the original RDB mechanism.
Index Terms—Data-bundling, thin streams, TCP, latency, fairness.

I. I NTRODUCTION
The main focus of TCP’s development has been on maximizing the throughput, that is, to achieve the smallest possible
time for transferring a large chunk of data correctly from sender
to receiver. The focus has been on this finishing time, and the
TCP streams that transport data in this manner are called greedy
streams.
However, TCP is also used by time-dependent applications
that generate small data segments with high inter-transmission
times (ITTs). Such applications include classical telnet and ssh,
but also computer games, high frequency trading, screen sharing
applications, and firewall-friendly fallback options for audio
and video conferences. Such applications have completely
different characteristics compared to greedy streams, and in
Table 1, we see the typical small payload sizes (far below
the common maximum transmission unit (MTU) of 1500 bytes
for IP packets), low bandwidth requirements and high packet
ITT statistics for a selection of representative applications. Furthermore, all of these applications depend on small maximum

RITE: Reducing Internet Transport Latency

per-packet latency to provide a good service rather than high
throughput. We call the streams that are generated by these
time-dependent applications thin streams [1], and we argue that
they deserve special consideration because they suffer much
more than greedy streams from the effects of packet loss. With
traffic patterns that prevent them from utilizing fast retransmit,
they suffer from all the penalties associated with timeout
retransmission, including head-of-line-blocking (HOLB) in the
receiver-side stack, congestion window (CWND) collapse, and
exponential backoff in case of repeated packet loss.
Delays due to loss recovery have attracted increasing attention in recent years, and in order to reduce delays, several
mechanisms have been proposed that aim at changing how
TCP reacts to loss by reducing the time before a lost packet is
retransmitted, for example faster retransmission and changing
timers. Another intuitive idea is to apply proactive or predictive
techniques that hide packet loss from the usual TCP mechanisms altogether, for instance forward error correction (FEC).
However, the reactive mechanisms still provide high maximum
latencies, while the proactive are hard to deploy in today’s
networks because they require both sender and receiver side
modifications.
In order to reduce latencies compared to reactive approaches
and avoid receiver-side modifications, we have earlier proposed
redundant data bundling (RDB) [3]. It is a variant of the
proactive idea, but it is a backwards-compatible sender-side
only modification to TCP. Unfortunately, the original RDB can
be abused since congestion loss is hidden from the congestion
control, and the amount of bundling is independent of the delay
and loss characteristics of the specific connection. Before a
public deployment of RDB, such problems must be solved.
In this paper, we address these challenges. The revised RDB
mechanism, implemented in the Linux kernel, enables a more
aggressive (re)transmission mode for thin streams, and the perpacket latencies can be considerably reduced. RDB maintains
compatibility with existing TCP implementations, which allows
immediate deployment.
We have imposed a limitation on the mechanism, limiting
its activation to when the stream is considered thin. We have
redefined and evaluated the thin-stream classification method
used to trigger RDB, and we have experimentally evaluated
the new RDB implementation with respect to 1) the sweet-
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Application
VNC (from client)
Skype (2 users)
SSH text session
Anarchy Online
World of Warcraft
Age of Conan

No. 317700

Payload size (bytes)
avg
min
max
8
236
48
98
26
80

1
14
16
8
6
5

106
1267
752
1333
1228
1460

Packet inter-arrival time (ms)
avg
med
min
max
34
34
323
632
314
86

8
40
159
449
133
57

0
0
0
7
0
0

5451
1671
76610
17032
14855
1375

Percentile
1
99
0
4
32
83
0
24

517
80
3616
4195
3785
386

Avg bandwidth requirement
(pps)
(bps)
29.412
29.412
3.096
1.582
3.185
11.628

17K
69K
2825
2168
2046
12K

Table 1: Examples of thin stream packet statistics based on analysis of TCP packet traces [2].

spot between the best possible latency gain and the level of
aggressiveness due to increased packet sizes; 2) the reduction
of per-packet latency that is achieved while remaining fair
to competing traffic; and 3) the removal of opportunities to
abuse RDB for gaining an unfair advantage over competing
traffic. Our experimental results show that by proactively retransmitting unacknowledged data segments, RDB is able to
significantly reduce the application-layer latency caused by
HOLB and retransmission delays even with the new safeguards
in place.
The rest of the paper is organized as follows: Section II
describes related work in the context of thin streams. Section III
gives an overview of how to alleviate the latency issues for thin
streams by using the RDB scheme and also presents our improved solution. Our experiments are presented in Section IV,
and the results are discussed Section V. Finally, Section VI
concludes the findings and suggests future work.
II. R ELATED WORK
Applications like online games, remote control systems,
high-frequency trading and sensor networks provide a hugely
increased utility when their per-packet latencies are at their
lowest. They have in common that they produce mostly traffic
with thin-stream characteristics, consisting of small packet
payloads and high ITTs. An analysis of latencies in the online game Anarchy Online [1] showed that TCP introduces
disproportionately large delays caused by packet loss for these
types of streams. The reason identified is that most of the
retransmissions are caused by retransmission timeouts (RTOs),
which occurs because game traffic has very few packets in
flight (PIF) and is unable to trigger a traditional fast retransmit.
The same observation has been made for other streams with
thin-stream characteristics. For example, measurements have
shown that around 10% of the connections to Google services
experience at least one packet loss, and 77% of these losses
were repaired by RTOs [4]. The flows that experience loss take
five times longer to complete than the flows without loss.
Such delays as a result of loss recovery have attracted
increasing attention in recent years. Whereas early retransmit
(ER) [5] and tail loss probe (TLP) [6], [7] are meant to improve
stream finishing times that are hindered by losses of the last
packets in a stream, others such as linear retransmission timeout
(LT) [8], modified fast retransmit (mFR) [8] and RTO Restart
(RTOR) [9] focus on the reduction of retransmission delays
during the stream’s lifetime. They reduce the time before data
becomes available to the receiving application, not only for the
retransmitted packet, but also for those that experience HOLB
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due to TCP’s ordered delivery. These approaches change TCP’s
reaction to packet loss with the goal of retransmitting faster. In
low latency application scenarios like in Table 1, these reactive
mechanisms improve the situation, but it still takes at least an
RTT to detect the loss, and further improvements are required.
A different approach is to be proactive and protect data to
avoid retransmissions by transmitting data redundantly even
before any loss signals are received. The data segments could
simply be transmitted multiple times, which would alleviate
sporadic losses as long as one of the packets containing the
data segment gets through. An example of this is to transmit
every data segment twice [4]. Moreover, FEC can be used to
encode redundant data for loss recovery on the client side using
TCP FEC [10], [11]. These proactive approaches reduce latency
further, but they increase the number of packets sent and require
sender- as well as receiver-side modifications.
In summary, the existing reactive techniques still require long
time to detect a packet loss, and the proactive solutions suffer
from overhead and receiver-side modifications. A proactive,
sender-side only mechanism that avoids the extra cost of
additional packets is therefore desired.
III. R EDUNDANT DATA B UNDLING
RDB is a mechanism that aims to reduce application-layer
latency by proactively retransmitting unacknowledged data. Interactive and time-dependent applications commonly send small
chunks of data at regular intervals [2]. As seen in Table 1, this
rarely leads to segments as large as the Maximum Segment Size
(MSS). By using the “free” space available in packets smaller
than an MSS, we can retransmit unacknowledged data with
every packet that contains new data, thereby hiding possible
loss in a proactive manner. Not only does this approach reduce
the time until a lost packet is recovered, it eliminates HOLB
as well, because the potentially blocked packet itself carries
the remedy. So although RDB packets are larger than those
of unmodified senders, RDB does not generate any additional
packets.
A TCP segment contains one contiguous byte range. The
feature that allows the mechanism to work is the fact that
every correctly implemented receiver will consume a packet
containing new data, even though some of the data had already
been received. This is the reason why RDB can be a senderside only mechanism as any mechanism that allowed redundant
sending of arbitrary data segments would require changes to
both senders and receivers. Figure 1 shows a short packet
sequence timeline, where an RDB-enabled thin stream avoids
retransmissions due to redundant data bundling.
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A. The original RDB version
The RDB implementation presented in [3], which we refer to
as old RDB, showed great potential on improving the latency for
thin streams, but it left certain issues unresolved. When using
RDB and a segment is lost, the next packet will contain the lost
segment. This leads to data being received in order, meaning
that there is no gap in the sequence numbers of the arriving
data. The sender will not receive the dupACK that would
have normally been produced from this gap, effectively hiding
the loss event from the sender. This prevents the congestion
control (CC) from adjusting the allowed send rate for the flow
accordingly.
The inability to detect loss events properly made the old
RDB implementation unfair to competing traffic. In addition,
old RDB imposed no limit on the level of redundancy, which
allowed misuse by carefully shaped streams although it was
only meant to be used for thin streams. In the next section, we
describe how we have extended on old RDB to address these
issues.
B. The improved RDB version
The hiding of loss events prevents the CC from adjusting the
stream’s send rate in response to loss. We have investigated how
to ensure that RDB-enabled streams behave in a TCP-friendly
manner towards competing traffic, while still being effective in
reducing the application-layer latency for thin streams. It is of
utmost importance that RDB-enabled streams react properly to
loss caused by congestion.
In this section we present how we have addressed these issues
in the new RDB implementation. Firstly, we explain how to
detect the hidden loss in the RDB streams. After that, we go
into details about the technique we have implemented to limit
the use of RDB to only the streams that are thin.
1) Loss detection: When a TCP stream experiences packet
loss, there are gaps in the received window of segments,
resulting in dupACKs when new data is received. A regular
TCP sender uses this dupACK information to infer packet loss.
Time

Segment

Sender

Receiver

RTT/2

seq=0
payload=200

ack=200

ITT
seq=200
payload=200

seq=200
payload=400

seq=200
payload=600

seq=800
payload=200

ack=800

ack=1000

Fig. 1: Packet timeline of a TCP thin stream using RDB
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With RDB, however, the lost data is included with the next
packet, which does not result in a dupACK when a single packet
is lost. The number of previous segments bundled with each
packet determines the number of consecutive packets that have
to be lost for a gap to occur. For example, if each RDB packet
includes bundled data of four previously sent packets, the loss
of five consecutive packets is required for a gap in the data
to appear on the receiver side, resulting in a dupACK to be
produced.
A standard TCP sender must consider that a receiver uses
delayed ACKs, which allows the receiver to delay sending
ACKs on incoming data. However, delayed ACKs must be
switched off when the sequence number of the incoming TCP
packet differs from the sequence number that is expected to
come next. When receiving an RDB packet containing both old
and new data, the sequence number of the first byte does not
match the expected sequence number, which means that delayed
ACKs are disabled as soon as an RDB packet is received.
Consequently, an RDB sender can expect to receive one
ACK per RDB packet sent, and every incoming ACK that
acknowledges multiple packets is a loss indicator. Thus, we
have implemented this method for detecting packet loss in the
new RDB implementation.
This loss detection method produces some false positives,
such as when reordering has occurred. When loss has been
detected by the detection method, TCP enters CWND reduction
state. These false positives cause the CC to be more restrictive
towards RDB-enabled streams, which can only affect competing
traffic positively.
Duplicate selective acknowledgement (DSACK) enables the
receiver to inform the sender of duplicate received data segments. When DSACK is enabled on an RDB-enabled stream,
the redundant data bundled with newer packets causes the
receiver to populate a TCP option field with the range of already
received data. It is possible to use this information to accurately
identify packet loss, because a packet loss is represented by the
lack of a DSACK range in the incoming ACK.
2) PIF-based thin-stream classification: Applications that
generate thin streams are very diverse, and so is their traffic, as
exemplified by Table 1. Identifying streams that are thin is not a
simple task. In a study [12], several indicators were established
to identify and classify thin streams: PIFs, ITT, payload size,
and the stream duration.
Traditionally, streams that do not send enough data to trigger
fast retransmit have been considered thin. Mechanisms like ER
[5] and RTOR [7] are only enabled when the number of PIFs
is less than four, as such streams will not produce the three
dupACKs required to trigger fast retransmit. We call this hardcoded limit Static PIF limit (SPIFL).
Such an SPIFL can hardly ever be exceeded in the lowlatency environment of a data center, while even large limits
are easily exceeded on high-latency satellite links.
By establishing the minimum ITT as a boundary for distinguishing streams that are thin from those that are not, it is
easier to distinguish the applications that deserve to benefit from
thin-stream mechanisms from those that do not. Therefore, we
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Fig. 2: Example of DPIFL for different minimum ITT values

propose a method that utilises a Dynamic PIF limit (DPIFL),
which is dynamically calculated based on a the application’s
sending rate and the network RTT.
An RDB implementation must first select a fixed lower
ITT limit IT Tmin . Then, the DPIFL is calculated dynamically as a function of the flow’s RTT, which ensures that
streams are treated similarly in differing network environments.
The DPIFL-based thin-stream detection method calculates the
Tmin
DPIFL as RT
IT Tmin , where RT Tmin is the minimum RTT value
observed over the lifetime of the connection, and IT Tmin is a
static limit defining the minimum allowed ITT that still permits
a stream to use RDB. In other words, IT Tmin is the limit for
when a stream is identified as thin.
Figure 2 illustrates the DPIFL calculated using a few selected
IT Tmin values. How to choose the minimum ITT value is still
an open question that would benefit from extensive evaluations
over a large number of Internet hosts with a wide range of
different RTTs. In our experiments, we have chosen to evaluate
DPIFL10 and DPIFL20 . The choice of 10 ms as our lowest
evaluated IT Tmin value was derived from the justifications in
RFC 4828 [13], where such a limit is imposed to distinguish
semi-greedy flows from small-packet flows. An important consideration is to allow the RDB mechanism to be active for
higher RTT connections where having to retransmit would hurt
the most. Setting a hard limit of less than four packets in
flight would effectively prevent that. We also want to make
sure that we don’t use a too high IT Tmin as that would turn
the mechanism off for many target interactive applications as
we can see from table 1 in section I.
IV. E XPERIMENTAL E VALUATION
A. Evaluation metrics
We define the following metrics to measure the effect of
RDB: ACK latency and TCP friendliness. The ACK latency
quantifies the reduction in latency from the viewpoint of the
sender. The TCP friendliness quantifies the penalty incurred on
competing traffic by the RDB mechanism.
1) ACK latency: As the main goal of RDB is to improve
the latency for thin streams, the main metric we use for our
evaluations is latency. The end goal is to reduce the applicationlayer latency: the time interval between the pushing of a
segment of data to the network stack by the application on the
sender-side, until the application in the receiving end is able to
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read the data. However, as we currently do not have a good way
of measuring the application-layer latency directly, we measure
the ACK latency. The ACK latency is the time interval between
the sending of a TCP segment onto the network by the sender,
until an ACK covering the segment is received by the sender.
This way of measuring latency, however, hides the sojourn time
caused by the sender buffering segments before it is able to send
it out on the network, as we explain in detail in section V-B.
2) TCP friendliness: The TCP friendliness metric expresses
how well the RDB modifications play with regular (non-RDB)
TCP flows. Because RDB bundles previously sent segments that
are unacknowledged, it sends more data per segment. Therefore
we consider the effect this has on competing traffic.
The traditional definition of a TCP friendly network stream is
one that does not exceed its fair share of the bandwidth when
competing with other flows for the resources of a common
bottleneck. This paradigm, however, does not consider the case
where bandwidth is not the limiting factor for a stream, as is
the case for thin streams [14]. We have included the impact
that RDB has on the latency of competing thin streams in
our evaluations, in addition to the impact on the throughput
of competing traffic, both thin streams and cross traffic.
B. Testbed setup
All the experiments were performed in a lab testbed using
Linux Debian 7 machines. The testbed was set up with three
senders and one receiver, as well as a dedicated router and a
network emulator as depicted in Figure 3. The outgoing link of
the router has reduced capacity by using a software rate control,
in order to make it a shared bottleneck between the senders.

RDB sender

Rate limited link

RTT Emulator

TCP sender

Receiver

Cross traffic sender

Fig. 3: Testbed network topology

One of the sender hosts is used to generate greedy cross
traffic to create congestion over the bottleneck. The two thinstream senders are running Linux kernel version 3.16, where
one is using our RDB implementation, and the other is using
Linux TCP NewReno with recommended low-latency options1
for comparison. TCP NewReno is used instead of the default
TCP CUBIC, as NewReno has been shown to be the best choice
of CC for thin streams [1]. The two thin-stream senders are
also modified to use functionality from before version 3.16
of the Linux kernel to determine when the CWND should be
increased. Recent changes to the Linux kernel [15] have made
matters worse for thin streams by making application-limited
1 Nagle’s

algorithm is disabled, TLP and ER are enabled on the senders.
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C. Experiments

Streams: 20 ITT: 30 ms Seg. size: 120 B Loss: 10 %
1.0
Cumulative Distribution Function

streams unable to increase their CWND after loss recovery, and
consequently remain in a constant congestion-limited state.
Rate control is implemented using tc-htb on the router,
and the RTT emulation is accomplished by configuring netem
on a dedicated host. We also use this netem instance to cause
random loss events in our first experiment. We have followed
a proposed set of guidelines for designing a testbed [16],
including disabling any offloading mechanisms on the network
interfaces.
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We have performed three experiments with different configurations, where we measure the reduction in latency by calculating the ACK latency, and evaluating the TCP-friendliness
by comparing the achieved goodput of other streams when
competing with RDB.
1) Latency tests with uniform loss: We designed a set of
tests in order to evaluate the effect RDB has on the latency of
each data segment, and especially how it alleviates the HOLB
issue.
2) Redundancy level tests: The second experiment is designed to test the effects of RDB in a more realistic scenario.
We use two thin-stream senders in order to compare RDBenabled thin streams to thin streams without RDB. We use
the third sender to generate greedy cross traffic through the
same network path, in order to cause congestion on the shared
bottlenecked link.
This experiment evaluates how the number of outstanding
segments RDB is allowed to bundle affects the performance
of both RDB-enabled streams and competing streams. It is a
form of fairness test to show that a limitation on the level of
redundancy is needed to avoid excessive bundling of redundant
data.
3) TCP fairness tests: The final experiment is designed to
test how TCP friendly RDB is. This test is a form of fairness
test where we attempt to misuse the RDB mechanism in order
to get an unfair share of the bandwidth. This is done by using
a transmission pattern that tries to increase the throughput by
bundling redundant data on streams that are not thin.
V. E VALUATION R ESULTS
An extensive collection of tests were performed in our lab
testbed. Table 2 shows the range of parameters we have used
for these tests. Because of space limitations, we only present a
selection of the entire set of results. In this paper, we present
the tests with an ITT of 30 ms, as this ITT corresponds with
Skype, as shown in Table 1, as well as many other VoIP
applications [2].
The payload size is 120 bytes for all our tests. We argue that
the choice of packet size is insignificant as entire packets are
lost and as long as the payload size is small enough to bundle
previous segments.
The link speed of the bottlenecked link was configured to
5 Mb/s and the network emulator was configured to create an
RTT of 150 ms. A FIFO queuing mechanism was used on the
router with a size limit corresponding to one bandwidth–delay
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Fig. 4: Excerpt from the latency tests with uniform loss. RDB-enabled
thin streams with different SPIFLs compared to thin streams using
unmodified TCP.

product, 5 × 106 bits × 150 × 10−3 seconds = 93, 750 bytes ≈
63 MTU-sized packets. The duration of all the tests was set to
5 minutes.
The measurements were taken by running a packet sniffer on
all the sender and receiver hosts. We also calculated the exact
packet loss by comparing the number of TCP segments captured
in the sender-side filter with the number of segments captured in
the receiver-side filter. Throughput was calculated by counting
the number of bytes seen on the receiver-side packet trace
for each one-second interval. Goodput was calculated in the
same way, except headers were stripped and only new data
was counted.
A. Latency tests with uniform loss
In the first experiment, a single user was configured to
generate 20 thin streams with different ITTs and segment sizes.
In order to avoid the unpredictability of loss caused by network
congestion, we configured the network emulator netem to
induce different uniformly distributed loss rates. The RDB
mechanism was tested with different PIF limits, both SPIFL
and DPIFL. The performance of RDB was further compared
with the regular TCP thin streams.
The ACK latency results presented in Figure 4 show the
cumulative distribution function (CDF) of ACK-latencies of
two selected tests from this experiment. The test scenario is
as follows: 20 thin streams producing a segment of 120 bytes
every 30 ms. In order to avoid ITT synchronization [17], a
randomly chosen variable from a normal distribution was added
to the ITT for each individual stream. In the two tests, we used
RDB with SPIFL3 and SPIFL7 , respectively. We also included a
regular TCP thin stream as a baseline reference. In this selected
scenario, the loss rate was configured to 10% with uniform
distribution. This high loss rate was chosen to emphasise the
latency benefits of RDB, which become more apparent with
higher loss rates. Periods of such high loss may frequently
appear, for example in wireless networks experiencing noise
or media contention.
Figure 4 illustrates how TCP thin streams suffer from HOLB,
where lost segments impact the following segments causing the
"staircase" pattern seen in the CDF. Each step aligns with an
ITT interval because the n-th segment following a lost segment
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Loss rate (%)
Cross traffic streams (#)
TCP Reference streams (#)
RDB streams (#)
ITT (ms)
Payload (B)
PIF limit
RDBlim

Latency tests

Redundancy level tests

TCP fairness tests

0.5, 2, 5, 10
20
20
30, 50, 75, 100
120
SPIFL3 , SPIFL7
∞

5
5, 10, 16
5, 10, 16
10, 30, 50, 75
120
DPIFL10 , DPIFL20
1, ∞

3, 5, 7, 10, 13
3, 5, 7, 10, 13
3, 5, 7, 10, 13
5, 15, 30
400
DPIFL10
∞

Table 2: Parameters for the testbed experiments. For the latency tests a uniformly random loss rate where configured, whereas for the redundancy
level tests and fairness tests loss were caused by competing greedy cross traffic streams.
RDB: 10 TCP: 10 ITT: 30 ms Seg. size: 120 B DPIF: 10 Rdn. level: 1
RDB

TCP

RDB: 10 TCP: 10 ITT: 30 ms Seg. size: 120 B DPIF: 10 Rdn. level: Unlimited

TCP Reference

RDB

TCP Reference

1.0

Cumulative Distribution Function

Cumulative Distribution Function

1.0

TCP

0.8

0.6

0.4

0.2

0.0

0.8

0.6

0.4

0.2

0.0
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ACK latency per segment (ms)
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(a) RDB with a bundling limit of one previous segment (RDBlim =1 )

200

300
400
500
ACK latency per segment (ms)

600

(b) RDB with no bundling limit (RDBlim =∞ )

Fig. 5: Excerpt from the redundancy level tests. RDB-enabled thin streams with different levels of redundancy. Note the baseline TCP reference.
The network RTT is configured to 150 ms.

will have an ACK latency that is at least RTT + n × ITT. As
many thin streams suffer from the inability to retransmit before
an RTO occurs, the duration of the RTO-timer also becomes
significant and adds to the delay [2]. If a retransmitted segment
is lost, the increase in delay is even more significant due to
exponential back-off [2].
In the scenario depicted in Figure 4, the thin streams, having
an ITT of 30 ms (1/5th of the RTT), can have as many as five
PIFs at any given time. We see that at around 300 ms, twice
the RTT, there is a significant "step" in the ACK latency CDF
for the baseline TCP thin streams, caused by a fast retransmit
being triggered and the ITT aligning with the RTT. While the
same "step" occurs for RDB SPIFL3 , it is less prominent.
This is because RDB SPIFL3 has reduced the number of
required retransmissions by having already bundled some of
the segments that are lost, and thus less segments are affected
by HOLB.
When the PIF limit is higher than the actual number of PIFs,
RDB is more efficient because it is able to bundle more often.
RDB with SPIFL3 , is only allowed to bundle when it has less
than three packets in the pipe, which in this scenario only occurs
after loss recovery. With SPIFL7 , RDB is allowed to bundle
whenever it experiences loss. When it is able to bundle, RDB
reduces the effect of HOLB drastically. Where the aggregated
97th percentile for the TCP reference streams is 775 ms, it is
551 ms for RDB streams with SPIFL3 and only 183 ms for the
RDB streams with SPIFL7 .
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B. Redundancy level tests
In this experiment, the performance of RDB-enabled thin
streams was compared to the performance of baseline TCP thin
streams. Each thin-stream sender generated a certain number of
streams with a fixed ITT and segment size. One sender used
RDB and the other unmodified TCP. For all our tests, we also
conducted a reference test using only unmodified TCP thin
streams, labeled TCP Reference. To ensure a certain amount
of packet loss and contention, we ran five greedy TCP crosstraffic streams over the bottleneck link to cause congestion.
Figure 5 depicts two of the tests from this experiment,
showing 10 RDB-enabled thin streams competing with 10
regular TCP thin streams. The reference test is also included in
the figure, in order to illustrate how the competing baseline TCP
thin streams are affected when RDB bundles more aggressively.
Both types of thin streams produce segments of 120 bytes
every 30 ms. The RDB streams used DPIFL10 . The difference
between the two depicted tests is that 5a limited the number of
previous segments to be bundled to one (RDBlim =1 ), while 5b
had no such bundling limitation (RDBlim =∞ ).
We see in Figure 5 and in Table 3, that the effects of
RDBlim =1 on competing traffic is small: The TCP thin streams’
ACK latencies and loss rates are almost identical to the ACK
latency values and loss rates of the TCP Reference streams,
even though the RDB-enabled streams send twice the amount
of data as the baseline TCP thin streams. This is because
a bundling limitation of a single outstanding segment allows
RDB to recover from random loss events, e.g. loss caused by a
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Segs sent Loss ratio Total data Rdn data Rdn ratio

TCP Reference
TCP vs. RDBlim =1
TCP vs. RDBlim =∞
RDBlim =1
RDBlim =∞

96.1
96.2
87.2
91.8
80.3

k
k
k
k
k

1.25
1.28
2.48
1.34
2.58

%
%
%
%
%

12 MB
12 MB
12 MB
24 MB
75 MB

147 kB
153 kB
317 kB
12 MB
63 MB

1.21 %
1.24 %
2.54 %
50.0 %
83.9 %

Table 3: Results depicted in Figure 5: Thin TCP streams competing against RDB with a bundling limit of one previous segment
(RDBlim =1 ) and RDB with no bundling limit (RDBlim =∞ )

competing greedy stream actively probing for more bandwidth,
while keeping the level of redundancy to a minimum.
When RDB bundles more aggressively, more redundant data
is sent, contributing to congestion and considerably increased
average delay. This effect is reflected in the increase in the
queuing delay, which is illustrated by the less steep curve for
both RDBlim =∞ and TCP, compared to the TCP Reference in
Figure 5b.
Further, higher packet loss rates for the TCP thin streams are
visible in Table 3. The increase in packet loss affects the ACK
latencies, as depicted in Figure 5b. The 90th percentile of the
aggregated ACK latencies for the TCP Reference thin streams is
230 ms, and 246 ms for the TCP thin streams competing against
streams using RDBlim =1 and 421 ms for the thin streams competing against streams using RDBlim =∞ . In addition, CWND
will decrease for the streams when experiencing higher loss,
leading to additional sojourn times because more segments are
held back at the sender before being sent. It is important to note
that this extra delay increases the application-layer latency, but
is not reflected in the ACK latency values shown in Figure 5b.
Since RDBlim =∞ uses DPIFL10 , it is allowed to bundle as
long as there are less than 15 PIFs. However, more redundant
data can cause more congestion, and this leads to even more
packet loss. As long as there is enough available space in the IP
packets, RDB with the loose bundling restrictions can do more
harm than good. Table 3 illustrates this, where we see that the
redundant data amounts to almost 84% of the total transmitted
data by the streams using RDBlim =∞ . RDBlim =∞ is being
so redundant that it generates almost six times the amount
of network traffic of that of the TCP thin streams without
actually getting any more useful data through. Nonetheless,
it is interesting to note that despite this increased congestion,
RDBlim =∞ is able to achieve considerably lower latency values
than the regular TCP thin streams, as we see in Figure 5b. The
values below the 90th percentile are much lower for RDB than
for the TCP thin streams.
It is even more interesting that RDB in both tests completely
alleviates the extreme latency values experienced by unmodified
thin streams, as shown in the Figure 5 as the values above the
90th percentile. These are the delays that severely impacts the
latency experienced by the user [1] [2] [8].
C. TCP fairness tests
In the final set of experiments, we tested whether or not
we are able to use RDB in such a way that we get an
unfair advantage over competing traffic. Instead of generating
thin streams, the senders produced application-limited streams
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having a considerably higher data rate than what we would
consider a conventional thin stream to have. We call these notso-thin streams isochronous streams (ISOCH), meaning that
they are still application limited rather than CWND limited
due to their transmission pattern. These ISOCH streams try to
achieve higher throughput by sending as much data as possible
while still leaving space in each packet for bundling redundant
data.
To be able to directly compare the TCP fairness, we include
the greedy TCP streams in our comparisons as well. All three
senders start an equal number of competing streams, and we
compare the achieved throughput and goodput for each type of
stream.
Figure 6 shows the results of one of these tests. Five greedy
TCP streams competed against five ISOCH TCP streams and
five RDB-enabled ISOCH streams. Each ISOCH stream of both
types produced segments of 400 bytes every 30 ms. As ISOCH
streams are application-limited and therefore send less than
their "fair" share, both types of ISOCH streams achieve their
optimal goodput. With no bundling limitation and an attempted
transmission of 400 bytes, the RDB-enabled ISOCH streams
are able to bundle up to two redundant segments with each
packet. We see this reflected in the increased throughput.
The impact of RDB-enabled streams on competing traffic
is limited, even when there is no bundling limit, because RDB
only allows bundling with packets that are already scheduled for
transmission. In other words, RDB does not send any additional
packets, only bigger packets. When an RDB-enabled stream is
limited by the CWND, i.e. the stream exceeds its fair share, the
segments are held back before transmission leading to fewer
and maximum segment sized packets. This buffering before
transmission effectively leads to a temporary disabling of the
RDB mechanism, because there is no space left for bundling.
Bundling will only resume when the stream is no longer limited
by network congestion.
With our testbed setup, tests having ITT intervals lower than
30 ms show that RDB is unable to bundle. Attempting to send
larger segments also limits how much RDB is able to bundle,
because less space is available.
RDB is only effective as long as the stream is application
limited. An inherent property of application-limited streams is
that they do not use their fair share of the available bandwidth.
RDB (ISOCH): 5 TCP (ISOCH): 5 TCP (Greedy): 5

Kbit/s aggregated over 1 second intervals

Stream type
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ITT: 30 ms Segment size: 400 B DPIF: 10 Redundancy level: Unlimited

Throughput

Goodput

5000
4000
3000
2000
1000
0
Greedy

ISOCH

RDB

Greedy

ISOCH

RDB

TCP variation used for competing streams

Fig. 6: Excerpt from the TCP fairness tests. Aggregated throughput
and goodput for competing streams using different TCP variations.
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From this, we argue that RDB can not be misused to gain
an unfair advantage over competing traffic. Using RDB will
cause more data being sent, which may contribute to higher
congestion on low capacity networks or already saturated links.
However, this is true for any transport protocol.
VI. C ONCLUSION AND F UTURE W ORK
In this paper, we have presented the RDB mechanism to
improve the service that TCP provides for interactive applications that generate only intermittent small data packets.
By proactively retransmitting unacknowledged data segments,
RDB is able to significantly reduce latencies caused by HOLB
and retransmission delays, even in the presence of aggressive
cross traffic. We have extended the original RDB idea [3] by
implementing loss detection in order for RDB-enabled streams,
with existing CC algorithms, to react properly to network
congestion in the same way as unmodified TCP.
In addition to implementing loss detection, we discussed the
possibility of including a definition of how limited, or how thin,
a stream must be in order for RDB to be allowed to bundle.
Defining what a thin stream is, however, is still an open issue
[12]. In our experiments, we used different ITT-to-RTT ratios
(DPIFLs) for defining when a stream was thin enough for RDB
to be allowed to bundle. Other stream characteristics could be
used, such as segment sizes or data rate, which would alter how
a stream is classified as thin. We argue, however, that as long
as the stream is application-limited, it does not contribute to
congestion the same way greedy streams do because it does not
exceed its fair share of the bandwidth. If the stream experiences
loss and consequently becomes limited by the CWND, RDB is
effectively disabled due to sender-side transmission buffering.
Only after the CWND grows, and segments are no longer held
back, will RDB be able to bundle again. Compared to other
proactive latency-reducing mechanisms, such proactive double
transmission [4] or TCP with FEC [10], [11], RDB transmits
redundant data without generating additional packets.
Extensive evaluations was performed in order to determine
the appropriate trade-off between the level of redundancy and
the reduced latency experienced by the thin streams using
RDB. We show that in congested scenarios, where the combined throughput of the RDB-enabled thin streams constitutes
a significant proportion of the total throughput, imposing a
limitation on the level of redundancy can be beneficial to avoid
further congesting the network. Our findings show that even
with a bundling limitation of one unacknowledged segment
(RDBlim =1 ), RDB still alleviates HOLB significantly. When
bundling only one segment, RDB is able to recover from
random loss events caused by competing traffic while keeping
the redundancy to a minimum. This yields a reasonable tradeoff between latency reduction and the redundancy.
A candidate for further research is to include the size of
the segments produced by the application and the ITT of the
application when considering the redundancy level. Adjusting
the redundancy level according to the stream’s experienced
congestion is another such candidate. We argue that higher
redundancy levels can be justified in scenarios with very thin
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streams or with extreme packet loss, not caused by congestion,
as this may still be considered TCP fair.
Server administrators that expect a large amount of thin
stream traffic, such as online game providers or web server
administrators, must consider the impact the redundant level
has on their outgoing gateways. Based on our findings, we
recommend using a bundling limitation of one segment as a
conservative default setting. For a home user with a small number of RDB-enabled thin streams, RDB will have a negligible
effect on congestion.
We argue that our improved RDB mechanism can be considered TCP-friendly and safe to deploy. Being a sender-side-only
modification to TCP, RDB can be incrementally deployed. This
makes it a suitable candidate for widespread deployment.
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B Using Multiple Paths to Reduce Latency
This appendix includes the following publication related to the work on Using Multiple Paths to Reduce Latency (§ 3):
B.1 K. Yedugundla, S. Ferlin, T. Dreibholz, Özgü Alay, N. Kuhn, P. Hurtig, and A. Brunstrom, “Is multi-path
transport suitable for latency sensitive traffic?” 2015, draft manuscript.
Abstract: This paper tries to answer the question whether multi-path communication can help latency-sensitive
applications to satisfy their users’ requirements. For the evaluation presented in the paper we use Multi-path
TCP (MPTCP) and Concurrent Multipath Transfer for SCTP (CMT-SCTP) to transport video, gaming and
web traffic over combinations of WLAN and 3G interfaces. The evaluation shows that multi-path communication
can reduce latency significantly, but only when paths are symmetric in terms of delay and loss rate. Nevertheless,
in asymmetric scenarios where the latency reduction is not as significant (or non-existent), applications can still
benefit from other properties of multi-path communication, without increasing latency. To ensure the validity of
our conclusions we have used different evaluation tool sets. These include controlled experiments using simulation
and emulation, as well as real live experiments.
B.2 R. Barik, M. Welzl, S. Ferlin, and O. Alay, “LISA: A Linked Slow-start Algorithm for MPTCP,” 2015, under
submission.
Abstract: Multipath TCP (MPTCP) has the goal to achieve higher throughput than regular TCP by using
multiple paths simultaneously. When these paths share a common bottleneck, MPTCP tries not to be more
aggressive than a regular TCP flow. This is achieved by MPTCP’s coupled congestion control mechanism
that couples the increase factor of MPTCP’s subflows in congestion avoidance. However, slow-start re- mains
unchanged and behaves uncoupled for each subflow, affecting MPTCP and concurrent traffic at the bottleneck.
We propose LISA, a simple algorithm for coupling MPTCP subflows in slow-start, and investigate the trade-off
that this coupling entails. Our evaluations show that coupling in slow-start not only provides gains for MPTCP
but also for a concurrent TCP at the bottleneck.

RITE: Reducing Internet Transport Latency

93

B.1 – Is Multi-Path Transport Suitable for Latency Sensitive Traffic?

No. 317700

Is Multi-Path Transport Suitable for Latency
Sensitive Traffic?
Kiran Yedugundla‡ , Simone Ferlin∗ , Thomas Dreibholz∗ , Özgü Alay∗ , Nicolas Kuhn† , Per Hurtig‡ , Anna Brunstrom‡
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Abstract—This paper tries to answer the question whether
multi-path communication can help latency-sensitive applications
to satisfy their users’ requirements. For the evaluation presented
in the paper we use Multi-path TCP (MPTCP) and Concurrent
Multipath Transfer for SCTP (CMT-SCTP) to transport video,
gaming and web traffic over combinations of WLAN and 3G
interfaces.
The evaluation shows that multi-path communication can
reduce latency significantly, but only when paths are symmetric in
terms of capacity, delay and loss rate. Nevertheless, in asymmetric
scenarios where the latency reduction is not as significant (or nonexistent), applications can still benefit from other properties of
multi-path communication, without increasing latency.
To ensure the validity of our conclusions we have used different
evaluation tool sets. These include controlled experiments using
simulation and emulation, as well as real live experiments.

I. I NTRODUCTION
Live and interactive applications are often sensitive to
latency, as the user experience is negatively affected when data
is delayed. For instance, freezing a live video (due to delayed
data) just 1% of the time is sufficient to turn away 5% of the
viewers [1]. Similarly, a latency of 60 ms suffices to degrade
user experience in Internet gaming [2]. The user experience
of latency-sensitive applications might however be improved
by utilizing all available network interfaces at the end host.
Nowadays, deployed devices such as tablets and smartphones
are often equipped with both Wireless LAN (WLAN) and
cellular 3G or 4G interfaces. As far as we know, the latency
benefits of using such interfaces simultaneously to enable
multi-path transmission has not yet been thoroughly investigated.
Recent efforts within the Internet Engineering Task
Force (IETF) include designing Multi-path TCP (MPTCP) [3]
RITE: Reducing Internet Transport Latency

extensions to TCP [4] to enable end-to-end connections to span
multiple paths simultaneously. Similarly, Concurrent Multipath
Transfer for SCTP (CMT-SCTP) [5]–[7] is an extension to the
Stream Control Transmission Protocol (SCTP) [8], enabling
simultaneous multi-path communication.
Multi-path transmission has been proposed to guarantee
better resilience to link failures and a better use of resources.
For instance, consider a connection using two interfaces simultaneously; if one of the interfaces (or underlying link)
fails, the transmission can simply continue over the other
interface. In a single-interface scenario, the transmission would
be stalled and maybe require a connection re-establishment. It
has also been shown that simultaneous transmission of data
over multiple interfaces can increase the throughput, due to
capacity aggregation.
Even if multi-path protocols have been shown to be more
resilient to link failures and able to aggregate capacity to
provide increased throughput, the impact of using multiple
paths on latency has not been thoroughly investigated.
This paper fills this gap by assessing whether MPTCP and
CMT-SCTP are suitable transport protocols for applications
transmitting latency-sensitive traffic, e.g. video, gaming and
web traffic. In our experiments we consider both symmetric
multi-path communication (e.g. WLAN-WLAN) as well as
asymmetric (e.g. WLAN-3G). For the actual evaluations we
use a combination of simulations, emulations and real experiments to ensure a correct assessment.
The remainder of this paper is structured as follows. Section II presents an overview of CMT-SCTP and MPTCP, and
how these protocols solve the core issues inherent in transportlevel multi-path communication. Section III describes the
applications used in our evaluation and their latency require94

B.1 – Is Multi-Path Transport Suitable for Latency Sensitive Traffic?

ments. In Section IV the experimental setup is detailed. Section V presents and explains the results achieved. Section VI
discusses related work and whether it is applicable in a latency
context. Finally, Section VII concludes the paper and discusses
possible future work in this area.
II. M ULTI -PATH T RANSPORT
This section introduces CMT-SCTP and MPTCP, the current
key multi-path transport protocols. The core issues of multipath communication, and how these are addressed by CMTSCTP and MPTCP, are then described.
A. Protocols
1) CMT-SCTP: SCTP [8] is a transport protocol originally developed by the IETF Signaling Transport (SIGTRAN)
Working Group [9] as part of an architecture to provide
reliable and timely message delivery for Signalling System
No. 7 (SS7) [10] telephony signaling information on top of
the Internet Protocol (IP) [11]. While motivated by the need
to carry signaling traffic, SCTP was designed as a general
purpose transport protocol on par with TCP [4] and UDP [12].
While SCTP offers functionality similar to TCP, e.g. ordered,
reliable and congestion controlled transport, it also features
unordered transmission and multi-homing.
The multi-homing feature of SCTP allows a single association (or connection) between two endpoints to combine multiple source and destination IP addresses. These IP addresses are
exchanged and verified during the association setup, and each
destination address is considered as a different path towards
the corresponding endpoint. Using the Dynamic Address Reconfiguration protocol extension [13], it is also possible to
dynamically add or delete IP addresses, and to request a
primary-path change, during an active SCTP association.
While SCTP multi-homing as per the current standard [8]
targets robustness and uses only one active path at a time, several researchers have suggested the concurrent use of all paths
for sending data. [14] provides a survey of these approaches. In
this paper, we consider the most complete of these proposals,
Concurrent Multipath Transfer for SCTP (CMT-SCTP) [5]–
[7].
Simultaneous data transfer over multiple paths may lead to
packet reordering at the receiver. Unless handled appropriately,
packet reordering can significantly deteriorate SCTP performance since the congestion control algorithms in standard
SCTP are derived from TCP [15], and hence do not work well
when reordering is common. Congestion control in standard
SCTP is applied to the entire association. However, separate
sets of congestion control variables are kept for each of the
destination addresses of a multi-homed peer (see e.g. [7,
Section 3.8] for details). Thus, to successfully implement concurrent multi-path transfer within SCTP, CMT-SCTP updates
the management of the SCTP send buffer and the congestion
control to take into account the problems of sending data over
multiple paths using a single sequence-number space, and the
consequences of sender-introduced reordering.
RITE: Reducing Internet Transport Latency

No. 317700

2) MPTCP: Multi-Path TCP (MPTCP) [16] is a set of
extensions to TCP [4], [15] developed by the IETF MPTCP
working group [17] to enable simultaneous use of multiple
paths between endpoints. The motivation behind MPTCP is
more efficient resource usage and improved user experience
through improved resilience to network failure and higher
throughput.
To use the MPTCP extensions the initiator of a connection
appends a “Multipath Capable” (MP CAPABLE) option in the
SYN segment, indicating its support for MPTCP. When the
connection is established, it is possible to add one TCP flow,
or subflow, per available interface to this connection by using a
“MPTCP Join” (MP JOIN) option in the SYN segment. Once
the MPTCP connection has been fully established, both end
hosts can send data over any of the available subflows.
While MPTCP transparently divides user data among the
subflows, simultaneous transmission may cause connectionlevel packet reordering at the receiver. To handle such reordering, two levels of sequence numbers are used. Apart from the
regular TCP sequence numbers that are used to ensure in-order
delivery at subflow level, MPTCP uses a 64-bit data sequence
number that spans the entire MPTCP connection and can be
used to order data arriving at the receiver. MPTCP also extends
the standard TCP congestion control, as running existing
TCP congestion control algorithms independently would give
MPTCP connections more than their fair share of the capacity
if a bottleneck is shared by two or more of its subflows.
To solve this MPTCP uses a coupled congestion control [18]
that links the increase functions of each subflows’ congestion
control and dynamically controls the overall aggressiveness of
the MPTCP connection. The coupled congestion control also
makes resource usage more efficient as it steers traffic away
from more congested paths to less congested paths.
In addition to better resource usage, a goal of MPTCP is
to increase resilience to network failures. By design, the use
of multiple paths implicitly increases resilience as transmission is spread over different paths and the fact that a path
failure can be circumvented by considering other subflows
for transmission. To further improve resilience MPTCP allows
senders to retransmit lost segments on a different subflow. This
retransmission strategy enables moving data from a path that
breaks during transmission.
B. Core Issues
1) Path Management: A path is a sequence of links between a sender and a receiver [3], over which it is possible
to open a subflow, as illustrated in Figure 1. A multi-path
protocol must define a path management strategy. The strategy
needs to find suitable paths to open subflows over and decide
whether one or more subflows should be opened over a specific
path. For short or extremely time-sensitive flows, the choice
of path for the initial connection establishment might be very
important. For example, if (1) two paths (p1 and p2 ) are
available, (2) both paths have the same capacity and (3) the
RTT of p1 , r1 , is significantly higher than the RTT of p2 , r2 ,
(e.g. r1 > 10 × r2 ), then whether the first subflow will be
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Figure 1: Paths and Subflows
Client

opened over p1 or p2 would seriously impact the latency. The
number of subflows to open over a path is a problem that is not
very well studied. While the Linux implementation of MPTCP
allows this using its ndiffports manager, as described later in
this section, it is often regarded as unnecessary to open more
than one subflow per path as they typically would traverse
the same links and compete for the same network resources.
However, in some specific environments, e.g. datacenters,
the network might conduct load balancing between subflows,
routing them over disjoint subpaths. In such situations there
might be benefits of creating several subflows per path, as
shown in [19].
Figure 2 depicts the path management strategies used by
CMT-SCTP and MPTCP, respectively, when both end-hosts
are multi-homed. For CMT-SCTP a path is defined by the
destination IP address. To manage paths, CMT-SCTP (Figure 2a) employs a simple strategy where the association is
established during a 4-way handshake in which available
IP addresses are exchanged and verified. The handshake is
conducted over the default interface of the host, and after
its completion each destination address is considered as a
path and implicitly also as an opened subflow. The example
shown in Figure 2a depicts a scenario where each host has two
available interfaces. The interfaces of the hosts are pairwise
connected over two different subnets, resulting in two possible
paths. In addition to the establishment of subflows during the
association setup, there is an extension to CMT-SCTP called
Dynamic Address Reconfiguration (DAR) [13] which enables
an end-host to dynamically add and remove IP addresses to an
existing connection. One potential use case for this extension
is e.g. when a smart phone user that previously only had a
cellular data interface available gets WiFi coverage as well.
Like CMT-SCTP, MPTCP consults the routing table to determine which interface to initiate the connection over. During
the establishment phase, realised by a 3-way handshake, IP
address information are exchanged between the hosts in a
fashion similar to that of CMT-SCTP. After connection establishment, however, MPTCP cannot make full use of the other
host’s IP address information and start sending data over all
RITE: Reducing Internet Transport Latency
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Figure 2: Path Management for CMT-SCTP and MPTCP

paths straight away; at this point it can only use the path used
for the connection establishment. Additional subflows must be
opened as separate TCP connections and joined to the MPTCP
connection using the ”MPTCP Join” option in their SYN
segments. Another difference, as compared to CMT-SCTP,
is the availability of multiple path managers in MPTCP. For
example, the Linux implementation of MPTCP provides four
different path managers (shown in Figure 2b): default, fullmesh, ndiffports and binder. Using the default path manager,
a host does not advertise additional IP addresses but uses the
other hosts advertised IP addresses to create new subflows.
The full-mesh strategy uses the opposite strategy: all available
IP addresses are exchanged and used to open a subflow over
each and one of all the possible source-destination IP address
combinations. The ndiffports manager allows a user to open
X subflows over the default interface. Finally, the binder
manager, implements Loose Source Routing as defined in [20]
(not presented in Figure 2b). Similar to CMT-SCTP, MPTCP
also includes an extension to allow dynamic addition and
removal of IP addresses.
2) Scheduling: If multiple subflows are available, there are
different ways to schedule the transmission of data. As an
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example, a round-robin scheduler may loop over the available
subflows and try to transmit an entire congestion window over
each subflow, while another scheduler might only consider
the “fastest” available subflow. Therefore, scheduling in multipath communication has a large impact on the behavior and
performance of data transmission.
One root cause for scheduling problems is the use of
paths with asymmetric characteristics. Figure 3 illustrates how
asymmetric paths, in terms of RTT (RT T2 = 10×RT T1 ), can
affect data transmission. Figure 3c, shows the so-called headof-line blocking problem. In this scenario, packets #3 and #4
(residing in the receiver’s buffer) cannot be delivered to the
application as packets #1 and #2 are still in flight. Further,
packets sent over the fast subflow can fill the receiver’s buffer
while waiting for data transferred over the slow subflow. This
issue is known as receiver buffer blocking and is illustrated in
Figure 3d.
The default scheduler in CMT-SCTP is a round-robin
scheme targeting throughput maximization: for every subflow
in sequence, starting from the primary one, it sends as much
data over that subflow as the congestion window allows. As
mentioned earlier, asymmetric paths can be problematic and
this is also true for CMT-SCTP. The problem is due to a
combination of the scheduling and occupancy of the shared
send and/or receive buffer space, and can cause the aforemenRITE: Reducing Internet Transport Latency

tioned problems of head-of-line blocking and receiver buffer
blocking. Detailed classifications of the blocking issues are
provided in [21]. To remedy this problem, other schedulers
have been proposed and developed for CMT-SCTP. For example, chunk rescheduling [22] is a mechanism that re-injects the
segment causing head-of-line blocking on a different subflow
that has space available in its congestion window. Furthermore,
Delay-Aware Packet Scheduling (DAPS) [23] is a scheduler
that, given the RTT of the different subflows, tries to send
packet sequences over them in a manner that guarantees inorder delivery at the receiver.
Similar to CMT-SCTP, several schedulers has been proposed
for MPTCP. In the Linux implementation the default scheduler
always tries to transmit data over the subflow with the shortest
RTT, as long as there is space in its congestion window.
The default scheduling also includes a mechanism called
Retransmission and Penalization (RP). This mechanism is
similar to CMT-SCTP’s chunk rescheduling and re-injects
segments causing head-of-line blocking in a different subflow.
In addition to the default scheduling mechanism, a weighted
round-robin scheme is also available. The schedulers available
for Linux have all been evaluated and compared in [24],
identifying the lowest-RTT scheduler as the most successful.
The different schedulers are detailed in [25].
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3) Congestion Control for Multi-Path Transport: When using multiple paths for transmission, different subflows cannot
share a single congestion window, as each subflow is likely to
have different characteristics and levels of congestion. There
are, however, situations in which the subflows actually do
share a bottleneck and thus have the same level of congestion.
In such scenarios there must be some kind of collaboration
between the congestion controls of each subflow to ensure
that the transport does not achieve more than its fair share of
the network resources.
For CMT-SCTP there is no default congestion control mechanism. In the initial design of the protocol, it was assumed that
subflows do not share bottlenecks and that the paths thus are
disjoint. As mentioned above, the assumption of disjoint paths
does not always hold, making CMT-SCTP potentially unfair to
other traffic in the network. This problem has been addressed
by several researchers and coupled congestion controllers have
been proposed. Examples include e.g. CMT/RPv1 [26] and
CMT/RPv2 [27].
The problem of not considering shared bottlenecks was
addressed already in the design phase of MPTCP. The reason to why coupled congestion control should be used, the
benefits of using it, and what goals it has to achieve are all
documented in [18]. To achieve these goals, various coupled
congestion control schemes have been proposed for MPTCP.
These include the Linked-Increases Algorithm (LIA) [18], the
Opportunistic Linked-Increases Algorithm (OLIA) [28] and
the BALanced Linked Adaptation (BALIA) [29]. The default
congestion control for Linux MPTCP is OLIA.
4) Handling Loss and Retransmissions: When data is lost
in multi-path transmission the protocol must decide whether to
retransmit this data over the same subflow or over a different
one.
CMT-SCTP features several schemes for retransmitting
data, all detailed in [30]. A CMT-SCTP sender maintains
accurate information about the working paths, as new data
are transmitted over every available subflow concurrently.
Therefore, many distinct strategies can be used. For example, retransmitting lost data over the same subflow, over the
subflow with the largest slow-start threshold or using the
subflow with the largest congestion window. While there is no
default retransmission strategy for CMT-SCTP, we consider
retransmissions over the subflow with lowest RTT to give
latency-sensitive applications a benefit.
In MPTCP, the loss detection is performed at two levels:
subflow level and MPTCP level. While loss is typically
detected on the subflow level, different strategies can be taken
depending on how the loss was detected. If the loss is detected
by the fast retransmit algorithm, data is only retransmitted over
the same subflow. If, on the other hand, the loss is detected by
an expiration of the RTO, the data is both retransmitted over
the same subflow and over an additional subflow, chosen by
the scheduler.
RITE: Reducing Internet Transport Latency
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III. A PPLICATIONS AND THEIR R EQUIREMENTS FOR
M ULTI -PATH T RANSPORT
A couple of years ago, the Internet was dominated by web
traffic running on top of short-lived TCP connections [31];
around 95% of the client TCP flows and 70% of the server
TCP flows were less than 10 segments long [32]. Although
web traffic still constitutes a large fraction of all traffic,
video traffic and gaming traffic is becoming more common.
Recent measurements [33] show e.g. that more than 53% of
the downstream traffic in North America is video streaming.
Forecasts (e.g. [34]) also show that Internet video and gaming
will continue to grow with an annual compound growth rate
of 29% for video traffic and 22% for gaming.
Although the aforementioned traffic classes differ significantly in many ways, they have a common property –
sensitivity to latency. In this paper we will therefore use
video, gaming and web traffic to assess whether multi-path
protocols are suitable for latency-sensitive applications. The
remainder of this section describes the main characteristics of
the applications and discusses their requirements.
A. Video Streaming
There are two main use-cases of video streaming: Video on
Demand (VoD) which is not broadcast live and therefore do
not have stringent latency requirements; and direct live video
which is broadcast live and have requirements of low latency.
VoD has the knowledge of the whole content to transfer,
and it can adapt the sending rate as a function of what is
currently read. The quality of experience of video on demand
is therefore less vulnerable to one-way delay variations than
the quality of experience of direct live video. As the rationale
of this work is to assess whether multi-path transport protocols
can be used for latency sensitive applications, we will focus
on direct live video that are more sensible to latency.
The direct live video can be divided into two sub-categories:
live broadcast of TV and private communications. As one
example of the private video conferencing solutions, Skype
uses TCP for signaling, and both UDP and TCP for transporting media traffic. If the communicating Skype clients are on
machines with public IP addresses, then media traffic between
them will be sent using UDP. However, if both users are
behind port-restricted NATs and UDP restricted firewalls, then
traffic will be sent over TCP from another online Skype node.
The use of TCP makes it an interesting use case for our
experiments with multi-path and reliable transports. Skype
has also been vastly investigated and its algorithm may be
integrated in various networks, we therefore consider Skype
traffic in our experiments. Details on the characteristics of
Skype traffic can be found in [35], [36]. Skype dynamically
adapts its sending rate to the network conditions, with a frame
rate per second going from 5 frames/s to 30 frames/s and a
video bit rate from 30 Kbit/s to 950 Kbit/s.
Requirements: The latency requirements for a good user
experience when considering live video communication are:
• one-way delay should be lower than 150 ms [37];
• jitter should be lower than 30 ms [37].
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B. Gaming Traffic
Online gaming is often categorized into three different
classes [38] with traffic characteristics as detailed in [39]. The
classes are:
•
•
•

first person avatar, e.g. First Person Shooter games (FPS)
third person avatar, e.g. Massive Multiplayer Online
games (MMO)
omnipresent, e.g. Real Time Strategy games (RTS)

FPS games are tolerant to loss but are very delay sensitive,
therefore they often use UDP as transport. MMO games, on the
other hand, are less loss tolerant and require less bandwidth
compared to FPS games, therefore, a mixture of TCP and
UDP is used for transmission. TCP traffic of MMO games
is composed of multiple thin TCP flows. Thin flows are
characterized by a low send rate where the majority of packets
are much smaller than the maximum transmission unit (MTU).
An example of the traffic characteristics of an MMO game is
illustrated in Figure 4. For RTS games, interestingly, latency
has a negligible effect on the outcome of the game, indicating
that RTS game-play clearly favors strategy over the real-time
aspects [40].
Considering the popularity of MMO games, and the fact
that they use TCP, this paper assesses whether there are any
benefits in using multiple paths at the transport layer to carry
the traffic generated by an MMO game entitled Age of Conan.
Requirements: While 60 ms latency reduce performance
and user experience, jitter is not as important for a good
gaming experience [2]. However, the use of TCP for MMO
gaming is not favourable, because loss events and retransmisRITE: Reducing Internet Transport Latency

sions result in delay jitters that are less tolerable than absolute
delay [41].
The requirements for a good gaming experience highly
depend on the class of the games, however, low latency (lower
than 60 ms) and minimum jitter are desired for all classes.
C. Web Traffic
Each web site is characterized by a specific number of
objects, possibly distributed over several domains, whose sizes
may vary widely, resulting in the total size of the website.
Figure 5 illustrates the distribution of website sizes. In our
experiments, to be representative of the web, we have selected
three websites of different sizes: small (72 KiB), medium
(1024 KiB) and large (3994 KiB).
Requirements: The quality of user experience when accessing a web page is highly linked to the download completion
time. For example, in [42], the authors report that Google
measured that “an additional 500 ms to compute (a web
search) [. . .] resulted in a 25% drop in the number of searches
done by users.”
Therefore, for a good web browsing experience, the downloading time is required to be as low as possible. The total
download time is not a perfect metric as most browsers
start rendering the page before the transmission is complete.
However, as we are only interested in the transport-level
performance we do not consider such optimizations.
IV. E XPERIMENT S ETUP
This section describes the experiment setup used for the
performance evaluation of our target applications. The protocol
implementations and network models used in the evaluations
are also introduced.
A. Evaluation Tool sets
In this study, we focus on the default and latest versions of
the protocols. Our choice for the evaluation tool sets presented
in this section has been made depending on the availability
of the sources and the fact that we wanted to consider both
controlled and real life experiments.
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1) Simulations, CMT-SCTP using OMNeT++: There is no
stable implementation of CMT-SCTP in either FreeBSD nor
Linux, so we could not consider emulation or real experiments
for evaluating CMT-SCTP. Instead, we performed simulations using OMNeT++ [44] version 5.0b1 with the CMTSCTP model [7], [45], [46], and the NetPerfMeter application
model [47] in the latest version of the INET Framework [48].
Although there is an implementation of CMT-SCTP available for NS-2 [5], it is unmaintained and nowadays fairly out
of date. The OMNeT++ implementation, which is used for
our evaluations, considers the latest improvements and options
for SCTP and is therefore representing the state-of-the-art in
SCTP features.
2) Emulations, MPTCP in a Controlled Environment, using
CORE: As far as we know, there is no implementation of
MPTCP for simulation software that accurately model the
MPTCP protocol that is implemented in the Linux kernel. Because we wanted to evaluate MPTCP in a controlled environment, we ran our tests by emulating the behavior of MPTCP
using Common Open Research Emulator (CORE) [49]. CORE
enables the use of simulated network links together with real
applications and protocol implementations.
3) Experiments, MPTCP in a Real-Life Environment, using
NorNet: Because we may drive biased conclusions if the protocols were to be evaluated only in controlled environments,
we also assessed their performance using an environment
where the network is used by many other applications than
the one we introduce in the network.
B. Configuration of MPTCP and CMT-SCTP
MPTCP and CMT-SCTP have open source implementations, hence we can control the features that will be enabled
or disabled. Due to readability we have chosen to only present
the most important features of the protocols in this Section.
For a full description of the protocol configuration and for
all the experimental scripts and data, please see [50]. Also,
Table I sums up the options that were used for MPTCP and
CMT-SCTP when conducting the experiments.
For MPTCP, we use the current state-of-the-art Linux
MPTCP implementation (v0.89.3).1 We use the default options
of MPTCP, with an exception for the Nagle algorithm, which
is turned off in all application scenarios. Turning off Nagle
is commonplace when running applications that require low
latency.
The simulation uses the CMT-SCTP model for OMNeT++
that is fully described in [7], [45]. As opposed to MPTCP, no
default options are given for CMT-SCTP. The latest version
of the SCTP simulation model [45], [46] (from June 2015)
for OMNeT++ is used, implementing SCTP according to
RFC 4960 [8] with all state-of-the-art features and extensions.
On top of the options summed up in Table I, for CMT-SCTP,
we apply the following options in CMT-SCTP:
• burst mitigation with MaxBurst=4 (default from [8, Section 15]) with “Use It or Lose It” [51] strategy (i.e.
behaviour like the FreeBSD SCTP implementation [46]);
1 Linux

MPTCP: http://www.multipath-tcp.org.
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buffer splitting [21], [22] to avoid buffer blocking issues [7, Section 7.5].
All data is sent in SCTP messages (resp. MPTCP segments) of up to 1,452 bytes (resp. 1,428 bytes), which corresponds approximatively to full packets (including headers)
of 1,500 bytes. In CMT-SCTP, the size of the payload depends
on the number of chunks that are gathered in one message,
therefore the full packet sizes may vary depending on the
application profile.
As explained in Section II-B1, (1) with CMT-SCTP, one
subflow can be opened on each working path as soon as the
4-way handshaking process has been operated and the primary
path (i.e., the first path on which data is transmitted) has to
be defined; (2) with MPTCP, the first subflow that is opened
depends on the parameterization of the Linux default interface.
In our evaluations, when the paths are homogeneous, the path
on which the first subflow is opened is chosen randomly; when
the paths are heterogeneous, the WLAN path is used for the
first subflow.
•

C. Application Traffic Generation and Metrics
This section discusses how we generate the latency sensitive
traffic (video streaming, gaming traffic and web traffic). The
rationale on why we focus on these applications and the
characteristic of the traffic that they generate are more detailed
in Section III.
1) Video Traffic: In this paper, we have not considered
Video on Demand traffic since it is hard to accurately model
or emulate this traffic in the various cases (emulation, simulation, experimentation) used in this article. Moreover, these
applications are not interactive and might be seen as file
transfer applications. Therefore, we considered Direct Live
Video applications due to their delay sensitive nature. Even
though such applications mostly use UDP as transport, as
explained in [52], Skype traffic uses TCP when firewalls block
the use of UDP.
2) MMO Gaming Traffic: For gaming traffic, we considered
a set of trace files from the Massively Multiplayer Online
Game Age of Conan, provided by Funcom [53]. These traffic
traces are very long, in time, with small bursts of data. As it
is extremely difficult and tedious to replay all the traces to the
corresponding full time, we selected a set of three traces with
duration of 10 minutes each. The selected traces were replayed
using the D-ITG [54] traffic generator. All the traces contain
a huge chunk of game setup data in the beginning of the
connection followed by occasional small bursts of MTU sized
packets and small packets for the rest of the time. The traces
are named as Trace 1, Trace 2 and Trace 3 for illustrations in
the paper and they have average packet inter departure times
of 181.4 ms, 74.1 ms, and 167.7 ms respectively. The average
packet sizes in these traces are 142.7 bytes, 113 bytes, and
101.7 bytes respectively.
3) Web Traffic: Due to the variability in web site profiles,
we consider three classes (small, medium, large) which are
representative of currently reachable web sites. The classes
and sites are presented in Table II. For each experiment, we
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Table I: Options for MPTCP and CMT-SCTP
version
MPTCP

CMT-SCTP

v0.89.3

path management
Section II-B1
full-mesh

scheduling
Section II-B2
LowRTT
Retransmission
and Penalization

congestion control
Section II-B3
coupled (OLIA)

one subflow
per working path

packet-based round-robin
chunk rescheduling

uncoupled (NewReno)

stored the files from the three sites (Wikipedia, Amazon and
Huffington Post) on a local server. Each website data contained
different number of objects of different sizes. Of the three,
Wikipedia content was the smallest followed by Amazon and
Huffpost. The data stored in the local server was requested
and downloaded from a client with 6 concurrent connections.
D. Background Traffic Generation
The congestion level in a network has a significant impact
on the behaviour of protocols employing congestion control [55]. We therefore conduct experiments both without and
with background traffic. Background traffic is generated with
netperfmeter [56] as a mix of TCP and UDP flows constituting
one long TCP flow and 4 UDP on-off flows. The background
traffic consists of a TCP connection with a saturated sender
sending as much data as possible with frame size of 1460
bytes. Each UDP flow generates pareto on-off traffic with
shape 1.5 and scale 0.166667, sending 25 frames per sec each
of size 5000 bytes. The aggregate usage of UDP background
flows were maintained at 10% of the bottleneck link capacity
to be realistic [57]. The UDP flows carry data at an average of
500 Kbit/s each in the WLAN-WLAN scenario and 100 Kbit/s
each in the 3G-3G scenario. In each run, the background flows
start before the foreground experimental traffic and end after
the experimental traffic.
E. Network and System Characteristics
1) Topology: Figure 6 represents the topology that is used
in our evaluations.
There are two paths on the client side and a single path
on the server side. In the case of the NorNet experiments,
the traffic goes through the Internet: there is no need to
generate background traffic in this scenario. In the case of the
experiments using NorNet, there are two paths on the client
side and a single path on the server side. On the client side,
we have access to 2 different UMTS 3G MBB networks in
Norway as well as 2 different WLAN access points at Simula
Research Laboratory. These access points serve approximately
100 users during work hours and they are co-located with other
interfering wireless access points in the same office complex.
By construction, there is no need to generate background
traffic in the experiments. The server machine is running on a
well-provisioned network at Simula.
2) Link Characteristics: In Table III, we present the capacity, propagation delay and packet loss rates of the Wi-FI and
3G links that have been measured in the experimental testbed
described in Section IV-A. path 1 and path 2 in Figure 6
RITE: Reducing Internet Transport Latency

handling loss
Section II-B4
retransmission
on same subflow (Fast Retransmit)
on a subflow chosen
by the scheduler (RTO expiration)
retransmission
on lowest RTT path

Table III: Link Characteristics and Scenarios
Capacity [Mbit/s]
Propagation Delay [ms]
Loss [%]
Homogeneous (WLAN)
Path 1
Path 2
Homogeneous (3G)
Path 1
Path 2
Heterogeneous
Path 1
Path 2

WLAN
20–30
20–25
1–2

3G
3–5
65–75
0

x
x
x
x
x
x

will have the characteristics. In Table III, we also detail the
three combinations of links over which the multipath protocols
will be evaluated, that are homogeneous WLAN (two WLAN
links), homogeneous 3G (two 3G links) and heterogeneous
(one WLAN and one 3G link).
3) Buffer Sizes: System characteristics of the source and
destination are known to impact the end to end performance of
the flows. In order to emulate the realistic network scenarios,
we use the system settings close to the standard settings for
respective technologies. The TCP buffer sizes (send buffer/receive buffer) are set to be equivalent to the widely used
Android settings, that are configured as follows:
• Homogeneous (3G): 256 KiB/256 KiB.
• Homogeneous (WLAN): 1024 KiB/2048 KiB.
• Heterogeneous (WLAN-3G): 1024 KiB/2048 KiB.
Based on estimations based on early measurements in the
NorNet measurements, at the router (see Figure 6), the queue
lengths at each interface are set to 100 packets for WLAN and
3750 packets for 3G.
Note, that the 3G buffer setting of 256 KiB/256 KiB
prevents an overly large buffer bloat [58], [59] in a 3G/3G
setup, while the setting of 1024 KiB/2048 KiB will make such
a buffer bloat in the WLAN-3G case possible. We will explain
this in detail with the results in Section V and particularly in
Subsubsection V-A1.
V. E XPERIMENT R ESULTS
This section presents the results of the experimental evaluation. The protocols are first evaluated through emulation/simulation in a controlled environment, identifying the impact
of various network parameters in both homogeneous and
heterogeneous scenarios. The evaluation is then complemented
with real-life measurements evaluating protocol performance
in a real environment.
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Table II: Web Traffic Generation
Size
small
medium
large

Domain name
Wikipedia (www.wikipedia.org)
Amazon (www.amazon.com)
Huffington Post (www.huffingtonpost.com)

Number of objects
15
54
138

Path 1

Internet (NorNet)

Server

Size of objects
72 KiB
1024 KiB
3994 KiB

CORE, OMNeT++

Router

Client
Path 2

Figure 6: Topology
Table IV: Experiment Scenarios
Test Case

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

Homogeneous (WLAN)
Section IV-E
x
x

Network
Homogeneous (3G)
Section IV-E

Heterogeneous
Section IV-E

x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

In Table IV, we list the different scenarios that are considered in the rest of this article. For each case, we consider TCP
Cubic in relation to MPTCP and SCTP in relation to CMTSCTP. For the homogeneous cases, we consider the average
delay using TCP and compare it with that of MPTCP. We
assume that we only have information about the technologies
used. That is, for a WLAN-WLAN case, the WLAN channels
might have different characteristics in terms of loss and
delay, but this information is not available to the user. In
this case, the user will most likely pick one of the WLANs
randomly. Therefore, we consider the average WLAN TCP
delay performance and compare it with the MPTCP delay
performance. However, for the 3G-WLAN scenario, the user
will most certainly choose WLAN, since it is low delay and
high capacity. Therefore, we compare the MPTCP delay with
the TCP delay of WLAN. We evaluate the delay of SCTP and
CMT-SCTP in a similar fashion.
A. Video Streaming
For the first scenario, we consider video traffic in different
modes of experimentation, as explained in Section IV-C.
RITE: Reducing Internet Transport Latency

Web Traffic
Section IV-C3
x
x
x
x
x
x

Traffic
MMO Games
S KYPE
Section IV-C2
Section IV-C1

Background
Section IV-D
x
x
x

x
x
x
x
x
x

x
x
x
x
x
x
x
x
x

x
x
x

1) CMT-SCTP Simulations: Figure 7 presents the average
message delay for video traffic in all the three scenarios for
CMT-SCTP with the parameters explained in Section IV-A;
Figure 7a shows the average SCTP message delay over
128 runs for video traffic only, while Figure 7b shows the
corresponding results with the background flows (as explained
in Section IV-D) activated.
In the WLAN-WLAN scenario, with two similar WLAN
paths, multi-path transport leads to an increased latency. The
reason here is the reordering due to necessary retransmissions
on the somewhat lossy paths (i.e. 1%–2% packet loss; see
Table I).
In a similar 3G-3G setup, having two 3G paths without
any loss, CMT-SCTP has no significant performance gain or
reduction – regardless of whether background traffic is active.
Note that in this scenario, the send and receive buffer sizes
are just 256 KiB (see Section IV-A). When background traffic
exists, we observe the increase in the delays. However, due to
relatively small buffer sizes, the buffer bloat is kept around an
average of 800 ms.
However, the WLAN-3G scneario has different buffer set102
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Figure 7: Average Message Delay for CBR Video Traffic over CMT-SCTP

tings: a send buffer of 1024 KiB and a receive buffer of
2048 KiB (see Section IV-A). These buffer settings allow
the queue on the 3G path to grow, causing a significant
buffer bloat, especially with background traffic. Here, the
delay on the 3G path jumps to values of almost 4 s, making
any interactivity impossible. Using CMT-SCTP leads to a
significant reduction of the delay – due to the additional usage
of the low-latency WLAN path – to values of about 1.8 s.
For CMT-SCTP, it is important to note that SCTP has
its origins as transport protocol for signaling systems (see
Subsection II-A1), where networks are particularly designed
for certain applications. Therefore, the most important implementations – CMT-SCTP in FreeBSD as well as the used
OMNeT++ simulation model – currently only provide a very
simple scheduler: data is scheduled on the paths in a roundrobin manner. It intends to improve throughput, without caring
for path delays. That is, once data to send is available, and
a path’s congestion window allows to send it, as much as
possible is send on this path. Then, for further data, the
next path is tried. This mechanism is tightly combined with
the burst mitigation that limits bursts on a path. Both SCTP
implementations apply burst mitigation by using the “Use
It or Lose It” [51] strategy, with a setting of MaxBurst=4
(default from [8, Section 15]). This means that, if a certain
number of bytes α is acknowledged by the receiver side, the
sender would be allowed to send up to α new bytes into the
network. The limit of in-flight bytes is given by the congestion
window. However, if a non-saturated sender does not fully
utilize its allowance given by the congestion window, the
congestion window is reduced to the number of in-flight bytes
plus MaxBurst*MSS. In result, with MaxBurst=4, only up to
4 packets are sent on a path before trying the next path.
2) MPTCP Emulation Experiments: Figure 8a presents the
average delay for video traffic in all the three scenarios
considered, i.e., WLAN-WLAN, 3G-3G, WLAN-3G. Each
RITE: Reducing Internet Transport Latency

boxplot represents the data over 30 configurations for each
scenario. For these experiments, no background traffic were
present while measuring the delay between server and client.
In the homogeneous scenarios (WLAN-WLAN and 3G3G) we observed either improvement or no change in the
performance to MPTCP compared with TCP. In the WLANWLAN scenario, the link losses play an important role in
configurations where the link delay difference between two
paths is minimal; loss on one link causes the scheduler to push
data on the other link and eventually exploiting the multiple
paths available. The effect of loss on the delay is observed
to be minimal when the link delay difference is more than a
few milliseconds. Data is split between the two paths mainly
due to losses and slight delay variations between the two
paths. Losses on both paths having nearly equal delay, trigger
flapping between paths. In a few runs, flapping and losses
caused data to arrive out-of-order at the receiver, resulting in
increased delays.
In the 3G-3G scenario, there are no losses and all the data is
sent over only one path. There is no performance improvement
in using MPTCP over TCP, largely due to the non-utilization of
the second path. Table V provides some insights on the share
of data over each 3G link. The delay difference between the
paths is not significant, yet enough to make the scheduler use
a single link. There are cases where certain configurations start
with a non-optimal interface as default, and in those cases the
scheduler eventually switches to the other path. This is evident
in Table V, where 0.16% of the data was sent on the other 3G
link.
In the heterogeneous scenario (WLAN-3G), the path asymmetry between the links is much higher than in the other
scenarios, and the WLAN link is clearly seen as better than
the 3G link, even for a small amount of random loss on the
WLAN link. The behavior of the default scheduler ensures that
MPTCP uses the best path in case of significant difference
103

B.1 – Is Multi-Path Transport Suitable for Latency Sensitive Traffic?

MPTCP

120

TCP-WLAN

120

TCP-3G

120

100

100

100

100

80

80

80

80

60

60

60

40

40

40

20

20

20

0

WLAN-WLAN

0

3G-3G
Scenarios

0

Average Delay(ms)

Average Delay(ms)

120

No. 317700

MPTCP

1800

(a) Uncongested Scenarios

TCP-3G

400

1400
1200

300

1000

60

800

40

0

500

1600

200

600
400

20
WLAN-3G

TCP-WLAN

100

200
WLAN-WLAN

0

3G-3G
Scenarios

0

WLAN-3G

(b) Congested Scenarios

Figure 8: Average Message Delay for CBR Video Traffic over MPTCP in Core Emulation

in paths. The performance of MPTCP was observed to be
worse than that of TCP in this scenario. The data transfer uses
both paths due to losses in the WLAN, triggering transmission
over the 3G link which otherwise would not be used due to
the large link delay differences. The congestion window is
incremented as a function of data transferred since last loss to
avoid flappiness. This feature of the congestion control allows
more data over the 3G link though the delay difference is
significant. The packet share on both links can be seen for all
scenarios in Figure 9a. In the case of video traffic considered
for the experiments, the data share shown in Table V should
be identical to the packet share, due to the fixed size of the
packets. The large amount of data sent on the 3G link causes
receiver buffer blocking for the other packets sent on the
WLAN link.
To analyze the performance in the case of competing traffic,
we conduct experiments with background flows as specified
in Section IV-D. The results, presented in Figure 8b, show
that the performance with background flows is similar to
that of the non competing traffic case in the WLAN-WLAN
scenario. The competing traffic resulted in increased delays
across all scenarios. The loss patterns in both background and
foreground flows cause huge variation among different runs.
In the 3G-3G scenario, losses observed in the foreground
flow are believed to be due to the competing traffic as the
link losses are set to zero in the experimental setup. The
losses cause the scheduler to use both paths and the data
share becomes 85/15% instead of 100/0% as in the nonbackground/no-loss case shown in Table V. As mentioned in
Section IV-E, buffer sizes vary across the scenarios similar to
the behavior of Android devices. The delay values are very
large compared to the other scenario due to smaller buffer
settings in 3G. MPTCP performs much better than TCP in
this scenario.
In the WLAN-3G scenario, MPTCP did not reduce the delay
RITE: Reducing Internet Transport Latency

as the data were split between asymmetric paths. In the figure
the delay values for 3G (y-axis) are much lower than that of
3G-3G due to large receive buffers in WLAN-3G scenario. It
reduces the retransmissions due to buffer blocking drops at the
receiver.
3) MPTCP Real Measurements: We have run over 30
experiments in NNE for the Video (CBR) traffic and illustrated
the delay measurements in Figure 10 without considering
background traffic2 . We observed that for the heterogeneous
scenario (3G-WLAN), the delays achieved by MPTCP is
higher than the WLAN, since MPTCP occasionally uses 3G
link that has higher delay values compared to WLAN. For
the homogeneous cases (e.g. WLAN-WLAN and 3G-3G), we
observe from the figures that the links can have quite different
delay values although we are measuring the same technology.
For the 3G-3G scenario, we observe that MPTCP delay lies
between the TCP delay of the two paths and MPTCP provide
delay values much closer to the lowest TCP delay.
4) Summary: In summary, CMT-SCTP is able to provide
some latency reductions in certain scenarios, while reordering
due to distribution on multiple lossy paths may even increase
the delay. Particularly, the currently-used round-robin scheduling among the paths is optimised for throughput, but does not
care for latency.
For MPTCP, we observe that the path heterogeneity is the
main factor that determines the delay performance of MPTCP.
For the WLAN-WLAN case, the links are lossy and we
observe delay gains due to link aggregation. On the other hand,
for the 3G-3G case, there are no losses, but MPTCP selects
the best available path, resulting in minor gains compared to
TCP. However, in the presence of background traffic for the
3G-3G case, we observe losses in the foreground flow due
2 Note that different from WLAN links, in mobile broadband networks, each
user has a dedicated channel. Therefore, we assume the user is only streaming
video without running any other applications.
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Figure 9: Packets on Each Interface for CBR Video Traffic over MPTCP in Core Emulation
Table V: Video Traffic Path Packet Share for MPTCP
Traffic

Background

Video

6000

400
350
Average Delay(ms)

7
3

MPTCP

450

300
250
200
150
100
50
0

eth0
54.19
55.67

WLAN0-WLAN1

TCP-0

WLAN-WLAN
eth1
loss0
45.81
1.46
44.33
1.49

3000

5000

2500

4000

2000

3000

1500

2000

1000

1000

500

0

3G0-3G1
Scenarios

0

loss1
1.51
1.43

eth0
99.84
85.24

TCP-1

3G-3G
eth1
loss0
0.16
0
14.76
0.52

loss1
0
0.038

eth0
51.96
51.98

WLAN-3G
eth1
loss0
48.04
1.35
48.02
1.35

loss1
0
0.001

Therefore, MPTCP delay is higher than the lowest path delay
while still much lower than the average TCP delay.
B. Gaming Traffic

WLAN1-3G1

Figure 10: Average Message Delay for CBR Video Traffic over
MPTCP in NorNet Experiment

to the competing traffic. The losses force the scheduler to
use both paths and the delay values are very high due to the
buffer settings of 3G, resulting in a much lower delay for
MPTCP compared to TCP in this scenario. When the paths
are very heterogeneous (WLAN-3G case), losses in WLAN
forces MPTCP to use the suboptimal 3G link, therefore, the
MPTCP delay becomes higher than the TCP delay of WLAN.
For the real experiments, the results are mostly consistent with
the emulation results. Here, the main difference is that in
real networks, for the homogeneous cases (e.g. 3G-3G and
WLAN-WLAN), the paths have more diverse characteristics.
RITE: Reducing Internet Transport Latency

Gaming traffic is the second application traffic type for evaluating the latency of multipath transport protocols. Below we
present simulation results for CMT-SCTP, as well as emulation
and experimentation results for MPTCP. We use the gaming
traffic as mentioned in Section IV-C throughout the evaluation
methods. Our OMN E T++ simulations and CORE emulations
are carried out for both, non-competing and competing cases,
for all the scenarios.
1) CMT-SCTP: The average SCTP message delays over
128 runs are presented in Figure 11 (without background
traffic) and Figure 12 (with background traffic according
to Section IV-D) for the three gaming traces (Trace 111,
Trace 405 and Trace 551) described in Section IV-C.
A particular property of the gaming traffic is its usually
very small message size and short packet inter-arrival time.
Therefore, when using similar, fast and low-latency WLAN
paths in the WLAN-WLAN scenario, CMT-SCTP only leads
to additional delay caused by reordering.
For the 3G-3G scenario, as explained previously for the
video traffic, the small send and receive buffer setting of
256 KiB keeps buffer bloat and packet reordering small.
Therefore, the effort for reordering messages remains small
as well. However, due to the higher network latency, the
burst mitigation handling leads to some performance gain with
CMT-SCTP: the non-saturated sender does not fully utilize
its allowance given by the congestion window. Therefore, the
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Figure 11: Application Delay for Gaming Traffic over CMT-SCTP (without Background Traffic)

(a) Trace 1

(b) Trace 2

(c) Trace 3

Figure 12: Application Delay for Gaming Traffic over CMT-SCTP (with Background Traffic)

congestion window is reduced by the burst mitigation. In the
gaming traffic scenario, this limitation keeps the congestion
window small. CMT-SCTP therefore allows to send messages
more quickly, since there are two independent paths.
Again as explained in Section V-A, there is high buffer bloat
on the 3G path in the 3G-WLAN case, due to the send/receive
buffer size setting of 1024 KiB/2048 KiB. This leads to a
significant reordering for CMT-SCTP. Therefore, no significant
performance improvement is achieved in the non-congested
case. However, in the scenario with background traffic, CMTSCTP leads to some improvement due to the distribution of
traffic to two paths. Nevertheless, the latencies caused by the
buffer bloat of at least 2 s make any gaming interactivity
impossible.
2) MPTCP Emulation Experiments: In this section we
present the evaluation of MPTCP latency through emulations
for gaming traffic. Figure 13 shows the delay values calculated
over 10 runs for each gaming trace.
In the symmetric scenarios, MPTCP performance is
marginally better than that of TCP with a lower mean delay;
the boxes in the plot overlap and the pairwise comparison
shows that MPTCP achieves lower delay than TCP. The
difference is very small as the considered gaming traces
contain only small amounts of data in each packet, except for
the first few packets which presumably contains game setup
RITE: Reducing Internet Transport Latency

information. When there is little data to send MPTCP does
not exploit the second path. This is evident when looking at
the data share on each path, provided in Table VI. Due to
the variable packet sizes in gaming traffic, the percentage of
packets and data slightly differ on each path, as shown in
Figure 15. Larger packets contribute to higher data percentage.
In the WLAN-WLAN scenario, it is clear that one path is
used more than the other, which was not the case for the CBR
traffic. MPTCP did not exploit both WLAN links available
although the link delay difference is minimal. Losses on the
WLAN have minimal impact on performance as there is less
data to send on other path in the event of loss.
In the 3G-3G scenario, there is also a split of data which
was not the case for the CBR traffic. The average delay using
MPTCP is slightly lower than that of TCP. If the default
interface is the best of the two available interfaces, then the
flow uses mostly this interface. However, when the default
interface is not the best of the two available interfaces, the
MPTCP scheduler will send the first few packets on the default
interface before settling with the other interface. Due to the
head-heavy nature of this gaming traffic, the first few packets
that were sent on the sub-optimal interface represents a huge
chunk of the data share, although most packets are transferred
on the other interface.
In the asymmetric WLAN-3G scenario, the average MPTCP
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Figure 13: Application Delay for Gaming Traffic over MPTCP in Core Emulation (without Background Traffic)
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Figure 14: Application Delay for Gaming Traffic over MPTCP in Core Emulation (with Background Traffic)

delay values are slightly lower than those of TCP, and the
overall performance of MPTCP is close to that of TCP. Most
of the data was sent over the default (better) path, which in this
case is the WLAN. Occasional losses in the WLAN causes the
data to be sent over the 3G link. Looking at individual runs
revealed that the position of losses also have an impact on the
performance. Due to the head heavy nature of the gaming
traffic, the position of the loss occurance is important in
WLAN-3G scenario. The flow starts with the default primary
WLAN interface and the coupled congestion control increases
congestion windows for WLAN and 3G in the slow start phase.
The large data packets at the beginning of the trace will be
put on the slower 3G link in the event of initial losses on
WLAN, incurring higher latency for a large number of packets.
If the loss occurs after the initial burst of packets transferred
in WLAN, then a few packets are scheduled on the slower 3G
link and the flow latency will not affect to a larger extent.
Figure 14 presents the average delay of MPTCP versus TCP
over 10 runs for each gaming trace with competing background
traffic. We observe a similar behavior in the case of WLANWLAN and WLAN-3G as that of the no background case.
The background traffic did not induce enough loss in the
foreground flows to have an effect on the performance, as
shown in Table VI. However, the foreground gaming traffic
itself contains very little data to send. In the 3G-3G scenario,
RITE: Reducing Internet Transport Latency

there are significant improvements in delay using MPTCP.
There are no losses in the 3G-3G scenario and sufficient
bandwidth available to the foreground traffic. The data share
shown in Table VI and the packet share shown in Figure 16
indicates that mostly one path is used. Exemptions include that
the default interface is not the best of the two and slightly
larger delay difference. In these two cases first few larger
packets of the flow are transferred over the non-optimal path.
3) MPTCP Real Measurements: We illustrate gaming traffic delay performance in Figure 17. For the homogeneous
scenarios, we observe that the average TCP delay is very
similar to the MPTCP delay. There are small variations among
different traces where in one trace MPTCP’s delay is little
lower than the average TCP and in one trace it is little
higher. For the WLAN-3G, we observe that MPTCP delay
is very close to the WLAN delay since most of the traffic is
transmitted over WLAN. The traffic distribution on the paths
is presented in Figure 18. We observe that the gaming traffic
is equally distributed among the paths.
4) Summary: While CMT-SCTP leads to a latency increase
for gaming traffic in case of two similar, low-latency WLAN
paths, it becomes beneficial in case of high-latency paths with
background traffic: in comparison of using only the higherdelay path, CMT-SCTP is able to take advantage of the lowerdelay path to reduce latency. However, as observed for the
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Figure 15: Gaming Traffic Path Packet Share over MPTCP in Core Emulation (without Background Traffic)
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Figure 16: Gaming Traffic Path Packet Share over MPTCP in Core Emulation (with Background Traffic)
Table VI: Gaming traffic share data and loss rate using MPTCP on both interfaces
Traffic

Background
7
3
7
3
7
3

Gaming T1
Gaming T2
Gaming T3

MPTCP

90
80

eth0
64.88
78.58
76.79
67.65
78.30
69.33

TCP-0

250

WLAN-WLAN
eth1
loss0
35.12
1.50
21.42
1.35
23.21
1.48
32.35
1.52
21.70
1.15
30.67
1.56

TCP-1

90
80

250

MPTCP

TCP-0

3G-3G
eth1
loss0
19.15
0
14.07
0
16.60
0
6.58
0.003
7.99
0
12.24
0

loss1
0
0
0
0
0
0

TCP-1

250

250

50

200

150

150

40
100

30
20

100

50

10
WLAN0-WLAN1

0

0

50

200

200

150

30

10
WLAN1-3G1

150

0

(a) Trace 1

WLAN0-WLAN1

100

100

50

50

0

3G0-3G1
Scenarios

(b) Trace 2

0

loss1
0
0
0
0
0
0

TCP-0

TCP-1

250

250

200

200

150

150

100

100

50

50

30
20
10

WLAN1-3G1

WLAN-3G
eth1
loss0
5.97 1.37
5.73 1.23
2.02 1.65
0.77 1.21
0.71 1.26
0.69 1.16

MPTCP

40

40

20

50
3G0-3G1
Scenarios

60

eth0
94.03
94.27
97.98
99.23
99.29
99.31

50

Average Delay(ms)

200

60

0

eth0
80.85
85.93
83.40
93.42
92.01
87.76

70
Average Delay(ms)

Average Delay(ms)

70

loss1
1.23
1.49
1.22
1.61
1.38
1.66

0

WLAN0-WLAN1

0

3G0-3G1
Scenarios

0

WLAN1-3G1

(c) Trace 3

Figure 17: Application Delay for Gaming Traffic over MPTCP in NorNet Experiment
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Figure 18: Gaming Traffic Path Packet Share over MPTCP in NorNet Experiment

video traffic in Section V-A1, its scheduler is optimized for
throughput maximization without taking care of path delay.
Therefore, while the latency is lower than for using only the
high-delay path, it is still much higher than for using only the
low-delay path in the heterogeneous WLAN-3G case.
For MPTCP, we observe very similar delay values to TCP
for almost all cases due to the very limited data of online
gaming traffic. The background traffic did not induce enough
loss in the foreground flows, therefore the delay values are
similar to that of no background traffic. One exception is the
3G-3G scenario where MPTCP keeps sending on one link as
long as there is no loss, therefore, providing some delay gains.
For the WLAN-3G case, MPTCP uses the WLAN almost
at all times, therefore, the MPTCP delay is similar to the
TCP delay of WLAN. For the results of the real experiments,
we observe similar behaviour to the emulations with slight
variations among different trace files.
C. Web Traffic
Finally, we evaluate the latency of web traffic, as explained
in Section IV-C. Again, we examine both, the non-competing
and the competing cases, for all the scenarios.
1) CMT-SCTP Simulations: The HTTP over SCTP website
download duration results over at least 256 runs for the
three website scenarios are presented in Figure 19 (without
background traffic) and Figure 20 (with background traffic according to Section IV-D). Clearly, the highest benefit of CMTSCTP usage is achieved for large websites. The Wikipedia
site (see Table II), having only 72 KiB of payload data, is
the smallest of the three sites. Therefore, the benefit of using
CMT-SCTP for this website is only small.
In the two scenarios with 3G path(s), also a slight benefit
is reached: the 3G path has a small capacity and also a higher
latency. Therefore, combining it with another 3G path, or
even with a WLAN path, results in a faster download of the
Wikipedia website. As expected, for the Amazon (1 MiB) and
the Huffington Post (3.9 MiB) websites, CMT-SCTP reaches
a significant download time reduction in all cases.
2) MPTCP Emulation Experiments: In this section, we
present the delay performance of MPTCP results compared
RITE: Reducing Internet Transport Latency

to TCP for web traffic. Figure 21 shows the average transfer
times for web traffic over 30 repetitions for each configuration
without background traffic. We observe that MPTCP cannot
reduce transfer times for the Wikipedia site, but is able to do
so for both Amazon and Huffington Post (especially in 3G-3G
scenarios). The reason for the poor performance of retrieving
the Wikipedia site is that the amount of data is so small that it
can be transmitted within TCP’s initial window (given the six
concurrent connections used). Employing more paths in such
scenarios is not useful as long as the path itself can sustain
the traffic load. However, for the other sites the amount of
data is much larger and the transfer time can be reduced by
MPTCP’s implicit load-balancing over its available subflows;
the positive effects of this load-balancing peek when the path
characteristics of the subflows are homogeneous, as possible
head-of-line blocking effects are less prevalent.
Figure 22 illustrates the average transfer times for web
traffic for emulations conducted with background traffic. For
Wikipedia, with background traffic the results show similar behavior in WLAN-WLAN scenario as that of the no
background case. There is substantial improvement in the
download time in 3G-3G scenario. We observed losses in
background flows in WLAN-WLAN and not in the 3G-3G
scenario. The WLAN access network settings further add 12% loss in the foreground traffic which could create head of
line blocking. On the contrary 3G-3G scenario has no losses
in the access network that improved download times. In the
asymmetric scenario (WLAN-3G) the performance of MPTCP
is not significantly lower than that of the TCP as seen in no
background case. We observed two different aspects that could
be reason for this improvement. Primarily there were losses
in the background flows that make the background TCP flow
to back off at times. We also observed that data split between
the two interfaces is not even, and more than 99% of data
transferred on the WLAN interface resulting in lower head of
line blocking. In Amazon case, there is no improvement with
MPTCP in WLAN-WLAN without background traffic though
the mean download time is less than that of TCP, the standard
deviation is large. Random losses in the WLAN can cause such
large variability. However there is a slight improvement with
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(a) Wikipedia (www.wikipedia.org)

(b) Amazon (www.amazon.com)

No. 317700

(c) Huffington Post (www.huffingtonpost.com)

Figure 19: Website Download Times over CMT-SCTP (without Background Traffic)

(a) Wikipedia (www.wikipedia.org)

(b) Amazon (www.amazon.com)

(c) Huffington Post (www.huffingtonpost.com)

Figure 20: Website Download Times over CMT-SCTP (with Background Traffic)

MPTCP in the case with background traffic. For Huffington
Post, we observed similar behavior for no background and
with background traffic cases in all the three scenarios. As
expected, the download times are higher in the background
case due to competing flows.
3) MPTCP Real Measurements: In Figure 23, we illustrated the results of download time web traffic. For the WLANWLAN, we observe that the MPTCP delay is lower than the
average TCP delay for Amazon whereas it is higher than the
average TCP delay for the other two websites: Wikipedia and
Huffington Post. Similar observations can be made for 3G-3G
scenario as well. We observe that when there is enough data to
be transmitted, MPTCP can provide benefits. For the WLAN3G case, similar to other traffic, we observe that for all the
websites, MPTCP delay is little higher than the WLAN delay.
We also illustrated the traffic distribution on different paths
in Figure 24. We observed that for heterogeneous cases,
almost all traffic is carried over WLAN path whereas for the
homogeneous cases,the distribution depends on the size of the
website.
4) Summary: We observe that using CMT-SCTP for web
traffic improves the website download speed. Since the web
traffic is saturated (i.e. send as much data as possible),
the round-robin scheduler that is used by the CMT-SCTP
implementation performs reasonably well by ensuring that
RITE: Reducing Internet Transport Latency

both paths are utilized. The larger the website, the better the
performance improvement achieved by CMT-SCTP.
For MPTCP, we observe that the amount of data and the
path heterogeneity are the main factors that determines the
delay performance of MPTCP. For the web traffic, we observe
that MPTCP provides lower delay values, especially for the
websites with many objects. However, when the paths are very
heterogeneous in terms of delay and loss as in the WLAN-3G
case, losses in WLAN forces MPTCP to use the suboptimal
3G link, therefore, the MPTCP delay becomes higher than
the TCP delay of WLAN. These results hold for emulations
with and without background traffic. Similar to the previous
applications, the results of the real experiments are mostly
consistent with the emulation results. Due to the differences in
the paths for the homogeneous cases (e.g. 3G-3G and WLANWLAN), MPTCP delay is higher than the best path while still
much lower than the average TCP delay.
VI. R ELATED W ORK
In this section we examine how our work relates to previous
research in the field. We first discuss exisiting work on
performance evaluations of multi-path transport protocols, followed by a discussion of existing work targeting performance
improvements for multipath transport protocols.
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Figure 21: Website Download Times over MPTCP in Core Emulation (without Background Traffic)
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Figure 22: Website Download Times over MPTCP in Core Emulation (with Background Traffic)

Table VII: Web Traffic Path Packet Share for MPTCP
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Figure 23: Website Download Times over MPTCP in NorNet Experiment
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Figure 24: Website Download Times over MPTCP in NorNet Experiment with Path Packet Share

A. Existing evaluations of multi-path transport protocols
While previous research related to CMT-SCTP have mainly
been focused on proposing various optimizations for the
protocol, several previous research articles discuss MPTCP
performance with different metrics and various possible performance detriments. These studies include measurements on various network technologies (WLAN,3G,LTE,Ethernet) towards
analyzing the performance of MPTCP to that of TCP [60]–
[65]. Below, we provide a brief summary of the relevant
MPTCP research focusing on measurements to analyze the
performance of MPTCP.
A closely related research work is [62], which measures
MPTCP performance with an aim to understand the benefit
of using two interfaces with MPTCP over using either of the
interface with TCP. This study also focuses on the impact
of flow size to the average latency. It also provides insights
into the effect of path characteristic diversity on application
level performance. In [63], S.Deng. et.al, also studied the
performance of MPTCP over wireless technologies using Android app traffic. Their study also focuses on energy efficiency
and provides new challenges such as dynamic decision making at the mobile applications to select appropriate network
technology depending on the flow size and traffic pattern.
Handover performance was seen as a potential MPTCP performance impairment especially when the path characteristics
are different. Andrei et al. [64] provided a simultaneous
association solution using MPTCP for WLAN that avoids
fast handover. It also provides possible modifications at the
client side implementation, to mitigate the throughput loss in
cases where the WLAN characteristics differ due to channel
specification.
Grinnemo et al. [65] provides a first comprehensive evaluation of MPTCP performance with latency as the Quality
of Experience metric for cloud based applications. It studies
three different applications namely Netflix, Google Maps and
Google Docs that represent high, mid and low intensity cloudbased traffic respectively. It concludes that MPTCP provide
significant performance gains for high and mid intensity traffic.
The authors notice that the variation in round trip times among
network paths causes larger application latency, and the current
RITE: Reducing Internet Transport Latency

linux standard scheduler is seen as the primary cause of
increased latency in such cases.
Authors in [60] proposed a mobility architecture to allow
MPTCP switch between different technologies and handling
mobility at the transport layer instead of the network layer.
The mobility of MPTCP was evaluated with simulations and
indoor mobility experiments. The criteria for the evaluation
was measured throughput on TCP and MPTCP using WLAN3G, and power efficiency of both protocols. This study concludes that MPTCP provides performance improvements over
TCP when multiple interfaces are used in parallel. Power
efficiency of MPTCP depends on the underlying interface
power consumption and should be tuned for better performance. Later power efficiency of MPTCP drew much attention
in [61], which analyze the MPTCP’s energy consumption and
handover performance in different operational modes namely,
Full MPTCP Mode, Backup Mode and Single path Mode.
This work again provides experimental evaluation using linux
implementation of MPTCP and commercial access networks
providing 3G and broadband access on static nodes. This study
concludes that MPTCP handovers might have small impact on
application delay and goodput in different operational modes.
With a few exceptions discussed above, most of the prior
research on CMT-SCTP or MPTCP measurements focused on
the performance of the protocol in terms of throughput, energy
consumption, handover performance and round trip times. To
the best of our knowledge, this paper is the first to provide
a comprehensive analysis of multipath transport performance
with latency as the main metric considering the performance
of latency sensitive applications of different traffic types using
multiple network technology combinations.
B. Existing work on how to improve multi-path transport
protocols
As mentioned above, previous research related to CMTSCTP have mainly been focused on proposing and evaluating
various optimizations for the protocol. In line with our findings
about the importance of scheduling, several research works
focus on SCTP path scheduling [66]. Early research works
that target the problem of how to efficiently schedule traffic
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over several concurrent network paths based on bandwidth
estimates include the work by Casetti et al. [67] and Fiore
et al. [68]. CMT-QA [69] employs an elaborate path quality
estimation metric that takes into account latency, bandwidth,
buffering and packet loss. It targets seamless handover in
heterogeneous wireless networks and is mainly focused on
optimizing system throughput. Shailendra et al. [70] propose
a Bandwidth Estimation based Resource Pooling (BERP)
algorithm. Simulations of BERP suggest that the algorithm
shortens both the transfer delay and delay variation. Dreibholz
et al. [71] conducted a simulation study of stream-aware path
scheduling for CMT-SCTP where they used a fixed mapping
of streams to paths.
In the context of MPTCP, several studies focus on various
protocol aspects like scheduling [24], congestion control [28],
[72]–[74] and Path management [75] to improve the performance of MPTCP.
The measurement studies on MPTCP mentioned above lead
to the parallel improvements of various MPTCP protocol
design aspects. While the Wischik et al. [76] description of
resource pooling principle being the foundation of the first
linux implementation congestion control of MPTCP known as
Linked Increases Algorithm (LIA) [72], there were subsequent
improvement that bettered the perfomance. Khalili et al. [28]
identified that LIA is not pareto-optimal in specific conditions
and proposed Opportunistic LIA. Peng et al. [73] provides
another improvement of LIA known as Balanced LIA. All of
these algorithms are available in Linux MPTCP implementation. The current Linux kernel also contains a delay based
congestion control algorithm proposed by Cao et al [74].
Current implementation of linux provides two packet schedulers, with lowest round trip time based packet scheduler as
default first and a round robin scheduler that schedules packets
to all subflows which was later included as option. In [24],
Paasch et al., provide a generic modular framework for evaluating packet schedulers for MPTCP. The evaluation included
observing the scheduler behavior through various performance
metrics for bulk transfer as well as application limited traffic.
It also provides insights into improving scheduling decisions
with considered metrics.
CMT-SCTP and MPTCP have been designed mostly with
throughput and resilience in mind, with lower transfer times
as a side effect. It is worth noting that there are also a few
other works that explicitly aim for low delay. Proposals such
as [77] and [78] combine the use of forward-error correction
(FEC) with simultaneous transmission across multiple paths;
[78] is intended for UDP-based flows, whereas the design of
[77] includes per-path, TCP-like congestion control. Further,
MPLOT [77] considers the tradeoff between FEC and delay by
adapting the amount of redundancy as a function of per-path
RTTs. In both proposals, using a specific scheduling policy
for striping packets (both data and FEC) across paths is key
to attaining lower latency.
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VII. C ONCLUSIONS AND F UTURE W ORK
For an increasing number of applications, latency highly
influences the perceived user performance of the application.
Still, most work considering multi-path communication is
solely focused on resilience and throughput maximization. The
work presented in this paper tries to bridge this gap by evaluating whether multi-path communication can help latencysensitive applications satisfy their users’ requirements. Three
latency-sensitive applications have been considered: video,
gaming and web traffic. Performance have been evaluated
using 3G–3G, 3G–WLAN, and WLAN–WLAN paths, in both
simulated, emulated and real-life environments considering
both MPTCP and CMT-SCTP.
The results indicate that multi-path communication can reduce latency significantly, but only when paths are symmetric
in terms of delay and loss rate. The potential gain comes
mainly from two factors: the possibility to distribute short
bursts of data over multiple interfaces and the ability to
select the best of the available paths for data transmission.
In asymmetric scenarios where the latency reduction is not
as significant (or non-existent), applications may still benefit
from other properties of multi-path communication, without
increasing latency. This is, however, highly dependent on
the scheduling mechanism used. As seen in some of the
CMT-SCTP experiments, a scheduler designed mainly for
throughput maximization, may lead to increased latency in
some scenarios. Considering the importance of scheduling,
this is where we direct our attention for future work, and we
are currently designing a scheduler targeting latency-sensitive
traffic.
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the Use of Concurrent Multipath Transfer over Asymmetric
Paths,” in Proceedings of the IEEE Global Communications
Conference (GLOBECOM), Miami, Florida/U.S.A., Dec. 2010, ISBN
978-1-4244-5637-6. [Online]. Available: https://www.wiwi.uni-due.de/
fileadmin/fileupload/I-TDR/SCTP/Paper/Globecom2010.pdf
[23] N. Kuhn, E. Lochin, A. Mifdaoui, G. Sarwar, O. Mehani, and
R. Boreli, “DAPS: Intelligent Delay-Aware Packet Scheduling For
Multipath Transport,” in IEEE International Conference on Communi-

RITE: Reducing Internet Transport Latency

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

[34]

[35]

[36]

[37]

No. 317700

cations (ICC), Sydney, New South Wales/Australia, Jun. 2014. [Online].
Available: http://oatao.univ-toulouse.fr/11767/1/Lochin 11767.pdf
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ABSTRACT

ular TCP socket to the application, which underneath
leverages multiple subflows and it is able to multiplex
a single data stream across them.
One of MPTCP’s main goals is to guarantee fairness
to regular TCP at shared bottlenecks. To address this,
coupled congestion control algorithms are proposed for
MPTCP [10, 12, 11, 7]. However, the current MPTCP
congestion control algorithms only consider fairness in
congestion avoidance (CA) while each subflow in slowstart (SS) behaves as an independent TCP connection.
In other words, following default Linux, each subflow’s
initial window (IW) starts with 10 segments [4] and it
exponentially increases [6]. For an MPTCP connection
with 2 subflows, this results in MPTCP doubling its
queue occupancy compared to a concurrent TCP flow
at the shared bottleneck. The queue occupancy, and
hence, the unfairness, further escalates with an increasing number of subflows.
In this paper, we focus on the MPTCP’s slow-start.
We show that MPTCP’s uncoupled SS harms the performance of both MPTCP as well as a concurrent TCP
at the shared bottleneck. To address this, we propose a
linked slow-start algorithm (LISA) where MPTCP subflows are coupled during the SS. Our results show that
LISA improves the MPTCP transfer completion time
by reducing the number of retransmission and reduces
MPTCP’s negative effect on competing TCP traffic.

Multipath TCP (MPTCP) has the goal to achieve higher
throughput than regular TCP by using multiple paths simultaneously. When these paths share a common bottleneck,
MPTCP tries not to be more aggressive than a regular TCP
flow. This is achieved by MPTCP’s coupled congestion control mechanism that couples the increase factor of MPTCP’s
subflows in congestion avoidance. However, slow-start remains unchanged and behaves uncoupled for each subflow,
affecting MPTCP and concurrent traffic at the bottleneck.
We propose LISA, a simple algorithm for coupling MPTCP
subflows in slow-start, and investigate the trade-off that this
coupling entails. Our evaluations show that coupling in
slow-start not only provides gains for MPTCP but also for
a concurrent TCP at the bottleneck.

Keywords
MPTCP, slow-start, initial window, fairness

1. INTRODUCTION
The Internet was much simpler when the Transmission Control Protocol (TCP) was first designed 30 years
ago. At that time, end-hosts had a single interface,
therefore, TCP was built around the notion of a (single)
connection between two hosts. However, today’s networks paint a very different picture where most server
machines and end-hosts are multi-homed. For instance,
data center networks have a large redundant infrastructure with many paths between any two servers. Similarly, smartphones are equipped with two interfaces: a
WiFi and a mobile broadband (e.g., 3G/4G). Although
today’s networks provide many possible paths between
end-hosts, any given TCP session will use only one.
Multipath TCP (MPTCP) is an ongoing effort of
the Internet Engineering Task Force’s (IETF) Multipath TCP working group that aims to extend TCP
by allowing multiple paths to be used simultaneously
to maximize resource usage and increase reliability [6].
MPTCP uses TCP options for signaling, hence, from
the network’s perspective, it looks like regular TCP,
making it deployable in today’s Internet. MPTCP can
efficiently pool network’s resources by presenting a reg-
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2.

PROBLEM STATEMENT

The goal of TCP’s slow-start is to reach a reasonable
operation point fast. Given that it takes one RTT for
the sender to receive any feedback, sending an additional packet after every ACK is rather aggressive.
In MPTCP’s slow-start, all subflows independently
double their congestion windows (cwnd) since they are
uncoupled at this stage [6]. Hence, MPTCP’s compound cwnd is also doubled. Although coupling slowstart (as MPTCP does in congestion avoidance [10])
could seem unnecessary, considering that each new
subflow starts with IW=101 and assuming that there
are existing subflows still in slow-start, the compound
1
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Figure 1: Grid lines are spaced at 70 ms, the base RTT without queuing delay
Algorithm 1 LISA: Called before a new subflow sends its IW
1: init: ignore acks = false; ACKs to ignore = 0
2: old subflow = get subflow with max sendrate()

MPTCP slow-start can temporarily be very aggressive.
We illustrate this behavior with an example: Figure 1(a) shows the cwnd evolution of a 300 KB file
transfer across a 2.5 Mbps shared bottleneck with TCP
and MPTCP (see the measurement setup in Section 4).
Here, we observe that TCP completes the transmission
approximately 50ms earlier than MPTCP. This is due
to the large overshoot when the second subflow joins,
causing more retransmissions as shown in Figure 1(b).
In order to eliminate this behavior, we propose a
LInked Slow-Start Algorithm (LISA) for MPTCP.
The idea behind LISA is that each new subflow takes
the “packet credit” from an existing subflow needed for
its own IW. Doing so, it has 10 packets as upper limit
based on [4] and 3 packets as lower limit based on [2]2 .
The LISA algorithm, whose pseudo-code is presented
in Algorithm 1, is in line with Linux (diverging from
TCP’s specification), where cwnd is given in packets.
LISA first finds the subflow with the largest sending
rate in slow-start (old subflow.cwnd, measured over the
last RTT). Depending on old subflow.cwnd, between 3
and 10 packets are taken from it as “packet credit” and
given to new subflow IW. The “packet credit” is realized by reducing old subflow.cwnd and hindering its
increase after every ACK.
We clarify the algorithm with an example: Consider an existing subflow with a cwnd of 40 (e.g.
old subflow.cwnd = 40) and a new subflow joining the
connection. Since old subflow.cwnd ≥ 20, 10 packets could be “taken” by the new subflow, resulting in
old subflow.cwnd = 30 and new subflow.cwnd = 10.
Then, the compound cwnd whose current size is 40
should ideally become 60+20=80 after one RTT (assuming the receiver ACKs every packet).3 However, if
40 packets from old subflow are already in flight, the
compound cwnd becomes in fact 70+20=90 – but here,
LISA keeps old subflow from increasing its cwnd for the
first 10 ACKs. As a comparison, MPTCP would have
80+20=100 after one RTT.
LISA addresses MPTCP’s aggressiveness described
in the beginning of the section. Revisiting Figure 1(a),
2
3

if old subflow then
if old subflow.cwnd ≥ 20 then
// take 10 packets
old subflow.cwnd -= 10
new subflow.cwnd = 10
ignore acks = true
else if old subflow.cwnd ≥ 6 then
// take half of the packets
new subflow.cwnd = old subflow.cwnd / 2
old subflow.cwnd -= new subflow.cwnd
ignore acks = true
else
// old subflow.cwnd < 6
new subflow.cwnd = 3 // our defined min IW
end if
else
new subflow.cwnd = 10 // no other flow in SS
end if
if ignore acks and inflight ≥ old subflow.cwnd
then
22:
// old subflow will not increase
23:
ACKs to ignore = inflight - old subflow.cwnd
24: end if
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

we observe that LISA prevents the first subflow from
increasing its cwnd after every ACK, hence limiting
MPTCP’s in flight data. This results in a 200 ms shorter
completion time with LISA. Furthermore, LISA experiences less retransmissions as shown in Figure 1(b).
In Figures 1(c) and 1(d), we illustrate the cwnd
of each subflow. Here, we measured 3 RTTs before
the second subflow begins with its IW. This is due
to MPTCP’s path-manager where subflows only join
the connection after the first subflow has been established. Thus, MPTCP would immediately add 10
packets to new subflow, thus amplifying the overshoot.
However, LISA “takes” 10 packets from old subflow to
new subflow, delaying the compound cwnd increase.

For simplicity, constant 1.5 KByte packet size is assumed.
Linux sends ACKs for every packet during slow-start.
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We vary the bottleneck queue size from 1 up to 34
packets (2 BDPs) since multiple subflows’ IW at the
bottleneck could reach the path’s BDP and enter CA
with a small cwnd. We explain with an example: Assume a single flow with IW=10 traversing a path with
BDP of 18 packets and a one packet queue. In the second RTT, the flow will have cwnd=20, i.e., one packet
exceeding the path’s BDP. Thus, the extra packet will
be dropped and the flow will enter CA with cwnd=10,
which is 55% of the available capacity! Therefore,
whether the file completion time benefits from a change
to MPTCP’s slow-start can vary greatly with the BDP
or the queue length.

(b) Cum. retransmissions

Figure 2: MPTCP and LISA: 3 subflows
MPTCP’s overshoot escalates as more subflows join
the connection. Its default path-manager fullmesh can
advertise multiple IPs in the same RTT. That means,
after the first subflow has been established, new subflows may start sending at roughly the same time.4
Figure 2(a) depicts the compound cwnd of 3 subflows
in the same scenario as shown in Figure 1. The overshoot is more significant, hence, taking longer to recover
from the losses. We also observe a greater reduction in
retransmissions with LISA, depicted in Figure 2(b).

3. MEASUREMENT SETUP

Bottleneck Link

We consider two common MPTCP scenarios to evaluate LISA: a) an end-user accessing a multi-homed server
shown in Section 3.1 and b) the datacenter scenario
from [9] shown in Section 3.2. The different topologies
are created with the CORE network emulator [1]. Linux
netem is used to set the links’ capacity and delays and
iperf creates traffic over TCP. Data is collected at the
server using trace printk. All experiments are run
with Linux kernel 3.14.22 and MPTCP v0.89.3.

3.1

Eth0

35

Time (in sec)

(a) Total cwnd

No. 317700

MPTCP Server

MPTCP Client

Figure 4: Non-shared Bottleneck Topology
Non-shared a bottleneck: In this scenario, there
are no shared bottlenecks. As before, the capacity =
5 Mbps and RTTs = 40 ms for both bottleneck links.

3.2

Multi-homed server

Datacenter

For the datacenter scenario, multiple MPTCP subflows are opened between the same pairs of end-hosts
with the purpose to evaluate the effect of Equal-Cost
Multi-Path (ECMP). Because ECMP behavior is transparent to the end-hosts, some of the subflows will end
up sharing the same bottleneck, while others will not
– allowing LISA to play out positively in one case and
negatively in the other.
We want to find out whether LISA can be expected
to yield an overall advantage in the use case described
in [9]. While a scaled-down of the experiment is used,
we observe a general trend that is expected to be valid
at larger scale of the same experiment. For this, we set
up a 4-ary fat tree with up to 16 nodes, RTT = 5ms,
and the core links having a link capacity = 50Mbps.
The traffic is as described in [9]: Each end-host chooses
other end-host randomly, with the constraint of using
only one subflow per end-host pair. Similar to [9], we
randomly choose the shortest paths for each subflow to
simulate ECMP. Also, following the recommendation in
[9], we set the number of subflows to 8. Here, we also
vary the bottleneck queue size from 2 up to 42 packets
(i.e., up to 2 BDPs).

In this scenario, we limit MPTCP to 2 subflows to
keep it simple and realistic. However, a larger number
of subflows could occur when servers are connected to
several ISPs or the clients are also multi-homed, since
MPTCP’s path-manager advertises all available IPs.
Note that the 2 subflow case is in fact the worst case
for LISA as illustrated in Section 2: LISA plays out its
benefits better with a larger number of subflows.
Here, we investigate two cases: a) the client’s access link (downlink) is the bottleneck and it is therefore
shared among the two flows, and b) the server’s uplink
connections are the bottlenecks and they are therefore
not shared by the two subflows. Note that we expect to
see the benefits of LISA in case a), whereas LISA may
potentially be harmful in case b).
Shared Bottleneck: Here, we choose a multihomed server with two interfaces and the client side as
the bottleneck (downlink), see Figure 3. The bottleneck
capacity = 5 Mbps, RTT = 40 ms and no background
traffic is generated.
4
MPTCP’s path-manager ndiffports allows new subflows to
start in parallel after the first subflow is established.
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queue size, we picked three values: 9, 17 and 30 packets. Based on Figure 6(a) and Figure 6(b), we believe
these values represent a good, medium and bad case
for LISA. We then repeated the experiments 10 times
for each queue size and illustrated the results in Figure 6(d) and Fig 6(c). In Figure 6(d), we observe that
the completion time is improved by up to 17% for the
300 Kbyte file, and by more than 10% for files up to
500 Kbyte. For file sizes larger than 500 Kbyte, as we
increase the file size, we add more and more weight to
the CA phase and the performance gain decreases.
It is to be expected that the reduced aggression of
LISA also reduces MPTCP’s negative impact on competing traffic. To confirm this, we run another set of
tests with a competing TCP flow. We then compare
the number of retransmitted packets of this TCP flow
in Figure 6(e). The figure confirms that our intuition is
indeed correct and the number of retransmitted packets
experienced by the TCP flow is reduced with LISA.
So far, we have assumed that the base RTTs of the
two connections are similar. If the base RTT of the
connection used by the first subflow is the shortest, the
number of packets given to the other subflow will be
at least as much as in the equal-RTT case (10 in all
our experiments). To evaluate the worst case for LISA,
we are therefore only interested in the case where the
first subflow sees a larger base RTT. A result from such
case is depicted in Figure 6(f) where the base RTT of
the first connection (used by the first subflow) is 20ms
while the other one is 200ms; as before, the link capacity = 5 Mbps. The queue varies from 5 to 92 packets,
which is above the sum of the two BDPs (8 and 83
packets, respectively). As expected, giving packets to
the shorter-RTT flow reduced the overall efficiency, but
with a very small difference, as shown in the figure.
Non-shared bottleneck: Similar to shared bottleneck case, we first vary the buffer size and evaluate
the Rss performance of LISA for the non-shared bottleneck case in Fig. 7(a). We observe that the reduced
aggression of LISA reduces the number of retransmitted packets by limiting the overshoot – which heavily
depends on the queue size, thus the benefit only plays
out for a distinct set of values. This reduced aggression
should at least sometimes come with a disadvantage in
raw throughput. The total cwnd at the end of SS, depicted in Figure 7(b), shows no clear trend. The same is
true for the average completion time shown in Fig. 7(c)
when, as before, we use the low, medium and good case
queue values (from Fig. 7(b), 9, 17 and 30 again seemed
to be a good choice for these three cases).
To see if the reduced number of retransmissions plays
out positively, a separate test set is run for a favorable
buffer size of 20 packets and the results are depicted in
Fig. 7(c). As expected, the transfer time is then consistently smaller. We conclude that, somewhat surpris-

Switch

Host machine

Fat−Tree Topology

Figure 5: Datacenter Topology

4.

PERFORMANCE EVALUATION

In this section, we evaluate the performance of LISA
for the two scenarios discussed in Section 3. For each of
the scenarios, we consider the following metrics in our
evaluations:
• Completion time, T – the time between sending
the first SYN packet to get the ACK for the last
packet for a file-size transfer.
• The total number of retransmitted packets, R, and
the total number of retransmitted packets before
the last subflow exits slow-start, Rss .
• Sum of cwnd when the last subflow exits slowstart.
In the remainder of this section, we will take the 95%
confidence interval for all the plots of the above measurement metrics.

4.1

Multi-homed server

Shared Bottleneck: We first vary the buffer size
and evaluate the Rss performance of LISA compared
to MPTCP. As seen in Figure 6(a), LISA consistently
reduces the number of retransmissions compared to
MPTCP, irrespective of the buffer size, except for the
very small buffer sizes. We observe that for a buffer size
less than 8 packets, the first subflow leaves SS early,
causing buffer overflow, and the newly established subflow sets its IW = 10 similar to the behavior of MPTCP.
Hence, LISA experiences similar Rss to MPTCP. Retransmissions coincide with a cwnd reduction, which potentially delays transfers.
Figure 6(b) illustrates the total cwnd of MPTCP flows
by varying the buffer size at the bottleneck link. A
smaller value translates into more time to increase the
window during CA, and hence, a large value is generally
favorable, depending on the file size (it will not play a
role for extremely large files). The figure illustrates that
LISA had a larger total cwnd at the end of slow-start
for almost all buffer size values.
Equipped with knowledge about how buffer sizes affect the behavior of the MPTCP subflows in SS, we
study and analyze the completion time and retransmission performance for file transfers with sizes ranging from 50 KB to 900 KB. To reduce the effect of the
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tween all IP addresses of the end-hosts. It works so
that the remote end-host advertises all additional IP
addresses to the connection initiator within the same
RTT without distinction [8]. Thus, after at least 3
RTTs, new subflows can start sending, each of them
with IW10. Each of these subflows is indeed a regular TCP connection (i.e., they have a connection establishment with a three-way handshake, data transmission with slow-start and congestion avoidance and
connection termination phases) [6]. According to [6] all
MPTCP subflows in slow-start are uncoupled, i.e., each
behaving as regular TCP with IW10 and increases by 1
after every ACK.
Several studies investigate the effect of IW10 for multiple flows. Barik et al. showed that IW10 can impact
queuing delay and also become unfair when several flows
are opened at the same time [3]. The authors in [5]
showed that IW10 can create problems with multiple
parallel flows, and that the impact can be reduced by
SPDY (or its successor, HTTP/2.0) by reducing the
number of flows. If MPTCP is used underneath SPDY
or HTTP/2.0 however, it will again increase the number of flows and potentially eliminate this benefit if its
subflows traverse a common bottleneck.
To the best of our knowledge, this is the first paper
that investigates the current MPTCP’s slow-start performance. Moreover, it provides the first attempt to
couple the slow-start in MPTCP in order to overcome
the unfairness of the uncoupled slow-start at the shared
bottleneck.

Datacenter

Figure 8(a) shows a consistent reduction of the number of retransmitted packets during SS, whereas Figure 8(b) shows a consistently lower cwnd at the end of
SS, which could play out negatively unless it is compensated for by the cwnd reductions caused by the retransmissions.
As before, we determined the total transfer time per
file size by running 30 tests, 10 for each good, medium
and bad queue value case (10, 25 and 40). The results
show that retransmits indeed had a more significant effect than cwnd at the end of SS in these experiments:
in Figure 8(c), the transfer completion time is significantly reduced by LISA, and this reduction correlates
with the reduction of retransmits in Figure 8(d).

5. RELATED WORK
MPTCP’s path-manager defines how subflows are
added to an existing connection. The default pathmanager fullmesh, opens a full mesh of subflows be-
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Shared bottleneck

ingly, LISA does not consistently harm transfer delay
in the non-shared bottleneck case, and in fact consistently improves it for queue lengths where it manages
to reduce the number of retransmissions.
As in the shared bottleneck scenario, we also tested
heterogeneous RTT with 20 (second subflow) vs. 200 ms
(first subflow) and found a small disadvantage of LISA.
This disadvantage is less than 50 ms for all buffer sizes
(less than a quarter of the RTT of the long subflow).

4.2

600

5

121

B.2 – LISA: A Linked Slow-Start Algorithm for MPTCP

110

sum of cwnd (in pkts)

MPTCP
MPTCP-LISA

100

Rss (in pkts)

90
80
70
60
50
40
30
20
10

1.2

MPTCP
MPTCP-LISA

100
90
80
70
60
50
40
30

0.8
0.6
0.4
0.2

20
10

0

5

10

15

20

25

MPTCP, Queue-size:9,17,30 pkts
MPTCP-LISA, Queue-size:9,17,30 pkts
MPTCP-LISA, Queue-size:20 pkts

1

—
T (in sec)

110

No. 317700

30

0
0

Buffer size (in pkts)
(a) Rss vs buffer size

5

10

15

20

25

30

100

Buffer size (in pkts)
(b) Total cwnd vs buffer size

200

300

400

500

600

700

800

900

File size (in KB)
(c) Mean cmpl. time vs file size

Figure 7: Non-Shared bottleneck
80
70
60
50
40
30
20
10

55

0.5

MPTCP
MPTCP-LISA

0.45

50
45
40
35
30

10

15

20

25

30

35

Buffer size (in pkts)

(a) Rss vs buffer size

40

60

0.35
0.3
0.25
0.2
0.15

25

0.1

20

0.05

15
5

70

MPTCP
MPTCP-LISA

MPTCP
MPTCP-LISA

0.4

5

10

15

20

25

30

35

0
100

40

Buffer size (in pkts)

R (in pkts)

sum of cwnd (in pkts)

MPTCP
MPTCP-LISA

90

Rss (in pkts)

60

—
T (in sec)

100

50
40
30
20
10

200

300

400

500

600

700

800

900

File size (in KB)

(b) Total cwnd vs buffer size (c) Mean cmpl. time vs file size

0
100

200

300

400

500

600

700

800

900

File size (in KB)

(d) R vs file size

Figure 8: Data center

6. CONCLUSION

[5] Elkhatib, Y., Tyson, G., and Welzl, M. Can SPDY
really make the web faster? In IFIP Networking 2014
(June 2014).
[6] Ford, A., Raiciu, C., Handley, M., and Bonaventure,
O. TCP Extensions for Multipath Operation with Multiple
Addresses. RFC 6824 (Experimental), Jan. 2013.
[7] Khalili, R., Gast, N. G., Popovi, M., and Boudec,
J.-Y. L. Opportunistic Linked-Increases Congestion Control
Algorithm for MPTCP. Internet-draft (work in progress)
draft-khalili-mptcp-congestion-control-05, IETF, July 2014.
[8] Pearce, C., and Thomas, P. Multipath TCP — breaking
today’s networks with tomorrow’s protocol. In BlackHat
USA 2014 (Aug. 2014).
[9] Raiciu, C., Barre, S., Pluntke, C., Greenhalgh, A.,
Wischik, D., and Handley, M. Improving datacenter
performance and robustness with Multipath TCP. In
SIGCOMM 2011 (2011), ACM, pp. 266–277.
[10] Raiciu, C., Handley, M., and Wischik, D. Coupled
Congestion Control for Multipath Transport Protocols.
RFC 6356, Oct. 2011.
[11] Walid, A., Peng, Q., Hwang, J., and Low, S. H.
Balanced Linked Adaptation Congestion Control Algorithm
for MPTCP. Internet-draft
draft-walid-mptcp-congestion-control-01, IETF, work in
progress, July 2014.
[12] Xu, M., Cao, Y., and Dong, E. Delay-based Congestion
Control for MPTCP. Internet-draft
draft-xu-mptcp-congestion-control-01, IETF, work in
progress, Jan. 2015.

In this paper, we first identify the adverse effect of
MPTCP’s uncoupled slow-start on the performance of
MPTCP itself as well as of concurrent TCP traffic. To
address this problem, we propose a link slow-start algorithm (LISA) for MPTCP that couples the MPTCP
subflows during the slow-start phase. Through extensive emulations, we show that LISA not only provides
gains for MPTCP but also for the concurrent TCP at
the bottleneck.
While the results of our evaluation are generally quite
favorable towards LISA, further improvements could be
possible. For example, in the heterogeneous RTT cases
that we investigated, our algorithm “took” packets from
the larger RTT subflow. This could be prevented by
changing the mechanism to favor subflows’ cwnd that
have the smallest RTT. Since this can create problems
related to the precision of RTT measurements and because the disadvantage was marginal (in the order of
one RTT), we opted against investigating this potential
improvement further at this point, but it is a possible
direction for future work.
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C Reducing Latency for Multimedia
This appendix includes the following publication related to the work on Reducing Latency for Multimedia (§ 4):
C.1 S. Islam, M. Welzl, and S. Gjessing, “Coupled congestion control for webrtc,” in EuCNC Special session on
latency., 2015
Abstract: Congestion occurs at a bottleneck along an Internet path. Multiple flows between the same sender
and receiver pairs can benefit from using only a single congestion control instance when they share the same
bottleneck. These benefits include the ability to control the rate allocation between flows and reduced overall
delay (multiple congestion control instances cause more queuing delay than one since each has no knowledge of
the congestion episodes experienced by the others). We present a mechanism for coupling congestion control
for real-time media and show its benefits by coupling multiple congestion controlled flows that share the same
bottleneck.
C.2 M. Welzl, S. Islam, and S. Gjessing, “Coupled congestion control for rtp media,” Internet Draft draft-welzl-rmcatcoupled-cc, work in progress, Jun. 2015. [Online]. Available: http://tools.ietf.org/html/draft-welzl-rmcatcoupled-cc
Abstract: When multiple congestion controlled RTP sessions traverse the same network bottleneck, it can
be beneficial to combine their controls such that the total on-the-wire behavior is improved. This document
describes such a method for flows that have the same sender, in a way that is as flexible and simple as possible
while minimizing the amount of changes needed to existing RTP applications. It specifies how to apply the
method for the NADA congestion control algorithm.
C.3 D. Hayes, S. Ferlin, and M. Welzl, “Shared bottleneck detection for coupled congestion control for RTP media,”
Internet Draft draft-ietf-rmcat-sbd, work in progress, May 2015. [Online]. Available: http://tools.ietf.org/
html/draft-ietf-rmcat-sbd
Abstract: This document describes a mechanism to detect whether end-to-end data flows share a common
bottleneck. It relies on summary statistics that are calculated by a data receiver based on continuous measurements and regularly fed to a grouping algorithm that runs wherever the knowledge is needed. This mechanism
complements the coupled congestion control mechanism in draft-welzl-rmcat-coupled-cc
C.4 N. Iya, N. Kuhn, F. Verdicchio, and G. Fairhurst, “Analyzing the impact of bufferbloat on latency-sensitive
applications,” in Proc. of the IEEE International Conference on Communications Workshops (ICC), 2015
Abstract: Delay-sensitive applications, such as live and interactive video, are mainstream in today’s Internet,
and set to increase with the emergence of web-based video conference. For such applications quality cannot be
captured solely by a flow’s throughput: interactive video needs to avoid fluctuations in both visual quality and
delay. This is far more valuable than achieving a fleeting increase in throughput. Emerging real-time protocols
are being designed with these goals in mind, but it is important to evaluate these methods when sharing the
network with real-world traffic. Much of today’s Internet traffic uses TCP CUBIC, we therefore quantify its
impact on interactive video experience (visual quality and delay): we measure the degradation imposed to
interactive video when sharing a network bottleneck with TCP CUBIC traffic. To understand this impact,
we compare performance when two delay-based congestion control schemes are used, one for interactive video
and another for file transfer and show that these algorithms can assure good video experience and appropriate
download time to their respective users. In contrast, we suggest that achieving such a “low-delay coexistence”
with TCP CUBIC would require use of Active Queue Management (AQM) techniques. The paper therefore
provides quantitative evidence that AQM can force loss-based TCP and delay-sensitive flows to reach a stable
equilibrium point that is similar to the one naturally achieved when TCP flows are governed by delay-based
mechanisms.
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Safiqul Islam, Michael Welzl and Stein Gjessing
Networks and Distributed Systems Group, Department of Informatics
University of Oslo, Norway
Email: {safiquli, michawe, steing}@ifi.uio.no

Abstract—Congestion occurs at a bottleneck along an Internet
path. Multiple flows between the same sender and receiver pairs
can benefit from using only a single congestion control instance
when they share the same bottleneck. These benefits include the
ability to control the rate allocation between flows and reduced
overall delay (multiple congestion control instances cause more
queuing delay than one since each has no knowledge of the
congestion episodes experienced by the others). We present a
mechanism for coupling congestion control for real-time media
and show its benefits by coupling multiple congestion controlled
flows that share the same bottleneck.

I. I NTRODUCTION
Multiple congestion controlled flows (e.g., TCP) between
the same two hosts usually have separate congestion control
instances, even when the path used by them is the same. There
may be several reasons for this separation. For example, one
cannot always be sure if the path is indeed the same – routing
mechanisms like Equal-Cost Multi-Path (ECMP) may assign
different flows to different paths to achieve load balancing,
even when they have the same destination IP address.
Routers or other middle-boxes usually identify flows using
a five-tuple of source and destination IP addresses, transport
protocol, and the transport protocol’s source and destination
port numbers. When – as it will be possible with the new
WebRTC standard for interactive communication between web
browsers – multiple flows are multiplexed over a single UDP
port pair, they are normally regarded as a single flow inside
the network and therefore treated in the same way. In such a
setup, congestion management can be readily applied.
The new “RTP Media Congestion Avoidance Techniques”
(RMCAT) IETF Working Group develops standards for RTPbased interactive real-time media. WebRTC being the major
use case for these standards, RMCAT will also standardize
methods for coupled congestion control, with the goal of
having the best possible control over the send rate allocation.
Here, we describe the first proposal for RMCAT’s coupled
congestion control and show its feasibility and some of its
benefits.
II. T HE F LOW S TATE E XCHANGE (FSE)
RMCAT’s congestion control should be applicable but not
limited to WebRTC. This means that we may need to jointly
control flows that reside within a single application (a web
browser, in case of WebRTC) or in multiple applications. In
the latter case, the benefit for WebRTC of knowing that packets
from multiple flows will be routed in the same way is lost.
There are, however, measurement based methods to determine
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whether multiple flows share a bottleneck in the network;
being able to make use of measurements when necessary, and
supporting various intra- as well as inter-application scenarios
calls for a congestion management architecture that is much
simpler than, e.g., the well-known Congestion Manager (CM)
[1].
We have opted for an approach [2] that minimizes the
amount of necessary changes to existing congestion control
algorithms. It involves a central storage element called the
“Flow State Exchange” (FSE). The elements of our architecture for coupled congestion control are: the FSE and Shared
Bottleneck Detection (SBD) [3].
Every time a flow’s congestion control mechanism would
normally update its sending rate, the flow instead updates
information in the FSE and performs a query on the FSE,
leading to a sending rate that can be different from what the
congestion controller originally determined. The FSE additionally calculates the rates for all the other flows based on their
aggregate behavior in the same Flow Group (FG) and actively
informs their congestion controllers using a callback function.
A Flow Group consists of flows which should be controlled
together, i.e. they have a common network bottleneck as
indicated by the SBD element. We limit the aggregate rate
growth (in the absence of congestion) of N flows to I/N ,
where I is the flow’s increase factor. In order to avoid overreacting to congestion, the FSE emulates the behavior of a
single flow by proportionally reducing the aggregate rate on
congestion. Additionally, we set a timer that prohibits flows
other than the flow that just reduced its rate from changing
their rate for two RTT periods (of the flow that reduced its
rate). We decided to use 2 RTTs so that other flows do not react
to the same loss interval. We assume a loss interval to persist
for up to one RTT and added another RTT to compensate for
fluctuations in the measured RTT value.
III. P ERFORMANCE E VALUATION OF THE FSE
We implemented the FSE in ns-2 and simulated the behavior
of congestion controlled flows using a dumbbell network
topology(bottleneck capacity 10 Mbit/s, RTT 100 ms, packet
size 1000 bytes, and half-BDP queue of 62 packets). We also
tested other queue lengths and saw consistently lower queuing
delay with FSE, see [4]. For simplicity, unless otherwise
mentioned, senders always had enough data to send.1 All tests
1 This may not be a totally unreasonable assumption for modern multimedia
systems, which may be able to closely track the available bandwidth (cf. [5]).
However, the actual behavior is codec-dependent and hard to characterize.
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reported here were carried out 10 times with different randomly picked start times over the first second. The produced
results had such a small standard deviation (the worst case
was 0.2%) that we opted against showing error bars for the
sake of clarity.
The current implementation supports four protocols: Rate
Adaptation Protocol (RAP) [6] (because it is a simple ratebased Additive Increase – Multiplicative Decrease (AIMD)
scheme, hence representing a whole class of TCP-like mechanisms); TCP Friendly Rate Control (TFRC) [7] (because it
is the only standardized congestion control mechanism aimed
at supporting media flows); Low Extra Delay Background
Transport (LEDBAT) [8] (because it is a delay-based mechanism and the congestion control of RMCAT is currently under
development, and will probably be delay based); and NetworkAssisted Dynamic Adaptation (NADA) [9] (because it is work
in progress in RMCAT). This paper only shows results for
RAP and TFRC, however we provide recommendations in
section IV for the congestion controllers which require special
consideration.
It is clear from the algorithm, and was also confirmed in our
simulations, that the FSE achieves precise fairness among the
flows. This is important, as it is a requirement for WebRTC
[10] – but because coupling congestion controllers should
help avoid competition at the bottleneck, we expected reduced
queuing delay and packet loss, while achieving throughput that
is close to the throughput of a single flow.
Sending very little obviously produces a small queue and
reduces packet loss; however, because we try to emulate
the behavior of one flow, it should not have a significantly
smaller throughput than a single flow. As expected, in all
tests, the link utilization with the FSE was at most equal or
smaller than without the FSE. However, link utilization of the
FSE-controlled RAP flows is higher than the link utilization
of a single RAP flow. In contrast, for the FSE-controlled
TFRC flows, link utilization is in some cases less than the
link utilization of one flow, but the difference appears rather
marginal (3% less in the worst case in our tests).
Figures 1 and 2 illustrate that the FSE achieves a consistent
reduction of the average queuing delay both for TFRC and
RAP.
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To achieve prioritization, one of the requirements of RMCAT, the FSE can calculate and assign rates based on a
priority. FSE-controlled flows change their rates based on the
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assigned priorities over time. This means that a high priority
flow can easily get the desired rate from the FSE without
requiring any further changes in its congestion controller.
IV. R ECOMMENDATIONS
Our approach minimizes the amount of necessary changes
to the existing congestion controllers. Table I provides recommendations to the necessary changes to that specific congestion controllers of the flows.
CC
TFRC

NADA

Description
We recommend to incorporate the receiver side’s calculation
to compensate for the lower value of p. From [7], TFRC
increases by at most 0.22 packets per RTT, as a result of
the deterministic length of loss intervals measured by the
receiver. When TFRC uses a lower rate than planned, the
loss interval gets artificially prolonged at the receiver, which
then calculates a lower value for the loss event ratio p, which
in turn provokes a faster rate increase at the sender.
Nada calculates the reference rate upon receiving an acknowledgment, and then based on the reference rate, it calculates an
encoding rate and a sending rate for the flows. This creates
a problem when we actively change the reference rate, but
not the sending and encoding rate. Hence, we recommend
to change the sending rate and encoding rate along with the
reference rate.

TABLE I
R ECOMMENDATIONS FOR USING THE FSE WITH THE EXISTING
CONGESTION CONTROL ALGORITHMS
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Introduction
When there is enough data to send, a congestion controller must
increase its sending rate until the path’s capacity has been reached;
depending on the controller, sometimes the rate is increased further,
until packets are ECN-marked or dropped. This process inevitably
creates undesirable queuing delay -- an effect that is amplified when
multiple congestion controlled connections traverse the same network
bottleneck. When such connections originate from the same host, it
would therefore be ideal to use only one single sender-side
congestion controller which determines the overall allowed sending
rate, and then use a local scheduler to assign a proportion of this
rate to each RTP session. This way, priorities could also be
implemented quite easily, as a function of the scheduler; honoring
user-specified priorities is, for example, required by rtcweb
[rtcweb-usecases].
The Congestion Manager (CM) [RFC3124] provides a single congestion
controller with a scheduling function just as described above. It is
hard to implement because it requires an additional congestion
controller and removes all per-connection congestion control
functionality, which is quite a significant change to existing RTP
based applications. This document presents a method that is easier
to implement than the CM and also requires less significant changes
to existing RTP based applications. It attempts to roughly
approximate the CM behavior by sharing information between existing
congestion controllers.

2.

Definitions
The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in RFC 2119 [RFC2119].
Available Bandwidth:
The available bandwidth is the nominal link capacity minus the
amount of traffic that traversed the link during a certain time
interval, divided by that time interval.
Bottleneck:
The first link with the smallest available bandwidth along the
path between a sender and receiver.
Flow:
A flow is the entity that congestion control is operating on.
It could, for example, be a transport layer connection, an RTP
session, or a subsession that is multiplexed onto a single RTP
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session together with other subsessions.
Flow Group Identifier (FGI):
A unique identifier for each subset of flows that is limited by
a common bottleneck.
Flow State Exchange (FSE):
The entity that maintains information that is exchanged between
flows.
Flow Group (FG):
A group of flows having the same FGI.
Shared Bottleneck Detection (SBD):
The entity that determines which flows traverse the same
bottleneck in the network, or the process of doing so.

3.

Limitations
Sender-side only:
Coupled congestion control as described here only operates
inside a single host on the sender side. This is because,
irrespective of where the major decisions for congestion
control are taken, the sender of a flow needs to eventually
decide the transmission rate. Additionally, the necessary
information about how much data an application can currently
send on a flow is often only available at the sender side,
making the sender an obvious choice for placement of the
elements and mechanisms described here.
Shared bottlenecks do not change quickly:
As per the definition above, a bottleneck depends on cross
traffic, and since such traffic can heavily fluctuate,
bottlenecks can change at a high frequency (e.g., there can be
oscillation between two or more links). This means that, when
flows are partially routed along different paths, they may
quickly change between sharing and not sharing a bottleneck.
For simplicity, here it is assumed that a shared bottleneck is
valid for a time interval that is significantly longer than the
interval at which congestion controllers operate. Note that,
for the only SBD mechanism defined in this document
(multiplexing on the same five-tuple), the notion of a shared
bottleneck stays correct even in the presence of fast traffic
fluctuations: since all flows that are assumed to share a
bottleneck are routed in the same way, if the bottleneck
changes, it will still be shared.
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Architectural overview
Figure 1 shows the elements of the architecture for coupled
congestion control: the Flow State Exchange (FSE), Shared Bottleneck
Detection (SBD) and Flows. The FSE is a storage element that can be
implemented in two ways: active and passive. In the active version,
it initiates communication with flows and SBD. However, in the
passive version, it does not actively initiate communication with
flows and SBD; its only active role is internal state maintenance
(e.g., an implementation could use soft state to remove a flow’s data
after long periods of inactivity). Every time a flow’s congestion
control mechanism would normally update its sending rate, the flow
instead updates information in the FSE and performs a query on the
FSE, leading to a sending rate that can be different from what the
congestion controller originally determined. Using information
about/from the currently active flows, SBD updates the FSE with the
correct Flow State Identifiers (FSIs).

------| FSE |
------^
|
------| SBD |
-------

<--<--<---

Flow 1
Flow 2 ..
.. Flow N

|
|
<-------|

Figure 1: Coupled congestion control architecture
Since everything shown in Figure 1 is assumed to operate on a single
host (the sender) only, this document only describes aspects that
have an influence on the resulting on-the-wire behavior. It does,
for instance, not define how many bits must be used to represent
FSIs, or in which way the entities communicate. Implementations can
take various forms: for instance, all the elements in the figure
could be implemented within a single application, thereby operating
on flows generated by that application only. Another alternative
could be to implement both the FSE and SBD together in a separate
process which different applications communicate with via some form
of Inter-Process Communication (IPC). Such an implementation would
extend the scope to flows generated by multiple applications. The
FSE and SBD could also be included in the Operating System kernel.

Welzl, et al.

Expires December 20, 2015

RITE: Reducing Internet Transport Latency

[Page 5]

130

C.2 – Coupled congestion control for RTP media

Internet-Draft

5.

Coupled congestion control for RTP media

No. 317700

June 2015

Roles
This section gives an overview of the roles of the elements of
coupled congestion control, and provides an example of how coupled
congestion control can operate.

5.1.

SBD

SBD uses knowledge about the flows to determine which flows belong in
the same Flow Group (FG), and assigns FGIs accordingly. This
knowledge can be derived in three basic ways:
1.

From multiplexing: it can be based on the simple assumption that
packets sharing the same five-tuple (IP source and destination
address, protocol, and transport layer port number pair) and
having the same Differentiated Services Code Point (DSCP) in the
IP header are typically treated in the same way along the path.
The latter method is the only one specified in this document: SBD
MAY consider all flows that use the same five-tuple and DSCP to
belong to the same FG. This classification applies to certain
tunnels, or RTP flows that are multiplexed over one transport
(cf. [transport-multiplex]). In one way or another, such
multiplexing will probably be recommended for use with rtcweb
[rtcweb-rtp-usage].

2.

Via configuration: e.g. by assuming that a common wireless uplink
is also a shared bottleneck.

3.

From measurements: e.g. by considering correlations among
measured delay and loss as an indication of a shared bottleneck.

The methods above have some essential trade-offs: e.g., multiplexing
is a completely reliable measure, however it is limited in scope to
two end points (i.e., it cannot be applied to couple congestion
controllers of one sender talking to multiple receivers). A
measurement-based SBD mechanism is described in [sbd]. Measurements
can never be 100% reliable, in particular because they are based on
the past but applying coupled congestion control means to make an
assumption about the future; it is therefore recommended to implement
cautionary measures, e.g. by disabling coupled congestion control if
enabling it causes a significant increase in delay and/or packet
loss. Measurements also take time, which entails a certain delay for
turning on coupling (refer to [sbd] for details).
5.2.

FSE

The FSE contains a list of all flows that have registered with it.
For each flow, it stores the following:
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o

a unique flow number to identify the flow

o

the FGI of the FG that it belongs to (based on the definitions in
this document, a flow has only one bottleneck, and can therefore
be in only one FG)

o

a priority P, which here is assumed to be represented as a
floating point number in the range from 0.1 (unimportant) to 1
(very important). A negative value is used to indicate that a
flow has terminated

o

The rate used by the flow in bits per second, FSE_R.

The FSE can operate on window-based as well as rate-based congestion
controllers (TEMPORARY NOTE: and probably -- not yet tested -combinations thereof, with calculations to convert from one to the
other). In case of a window-based controller, FSE_R is a window, and
all the text below should be considered to refer to window, not
rates.
In the FSE, each FG contains one static variable S_CR which is meant
to be the sum of the calculated rates of all flows in the same FG
(including the flow itself). This value is used to calculate the
sending rate.
The information listed here is enough to implement the sample flow
algorithm given below. FSE implementations could easily be extended
to store, e.g., a flow’s current sending rate for statistics
gathering or future potential optimizations.
5.3.

Flows

Flows register themselves with SBD and FSE when they start,
deregister from the FSE when they stop, and carry out an UPDATE
function call every time their congestion controller calculates a new
sending rate. Via UPDATE, they provide the newly calculated rate and
optionally (if the algorithm supports it) the desired rate. The
desired rate is less than the calculated rate in case of applicationlimited flows; otherwise, it is the same as the calculated rate.
Below, two example algorithms are described. While other algorithms
could be used instead, the same algorithm must be applied to all
flows.
5.3.1.

Example algorithm 1 - Active FSE

This algorithm was designed to be the simplest possible method to
assign rates according to the priorities of flows. Simulations
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results in [fse] indicate that it does however not significantly
reduce queuing delay and packet loss.
(1)

When a flow f starts, it registers itself with SBD and the FSE.
FSE_R is initialized with the congestion controller’s initial
rate. SBD will assign the correct FGI. When a flow is assigned
an FGI, it adds its FSE_R to S_CR.

(2)

When a flow f stops, its entry is removed from the list.

(3)

Every time the congestion controller of the flow f determines a
new sending rate CC_R, the flow calls UPDATE, which carries out
the tasks listed below to derive the new sending rates for all
the flows in the FG. A flow’s UPDATE function uses a local
(i.e. per-flow) temporary variable S_P, which is the sum of all
the priorities.
(a)

It updates S_CR.

S_CR = S_CR + CC_R - FSE_R(f)
(b)

It calculates the sum of all the priorities, S_P.

S_P = 0
for all flows i in FG do
S_P = S_P + P(i)
end for
(c)

It calculates the sending rates for all the flows in an FG
and distributes them.

for all flows i in FG do
FSE_R(i) = (P(i)*S_CR)/S_P
send FSE_R(i) to the flow i
end for
5.3.2.

Example algorithm 2 - Conservative Active FSE

This algorithm extends algorithm 1 to conservatively emulate the
behavior of a single flow by proportionally reducing the aggregate
rate on congestion. Simulations results in [fse] indicate that it
can significantly reduce queuing delay and packet loss.
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(1)

When a flow f starts, it registers itself with SBD and the FSE.
FSE_R is initialized with the congestion controller’s initial
rate. SBD will assign the correct FGI. When a flow is assigned
an FGI, it adds its FSE_R to S_CR.

(2)

When a flow f stops, its entry is removed from the list.

(3)

Every time the congestion controller of the flow f determines a
new sending rate CC_R, the flow calls UPDATE, which carries out
the tasks listed below to derive the new sending rates for all
the flows in the FG. A flow’s UPDATE function uses a local
(i.e. per-flow) temporary variable S_P, which is the sum of all
the priorities, and a local variable DELTA, which is used to
calculate the difference between CC_R and the previously stored
FSE_R. To prevent flows from either ignoring congestion or
overreacting, a timer keeps them from changing their rates
immediately after the common rate reduction that follows a
congestion event. This timer is set to 2 RTTs of the flow that
experienced congestion because it is assumed that a congestion
event can persist for up to one RTT of that flow, with another
RTT added to compensate for fluctuations in the measured RTT
value.
(a)

It updates S_CR based on DELTA.

if Timer has expired or not set then
DELTA = CC_R - FSE_R(f)
if DELTA < 0 then // Reduce S_CR proportionally
S_CR = S_CR * CC_R / FSE_R(f)
Set Timer for 2 RTTs
else
S_CR = S_CR + DELTA
end if
end if
(b)

It calculates the sum of all the priorities, S_P.

S_P = 0
for all flows i in FG do
S_P = S_P + P(i)
end for
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It calculates the sending rates for all the flows in an FG
and distributes them.

for all flows i in FG do
FSE_R(i) = (P(i)*S_CR)/S_P
send FSE_R(i) to the flow i
end for

6.

Application
This section specifies how the FSE can be applied to specific
congestion control mechanisms and makes general recommendations that
facilitate applying the FSE to future congestion controls.

6.1.

NADA

Network-Assisted Dynamic Adapation (NADA) [nada] is a congestion
control scheme for rtcweb. It calculates a reference rate R_n upon
receiving an acknowledgment, and then, based on the reference rate,
it calculates a video target rate R_v and a sending rate for the
flows, R_s.
When applying the FSE to NADA, the UPDATE function call described in
Section 5.3 gives the FSE NADA’s reference rate R_n. The recommended
algorithm for NADA is the Active FSE in Section 5.3.1. In step 3
(c), when the FSE_R(i) is "sent" to the flow i, this means updating
R_v and R_s of flow i with the value of FSE_R(i).
NADA simulation results are available from
http://heim.ifi.uio.no/safiquli/coupled-cc/. The next version of
this document will refer to a technical report that will be made
available at the same URL.
6.2.

General recommendations

This section will provides general advice for applying the FSE to
congestion control mechanisms. TEMPORARY NOTE: Future versions of
this document will contain a longer list.
Receiver-side calculations:
When receiver-side calculations make assumptions about the rate
of the sender, the calculations need to be synchronized or the
receiver needs to be updated accordingly. This applies to TFRC
[RFC5348], for example, where simulations showed somewhat less
favorable results when using the FSE without a receiver-side
change [fse].
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8.

IANA Considerations
This memo includes no request to IANA.

9.

Security Considerations
In scenarios where the architecture described in this document is
applied across applications, various cheating possibilities arise:
e.g., supporting wrong values for the calculated rate, the desired
rate, or the priority of a flow. In the worst case, such cheating
could either prevent other flows from sending or make them send at a
rate that is unreasonably large. The end result would be unfair
behavior at the network bottleneck, akin to what could be achieved
with any UDP based application. Hence, since this is no worse than
UDP in general, there seems to be no significant harm in using this
in the absence of UDP rate limiters.
In the case of a single-user system, it should also be in the
interest of any application programmer to give the user the best
possible experience by using reasonable flow priorities or even
letting the user choose them. In a multi-user system, this interest
may not be given, and one could imagine the worst case of an "arms
race" situation, where applications end up setting their priorities
to the maximum value. If all applications do this, the end result is
a fair allocation in which the priority mechanism is implicitly
eliminated, and no major harm is done.
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Appendix A.

Example algorithm - Passive FSE

Active algorithms calculate the rates for all the flows in the FG and
actively distribute them. In a passive algorithm, UPDATE returns a
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rate that should be used instead of the rate that the congestion
controller has determined. This can make a passive algorithm easier
to implement; however, when round-trip times of flows are unequal,
shorter-RTT flows will update and react to the overall FSE state more
often than longer-RTT flows, which can produce unwanted side effects.
This problem is more significant when the congestion control
convergence depends on the RTT. While the passive algorithm works
better for congestion controls with RTT-independent convergence, it
can still produce oscillations on short time scales. The algorithm
described below is therefore considered as highly experimental.
This passive version of the FSE stores the following information in
addition to the variables described in Section 5.2:
o

The desired rate DR. This can be smaller than the calculated rate
if the application feeding into the flow has less data to send
than the congestion controller would allow. In case of a bulk
transfer, DR must be set to CC_R received from the flow’s
congestion module.

The passive version of the FSE contains one static variable per FG
called TLO (Total Leftover Rate -- used to let a flow ’take’
bandwidth from application-limited or terminated flows) which is
initialized to 0. For the passive version, S_CR is limited to
increase or decrease as conservatively as a flow’s congestion
controller decides in order to prohibit sudden rate jumps.
(1)

When a flow f starts, it registers itself with SBD and the FSE.
FSE_R and DR are initialized with the congestion controller’s
initial rate. SBD will assign the correct FGI. When a flow is
assigned an FGI, it adds its FSE_R to S_CR.

(2)

When a flow f stops, it sets its DR to 0 and sets P to -1.

(3)

Every time the congestion controller of the flow f determines a
new sending rate CC_R, assuming the flow’s new desired rate
new_DR to be "infinity" in case of a bulk data transfer with an
unknown maximum rate, the flow calls UPDATE, which carries out
the tasks listed below to derive the flow’s new sending rate,
Rate. A flow’s UPDATE function uses a few local (i.e. per-flow)
temporary variables, which are all initialized to 0: DELTA,
new_S_CR and S_P.
(a)
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for all flows i in FG do
new_S_CR = new_S_CR + FSE_R(i)
end for
DELTA = CC_R - FSE_R(f)
(b)

It updates S_CR, FSE_R(f) and DR(f).

FSE_R(f) = CC_R
if DELTA > 0 then // the flow’s rate has increased
S_CR = S_CR + DELTA
else if DELTA < 0 then
S_CR = new_S_CR + DELTA
end if
DR(f) = min(new_DR,FSE_R(f))
(c)

It calculates the leftover rate TLO, removes the terminated
flows from the FSE and calculates the sum of all the
priorities, S_P.

for all flows i in FG do
if P(i)<0 then
delete flow
else
S_P = S_P + P(i)
end if
end for
if DR(f) < FSE_R(f) then
TLO = TLO + (P(f)/S_P) * S_CR - DR(f))
end if
(d)

It calculates the sending rate, Rate.

Rate = min(new_DR, (P(f)*S_CR)/S_P + TLO)
if Rate != new_DR and TLO > 0 then
TLO = 0 // f has ’taken’ TLO
end if
(e)

It updates DR(f) and FSE_R(f) with Rate.

if Rate > DR(f) then
DR(f) = Rate
end if
FSE_R(f) = Rate
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The goals of the flow algorithm are to achieve prioritization,
improve network utilization in the face of application-limited flows,
and impose limits on the increase behavior such that the negative
impact of multiple flows trying to increase their rate together is
minimized. It does that by assigning a flow a sending rate that may
not be what the flow’s congestion controller expected. It therefore
builds on the assumption that no significant inefficiencies arise
from temporary application-limited behavior or from quickly jumping
to a rate that is higher than the congestion controller intended.
How problematic these issues really are depends on the controllers in
use and requires careful per-controller experimentation. The coupled
congestion control mechanism described here also does not require all
controllers to be equal; effects of heterogeneous controllers, or
homogeneous controllers being in different states, are also subject
to experimentation.
This algorithm gives all the leftover rate of application-limited
flows to the first flow that updates its sending rate, provided that
this flow needs it all (otherwise, its own leftover rate can be taken
by the next flow that updates its rate). Other policies could be
applied, e.g. to divide the leftover rate of a flow equally among all
other flows in the FGI.
A.1.

Example operation (passive)

In order to illustrate the operation of the passive coupled
congestion control algorithm, this section presents a toy example of
two flows that use it. Let us assume that both flows traverse a
common 10 Mbit/s bottleneck and use a simplistic congestion
controller that starts out with 1 Mbit/s, increases its rate by 1
Mbit/s in the absence of congestion and decreases it by 2 Mbit/s in
the presence of congestion. For simplicity, flows are assumed to
always operate in a round-robin fashion. Rate numbers below without
units are assumed to be in Mbit/s. For illustration purposes, the
actual sending rate is also shown for every flow in FSE diagrams even
though it is not really stored in the FSE.
Flow #1 begins. It is a bulk data transfer and considers itself to
have top priority. This is the FSE after the flow algorithm’s step
1:

---------------------------------------| # | FGI | P | FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 | 1 |
1
|
1 |
1 |
---------------------------------------S_CR = 1, TLO = 0
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Eventually,

-------------------------------------| # | FGI | P | FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 | 1 |
10
| 10 | 10 |
----------------------------------------S_CR = 10, TLO = 0

Now another flow joins.
lower priority (0.5):

It is also a bulk data transfer, and has a

---------------------------------------| # | FGI |
P
| FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 |
1
|
10
| 10 | 10 |
| 2 | 1 | 0.5 |
1
|
1 |
1 |
-----------------------------------------S_CR = 11, TLO = 0

Now assume that the first flow updates its rate to 8, because the
total sending rate of 11 exceeds the total capacity. Let us take a
closer look at what happens in step 3 of the flow algorithm.

CC_R = 8. new_DR = infinity.
3 a) new_S_CR = 11; DELTA = 8 - 10 = -2.
3 b) FSE_Rf) = 8. DELTA is negative, hence S_CR = 9;
DR(f) = 8.
3 c) S_P = 1.5.
3 d) new sending rate = min(infinity, 1/1.5 * 9 + 0) = 6.
3 e) FSE_R(f) = 6.
The resulting FSE looks as follows:
---------------------------------------| # | FGI |
P
| FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 |
1
|
6
|
8 |
6 |
| 2 | 1 | 0.5 |
1
|
1 |
1 |
------------------------------------------S_CR = 9, TLO = 0
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The effect is that flow #1 is sending with 6 Mbit/s instead of the 8
Mbit/s that the congestion controller derived. Let us now assume
that flow #2 updates its rate. Its congestion controller detects
that the network is not fully saturated (the actual total sending
rate is 6+1=7) and increases its rate.

CC_R=2. new_DR = infinity.
3 a) new_S_CR = 7; DELTA = 2 - 1 = 1.
3 b) FSE_R(f) = 2. DELTA is positive, hence S_CR = 9 + 1 = 10;
DR(f) = 2.
3 c) S_P = 1.5.
3 d) new sending rate = min(infinity, 0.5/1.5 * 10 + 0) = 3.33.
3 e) DR(f) = FSE_R(f) = 3.33.
The resulting FSE looks as follows:
------------------------------------------| # | FGI |
P
| FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 |
1
|
6
|
8 |
6 |
| 2 | 1 | 0.5 |
3.33 | 3.33 | 3.33 |
------------------------------------------S_CR = 10, TLO = 0

The effect is that flow #2 is now sending with 3.33 Mbit/s, which is
close to half of the rate of flow #1 and leads to a total utilization
of 6(#1) + 3.33(#2) = 9.33 Mbit/s. Flow #2’s congestion controller
has increased its rate faster than the controller actually expected.
Now, flow #1 updates its rate. Its congestion controller detects
that the network is not fully saturated and increases its rate.
Additionally, the application feeding into flow #1 limits the flow’s
sending rate to at most 2 Mbit/s.
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CC_R=7. new_DR=2.
3 a) new_S_CR = 9.33; DELTA = 1.
3 b) FSE_R(f) = 7, DELTA is positive, hence S_CR = 10 + 1 = 11;
DR = min(2, 7) = 2.
3 c) S_P = 1.5; DR(f) < FSE_R(f), hence TLO = 1/1.5 * 11 - 2 = 5.33.
3 d) new sending rate = min(2, 1/1.5 * 11 + 5.33) = 2.
3 e) FSE_R(f) = 2.
The resulting FSE looks as follows:
------------------------------------------| # | FGI |
P
| FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 |
1
|
2
|
2 |
2 |
| 2 | 1 | 0.5 |
3.33 | 3.33 | 3.33 |
------------------------------------------S_CR = 11, TLO = 5.33

Now, the total rate of the two flows is 2 + 3.33 = 5.33 Mbit/s, i.e.
the network is significantly underutilized due to the limitation of
flow #1. Flow #2 updates its rate. Its congestion controller
detects that the network is not fully saturated and increases its
rate.

CC_R=4.33. new_DR = infinity.
3 a) new_S_CR = 5.33; DELTA = 1.
3 b) FSE_R(f) = 4.33. DELTA is positive, hence S_CR = 12;
DR(f) = 4.33.
3 c) S_P = 1.5.
3 d) new sending rate: min(infinity, 0.5/1.5 * 12 + 5.33 ) = 9.33.
3 e) FSE_R(f) = 9.33, DR(f) = 9.33.
The resulting FSE looks as follows:
------------------------------------------| # | FGI |
P
| FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 1 | 1 |
1
|
2
|
2 |
2 |
| 2 | 1 | 0.5 |
9.33 | 9.33 | 9.33 |
------------------------------------------S_CR = 12, TLO = 0

Now, the total rate of the two flows is 2 + 9.33 = 11.33 Mbit/s.
Finally, flow #1 terminates. It sets P to -1 and DR to 0. Let us
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assume that it terminated late enough for flow #2 to still experience
the network in a congested state, i.e. flow #2 decreases its rate in
the next iteration.

CC_R = 7.33. new_DR = infinity.
3 a) new_S_CR = 11.33; DELTA = -2.
3 b) FSE_R(f) = 7.33. DELTA is negative, hence S_CR = 9.33;
DR(f) = 7.33.
3 c) Flow 1 has P = -1, hence it is deleted from the FSE.
S_P = 0.5.
3 d) new sending rate: min(infinity, 0.5/0.5*9.33 + 0) = 9.33.
3 e) FSE_R(f) = DR(f) = 9.33.
The resulting FSE looks as follows:
------------------------------------------| # | FGI |
P
| FSE_R | DR | Rate |
|
|
|
|
|
|
|
| 2 | 1 | 0.5 |
9.33 | 9.33 | 9.33 |
------------------------------------------S_CR = 9.33, TLO = 0

Appendix B.
B.1.

Change log

Changes from -00 to -01

o

Added change log.

o

Updated the example algorithm and its operation.

B.2.

Changes from -01 to -02

o

Included an active version of the algorithm which is simpler.

o

Replaced "greedy flow" with "bulk data transfer" and "non-greedy"
with "application-limited".

o

Updated new_CR to CC_R, and CR to FSE_R for better understanding.

B.3.
o

Changes from -02 to -03
Included an active conservative version of the algorithm which
reduces queue growth and packet loss; added a reference to a
technical report that shows these benefits with simulations.
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o
B.4.

Coupled congestion control for RTP media

Changes from -03 to -04
Extended SBD section.

o

Added a note about window-based controllers.

o

June 2015

Moved the passive variant of the algorithm to appendix.

o

B.5.

No. 317700

Changes from -04 to -05
Added a section about applying the FSE to specific congestion
control algorithms, with a subsection specifying its use with
NADA.
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include Simplified BSD License text as described in Section 4.e of
the Trust Legal Provisions and are provided without warranty as
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Introduction
In the Internet, it is not normally known if flows (e.g., TCP
connections or UDP data streams) traverse the same bottlenecks. Even
flows that have the same sender and receiver may take different paths
and share a bottleneck or not. Flows that share a bottleneck link
usually compete with one another for their share of the capacity.
This competition has the potential to increase packet loss and
delays. This is especially relevant for interactive applications
that communicate simultaneously with multiple peers (such as multiparty video). For RTP media applications such as RTCWEB,
[I-D.welzl-rmcat-coupled-cc] describes a scheme that combines the
congestion controllers of flows in order to honor their priorities
and avoid unnecessary packet loss as well as delay. This mechanism
relies on some form of Shared Bottleneck Detection (SBD); here, a
measurement-based SBD approach is described.

1.1.

The signals

The current Internet is unable to explicitly inform endpoints as to
which flows share bottlenecks, so endpoints need to infer this from
whatever information is available to them. The mechanism described
here currently utilises packet loss and packet delay, but is not
restricted to these.
1.1.1.

Packet Loss

Packet loss is often a relatively rare signal. Therefore, on its own
it is of limited use for SBD, however, it is a valuable supplementary
measure when it is more prevalent.
1.1.2.

Packet Delay

End-to-end delay measurements include noise from every device along
the path in addition to the delay perturbation at the bottleneck
device. The noise is often significantly increased if the round-trip
time is used. The cleanest signal is obtained by using One-Way-Delay
(OWD).
Measuring absolute OWD is difficult since it requires both the sender
and receiver clocks to be synchronised. However, since the
statistics being collected are relative to the mean OWD, a relative
OWD measurement is sufficient. Clock skew is not usually significant
over the time intervals used by this SBD mechanism (see [RFC6817] A.2
for a discussion on clock skew and OWD measurements). However, in
circumstances where it is significant, Section 3.3.3 outlines a way
of adjusting the calculations to cater for it.
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Each packet arriving at the bottleneck buffer may experience very
different queue lengths, and therefore different waiting times. A
single OWD sample does not, therefore, characterize the path well.
However, multiple OWD measurements do reflect the distribution of
delays experienced at the bottleneck.
1.1.3.

Path Lag

Flows that share a common bottleneck may traverse different paths,
and these paths will often have different base delays. This makes it
difficult to correlate changes in delay or loss. This technique uses
the long term shape of the delay distribution as a base for
comparison to counter this.

2.

Definitions
The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in RFC 2119 [RFC2119].
Acronyms used in this document:
OWD -- One Way Delay
PDV -- Packet Delay Variation
MAD -- Mean Absolute Deviation
RTT -- Round Trip Time
SBD -- Shared Bottleneck Detection
Conventions used in this document:
T

--

the base time interval over which measurements are
made.

N

--

the number of base time, T, intervals used in some
calculations.

sum_T(...) --

summation of all the measurements of the variable
in parentheses taken over the interval T

sum(...)

summation of terms of the variable in parentheses
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summation of N terms of the variable in parentheses

sum_NT(...) -- summation of all measurements taken over the
interval N*T
E_T(...) --

the expectation or mean of the measurements of the
variable in parentheses over T

E_N(...) --

the expectation or mean of the last N values of the
variable in parentheses

E_M(...) --

the expectation or mean of the last M values of the
variable in parentheses, where M <= N.

max_T(...) --

the maximum recorded measurement of the variable in
parentheses taken over the interval T

min_T(...) --

the minimum recorded measurement of the variable in
parentheses taken over the interval T

num_T(...) --

the count of measurements of the variable in
parentheses taken in the interval T

num_VM(...) -- the count of valid values of the variable in
parentheses given M records
PC --

a boolean variable indicating the particular flow
was identified as experiencing congestion in the
previous interval T (i.e. Previously Congested)

skew_est --

a measure of skewness in a OWD distribution.

var_est --

a measure of variability in OWD measurements.

freq_est --

a measure of low frequency oscillation in the OWD
measurements.

p_l, p_f, p_pdv, p_mad, c_s, c_h, p_s, p_d, p_v -thresholds used in the mechanism
M and F -2.1.

various

number of values related to N

Parameters and their Effect
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T

T should be long enough so that there are enough packets
received during T for a useful estimate of short term mean
OWD and variation statistics. Making T too large can limit
the efficacy of PDV and freq_est. It will also increase the
response time of the mechanism. Making T too small will make
the metrics noisier.

N & M

N should be large enough provide a stable estimate of
oscillations in OWD and average PDV. Usually M=N, though
having M<N may be beneficial in certain circumstances. M*T
needs to be long enough provide stable estimates of skewness
and MAD (if used).

F

F determines the number of intervals over which statistics
are considered to be equally weighted. When F=M recent and
older measurements are considered equal. Making F<M can
increase the responsiveness of the SBD mechanism. If F is
too small, statistics will be too noisy.

c_s

c_s is the threshold in skew_est used for determining whether
a flow is experiencing congestion or not. It should be
slightly negative so that a very lightly loaded path does not
give a false indication. Setting c_s more negative makes the
SBD mechanism less sensitive to transient and light
congestion episodes.

c_s

c_h adds hysteresis to the congestion determination. It
should be large enough to avoid constant switching in the
determination, but low enough to ensure that grouping is not
attempted when there is no congestion and the delay and loss
signals cannot be relied upon.

p_v

p_v determines the sensitivity of freq_est to noise. Making
it smaller will yield higher but noisier values for freq_est.
Making it too large will render it ineffective for
determining groups.

p_*

Flows are separated when the skew_est|var_est|freq_est
measure is greater than p_s|p_f|p_d|(p_pdv|p_mad). Adjusting
these is a compromise between false grouping of flows that do
not share a bottleneck and false splitting of flows that do.
Making them larger can help if the measures are very noisy,
but reducing the noise in the statistical measures by
adjusting T and N|M may be a better solution.
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Recommended Parameter Values

Reference [Hayes-LCN14] uses T=350ms, N=50, p_l = 0.1. The other
parameters have been tightened to reflect minor enhancements to the
algorithm outlined in Section 3.3: c_s = -0.01, p_f = p_s = p_d =
0.1, p_pdv = 0.2, p_v = 0.2 (or p_mad=0.1, p_v=0.7). M=50, F=25, and
c_h = 0.3 are additional parameters defined in the document. These
are values that seem to work well over a wide range of practical
Internet conditions.

3.

Mechanism
The mechanism described in this document is based on the observation
that the distribution of delay measurements of packets that traverse
a common bottleneck have similar shape characteristics. These shape
characteristics are described using 3 key summary statistics:
variability (estimate var_est, see Section 3.1.3)
skewness (estimate skew_est, see Section 3.1.2)
oscillation (estimate freq_est, see Section 3.1.4)
with packet loss (estimate pkt_loss, see Section 3.1.5) used as a
supplementary statistic.
Summary statistics help to address both the noise and the path lag
problems by describing the general shape over a relatively long
period of time. This is sufficient for their application in coupled
congestion control for RTP Media. They can be signalled from a
receiver, which measures the OWD and calculates the summary
statistics, to a sender, which is the entity that is transmitting the
media stream. An RTP Media device may be both a sender and a
receiver. SBD can be performed at either a sender or a receiver or
both.
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+----+
| H2 |
+----+
|
| L2
|
+----+ L1 | L3 +----+
| H1 |------|------| H3 |
+----+
+----+
A network with 3 hosts (H1, H2, H3) and 3 links (L1, L2, L3).
Figure 1
In Figure 1, there are two possible cases for shared bottleneck
detection: a sender-based and a receiver-based case.
1.

Sender-based: consider a situation where host H1 sends media
streams to hosts H2 and H3, and L1 is a shared bottleneck. H2
and H3 measure the OWD and calculate summary statistics, which
they send to H1 every T. H1, having this knowledge, can determine
the shared bottleneck and accordingly control the send rates.

2.

Receiver-based: consider that H2 is also sending media to H3, and
L3 is a shared bottleneck. If H3 sends summary statistics to H1
and H2, neither H1 nor H2 alone obtain enough knowledge to detect
this shared bottleneck; H3 can however determine it by combining
the summary statistics related to H1 and H2, respectively. This
case is applicable when send rates are controlled by the
receiver; then, the signal from H3 to the senders contains the
sending rate.

A discussion of the required signalling for the receiver-based case
is beyond the scope of this document. For the sender-based case, the
messages and their data format will be defined here in future
versions of this document. We envision that an initialization
message from the sender to the receiver could specify which key
metrics are requested out of a possibly extensible set (pkt_loss,
var_est, skew_est, freq_est). The grouping algorithm described in
this document requires all four of these metrics, and receivers MUST
be able to provide them, but future algorithms may be able to exploit
other metrics (e.g. metrics based on explicit network signals).
Moreover, the initialization message could specify T, N, and the
necessary resolution and precision (number of bits per field).
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Key metrics and their calculation

Measurements are calculated over a base interval, T. T should be long
enough to provide enough samples for a good estimate of skewness, but
short enough so that a measure of the oscillation can be made from N
of these estimates. Reference [Hayes-LCN14] uses T = 350ms and
N=M=50, which are values that seem to work well over a wide range of
practical Internet conditions.
3.1.1.

Mean delay

The mean delay is not a useful signal for comparisons between flows
since flows may traverse quite different paths and clocks will not
necessarily be synchronized. However, it is a base measure for the 3
summary statistics. The mean delay, E_T(OWD), is the average one way
delay measured over T.
To facilitate the other calculations, the last N E_T(OWD) values will
need to be stored in a cyclic buffer along with the moving average of
E_T(OWD):
mean_delay = E_M(E_T(OWD)) = sum_M(E_T(OWD)) / M
where M <= N. Generally M=N: setting M to be less than N allows the
mechanism to be more responsive to changes, but potentially at the
expense of a higher error rate (see Section 3.4 for a discussion on
improving the responsiveness of the mechanism.)
3.1.2.

Skewness Estimate

Skewness is difficult to calculate efficiently and accurately.
Ideally it should be calculated over the entire period (M * T) from
the mean OWD over that period. However this would require storing
every delay measurement over the period. Instead, an estimate is
made over M * T based on a calculation every T using the previous T’s
calculation of mean_delay.
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The skewness is estimated using two counters, counting the number of
one way delay samples (OWD) above and below the mean:
skew_base_T = sum_T(OWD < mean_delay) - sum_T(OWD > mean_delay)
where
if (OWD < mean_delay) 1 else 0
if (OWD > mean_delay) 1 else 0
and mean_delay does not include the mean of the current T
interval.
skew_est = sum_MT(skew_base_T)/num_MT(OWD)
where skew_est is a number between -1 and 1
Note: Care must be taken when implementing the comparisons to ensure
that rounding does not bias skew_est. It is important that the mean
is calculated with a higher precision than the samples.
3.1.3.

Variability Estimate

Packet Delay Variation (PDV) ([RFC5481] and [ITU-Y1540]) is used as
an estimator of the variability of the delay signal. We define PDV
as follows:
PDV = PDV_max = max_T(OWD) - E_T(OWD)
var_est = E_M(PDV) = sum_M(PDV) / M
This modifies PDV as outlined in [RFC5481] to provide a summary
statistic version that best aids the grouping decisions of the
algorithm (see [Hayes-LCN14] section IVB).
Generally the maximum is sampled well during congestion, though it is
more sensitive to path and operating system noise. The use of PDV =
PDV_min = E_T(OWD) - min_T(OWD) would be less sensitive to this
noise, but is not well sampled during congestion at the bottleneck
and therefore not recommended.
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Oscillation Estimate

An estimate of the low frequency oscillation of the delay signal is
calculated by counting and normalising the significant mean,
E_T(OWD), crossings of mean_delay:
freq_est = number_of_crossings / N
where we define a significant mean crossing as a crossing that
extends p_v * var_est from mean_delay. In our experiments we
have found that p_v = 0.2 is a good value.
Freq_est is a number between 0 and 1.
incrementally as follows:

Freq_est can be approximated

With each new calculation of E_T(OWD) a decision is made as to
whether this value of E_T(OWD) significantly crosses the current
long term mean, mean_delay, with respect to the previous
significant mean crossing.
A cyclic buffer, last_N_crossings, records a 1 if there is a
significant mean crossing, otherwise a 0.
The counter, number_of_crossings, is incremented when there is a
significant mean crossing and decremented when a non-zero value is
removed from the last_N_crossings.
This approximation of freq_est was not used in [Hayes-LCN14], which
calculated freq_est every T using the current E_N(E_T(OWD)). Our
tests show that this approximation of freq_est yields results that
are almost identical to when the full calculation is performed every
T.
3.1.5.

Packet loss

The proportion of packets lost is used as a supplementary measure:
pkt_loss = sum_NT(lost packets) / sum_NT(total packets)
Note: When pkt_loss is small it is very variable, however, when
pkt_loss is high it becomes a stable measure for making grouping
decisions..
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Flow Grouping

3.2.1.

Flow Grouping Algorithm

The following grouping algorithm is RECOMMENDED for SBD in the RMCAT
context and is sufficient and efficient for small to moderate numbers
of flows. For very large numbers of flows (e.g. hundreds), a more
complex clustering algorithm may be substituted.
Since no single metric is precise enough to group flows (due to
noise), the algorithm uses multiple metrics. Each metric offers a
different "view" of the bottleneck link characteristics, and used
together they enable a more precise grouping of flows than would
otherwise be possible.
Flows determined to be experiencing congestion are successively
divided into groups based on freq_est, var_est, and skew_est.
The first step is to
congestion. This is
congestion its delay
but the "noise" from
of packets loss as a
1.

determine which flows are experiencing
important, since if a flow is not experiencing
based metrics will not describe the bottleneck,
the rest of the path. Skewness, with proportion
supplementary measure, is used to do this:

Grouping will be performed on flows where:
skew_est < c_s
|| ( skew_est < c_h && PC )
|| pkt_loss > p_l

The parameter c_s controls how sensitive the mechanism is in
detecting congestion. C_s = 0.0 was used in [Hayes-LCN14]. A value
of c_s = 0.05 is a little more sensitive, and c_s = -0.05 is a little
less sensitive. C_h controls the hysteresis on flows that were
grouped as experiencing congestion last time.
These flows, flows experiencing congestion, are then progressively
divided into groups based on the freq_est, PDV, and skew_est summary
statistics. The process proceeds according to the following steps:
2.

Group flows whose difference in sorted freq_est is less than a
threshold:
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diff(freq_est) < p_f
3.

Group flows whose difference in sorted E_N(PDV) (highest to
lowest) is less than a threshold:
diff(var_est) < (p_pdv * var_est)
The threshold, (p_pdv * var_est), is with respect to the highest
value in the difference.

4.

Group flows whose difference in sorted skew_est or pkt_loss is
less than a threshold:
if pkt_loss < p_l
diff(skew_est) < p_s
otherwise
diff(pkt_loss) < (p_d * pkt_loss)
The threshold, (p_d * pkt_loss), is with respect to the
highest value in the difference.

This procedure involves sorting estimates from highest to lowest. It
is simple to implement, and efficient for small numbers of flows (up
to 10-20).
3.2.2.

Using the flow group signal

A grouping decisions is made every T from the second T, though they
will not attain their full design accuracy until after the N’th T
interval.
Network conditions, and even the congestion controllers, can cause
bottlenecks to fluctuate. A coupled congestion controller MAY decide
only to couple groups that remain stable, say grouped together 90% of
the time, depending on its objectives. Recommendations concerning
this are beyond the scope of this draft and will be specific to the
coupled congestion controllers objectives.
3.3.

Removing Noise from the Estimates

The following describe small changes to the calculation of the key
metrics that help remove noise from them. Currently these "tweaks"
are described separately to keep the main description succinct. In
future revisions of the draft these enhancements may replace the
original key metric calculations.
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PDV noise

Usually during congestion the max_T(OWD) is quite well sampled as the
delay distribution is skewed toward the maximum. However max_T(OWD)
is subject to delay noise from other queues along the path as well as
the host operating system. Min_T(OWD) is less prone to noise along
the path and from the host operating system, but is not well sampled
during congestion (i.e. when there is a bottleneck). Flows with very
different packet send rates exacerbate the problem.
An alternative delay variation measure that is less sensitive to
extreme values and different send rates is Mean Absolute Deviation
(MAD). It can be implemented in an online manner as follows:
var_base_T = sum_T(|OWD - E_T(OWD)|)
where
|x| is the absolute value of x
E_T(OWD) is the mean OWD calculated in the previous T
var_est = MAD_MT = sum_MT(var_base_T)/num_MT(OWD)
For calculation of freq_est p_v=0.7 (MAD is a smaller number than
PDV)
For the grouping threshold p_mad=0.1 instead of p_pdv (MAD is less
noisy so the test can be tighter)
Note that the method for improving responsiveness of MAD_MT is the
same as that described in Section 3.4.1 for skew_est.
3.3.2.

Oscillation noise

When a path has no congestion, var_est will be very small and the
recorded significant mean crossings will be the result of path noise.
Thus up to N-1 meaningless mean crossings can be a source of error at
the point a link becomes a bottleneck and flows traversing it begin
to be grouped.
To remove this source of noise from freq_est:
1.

Set the current PDV to PDV = NaN (a value representing an invalid
record, i.e. Not a Number) for flows that are deemed to not be
experiencing congestion by the first skew_est based grouping test
(see Section 3.2.1).
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2.

Then var_est = sum_M(PDV != NaN) / num_VM(PDV)

3.

For freq_est, only record a significant mean crossing if flow is
experiencing congestion.

These three changes will remove the non-congestion noise from
freq_est. A similar adjustment can be made for MAD based var_est.
3.3.3.

Clock skew

Generally sender and receiver clock skew will be too small to cause
significant errors in the estimators. Skew_est is most sensitive to
this type of noise. In circumstances where clock skew is high,
making M < N can reduce this error.
A better method is to estimate the effect the clock skew is having on
the summary statistics, and then adjust statistics accordingly. A
simple online method of doing this based on min_T(OWD) will be
described here in a subsequent version of the draft.
3.4.

Reducing lag and Improving Responsiveness

Measurement based shared bottleneck detection makes decisions in the
present based on what has been measured in the past. This means that
there is always a lag in responding to changing conditions. This
mechanism is based on summary statistics taken over (N*T) seconds.
This mechanism can be made more responsive to changing conditions by:
1.

Reducing N and/or M -- but at the expense of having less accurate
metrics, and/or

2.

Exploiting the fact that more recent measurements are more
valuable than older measurements and weighting them accordingly.

Although more recent measurements are more valuable, older
measurements are still needed to gain an accurate estimate of the
distribution descriptor we are measuring. Unfortunately, the simple
exponentially weighted moving average weights drop off too quickly
for our requirements and have an infinite tail. A simple linearly
declining weighted moving average also does not provide enough weight
to the most recent measurements. We propose a piecewise linear
distribution of weights, such that the first section (samples 1:F) is
flat as in a simple moving average, and the second section (samples
F+1:M) is linearly declining weights to the end of the averaging
window. We choose integer weights, which allows incremental
calculation without introducing rounding errors.
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Improving the response of the skewness estimate

The weighted moving average for skew_est, based on skew_est in
Section 3.1.2, can be calculated as follows:

skew_est = ((M-F+1)*sum(skew_base_T(1:F))
+ sum([(M-F):1].*skew_base_T(F+1:M)))
/ ((M-F+1)*sum(numsampT(1:F))
+ sum([(M-F):1].*numsampT(F+1:M)))
where numsampT is an array of the number of OWD samples in each T
(i.e. num_T(OWD)), and numsampT(1) is the most recent; skew_base_T(1)
is the most recent calculation of skew_base_T; 1:F refers to the
integer values 1 through to F, and [(M-F):1] refers to an array of
the integer values (M-F) declining through to 1; and ".*" is the
array scalar dot product operator.
3.4.2.

Improving the response of the variability estimate

The weighted moving average for var_est can be calculated as follows:

var_est = ((M-F+1)*sum(PDV(1:F)) + sum([(M-F):1].*PDV(F+1:M)))
/ (F*(M-F+1) + sum([(M-F):1])
where 1:F refers to the integer values 1 through to F, and [(M-F):1]
refers to an array of the integer values (M-F) declining through to
1; and ".*" is the array scalar dot product operator. When removing
oscillation noise (see Section 3.3.2) this calculation must be
adjusted to allow for invalid PDV records.
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Measuring OWD
This section discusses the OWD measurements required for this
algorithm to detect shared bottlenecks.
The SBD mechanism described in this draft relies on differences
between OWD measurements to avoid the practical problems with
measuring absolute OWD (see [Hayes-LCN14] section IIIC). Since all
summary statistics are relative to the mean OWD and sender/receiver
clock offsets should be approximately constant over the measurement
periods, the offset is subtracted out in the calculation.

4.1.

Time stamp resolution

The SBD mechanism requires timing information precise enough to be
able to make comparisons. As a rule of thumb, the time resolution
should be less than one hundredth of a typical path’s range of
delays. In general, the lower the time resolution, the more care
that needs to be taken to ensure rounding errors do not bias the
skewness calculation.
Typical RTP media flows use sub-millisecond timers, which should be
adequate in most situations.
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6.

IANA Considerations
This memo includes no request to IANA.

7.

Security Considerations
The security considerations of RFC 3550 [RFC3550], RFC 4585
[RFC4585], and RFC 5124 [RFC5124] are expected to apply.
Non-authenticated RTCP packets carrying shared bottleneck indications
and summary statistics could allow attackers to alter the bottleneck
sharing characteristics for private gain or disruption of other
parties communication.
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Change history
Changes made to this document:

9.

WG-00->WG-01 :

Moved unbiased skew section to replace skew
estimate, more robust variability estimator, the
term variance replaced with variability, clock
drift term corrected to clock skew, revision to
clock skew section with a place holder, description
of parameters.

02->WG-00 :

Fixed missing 0.5 in 3.3.2 and missing brace in
3.3.3

01->02 :

New section describing improvements to the key
metric calculations that help to remove noise,
bias, and reduce lag. Some revisions to the
notation to make it clearer. Some tightening of
the thresholds.

00->01 :

Revisions to terminology for clarity
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Abstract—Delay-sensitive applications, such as live and interactive video, are mainstream in today’s Internet, and set to
increase with the emergence of web-based video conference. For
such applications quality cannot be captured solely by a flow’s
throughput: interactive video needs to avoid fluctuations in both
visual quality and delay. This is far more valuable than achieving
a fleeting increase in throughput. Emerging real-time protocols
are being designed with these goals in mind, but it is important
to evaluate these methods when sharing the network with realworld traffic. Much of today’s Internet traffic uses TCP CUBIC,
we therefore quantify its impact on interactive video experience
(visual quality and delay): we measure the degradation imposed
to interactive video when sharing a network bottleneck with
TCP CUBIC traffic. To understand this impact, we compare performance when two delay-based congestion control schemes are
used, one for interactive video and another for file transfer and
show that these algorithms can assure good video experience and
appropriate download time to their respective users. In contrast,
we suggest that achieving such a “low-delay coexistence” with
TCP CUBIC would require use of Active Queue Management
(AQM) techniques. The paper therefore provides quantitative
evidence that AQM can force loss-based TCP and delay-sensitive
flows to reach a stable equilibrium point that is similar to the one
naturally achieved when TCP flows are governed by delay-based
mechanisms.
Keywords—Video streaming, Bufferbloat, AQM, Congestion
controls

I.

I NTRODUCTION

Latency matters for the user experience of many of today’s
Internet diverse applications, and the TCP protocol, which has
accompanied the Internet since its early days, was not designed
with such diversity in mind. As one example, freezing a live
video (due to delayed data) just 1% of the time is sufficient to
turn away 5% of the viewers [1]. Similarly, a latency of 60 ms
suffices to degrade user experience in Internet gaming [2]. The
main aim of TCP is to deliver data reliably, avoid congesting
the network, and to ensure flows can safely coexist with other
flows. Today’s real-time communication applications prioritize
the timely reception of fewer packets over the late reception of
bulk data. UDP-based protocols have been designed to achieve
low end-to-end delay for interactive video, as demonstrated by
products such as Polycom or Skype, and UDP-based solutions
being proposed for web-based video conference. These feature
rate adaptation techniques that aim to (i) achieve good user
experience and (ii) leave a fair share of network capacity for
other traffic, including TCP-based flows. We call rate control
algorithms that have the latter property “TCP friendly”.
In contrast, bulk transfer or web applications based on TCP
account for 46% of TCP flows [3]). These seek to download

RITE: Reducing Internet Transport Latency

data fast (especially the aggressive CUBIC variant of TCP),
systematically keeping a high occupancy of network buffers.
When coupled with the prevalence of large buffers in the
Internet (to accommodate transient data bursts), TCP can lead
to persistently full buffers with increased end-to-end delay,
an issue known as bufferbloat [4]. The different demands
of interactive video were recognized by the W3C webRTC
initiative for web-based video conference tools, which is developing UDP-based video applications that will seek to leave
a fair share of available capacity for competing flows. However
there are problems when these flows need to share capacity
with TCP CUBIC because this can prevent delay-sensitive
applications from operating with low-latency. Something needs
to change: Either the video application needs to be more
aggressive, TCP needs to be updated to prevent increasing
the latency for other flows, or the network needs to evolve to
mitigate this adverse interaction. The latter could use Active
Queue Management (AQM) schemes [5], although these are
not yet widely deployed in the Internet.
As efforts are made towards providing (i) low latency realtime communication, (ii) fast downloads of web applications
and (iii) queue controls in the router, we believe that it is vital
to assess the interaction of recent protocols. In this article,
we investigate the following scenarios: (i) for bulk transfer,
we compare the performance of loss-based TCP mechanisms
(CUBIC, New Reno) with a delay-based TCP algorithm, the
delay-gradient congestion control (CDG) [6]; (ii) we study the
coexistence of TCP-based flows with UDP-based interactive
video flows, generated from Scalable Video Coding (SVC)
data, driven by a rate-adaptive congestion controller - the
SVC-based Congestion Control (SCC) scheme [7]; (iii) we
evaluate the impact of AQM when applied to bottlenecks
shared by TCP, CDG and SCC flows. We show that a mix
of CDG and SCC flows, competing over a bottleneck, reach a
stable operating point where flows fairly share capacity, while
keeping delay to a minimum. We demonstrate that CDG and
SCC do not obstruct a competing TCP flow, even at their
own detriment. Whereas aggressive loss-based TCP (CUBIC)
flows were seen to starve delay-based CDG flows. SCC flows
allow competing TCP flows to gain (at least) a fair share
of capacity, despite the inevitable increase in delay, which
degrades interactive video. In essence, current TCP protocols
“steal” the bottleneck capacity, inducing poor performance to
coexisting delay-based protocols. AQM schemes can improve
fairness and reduce latency, proving instrumental for delaysensitive applications to be successful against loss-based TCP
protocols.
The remainder of this paper is organized as follows:
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Section II, describes the protocols and algorithms (CDG and
SCC). Section III evaluates coexistence between CDG and
loss-based TCP congestion controls, and then between these
TCP-based controls and interactive video. Section IV compares
the download speed of CDG and CUBIC. We quantify the
impact of CDG and CUBIC on interactive video, using visual
quality and delay as performance indicators; and then repeat
these measurements when AQM schemes are introduced. We
conclude this work in Section V.
II.

D ELAY- BASED CONGESTION CONTROL ALGORITHMS

This section presents two delay-based congestion control
algorithms that provide, respectively, an example of delayaware file transfer and an instance of a delay-sensitive video
application. These algorithms were designed, independently
of each other, with the objective to coexist with other delaybased, as well as with loss-based mechanisms, such as TCP
NewReno. We conclude the section by discussing the impact of
using the Proportional Integral control Enhanced (PIE) AQM
method [5], designed to enforce low queuing delay when
sharing with loss-based TCP.
A. CAIA-Delay Gradient (CDG) [6]
CAIA-Delay Gradient (CDG) [6] is a general-purpose
transport congestion control that reacts to packet loss and
queuing delay. When possible, CDG tries to minimize the
induced queuing delay by behaving as a delay-based mechanism, but is able to detect competing loss-based TCP and
consequently adapt the size of its congestion window. CDG
uses delay-gradient measurements to estimate the state of a
network queue (full, empty, buffering, or emptying) and detect
non congestion related losses. CDG was shown to coexist fairly
with loss-based NewReno TCP flows. Later in this work, we
will investigate the ability of CDG to coexist with TCP CUBIC
implementations.
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Figure 1: Example validation test of CDG

We perform our evaluation using a simulated network in
NS-2; this allows control of all network and traffic parameters,
and ensures repeatability of the experiments. We therefore
analyzed the original FreeBSD implementation of CDG [6]
to derive a TCP congestion control module for NS-2.
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We replicate the scenario presented in §4.3 of [6] that
consists of four 80 s flows (CDG, NewReno, NewReno, CDG)
started at 20 s intervals, with a 10 Mbps bottleneck link and a
base RTT of 40 ms. Figure 1 presents the evaluation of goodput
for each flow. The first CDG flow retains around 24 % of the
link capacity when the first NewReno flow starts: CDG never
quite claims its fair share. Our results are consistent with those
presented in Figure 8 of [6].
To further validate our implementation, we also compared
the behavior of the FreeBSD and NS-2 versions in each
scenario proposed in [6]. These experiments confirmed the
results obtained with our CDG implementation are consistent
with those presented in [6].
B. SVC-based Congestion Control (SCC) [7]
We consider interactive video with a goal to co-exist with
other network traffic. This requires a congestion-controller that
reacts to a signal that the network may be congested (this could
be loss, explicit packet marking, delay or other methods). This
demands a congestion control (CC) mechanism designed to
minimize loss and delay, while enabling quick rate adaptation
to the available network capacity. We use a method designed
specifically for interactive video (SVC-based CC, SCC [7]).
This takes into consideration the requirements defined by the
IETF RMCAT working group, with particular emphasis on
three requisites: (i) quick, but graceful, adaptation to changes
in network conditions; (ii) keeping queuing delays as low
as possible; (iii) enabling fairness among all flows sharing a
bottleneck.
In an SCC system, feedback packets carry delay and loss
information to drive lightweight end-to-end sender rate control
strategies. Our approach assumes an SVC engine to compress
the video into a unique SVC stream; the sender adapts its rate
on-the-fly by transmitting only a subset of the SVC stream.
Encoded video packets are grouped into classes, each with a
pre-assigned Priority ID (PID). Our analysis assumes a total
of ten PIDs, each with equal number of packets corresponding
to 10% of the maximum video rate. Packets with increasing
PID numbers progressively contain less important data.
The sender can instantaneously adjust the rate by transmitting only packets with up to a given target PID, ensuring
graceful adaptation of the video quality. An SCC sender can
switch between the following control strategies: (i) a “DelayBased” mode that uses one-way packet delay information
to adaptively build (and update) an estimate of the path
delay-bounds and adapt the number of transmitted PIDs to
maintain the delay within a set region inside these bounds.
This is the default mode when video starts transmitting; (ii) a
“Safe Retreat” mode that enables coexistence with short-lived
TCP flows by reducing the transmission rate and protecting
important data against losses using Forward Error Correction
(FEC); (iii) a “Responsible Aggression” mode that allows
(FEC protected) video traffic to coexist with long-lived TCP
flows by claiming a fair share of a bottleneck bandwidth, albeit
at the expense of queuing delay.
C. Active Queue Management using PIE [8]
We implement AQM using PIE [8]. This AQM algorithm
estimates the queuing delay by considering the current queue
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length, qlen, and the draining rate of the queue, depart_rate.
E[T ] and E[T ]old represent the current and previous estimation
of the queuing delay: E[T ] = qlen/depart_rate. PIE uses this
to update its dropping probability, pdrop , every λ :

snd1
..
.

PIE is a low-complexity AQM scheme, but other AQM
methods, e.g. CoDel [9] or FQ-CoDel [10] also seek to control
the queuing delay, albeit with different performance tradeoffs. There is no consensus on which algorithm provides the
best performance [5]. We show that PIE yields significant
benefits when sharing with loss-based TCP and expect the
general conclusions to be translatable to other AQM methods,
since we are primarily interested in the impact of AQM on
coexisting delay- and loss-based mechanisms, rather than in
the evaluation of different AQM strategies.

bottleneck

R1

..
.

R2

sndn

pdrop = pdrop + α × (E[T ] − τ ) + β × (E[T ] − E[T ]old ) (1)
When a packet is enqueued, PIE generates p ∈ [0; 1] and if p <
pdrop , the packet is dropped. The parameter α in Equation (1)
determines how the deviation of current latency from the target
value affects the drop probability. The term β allows additional
adjustments depending on whether the latency is trending up or
down. PIE scales up those parameters to increase how rapidly
pdrop changes when pdrop ∈
/ [0.01; 0.1]. For PIE, τ represents
the average queuing delay that the algorithm tries to maintain.
The default values of PIE are: τ = 20 ms and λ = 30 ms.

dest1

destn

Figure 2: Dumb-bell simulation topology

goodput and queuing delay for F1 and F2 are shown in
Figure 3; when F2 is a CDG flow, the results are in Figure 3a
and 3b; when F2 is a CUBIC flow, results are in Figure 3c
and 3d. Further to the results shown in § II-A, where CDG
competes with TCP NewReno, the results in Figure 3c and 3d
show that CDG does not satisfactorily coexist with CUBIC.
CUBIC aggressively limits the share of the bottleneck that
CDG can access: in Figure 3a the two CDG flows share
fairly, while in Figure 3c CUBIC claims 80% of the bottleneck
capacity. Moreover, CDG cannot maintain the low delay that
it aims to: in Figure 3b the average delay is below 100 ms,
while in Figure 3d CUBIC drives the average delay close to
300 ms, an almost 300 % increase.
0.4
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CDG − flow 2

CDG − flow 1
CDG − flow 2
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A. Topology

queuing delay [s]

Our first aim is to evaluate the coexistence of loss- and
delay-based TCP congestion controls for bulk transfer. We then
assess the ability of an SCC flow to coexist with either of these
TCP-controlled flows. Our tests assess whether coexisting
CDG and SCC flows converge to a stable and fair share
of a bottleneck, attaining low delay. Experimental evidence
of such coexistence is important, because CDG and SCC
were designed independently and rely on completely different
algorithms.
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The topology used for our simulations throughout this work
is shown in Figure 2. Our settings are based on § 5.6 of
the RMCAT evaluation guidelines [11], the only modification
being the bottleneck of 1 Mbps instead of 4 Mbps to match
the medium-to-low rate of our live video samples (we used
actual video traces rather than models). These are derived from
a reference video sequence (known as “Bus” by the MPEG
community) encoded at 1 Mbps and 30 fps with the JSVM
reference software [12].
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Figure 3: CDG vs. CDG or CUBIC

The one-way propagation delay was 50 ms (i.e.
RT T(snd1...N ↔R1 ) = RT T(dest1...N ↔R2 ) = 25 ms and
RT T(R1 →R2 ) = 50 ms), the edge link capacity was 100 Mbps,
the bottleneck queue size was 300 ms.

The results shown in Figure 3 are consistent with those of
a larger set of simulations: CUBIC drives the queuing delay
close to the buffer limit, and reduces the average CDG goodput
to 0.2 (or lower). This trend is confirmed by experiments performed with different propagation delay values and buffer sizes
(CDG goodput further reduces when buffer size increases).

B. Loss-based and delay-based TCP congestion control

C. TCP-based congestion control and live video flow

Simulations used the topology in Figure 2. Flow 1 (F1),
from source 1 to destination 1 is a CDG non-applicationlimited flow starting at t = 0 s; F2 is either a CDG or a CUBIC
non-application-limited flow, always starting at t = 40 s. The

This second set of experiments assess the performance of
an SCC flow competing with delay-based (CDG) and lossbased (CUBIC) mechanisms. Using the conventions in the
previous section, F1 is a SCC video flow starting at t = 0 s;
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F2 is either a CDG or a CUBIC non-application limited flow,
always starting at t = 40 s.
Figure 4 presents the goodput and queuing delay. When F2
is a CDG flow, the result is in Figure 4a and 4b. Figure 4c
and 4d plots this for a CUBIC flow. As in the previous section,
when the delay-based mechanisms (SCC and CDG) coexist,
there is low queuing delay and a fair share of the available
capacity. However, when the second flow is CUBIC, it claims
70 % of the capacity and the resulting queuing delay is high
(i.e. around 300 ms). SCC is designed to keep delay within set
1.2

0.4

SCC
CDG

SCC
CDG

0.35

1

cost to download time? We evaluate: (i) the time required to
download 1700 kB using CUBIC compared to CDG; (ii) the
impact of this download on the quality of a competing live
video flow; (iii) the consequences of introducing AQM for this
scenario of short-file downloads competing with video traffic.
In this experiment PIE is used at R1 in the topology in
Figure 2. The network characteristics are the same as those
proposed in § III-A; F1 is a SCC video flow. F2 is a CDG
non-application-limited flow. F3 is either a CDG or CUBIC
non-application-limited flow. F4 is either a CDG or CUBIC
flow that iterates the download of 1700 kB objects (with an
exponentially distributed inter-file interval with mean 9.5 s).
All flows start at the same time.
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Table I lists the average download time denoted τ (we focus
on the results with no AQM, i.e. DropTail). As excepted, a TCP
CUBIC flow downloads faster than when using CDG. Our next
objective is to quantify the effect of this download speed gain
on the competing video flow. In Figure 5, we report two quality
metrics for the video, namely the Peak Signal-to-Noise Ratio
(PSNR) [13] in Figure 5a and the queuing delay in Figure 5b.
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Figure 4: SCC vs. CDG or CUBIC

boundaries, but it recognizes when it is sharing with a lossbased mechanism, CUBIC in this test, that probes for capacity
and fills the buffer. In this case, SCC claims a share of the
capacity (without starving the other flow), but is forced to
abandon the objective of low delay, thus affecting quality of
an interactive session.
The results shown in Figure 4 are consistent with those of
extensive simulations: CDG and SCC achieve similar average
goodput (around 0.45) and low average queuing delay. This
trend is confirmed when experiments are performed with
different propagation delay values and buffer sizes (where
average end-to-end delay is always kept below 100 ms).
IV.

P ERFORMANCE OF DELAY- BASED MECHANISMS

CUBIC has been designed to rapidly get up to speed and
quickly complete download of moderate-size files. For a shortfile download, we investigate the performance loss suffered by
CDG when sharing with the “uncompromising” CUBIC. We
then assess the impact of a download performed using either
CUBIC or CDG, assessing the visual quality of a competing
video flow. In other words, we ask the question: What is the
damage imposed on a competing delay-sensitive application by
faster download (i.e. CUBIC instead of CDG)? We then assess
the role AQM can play when CUBIC and CDG compete for
bottleneck capacity: Does AQM help fairness? What is the

RITE: Reducing Internet Transport Latency

The PSNR is a logarithmic metric measuring the visual
quality of the received video, with higher values representing
better visual quality; for the characteristics of the video (and
shared link) used in this experiment, values above 30 dB
suggests good visual quality, while values close to (or below)
25 dB signify poor visual quality. The PSNR plot in Figure 5a
shows that the video quality is nearly always above satisfactory, when SCC coexists with CDG, while the video quality
is significantly worse when competing with CUBIC. This
is to be expected, because CUBIC induces more loss when
probing for capacity. When such losses affect important video
data, the drop in quality can be severe; therefore, following
a transition phase (in the first few seconds in Figure 5a),
SCC recognizes sharing with a loss-based flow and starts to
protect crucial packets using FEC. This approach limits the
quality fluctuations due to individual loss events, as shown in
the picture (compare the PSNR dips around second 80 of the
video with the one at the beginning of the video). The results
reported in this figure are representative of those obtained with
a larger set of simulations, where video and TCP flows start
with random offsets, causing different video packets to be
dropped in different experiments. In all cases considered, the
FEC scheme prevents loss of crucial video data.
Delay is another indicator of user satisfaction for interactive
video (e.g. users have noted a significant impairment when the
one-way delay exceeds 150 ms [14]). SCC was set to maintain
the delay within this limit, but cannot force an aggressive
TCP competitor to cooperate. The queuing delay, Figure 5b, is
mostly within this envelope when SCC and CDG compete. In
contrast, a high delay is imposed when sharing with CUBIC,
frequently approaching a maximum of 300 ms.
We also measured the fraction of the video (with respect to
its entire duration) in which the one-way delay was higher than
150 ms and computed an average value over 25 simulations.
For background CDG traffic, this fraction is 30 %, whereas
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in Figure 6b. In contrast to the previous case, Figure 6a shows
that the video PSNR has comparable values when competing
with either CDG or CUBIC. The figure also shows more
pronounced quality fluctuations compared to the previous case
(Figure 5a). When coexisting with CDG, the average PSNR
value is lower than before. This behavior is explained by
observing that video packets are indiscriminately discarded by
the AQM scheme, leading to loss of critical video data. As
the AQM maintains a low delay, the SCC algorithm does not
detect the presence of a loss-based competitor, hence does not
introduce redundancy in the stream (using FEC, as discussed
in the previous section). This is not a fundamental limitation
of SCC though, because future versions could be made robust
to the random losses introduced by AQM. Since occasional
loss can significantly impair video quality, there is merit in
extending SCC to support Explicit Congestion Notification
(ECN) [5], enabling AQM marking of packets instead of drop.
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B. Impact of AQM schemes
This subsection focuses on the impact of using AQM (PIE)
instead of DropTail queues. Table I compares the download
time required by CDG and CUBIC. When using PIE, the
delay-based mechanism downloads the file even faster than
the aggressive loss-based CUBIC. As shown in Table I, the
presence of PIE only marginally affects the download time of
CDG, while it has a major impact on CUBIC.
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Table I: Download of 1700 kB

τ (in s)
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for CUBIC it is 98 % (note that Figure 5b only shows queuing
delay, excluding the propagation delay).
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Figure 6: Video quality with PIE

F3 & F4
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In Figure 6, we present the video quality metrics in this
scenario: PSNR is given in Figure 6a and the queuing delay
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Comparing the queuing delay without (Figure 5b) and
with (Figure 6b) AQM, there is a notable reduction. This is
especially effective when video flows coexist with CUBIC,
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because no improvement to the SCC (or any other) algorithm
could prevent a loss-based TCP from filling the buffer.
In summary, the results show that AQM schemes allow a
fair share of the capacity among loss- and delay-based mechanisms. Importantly AQM is instrumental in ensuring that delaysensitive applications achieve their target, essential to support
widespread deployment of interactive video applications.
V.

C ONCLUSION

This work provides insight into delay-based congestion
controls that strive to attain low delay while also seeking a
fair share of available network capacity. We considered CDG,
a delay-based TCP congestion control, and SCC, a rate control
for interactive video over UDP, both seeking to maintain low
latency and coexistence with loss-based congestion control
mechanisms. Our experiments indicate that CDG is nearly
starved by a competing CUBIC flow, while it attains a fair
share when competing with NewReno. Coexisting CDG flows
attain the intended low delay, but this achievement is negated
as soon as a CUBIC flow joins the link. Similarly, we tested
coexistence of SCC and CUBIC; SCC cannot prevent the lossbased flow from operating at nearly full buffer, but it is able to
retain a fair share of a bottleneck. Our results offer evidence
that these delay-based algorithms are sufficiently robust to
coexist with a loss-based compering flow without starving it
(but having to abandon the low-delay goal), and yet flexible
enough to reach a low-delay equilibrium with a different delaybased algorithm (CDG and SCC were designed independently).
The final set of experiments investigated the impact of
either CDG or CUBIC on the quality (PSNR/delay) of interactive video by comparing different download speed for
CDG/CUBIC in relation to the impairment caused to a coexisting video (SCC) flow. The results show that CUBIC is
nearly 30 % faster than CDG, but causes the video quality to
drop substantially, with a loss in PSNR of nearly 7 dB (on
average) compared to use of CDG. CUBIC caused high delay
for the video flow, degrading user experience 98 % of the time,
while coexistence with CDG resulted in minimal violations
of the low-delay threshold (exceeded, only marginally, 30 %
of the time and never to the extent caused by CUBIC, i.e.
more than 300 ms). These results confirm the importance
(and the potential) of low-delay congestion control for TCP.
While the speed advantage of the (aggressive) CUBIC over
CDG seems certainly appealing, the damage caused to delaysensitive applications (live video) may also be large.
The individual simulations discussed here are representative of a larger experimental set (omitted due to space
limits), comprising tens of sessions for a given propagation
delay and queue size. The goodput and delay (average over a
session) are narrowly distributed over the set of simulations.
Furthermore, A range of propagation delay and queue size
has been considered, beyond those introduced in Section III-A
( omitted due to space limits). All results are consistent and
confirm that the reported behaviour of CDG, SCC and CUBIC
is inherent of the properties of these algorithms.
TCP was designed to avoid network congestion and to
ensure fairness when sharing a link. In today’s Internet, the
notion of “fairness” must include provision for delay-sensitive
applications to attain good performance. We have shown that
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control algorithms like SCC claim no more than a fair share
of the capacity, avoiding congestion and (by design) combat
the risk of bufferbloat, hence are offer real benefits. However,
as long as most transport layer protocols neglect latency and
only focus on intra-fairness (capacity share), external means
are required to ensure coexistence with delay-sensitive flows.
AQM schemes offer a potential solution, necessary to tackle
bufferbloat in the presence of flows with loss-based control
algorithms. We therefore investigated the effect of AQM,
specifically PIE, on a mix of CDG, SCC and CUBIC traffic.
Our results showed that PIE does not impact CDG download
time significantly and confirmed that it allows CDG and SCC
to attain the required low delay even in the presence of CUBIC
traffic. We also showed that a simple modification to the
current SCC implementation is required to protect against PIEinduced losses and achieve good and stable visual quality. The
study of additional low-delay mechanisms, their interaction
with live video, and the impact of other AQM techniques
(including ECN) is the subject of our ongoing work.
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D Cutting the Chatter
This appendix includes the following documents related to the work on Cutting the Chatter (§ 5):
D.1 R. Secchi, A. Mohideen, and G. Farihurst, “Evaluating the performance of next generation web access via
satellite,” in EIA conference on Wireless and Satellite Systems (WISATS), Bradford (UK), Jul. 2015
Abstract Responsiveness is a critical metric for web performance. Update to the web protocols to reduce
web page latency have been introduced by joint work between the Internet Engineering Task Force (IETF) and
the World Wide Web Consortium (W3C). This has resulted in new protocols, including HTTP/2 and TCP
modifications, offering an alternative to the hypertext transfer protocol (HTTP/1.1). This paper evaluates the
performance of the new web architecture over an operational satellite network. It presents the main features of the
new protocols and discusses their impact when using a satellite network. Our tests comparing the performance
of web-based applications over the satellite network with HTTP/2 confirm important reductions of page load
times with respect to HTTP/1.1. However, it was also shown that performance could be significantly improved
by changing the default server/client HTTP/2 configuration to best suit the satellite network.
D.2 B. Briscoe, “Inner Space for All TCP Options,” Internet draft, draft-briscoe-tcpm-inspace-mode-tcpbis-00 (work
in progress), Mar. 2015. [Online]. Available: http://tools.ietf.org/html/draft-briscoe-tcpm-inspacemode-tcpbis
Abstract This document describes an experimental redesign of TCP’s extensibility mechanism. It aims to
traverse most known middleboxes including connection splitters, by making it possible to tunnel all TCP options
within the TCP Data. It provides a choice between in- order and out-of-order delivery for TCP options. In-order
delivery is a useful new facility for options that control datastream processing. Out-of-order delivery has been
the norm for TCP options until now, and is necessary for options involved with acknowledging data, otherwise
flow control can deadlock. TCP’s original design limits TCP option space to 40B. In the new design there is
no such arbitrary limit, other than the maximum size of a segment. The TCP client can immediately start to
use the extra option space optimistically from the very first SYN segment, by using a dual handshake. The
dual handshake is designed to prevent a legacy server from getting confused and sending the control options to
the application as user-data. The dual handshake is only one strategy - a single handshake will usually suffice
once deployment is underway. In summary, the protocol should allow new TCP options to be introduced i)
with minimal middlebox traversal problems; ii) with incremental deployment from legacy servers; iii) with zero
handshaking delay iv) with a choice of in-order and out-of-order delivery v) without arbitrary limits on available
space.
D.3 B. Briscoe and D. Hayes, “Innerspace: Deployabiliy, format, syntax, and encryption,” Sep. 2015, digest of elements
of the innerspace protocol not directly applicable to RITE.
Abstract The Inner Space protocol addresses a number of transport issues. This document outlines some key
points of the protocol that are not directly relevant to RITE, but supplement the material presented in § 5.3 of
the body of the deliverable and aid its understanding. The format and syntax are simple, but provide a powerful
tool for TCP enhancement. Inner Space can make it easier to deploy new transport services and has special
applicability to opportunistic encryption services.
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Evaluating the Performance of Next Generation
Web Access via Satellite
Raffaello Secchi⋆ , Althaff Mohideen⋆⋆ , and Gorry Fairhurst
School of Engineering, University of Aberdeen, Fraser Noble Building, AB24 3UE,
Aberdeen (UK)
Abstract. Responsiveness is a critical metric for web performance. Update to the web protocols to reduce web page latency have been introduced by joint work between the Internet Engineering Task Force (IETF)
and the World Wide Web Consortium (W3C). This has resulted in new
protocols, including HTTP/2 and TCP modifications, offering an alternative to the hypertext transfer protocol (HTTP/1.1). This paper evaluates the performance of the new web architecture over an operational
satellite network. It presents the main features of the new protocols and
discusses their impact when using a satellite network. Our tests comparing the performance of web-based applications over the satellite network
with HTTP/2 confirm important reductions of page load times with respect to HTTP/1.1. However, it was also shown that performance could
be significantly improved by changing the default server/client HTTP/2
configuration to best suit the satellite network.
Key words: SPDY, HTTP/2, PEP

1 Introduction
In the last ten years, the types of data exchanged using HTTP has changed radically. Early web pages typically consisted of a few tens of kilobytes of data and
were normally not updated frequently (static web). Today, typical web pages
are more complex, consisting of (many) tens of elements, including images, style
sheets, programming scripts, audio/video clips, HTML frames, etc[1, 2]. Moreover, many web pages are updated in real time (e.g., when linked to live events
or dynamic databases). Web interfaces have found use in a wide range of nonbrowsing applications, e.g., to interact with distributed web applications, where
both data and application reside at a remote side.
The HTTP/1.x suite of protocols [3, 4] has dominated web usage for over
twenty years. It has become widely used in a variety of contexts beyond its
original goals, limitations of the HTTP protocols have become apparent. The
⋆
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original HTTP request/response model, where each web object was requested
separately from the others, has been shown to not scale to modern complex web
pages and can introduces a significant amount of overhead at start-up. HTTP
interacts poorly with the transport layer (Transmission Control Protocol [5])
resulting in poor responsiveness for the web. These performance issues have
been accompanied by changing patterns of web.
Changes in the size and structure of web pages now mean that HTTP/1.x can
become a significant bottleneck in web performance [6]. HTTP/1.0 [3] allowed
only one request at a time on a given TCP connection. HTTP/1.1 [4] added
HTTP persistence, i.e., the ability to reuse a TCP connection for subsequent
HTTP object requests. HTTP persistence feature avoided the overhead of the
TCP connection establishment, but did not resolve the performance gap. The
growing number of objects per page, caused web designers to increase the number
concurrent TCP connections to decrease down-load time, sometimes scattering
the components of a web page over many servers, known as “sharding”. While
opening many TCP connections can reduce page load times, it is not a networkfriendly solution, because it results in web sessions competing aggressively with
other network flows. It also does not resolve the head-of-line blocking (HoLB)
that occurs when an important object is scheduled over a slow TCP connection
and received after a less important one.
Initiatives from GoogleTM proposed new protocols as an alternative to HTTP
1.1, better suited to new web content, and designed to make HTTP more responsive and more network-friendly. SPDY [7] and later QUIC [8] are prototype
protocol implementations of this new approach. In 2009, work on SPDY triggered formation of the HTTPbis working group in the Internet Engineering Task
Force (IETF) and related work in Worldwide Web Consortium (W3C). This has
since resulted in the definition of a new standard, HTTP/2 [9] in 2015.
This paper seeks to understand the implications for the satellite community
of the introduction of HTTP/2 and other TCP/IP stack modifications. We show
that HTTP/2 offers significant benefits in terms of reduction of the page load
time (PLT) in different scenarios, including cases with performance enhancement proxies (PEPs) and encrypted tunnels. However, we also observed that the
default HTTP/2 configuration is optimised for a terrestrial networking and may
not be suitable for the satellite scenario, thus negatively impacting HTTP/2
performance. This suggests that HTTP/2 may not be yet mature to support
high latency links.
This conclusion is also backed by previous studies that considered the performance of HTTP/2 over terrestrial and satellite networks. An extensive comparison of HTTP(S) and HTTP/2 in terrestrial networks was presented in [6].
This study confirms that HTTP/2 effectively address the problems of HTTP
but also highlights some of its potential pitfalls. In particular, the paper observes that a single connection is more exposed to transient loss episodes than
multiple HTTP/1.1 connections, and that the HTTP/2 could under-perform due
to the current highly sharded structure of the web. Performance limitations of
HTTP/2 were also pointed out in [10] where PLT was related to the structure
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of the page. Tests with HTTP/2 over satellite were performed in [11, 12, 13].
In [11] it was observed that a proper scheduling discipline and countermeasure
to compensate for wireless errors may be needed to achieve good link utilisation
with HTTP/2. In [13] HTTP/2 performance were compared to HTTP/1.1 with
various demand/assignment multiple access (DAMA) schemes concluding that
HTTP/2 can achieve in some scenarios close-to-terrestrial performance.
The remainder of this paper is organised in a series of sections. Section 2
introduces the novelties of HTTP/2 and discusses their usage over satellite. Section 3 surveys the new TCP modification proposals to make it more responsive
for the new type of web applications. Section 4 reports the results of the experiments over the satellite platform. A conclusion on the results and the new web
architecture is given in Section 5.

2 A New Architecture for Web Technology
HTTP/2 maps the entire bundle of HTTP request/response transactions required to retrieve a web page onto a single TCP connection. It introduces the
concept of stream as an independent data flow within the TCP connection.
This allows interleaving of frames (stream protocol data units) onto the connection and the prioritisation of streams, letting more important requests complete
faster. In addition, HTTP/2 defines a Server Push mechanism, an experimental
communication mode where the server can send data to a client without an explicit request. Server Push enables a fully bidirectional client-server channel and
may be used by a server to anticipate client requests predicting what data the
client is going to request.
2.1 Connection Setup
Although HTTP/2 is designed to replace HTTP/1.x, an initial deployment phase
is envisaged where HTTP/2 will co-exist with older HTTP/1.x systems (The
httpbis working group therefore also introduced a number of innovations into
HTTP/1.1.) Not all servers will immediately change to use HTTP/2, and coexistence with HTTP/1.1 is expected for the foreseeable future.
The design of HTTP/2 chose to reuse the same URI scheme of HTTP and
HTTPS to indicate HTTP/2 web resources. The new protocols also use the
same port numbers (TCP port 80 and 443). This required a method to signal
use of HTTP/2. HTTP/1.1 defined the Switching Protocol header, that, when
inserted in a request, indicates the intention of the client to change the session
protocol. This mechanism, however, costs an extra RTT after connection establishment. If HTTP uses SSL, however, the application-layer protocol negotiation
(ALPN) transport-layer security (TLS) extension header could be used to signal
the presence of HTTP/2 during the TLS handshake.
ALPN was the preferred method when the HTTP/2 connection is made over
SSL, expected to be used in the majority of cases with HTTP/2. Use of SSL
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also avoid middle-boxes hindrance as the new protocol is deployed. Using SSL
requires a SSL handshake before every HTTP/2 session can be established.
2.2 Multiplexing
HTTP/2 allows a session to multiplex transmission of web page resources using
a Stream. Streams are independent, bi-directional sequences of frames between
the server and the client. Streams can be initiated by both a client and a server.
(In HTTP/1.1, the HTTP connection could only be started by the client). A
HTTP/2 connection can contain multiple concurrently open streams, with either
end-point interleaving frames from multiple streams. This removes the need to
open multiple transport connections.
Multiplexing resources can offer important performance benefits for long delay paths, including clients that access the network via satellite. This reduces
the amount of traffic over the network removing the overhead of opening several
TCP connections and allows the server to send more data per TCP segment.
Multiplexing over a single connection could also reduce the need to place HTTP
proxies at the edge of a satellite network (i.e., reducing the need for applicationlayer protocol enhancing proxies - PEPs).
2.3 Flow Control
Flow Control has been introduced in HTTP/2 to regulate contention among the
streams that share a TCP connection. This avoids, for instance, a stream from
being blocked by another contending stream. Flow Control also seeks to regulate
the overall connection rate. This can be used to protect resource-constrained
endpoints from being overwhelmed by received data. This addresses cases where
the receiver is unable to process data on one stream, yet wants to continue to
process other streams within the same connection. In the case of a multi-hop
HTTP/2 connection, each hop receiver can control the rate over its hop.
HTTP/2 uses a simple credit-based flow control mechanism. Clients are required to specify an initial size in the SETTINGS frame indicating the amount
of data they are prepared to accept for the entire connection and for each stream.
During the session, clients use WINDOW UPDATE frames to increase the size
of a stream or the connection. The WINDOW UPDATE frame specifies the
increment in size of the stream.
While Flow Control is an essential feature of HTTP/2, the Flow Control
mechanisms are still at an early development stage. The current standard only
provides the necessary tools to implement this feature, but does not mandate
any particular method.
The choice of the size of the streams can have a direct impact on the performance of the long-delay paths found with satellite networks. Too small values
in initial settings may be insufficient to achieve high throughput over a large
bandwidth-delay product connection.
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2.4 Server Push
HTTP/2 allows a server to push responses to a client associated with a previous client request. This could be useful when the server can anticipate which
resources the client is going to request based on previous requests. To avoid
pushing undesired data a client can request that Server Push is disabled when
the connection settings are negotiated.
Server Push is implemented using the PUSH PROMISE frame, which contains the set of requests that would originate a response. The PUSH PROMISE
frame is followed by PUSH RESPONSE frames that contains the actual pushed
data. If the client decides to accept the pushed data, it is required not to send
any request for the pushed resources. Otherwise, the client can issue a control
frame to stop the transmission of the data.
Server Push could be beneficial for users connected via satellite, because
it could potentially reduce the time to load a page by at least one RTT. For
example, eliminating the need for a client to send a request for the resources
linked to the index page. However, the optimisation may come at a cost, since
the client is less able to decide what content uses the satellite capacity. A similar
concern has also been expressed by mobile cellular operators, where pro-actively
downloading non-needed contents can incur into additional cost [10].

3 Transport layer modifications
The effectiveness of HTTP modifications would be limited if not complemented
by changes at the transport layer. The awareness that the transport layer needs
to be harmonised to the web application layer for higher responsiveness and lower
overhead has provoked a series of proposals since 2010. The new protocols update
the way web protocols use the Internet by using new transport mechanisms
(larger initial window, initial data, updates to congestion window validation,
support for thin flows, etc.).
Although most TCP modifications were designed to improve performance
over terrestrial networks, they can impact the performance for satellite networks.
Removing even a few initial RTTs has macroscopic benefits for the satellite
networking. This section surveys key recent proposals to update TCP.
3.1 Fast Open
TCP currently only permits transmission of useful data after the two endpoints
have established a connection [5]. This initial three-way handshake (3WHS) introduces one RTT of delay for each connection. For short data transfers, the
extra RTT incurs a significant portion of the flow duration [14]. According to
[15] the cost of the initial handshake is between 10% and 30% of the latency for
a HTTP transaction. Data on SYN was initially proposed in RFC793, but later
discouraged because this would allow data to be delivered to the application
before the connection has been established.
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TCP Fast Open (TFO) [16] is an IETF experimental specification published
in December 2014 that provides new rules that allow data to be carried in an
initial SYN segment and to be consumed by the receiving endpoint during the
initial connection handshake. This can save one RTT compared to a standard
TCP connection.
In TFO, the server side uses a new security mechanism (based on cookies)
to authenticate a client initiating a connection thus addressing previous data
integrity concerns caused by dubious SYN packets. This avoids the pitfalls of
earlier methods, such as T/TCP [17].
TFO is designed to deliver data safely during the 3WHS without requiring
the server to store per-client authentication information. A client obtains a TFO
cookie from the server when access the server for the first time. This cookie
contains encrypted information that authenticates the client (for example, the
clients IP address). When the client wants to open a new connection to the
same server, it returns the cookie to the server by inserting it into the payload.
The server recognizes the IP address of the client deciphering the cookie, and
therefore it can accept the TCP payload of the SYN segment.
TFO can reduce the delay of initial connection establishment, which is non
negligible in the overall web page download delay budget as shown in the next
section.
3.2 Larger Initial Window
RFC 3390 specifies the TCP initial window to be 3 segments [18]. This has been
widely deployed. Motivated by the desire to improve Fast Retransmit, Google
proposed further increasing the IW to 10 segments (about 15 kB) to quickly
complete a considerable number of short TCP transfers [19].
Experiments by Google [20] showed benefits in reducing web object transfer
times at moderate cost in terms of increased congestion and associated packet
losses when used over their network. This motivated an experimental update to
TCP in 2013 [19].
This specification [19] also recommended TCP implementations to refrain
from resetting IW to one segment unless multiple SYN or SYN-ACK retransmissions occurred or congestion losses confirmed. The current standard specifies
resetting IW to 1 even when a single control packet is missing. However, considering RFC 6298 reduction of initial RTO from 3 seconds to 1 second, this would
excessively penalise connections with high RTTs (e.g. satellite links).
Current analysis of using a large initial window has not explored the potential
collateral damage to other flows that share a bottleneck where the large IW is
continuously used.
An adaptive approach to set IW was proposed in [21]. Instead of defining
a particular value for IW or prescribing a schedule for increase over time. This
proposed an automatic mechanism to increase the IW by objectively measuring
when an IW was too large, allowing IW to be adjusted automatically. Generic
methods to choose a suitable IW remain an item of future research.
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Fig. 1. HTTP/2 experimental testbed topology based on Hylas-II satellite platform

4 Performance Evaluation of HTTP over Satellite
A range of experiments evaluated the page load time (PLT) using both HTTP/1.1
and HTTP/2, and the impact of the different TCP stack modifications. Our tests
(Fig 1) accessed a web server via satellite terminals using the Hylas-II satellite
network operated by AvantiTM [22] based on IPoS [23]. Metrics other than the
PLT have been used to evaluate web performance. These include the time-tothe-first-paint and the object OnLoad time [10]. However, we preferred to use
the PLT which reflects both network performance and user experience.
AvantiTM provided various SLA options for Return Link (RL) and Forward
Link (FL) bandwidth provisioning. A traffic shaper co-located with the Satellite
Gateway acted as SLA enforcer for the FL. Peak rates in our settings were
512 kb/s for the RL and 2048 kb/s for the FL. The satellite network implemented
a range of transport and application layer PEP techniques. Application-layer
PEP mechanisms were disabled when using HTTP/2 due to the use of SSL the
encryption of the TCP payload.
By default, a transport PEP splits the TCP connection into three parts, one
between client and terminal, one between terminal and satellite gateway, and one
between gateway and server. To evaluate the impact of Transport PEPs, some
tests disabled PEP by using IPsec encryption to hide the TCP header. This
allowed us to study a HTTP session with a direct connection between server
and client.
We also performed experiments using a network emulator introducing an
artificial RTT of 750 ms, which approximated the Internet plus observed satellite
round-trip. This was used as a reference case, since it avoided the varying delay
from the dynamic bandwidth allocation used by the satellite system.
The web server ran on a Linux-based platform with kernel 3.8. This kernel
implemented the recent TCP modifications for fast start-up. In particular, the
kernel used RFC6928 by default. All experiments used the Mozilla Firefox (vers.
31) web browser, which was equipped with a protocol analyser to capture the
HTTP/2 conversation between the client and server. The Firefox configuration
panel allowed the user to switch between HTTP and HTTP/2. The implementation of HTTP/2 was based on the SPDY/3 module provided by GoogleTM .
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To explore a range of web page compositions, we considered three cases of
web-pages lengths (of 500 kB, 1500 kB, and 2500 kB respectively) and three cases
of object sizes (of about 5 kB, 20 kB and 100 kB respectively). This resulted in
9 combinations of pages with homogeneous object size of different length. The
number of objects in our tests varied between 5 (when the page size is 500 kB
and the object size is 100 kB) and 500 (when the page size is 2500 kB and object
size is 5 kB). Although pages with more than 200 objects are unlikely in today’s
Internet, the number of objects per page has steadily increased in recent years
and HTTP/2 should be devised having in mind the extreme cases. This approach
was also followed in another HTTP/2 study [10]. Each experiment was repeated
10 times to mitigate the variability of download duration on the average PLT.
4.1 Rate patterns in HTTP and HTTP/2
Figure 2 illustrates the transport dynamics for HTTP/1 with a web-page of 500
objects of around 5 kB3 . The figure also plots the activity, i.e., when packets
are received/transmitted, of each of the six parallel HTTP/1 client-server connections that Mozilla Firefox opens towards the server. Each connection carries
around one-sixth of the total number of objects and each object is downloaded
by a separate request/response transaction.
Performance over satellite were influenced by the connection retry timeout in
the Firefox configuration which is set by default at 250 ms. This parameter sets
3

Rate samples were taken every 100ms
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the time Firefox has to wait after opening a connection before trying to open
a new connection. A too small value for the connection retry timeout caused
multiple connections being opened and connection errors at start.
Since the objects are small and each connection can carry at most one object
per RTT, six connections are far too few to utilise the large bandwidth-delay
product path (about 650 kB in this case). This results in a low throughput
(230 kb/s) which is much less than the 8 Mb/s available bandwidth. Moreover,
HTTP performance cannot be improved by transport PEPs because only a few
kilobytes are delivered at each request/response over a TCP connection. The
amount of data per transaction is therefore smaller than the TCP IW and could
be sent end-to-end by TCP in one RTT.
A very different output is observed instead when HTTP/2 is used (Fig 3).
Indeed, the same 500 HTTP objects can be delivered in about 12 s with an average throughput of 1.7 Mb/s using HTTP/2. The better result is obtained mainly
due to object multiplexing. Once that the HTTP/2 client has received the index
page, it can generate a sequence of object requests issuing stream synchronisation messages (SYN STREAM). Each stream is identified by a stream-ID which
is used by the server to refer to a particular object in the response. The transmission of SYN STREAMS is shown at around time 4 s when a 2 Mb/s peak
rate by the browser. As multiple request messages can be sent simultaneously,
the server can receive request messages faster, respond to many more request
at the same time and maintain a high throughput. The throughput is however
not optimal due to the limited number of concurrent streams allowed by the
web server: The default HTTP/2 configuration in Apache allows only up to 100
concurrent streams per session, while the path could sustain up to 150 streams.
A significant amount of time (about 3 s) is spent in connection opening. This
includes the TCP three-way handshake (one RTT) and a full TLS handshake
(two RTTs). Both TCP and TLS connection establishment require the synchronisation between server and client and hence full satellite RTTs to complete.
However, a three RTT connection opening is strictly required only the first time
the site is accessed. In a subsequent access the web client could indicate the
session-ID of a previous TLS session to resume the session (if session caching,
RFC 5246, is supported by the server) or use a session ticket, RFC 5077, which
was previously released by the server for a certain TLS session. Both these mechanisms reduce the TLS handshake to one RTT (the abbreviated TLS handshake).
In addition, the client could use a TCP Fast Open cookie to send data on SYN
and eliminate the TCP handshake entirely.
4.2 Impact of Page Composition on Web Performance
Figure 4 illustrates the PLT of test web-pages with respect to the number of
objects for HTTP and HTTPS when the pages were accessed through the PEP.
The results of our experiments suggest that the number of objects is an important
parameter in determining the PLT with HTTP/1 and HTTPS. These results
were obtained with a FL capacity of 8 Mb/s and the default Linux configuration
for the TCP/IP stack.
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Fig. 4. Page load time (PLT) with respect to the number of objects for HTTP, HTTPS
and HTTP/2 with satellite split connection. The object size is the ratio between the
page size (label) and the no. of objects.

Although the PLT exhibits large variability, an increasing trend of PLT with
respect to the number of object is evident in all cases. The number of objects
influences the PLT more than the page length. For example, downloading a web
page consisting of a hundred objects of 5 kB (the 500 kB label in the picture)
takes around 35 s when using HTTPS with direct access, while a page of 15
100 kB objects (1500 kB label) takes only 12 s.
The dependency of PLT on the number of objects with HTTP is not surprising. When a web page is accessed using HTTP/1 or HTTPS, the web browser
opens a certain number of connections towards the web server to request and
retrieve web objects. Since only one object can be requested on a connection and
only after the transmission of a previous object is completed, the throughput of
a web session (Thttp ) is limited to transferring one average object size (Sobj )
per round-trip time (RTT) per connection, i.e., Thttp ≈ Nc × Sobj /RT T . This
rate limitation imposed by the HTTP/1 request/response model is particularly
a limitation for long delay paths, and is one of the main motivations for using
application-layer PEP.
Figure 4 also shows that the PLT with HTTP/1 is significantly lower than
with HTTPS when a page is accessed directly. In reality, this performance is only
obtained because the HTTP/1 connection is not persistent and represents the
worst case for HTTP/1. If the connection is not persistent, a new TCP and TLS
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Fig. 5. Page load time (PLT) with respect to the number of objects for HTTP(S) and
HTTP/2. The object size is ratio between the page size (label) and the no. of objects.

handshake needs to be performed for each object. However, when persistence is
enabled, the performance of HTTP/1 and HTTPS are similar.
When HTTP/2 is used (Fig 4), the PLT is around 10-12 seconds, and is not
strongly dependent on the number of objects. This again is not surprising considering that many more objects can be transmitted concurrently. However, we
notice that HTTP/2 performance depends weakly also from the page size. This
is probably due to the high variability of the rate of the TCP session (as illustrated in Fig 3). As the throughput can vary substantially from one experiment
to the next, the impact of the page size on the PLT is somehow overshadowed by
other factors, including the interaction between TCP congestion window (cwnd)
and the HTTP/2 request/response mechanism.
4.3 Performance with large end-to-end delay (no transport PEPs)
Figure 5 shows the performance when a client connects to the server without
intermediaries. Although the plot exhibits more variability than the one with
PEPs, we can draw similar conclusions. Inspecting the traces, we found that
RTT samples are affected by very large variations (on the order of seconds),
most likely due to queuing delays at the FL access queue. While these delays
are mitigated by the splitting of the connection in the PEP case, using the IPsec
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tunnel these delays affect the end-to-end RTT. This reflects poorly on the TCP
RTO estimation and ultimately on the performance.
The average PLT with HTTP/2 ranges between 11 and 15 seconds.The PLT
with HTTPS spans a much larger interval, taking up to few minutes to download
the page when the number of objects is more than one hundred. The performance
improvement of HTTP/2 is clearly related to the ability of the protocol to efficiently multiplex many small objects onto the same TCP connection. However,
the throughput of HTTP/2 was less than the case with split connection and
much less than the available bandwidth (8 Mb/s). This suggests that capacity
is not the primary limiting factor on the HTTP/2 performance. Analysing the
traces we found that several other factors contributed to reduce the throughput
with respect to the split-connection case:
1. The maximum number of concurrent active streams was limited to one hundred (default value in Apache server). This is done as a precautionary measure to constrain the amount of memory used by HTTP/2 streams. While
this number is sufficient for a terrestrial wired session, satellite networks
could easily host several hundreds of streams if their size is limited to few
kilobytes.
2. The memory reserved by the client for the TCP connection receive buffer
was about 128 kB. Although TCP Window Scaling Option [24] was used (as
in the majority of modern TCP/IP stack) and the application was able to
retrieve data quickly from the receive buffer, the TCP receiver was forced
to advertise a window that was smaller than the bandwidth-delay product.
The small advertised window was due to the limited buffer space reserved
by the application.
3. The browser fired a timeout to reset the connection when it was idle for few
seconds. In some of our tests, the HTTP session was reset even more than
once to finish downloading the objects. At each reset new TCP connections
were created.
All these effects are clearly related to the fact that the HTTP session was
optimised for a terrestrial Internet path. However, HTTP/2 offers mechanisms
(such as the SETTINGS and UPDATE control frame) to configure the HTTP
session to the actual client/server requirements. Using these mechanisms it is
possible to optimise the session by avoiding parameters statically configured in
the browser.

5 Conclusion
This paper reports the results from a series of tests using SDPY/3 (the most
recent HTTP/2 implementation from GoogleTM ) over the satellite platform.
Our results clearly show that when the number of multiplexed objects is large,
HTTP/2 largely outperforms HTTP(S). In particular, we observed that when
the web page is made up of more than hundred objects HTTP/2 completes the
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web-page transfer in around ten seconds while the HTTP(S) spends several tens
of seconds.
On the other hand, with less than ten objects HTTP performs better than
HTTP/2. This is because HTTP does not need to wait for the TLS handshake
to complete and benefits of the presence of application-layer PEPs. However,
HTTP/2 performance could have been improved if protocol parameters had
been configured for the satellite delay. For example, the default size of TCP
send and receive buffer of the HTTP/2 connection was around 130 kB. While
this did not have particular effects when the end-to-end connection was split
by the intercepting PEP, it proved insufficient when the client and server were
connected directly without the mediation of PEPs. Also, the default initial connection size used in the Flow Control mechanism and the maximum number of
permitted parallel streams were inferior to the ones allowed by the bandwidthdelay product. Finally, the HTTP/2 connection-retry-timeout was set to 250 ms,
which is unrealistic for the satellite case.
PEPs are nowadays essential to achieve satisfactory web performance over
satellite. In particular, split connections are required to avoid the long delays
created by TCP end-to-end congestion control. However, they have many drawbacks. PEPs break TCP end-to-end semantics leading in some cases to drop TCP
options or ignore new options (for instance in our tests split-TCP prevented the
use of large window option requested by the client). This somehow limits the
ability to upgrade the system when new Internet transport techniques are made
available, thus contributing to the ossification of the Internet, i.e. the lack of
progress due to compatibility issues. Also, PEPs make the system more complex
to configure and maintain since transport code need to be run at the terminals
and gateway of the satellite network. In other words, PEPs are a necessary evil,
not loved by network operators.
HTTP/2 may be seen as a way forward to address the performance issue
of web traffic over satellite. HTTP/2 offers the ability to send an entire web
page over a single TCP connection by introducing methods to multiplex request/response transactions (or more in general web streams) within a persistent connection. HTTP/2 also introduces a mechanism to push data to the client
without an explicit request, thus saving precious RTTs. The HTTP/2 improvements are complemented at the TCP layer by a series of proposals, such as TCP
Fast Open and the larger Initial Window, to improve TCP responsiveness at
startup. These recommendations highlight inefficiency of the current network
stack and remove inessential RTTs. Combined with the new application-layer
protocol, these modifications are expected to speed-up significantly web sessions.
Our tests have shown that HTTP/2 is probably not yet mature technology
to definitely replace the traditional satellite web architecture based on PEPs.
However, the problem we identified are implementation-related and can probably be overcome by revising HTTP/2 specifications having in mind the issues
introduced by the large RTT.
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Abstract
This document describes an experimental redesign of TCP’s
extensibility mechanism. It aims to traverse most known middleboxes
including connection splitters, by making it possible to tunnel all
TCP options within the TCP Data. It provides a choice between inorder and out-of-order delivery for TCP options. In-order delivery
is a useful new facility for options that control datastream
processing. Out-of-order delivery has been the norm for TCP options
until now, and is necessary for options involved with acknowledging
data, otherwise flow control can deadlock. TCP’s original design
limits TCP option space to 40B. In the new design there is no such
arbitrary limit, other than the maximum size of a segment. The TCP
client can immediately start to use the extra option space
optimistically from the very first SYN segment, by using a dual
handshake. The dual handshake is designed to prevent a legacy server
from getting confused and sending the control options to the
application as user-data. The dual handshake is only one strategy a single handshake will usually suffice once deployment is underway.
In summary, the protocol should allow new TCP options to be
introduced i) with minimal middlebox traversal problems; ii) with
incremental deployment from legacy servers; iii) with zero
handshaking delay iv) with a choice of in-order and out-of-order
delivery v) without arbitrary limits on available space.
Status of This Memo
This Internet-Draft is submitted in full conformance with the
provisions of BCP 78 and BCP 79.
Internet-Drafts are working documents of the Internet Engineering
Task Force (IETF). Note that other groups may also distribute
working documents as Internet-Drafts. The list of current InternetDrafts is at http://datatracker.ietf.org/drafts/current/.
Internet-Drafts are draft documents valid for a maximum of six months
and may be updated, replaced, or obsoleted by other documents at any
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Introduction
TCP has become hard to extend, partly because the option space was
limited to 40B when TCP was first defined [RFC0793] and partly
because many middleboxes only forward TCP headers that conform to the
stereotype they expect.
In 2011, [Honda11] tested a broad but small set of paths and found
that there were few if any middlebox traversal problems over
residential access networks, but the chance of a new option
traversing other types of access was terrible. Cellular was
especially bad (stripping options on 40% of paths for port 80 and 20%
for other ports), but WiFi hotspots, enterprise, and university
networks were close behind (typically, about 18% of paths blocked new
extensions). This specification ensures new TCP capabilities can
traverse most middleboxes by tunnelling TCP options within the TCP
Data as ’Inner Options’ (Figure 1). Then the TCP receiver can
reconstruct the Inner Options sent by the sender, even if a middlebox
resegments the datastream and even if it strips ’Outer’ options from
the TCP header that it does not recognise.
The two words ’Inner Space’ are appropriate as a name for the scheme;
’Inner’ because it encapsulates options within the TCP Data and
’Space’ because the space for TCP options within the TCP Data is
virtually unlimited--constrained only by the maximum segment size.
,-----.
TCP Payload
,-----.
| App |<----------------------------------------->| App |
|-----|
|-----|
|
|
Inner Options within TCP Data
|
|
|
|<----------------------------------------->|
|
|
|
|
|
| TCP | TCP Header and
TCP header and | TCP |
|
| Outer Options ,---------. Outer Options |
|
|
|<-------------->|Middlebox|<-------------->|
|
|-----|
|---------|
|-----|
| IP |
|
IP
|
| IP |
:
:
:
:
:
:
Figure 1: Encapsulation Approach
Tunnelling options within TCP Data raises two difficult questions: i)
immediate (out-of-order) delivery of certain options and ii)
bootstrapping the inner control channel.
Traditional TCP options [RFC0793] are delivered unreliably and out of
order, because they are within the main header, outside the TCP
sequence space. This document calls these ’Outer Options’. When TCP
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options are placed within the TCP Data (Inner Options), it is easiest
to include them within TCP’s sequence space. Then TCP naturally
delivers them reliably and in order without any extra machinery.
However, in-order delivery is unacceptable for some options.
TCP options fall into three categories:
Segment-related (out-of-order):
These have to be delivered to the
receiver’s TCP stack as soon as they are received (i.e. not
necessarily in the order sent). They are generally concerned with
transmission of each TCP segment, e.g. Timestamps, Selective
ACKnowledgements (SACK), the Data ACK of Multipath TCP [RFC6824]
and the message authentication code (MAC) of tcpcrypt
[I-D.bittau-tcpinc-tcpcrypt].
Datastream-related (in-order): These would ideally be applied in the
order that the sender inserted them into the datastream. They are
generally concerned with controlling the transmission of the
ordered datastream, e.g. the options of the TCP AO [RFC5925] that
control data authentication or the suboptions of tcpcrypt that
control data encryption [I-D.bittau-tcpinc-tcpcrypt]. At the time
these were designed, TCP only provided Outer Options, so it was
complex to apply TCP-AO options reliably and in order and similar
complexity is being included in tcpcrypt;
Connection-related (order-agnostic): These are typically applied at
the start of a connection which is also inherently the start of
the first segment so the order of segment delivery is not a
concern, e.g. TCP fast option [I-D.ietf-tcpm-fastopen], the suboptions of MPTCP [RFC6824] (except the Data ACK), and most of the
TCP options that are in common usage;
The simplest (’default’) variant of the Inner Space protocol
[I-D.briscoe-tcpm-inner-space] delivers all Inner Options reliably
and in order within the datastream.Therefore the default-mode Inner
Space protocol can only support segment-related options as Outer
Options. This is irritating because even though only a few options
are segment-related, if just one kind of option cannot traverse a
middlebox, it often prevents a whole set of other extensions from
being used even though they would have no problem traversing the
middlebox as Inner Options. For instance, one MPTCP option (the Data
ACK) and one tcpcrypt option (the MAC) have to be delivered
immediately (out of order), even though all the other MPTCP and
tcpcrypt options can be delivered in order.
The present specification extends the default-mode Inner Space
protocol to add out-of-order delivery of Inner Options. It can then
support all TCP options as Inner Options. This offers the prospect
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of completely circumventing middlebox problems and space problems for
all TCP extensions.
The second difficult question addressed by the present specification
is how to bootstrap the inner control channel--without any visible
difference to the TCP wire protocol that would otherwise be unlikely
to traverse many middleboxes. Given the Inner Space protocol places
control options within TCP Data, it is critical that a legacy TCP
receiver is never confused into passing this mix to an application as
if it were pure data. Naively, both ends could handshake to check
they understand the protocol, but this would introduce a round of
delay.
The Inner Space protocol will have to use whichever bootstrap
approach is least bad, because they all involve compromises. For the
present specification, the dual handshake has been chosen over the
only other candidate currently in the running
[I-D.touch-tcpm-tcp-syn-ext-opt], in which the client complements the
SYN with an out-of-band (OOB) segment. In both approaches the client
starts the connection with two segments. However, with the OOB
approach the two segments will always be necessary, whereas the dual
handshake is only a transition strategy that becomes unnecessary for
each server as it is upgraded. Both approaches will need to be
tested for middlebox traversal. It seems likely that many firewalls
will block the OOB segment and it is also expected that some
middleboxes will block the data in the SYN used for one of the dual
handshakes.
In the dual handshake approach the client sends two SYNs; one for an
upgraded server, and the other for an ordinary server. Then, if the
client discovers that the server does not understand the new
protocol, it can abort the upgraded handshake before the server
corrupts the application by passing it Inner Options. Otherwise, if
the server does understand the new protocol, the client can abort the
ordinary handshake, given it offers no extra option space. Either
way, zero extra delay is added. Interworking of the dual handshake
with TCP Fast Open [I-D.ietf-tcpm-fastopen] is carefully defined so
that either server can pass data to the application as soon as the
initial SYN arrives.
Solving the five problems of i) option-space exhaustion; ii)
middlebox traversal; iii) legacy server confusion; iv) a choice of
in-order and out-of-order frame delivery; and v) handshake latency;
does not come without cost:
o

So that the Inner Space protocol is immune to option stripping, it
avoids a conventional TCP option in the header. Instead it
signals its presence using a magic number within the TCP Data of
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the initial segment in each direction. This introduces a risk
that payload in an ordinary SYN or SYN/ACK might be mistaken for
the Inner Space protocol (an initial worst-case estimate of the
probability is one connection globally every 40 years).
Nonetheless, the risk is zero in the (currently common) case of an
ordinary connection without payload during the handshake. There
is also no risk of a mistake the other way round--an upgraded
connection cannot be mistaken for an ordinary connection.
o

1.1.

Although the dual handshake introduces no extra latency, it
introduces extra connection processing & state, extra traffic and
extra header processing. Initial estimates put the percentage
overhead in single digits for connection processing and state, and
traffic overhead at only a few hundredths of a percent. Once the
most popular TCP servers have upgraded, only a single handshake
will be necessary most of the time and overhead should drop to
vanishingly small proportions.
Motivation for Adoption Now (to be removed before publication)

A number of extensions to TCP are in the process of definition and
experimentation (TCPINC, MPTCP, etc). If a general-purpose middlebox
traversal solution were available now, each new protocol design would
not need complex machinery to detect and work round the byzantine
range of middlebox behaviours. It would also make these extensions
available to many more users.
It seems inevitable that ultimately more option space will be needed,
particularly given that many of the TCP options introduced recently
consume large numbers of bits in order to provide sufficient
information entropy, which is not amenable to compression.
Extension of TCP option space requires support from both ends. This
means it will take many years before the facility is functional for
most pairs of end-points. Therefore, given the problem is already
becoming pressing, a solution needs to start being deployed now.
1.2.

Scope

This experimental specification extends the TCP wire protocol. It is
independent of the dynamic rate control behaviour of TCP and it is
independent of (and thus compatible with) any protocol that
encapsulates TCP, including IPv4 and IPv6.
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Experiment Goals

TCP is critical to the robust functioning of the Internet, therefore
any proposed modifications to TCP need to be thoroughly tested.
Success criteria:
The experimental protocol will be considered
successful if it satisfies the following requirements in the
consensus opinion of the IETF tcpm working group. The protocol
needs to be sufficiently well specified so that more than one
implementation can be built in order to test its function,
robustness, overhead and interoperability (with itself, with
previous version of TCP, and with various commonly deployed
middleboxes). Non-functional issues such as recommendations on
message timing also need to be tested. Various optional
extensions to the protocol are proposed in Appendix C so
experiments are also needed to determine whether these extensions
ought to remain optional, or perhaps be removed or become
mandatory.
Duration:
To be credible, the experiment will need to last at least
12 months from publication of the present specification. If
successful, it would then be appropriate to progress to a
standards track specification, complemented by a report on the
experiments.
1.4.

Wider Implications

The implications of this work are more than ’just’ a low latency
incrementally deployable way to extend TCP option space:
End-to-middle signalling channel: Once endpoints have an end-to-end
control channel within the TCP Data, they can use authentication
or even encryption to stop middleboxes interfering with it. Then
given middleboxes already interfere with Outer TCP Options, they
can serve a new purpose as a channel for end-system TCP stacks to
interact with middleboxes, but only if they choose to.
Multiplexed streams, compression, encryption (transport services):
The Inner Space protocol has been designed generically, so that
different delivery modes such as in-order and out-of-order
delivery can be applied to different frames within the TCP Data.
An additional mode could be added to extend out-of-order delivery
to user-data, not just TCP control options. Then a single TCP
connection could deliver data in multiple independent streams to
minimise latency while one stream is blocked by a loss without the
overhead of multiple connections. Inner Space is also structured
so that data transformations such as compression or encryption can
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easily be introduced and controlled by TCP options, as a generic
facility available to any application layer protocol.
All these transport services (multiplexed streams, compression,
encryption) are sought after by Web applications. However
attempts to make them available in new transport protocols (e.g.
SCTP) have proved impossible to deploy over the public Internet
because too many middleboxes block new protocol identifiers. To
work round this impasse, these transport services are being
embedded within the application layer as part of the next
generation of the HTTP protocol [I-D.ietf-httpbis-http2]. Inner
Space has been designed so that these transport services would be
straightforward to add in a structured way at the transport layer,
using a new TCP mode. A separate document is planned to specify
this mode. The present document focuses solely on TCP control
options, which meets specific immediate needs. Nonetheless, the
similarity is close enough to extrapolate that it will be
straightforward to provide the transport services that Web
applications need as well.
1.5.

Document Roadmap

The body of the document starts with a full specification of the
Inner Space extension to TCP (Section 2). It is rather terse,
answering ’What?’ and ’How?’ questions, but deferring ’Why?’ to
Section 3. The careful design choices made are not necessarily
apparent from a superficial read of the specification, so the Design
Rationale section is fairly extensive. The body of the document ends
with Section 5 that checks possible interactions between the new
scheme and pre-existing variants of TCP, including interaction with
partial implementations of TCP in known middleboxes.
Appendix A defines the encoding that the Inner Space protocol uses
for TCP Data. Eventually, this appendix is likely to be published
separately because the encoding is more generally applicable.
Appendix B defines an Inner TCP Option that provides a capability to
switch the mode of a TCP connection, where the term ’mode’ is a very
general concept that might be used to change the ordering semantics
of a connection, or switch off the Inner Space capability part way
through a connection. Eventually this appendix is likely to be
published separately due to its general applicability. Appendix C
specifies optional extensions to the protocol that will need to be
implemented experimentally to determine whether they are useful. And
Appendix D discusses the merits of the chosen design against some of
the optional extensions.

Briscoe

Expires September 10, 2015

RITE: Reducing Internet Transport Latency

[Page 9]

195

D.2 – Inner Space for All TCP Options

Internet-Draft

1.6.

Inner Space for all TCP Options

No. 317700

March 2015

Terminology

The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119]. In this
document, these words will appear with that interpretation only when
in ALL CAPS. Lower case uses of these words are not to be
interpreted as carrying RFC-2119 significance.
TCP Header: As defined in [RFC0793]. Even though the present
specification places TCP options beyond the Data Offset, the term
’TCP Header’ is still used to mean only those fields at the head
of the segment, delimited by the TCP Data Offset.
Inner TCP Options (or just Inner Options): TCP options placed in the
space that the present specification makes available beyond the
Data Offset.
Outer TCP Options (or just Outer Options): The TCP options in the
traditional location directly after the base TCP Header and before
the TCP Data Offset.
Prefix TCP Options:
Options.

Inner Options to be processed before the Outer

Suffix TCP Options: Inner Options to be processed after the Outer
Options, in sequence with the data.
TCP options: Any TCP options, whether inner, outer or both. This
specification makes this term on its own ambiguous so it should be
qualified if it is intended to mean TCP options in a certain
location.
TCP Payload: Data to be passed to the layer above TCP. The present
specification redefines the TCP Payload so that it does not
include the Inner TCP Options, the InSpace Option or any inner
padding, even though they are located beyond the Data Offset.
TCP Data: The information in a TCP segment after the Data Offset,
including the TCP Payload, Inner TCP Options, any inner padding
and the InSpace Option defined in the present specification.
Pure ACK:

A TCP acknowledgement with no TCP Data at all.

Impure ACK: A TCP acknowledgement with no TCP Payload or Suffix
Options, but with at least an InSpace Option and possibly padding
and Prefix Options.
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Flow-Controlled ACK: A TCP acknowledgement containing at least TCP
Payload and/or Suffix Options.
client: The process taking the role of actively opening a TCP
connection.
server:

The process taking the role of TCP listener.

Upgraded Segment: A segment that will only be fully understood by a
host complying with the present specification (even though it
might appear valid to a pre-existing TCP receiver). Similarly,
Upgraded SYN, Upgraded SYN/ACK etc.
Ordinary Segment: A segment complying with pre-existing TCP
specifications but not the present specification. Similarly,
Ordinary SYN, Ordinary SYN/ACK etc.
Upgraded Connection:

A connection starting with an Upgraded SYN.

Ordinary Connection:

A connection starting with an Ordinary SYN.

Upgraded Host: A host complying with the present document as well as
with pre-existing TCP specifications. Similarly Upgraded TCP
Client, Upgraded TCP Server, etc.
Legacy Host: A host complying with pre-existing TCP specifications,
but not with the present document. Similarly Legacy TCP Client,
Legacy TCP Server, etc.
Note that the term ’Ordinary’ is used for segments and connections,
but the term ’Legacy’ is used for hosts. This is because, if the
Inner Space protocol were widely used in future, a host that could
not open an Upgraded Connection would be considered deficient and
therefore ’Legacy’, whereas an Ordinary Connection would not be
considered deficient; because it will always be legitimate to open an
Ordinary Connection if extra option space or middlebox traversal is
not needed.
2.

Protocol Specification

2.1.

Protocol Interaction Model

2.1.1.

Dual 3-Way Handshake

During initial deployment, an Upgraded TCP Client sends two
alternative SYNs: an Ordinary SYN in case the server is legacy and a
SYN-U in case the server is upgraded. The two SYNs MUST have the
same network addresses and the same destination port, but different
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source ports. Once the client establishes which type of server has
responded, it continues the connection appropriate to that server
type and aborts the other without completing the 3-way handshake.
The format of the SYN-U will be described later (Section 2.2.2). At
this stage it is only necessary to know that the client can put
either TCP options or payload (or both) in a SYN-U, in the space
traditionally intended only for payload. So if the server’s response
shows that it does not recognise the Upgraded SYN-U, the client is
responsible for aborting the Upgraded Connection. This ensures that
a Legacy TCP Server will never erroneously confuse the application by
passing it TCP options as if they were user-data.
Section 3.1 explains various strategies the client can use to send
the SYN-U first and defer or avoid sending the Ordinary SYN.
However, such strategies are local optimizations that do not need to
be standardized. The rules below cover the most aggressive case, in
which the client sends the SYN-U then the Ordinary SYN back-to-back
to avoid any extra delay. Nonetheless, the rules are just as
applicable if the client defers or avoids sending the Ordinary SYN.
Table 1 summarises the TCP 3-way handshake exchange for each of the
two SYNs in the two right-hand columns, between an Upgraded TCP
Client (the active opener) and either:
1.

a Legacy Server, in the top half of the table (steps 2-4), or

2.

an Upgraded Server, in the bottom half of the table (steps 2-4)

Because the two SYNs come from different source ports, the server
will treat them as separate connections, probably using separate
threads (assuming a threaded server). A load balancer might forward
each SYN to separate replicas of the same logical server. Each
replica will deal with each incoming SYN independently - it does not
need to co-ordinate with the other replica.
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+------+------------------+--------------------+--------------------+
|
|
| Ordinary
| Upgraded
|
|
|
| Connection
| Connection
|
+------+------------------+--------------------+--------------------+
| 1
| Upgraded Client | >SYN
| >SYN-U
|
|
|
|
|
|
| /\/\ | /\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ |
| 2
| Legacy Server
| <SYN/ACK
| <SYN/ACK
|
|
|
|
|
|
| 3a
| Upgraded Client | Waits for response |
|
|
|
| to both SYNs
|
|
|
|
|
|
|
| 3b
|
"
| >ACK
| >RST
|
|
|
|
|
|
| 4
|
| Cont...
|
|
|
|
|
|
|
| /\/\ | /\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ |
| 2
| Upgraded Server | <SYN/ACK
| <SYN/ACK-U
|
|
|
|
|
|
| 3a
| Upgraded Client | Waits for response |
|
|
|
| to SYN-U
|
|
|
|
|
|
|
| 3b
|
"
| >RST
| >ACK
|
|
|
|
|
|
| 4
|
|
| Cont...
|
+------+------------------+--------------------+--------------------+
Table 1: Dual 3-Way Handshake in Two Server Scenarios
Each column of the table shows the required 3-way handshake exchange
within each connection, using the following symbols:
> means client to server;
< means server to client;
Cont... means the TCP connection continues.
The connection that starts with an Ordinary SYN is called the
’Ordinary Connection’ and the one that starts with a SYN-U is called
the ’Upgraded Connection’. An Upgraded Server MUST respond to a
SYN-U with an Upgraded SYN/ACK (termed a SYN/ACK-U and defined in
Section 2.2.2). Then the client recognises that it is talking to an
Upgraded Server. The client’s behaviour depends on which response it
receives first, as follows:
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If the client first receives a SYN/ACK response on the Ordinary
Connection, it MUST wait for the response on the Upgraded
Connection. It then proceeds as follows:
*

If the response on the Upgraded Connection is an Ordinary SYN/
ACK, the client MUST reset (RST) the Upgraded Connection and it
can continue with the Ordinary Connection.

*

If the response on the Upgraded Connection is an Upgraded SYN/
ACK-U, the client MUST reset (RST) the Ordinary Connection and
it can continue with the Upgraded Connection.

o

If the client first receives an Ordinary SYN/ACK response on the
Upgraded Connection, it MUST reset (RST) the Upgraded Connection
immediately. It can then wait for the response on the Ordinary
Connection and, once it arrives, continue as normal.

o

If the client first receives an Upgraded SYN/ACK-U response on the
Upgraded Connection, it MUST reset (RST) the Ordinary Connection
immediately and continue with the Upgraded Connection.

2.1.2.

Dual Handshake Retransmission Behaviour

If the client receives a response to the SYN, but a short while after
that {ToDo: duration TBA} the response to the SYN-U has not arrived,
it SHOULD retransmit the SYN-U. If latency is more important than
the extra TCP option space, in parallel to any retransmission, or
instead of any retransmission, the client MAY give up on the Upgraded
(SYN-U) Connection by sending a reset (RST) and completing the 3-way
handshake of the Ordinary Connection.
If the client receives no response at all to either the SYN or the
SYN-U, it SHOULD solely retransmit one or the other, not both. If
latency is more important than the extra TCP option space, it will
retransmit the SYN. Otherwise it will retransmit the SYN-U. It MUST
NOT retransmit both segments, because the lack of response could be
due to severe congestion.
2.1.3.

Continuing the Upgraded Connection

Once an Upgraded Connection has been successfully negotiated in the
SYN, SYN/ACK exchange, either host can allocate any amount of the TCP
Data space in any subsequent segment for extra TCP options. In fact,
the sender has to use the upgraded segment structure in every
subsequent segment of the connection that contains non-zero TCP
Payload. The sender can use the upgraded structure in a segment
carrying no TCP Payload, but it does not have to (see
Section 2.3.1.5).
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As well as extra option space, the facility offers other advantages,
such as reliable ordered delivery of Inner TCP Options on empty
segments and more robust middlebox traversal. If none of these
features is needed, at any point the facility can be disabled for the
rest of the connection, using the ModeSwitch TCP option in
Appendix B. Interestingly, the ModeSwitch options itself can be very
simple because it uses the reliable ordered delivery property of
Inner Options, rather than having to cater for the possibility that a
message to switch modes might be lost or reordered.
2.2.

Upgraded Segment Structure and Format

2.2.1.

Structure of an Upgraded Segment

An Upgraded Segment is structured as shown in Figure 2. Up to the
TCP Data Offset, the structure is identical to an Ordinary TCP
Segment, with a base TCP Header (BaseHdr) and the usual facility to
set the Data Offset (DO) to allow space for TCP options. These
regular TCP options are renamed by this specification to Outer TCP
Options or just Outer Options, and labelled as OuterOpts in the
figure.
|
SDS
|
|--------------------------------------------->|
|P|
|
SOO
|
|
|a|
,--------->|
|
|
DO
|d| Len+1 |
InOO
|
|
,------------------>| ,------->,-------------------->|
|
+--------+----------+-+--------+----------+----------+-------------+
| BaseHdr| OuterOpts| | InSpace|PrefixOpts|SuffixOpts| Payload
|
+--------+----------+-+--------+----------+----------+-------------+
|
’----------.----------’
|
|
Inner Options
|
‘-----------------------.----------------------’
TCP Data

All offsets are specified in 4-octet (32-bit) words, except SDS and
Pad, which are in octets.
Figure 2: The Structure of an Upgraded Segment (not to scale)
Unlike an Ordinary TCP Segment, the Payload of an Upgraded Segment
does not start straight after the TCP Data Offset. Instead, Figure 2
shows that space is provided for additional Inner TCP Options before
the TCP Payload. The size of this space is termed the Inner Options
Offset (InOO). The TCP receiver reads the InOO field from the Inner
Option Space (InSpace) option defined in Section 2.2.2.

Briscoe

Expires September 10, 2015

RITE: Reducing Internet Transport Latency

[Page 15]

201

D.2 – Inner Space for All TCP Options

Internet-Draft

Inner Space for all TCP Options

No. 317700

March 2015

Padding might have to be included at the start of the TCP Data to
align the InSpace option on a 4-octet boundary from the start of the
datastream (see Section 2.3.1.2).
Because the InSpace Option is only ever located in a standardized
location it does not need to follow the RFC 793 format of a TCP
option. Therefore, although we call InSpace an ’option’, we do not
describe it as a ’TCP option’. The Length (Len) of the InSpace
option itself is read from a fixed location within the InSpace
option.
The Sent Data Size (SDS) is also read from within the InSpace Option.
If the datastream has been resegmented, it allows the receiver to
know the size of the segment as it was when it was sent, even if the
InSpace Options are no longer at the start of each segment (see
Section 2.3).
The Suffix Options Offset (SOO) is also read from within the InSpace
Option. It delineates the end of the Prefix TCP Options (PrefixOpts
in the figure) and the start of the Suffix TCP Options (SuffixOpts).
The receiver processes PrefixOpts before OuterOpts, then SuffixOpts
afterwards in order with the datastream. Full details of option
processing are given in Section 2.3.
The first segment in each direction (i.e. the SYN or the SYN/ACK) is
identifiable as upgraded by the presence of 6-octets of magic number
at the start of the TCP Data. The probability that an Upgraded
Server will mistake arbitrary data at the beginning of the payload of
an Ordinary Segment for the Magic Number has to be allowed for, but
it is vanishingly small (see Section 3.2.2). Once an Upgraded
Connection has been negotiated during the SYN - SYN/ACK exchange, a
magic number is not needed to identify Upgraded Segments, because
both ends then know the protocol that determines where subsequent
InSpace options will be located.
2.2.2.

Format of the InSpace Option

The internal structure of the InSpace Option for an Upgraded SYN or
SYN/ACK segment (SYN=1) is defined in Figure 3a) and for a segment
with SYN=0 in Figure 3b) or an abbreviated form in Figure 3c).
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0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
a) +---------------------------------------------------------------+
|
Magic Number A
|
+-------------------------------+---------------------------+---+
|
Sent TCP Data Size (SDS)
|Inner Options Offset (InOO)|Len|
+-------------------------------+---------------------------+---+
|
Magic Number B
|Suffix Options Offset (SOO)|CU |
+-------------------------------+---------------------------+---+

b) +-------------------------------+-----------------------------+-+
|
Marker
|
ZOMBI
|CU
+-------------------------------+---------------------------+-+-+
|
Sent TCP Data Size (SDS)
|Inner Options Offset (InOO)|Len|
+-------------------------------+---------------------------+---+
|
Currently Unused (CU)
|Suffix Options Offset (SOO)|CU |
+-------------------------------+---------------------------+---+
c) +-------------------------------+-----------------------------+-+
|
Marker
|
ZOMBI
|P|
+-------------------------------+---------------------------+-+-+
|
Sent TCP Data Size (SDS)
|Inner Options Offset (InOO)|Len|
+-------------------------------+---------------------------+---+
Figure 3: InSpace Option Format a) SYN=1; b) SYN=0, Len=2; c) SYN=0,
Len=1
The fields are defined as follows (see Section 3.4 for the rationale
behind these format choices):
Option Length (Len): The 2-bit Len field specifies the length of the
InSpace Option in 4-octets words excluding the first 4-octet word.
In other words, the option is (Len + 1) * 4 octets long. For this
experimental specification:
When SYN=1:

the sender MUST use Len=2 (12 octets);

When SYN=0: the sender MUST use either Len = 2 (12 octets) or
Len=1 (8 octets). If Len = 1, the fields in the last 4-octet
word (CU and InOO) are omitted.
Sent Data Size (SDS): In this 16-bit field the sender MUST record
the size in octets of the TCP Data when it was sent. This
specification defines the TCP Data as all the octets after the TCP
Data Offset, including Inner TCP options, the InSpace Option and
any padding.
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Inner Options Offset (InOO): This 14-bit field defines the total
size of the Inner TCP Options in 4-octet words.
Suffix Options Offset (SOO): The 14-bit SOO field defines the offset
in 4-octet words from the start of the Inner Options to the start
of the Suffix Options. It represents the size of the Prefix
Options (see Section 2.3.2).
Prefix (P) flag: The P flag is only defined if Len=1 and SYN=0. In
this case the SOO field is not present. Then If P=1, SOO = InOO
(i.e. there are only Prefix Options), and if P=0, SOO=0 (i.e.
there are only Suffix Options).
Currently Unused (CU): The sender MUST fill the CU fields with zeros
and they MUST be ignored and forwarded unchanged by other nodes,
even if their value is different.
The following field is only defined within a segment with SYN=1 (i.e.
a SYN or SYN/ACK):
Magic Numbers A & B: The sizes of these fields are respectively 32 &
16 bits. The sender MUST fill them with Magic Numbers A & B
{ToDo: Values TBA}.
The following fields are only defined within a segment with SYN=0:
Marker:

The sender must fill this 16-bit field with zeros (0x00).

ZOMBI: This 15-bit field is used to start encoding or decoding the
ZOMBI encoding (respectively see Section 2.3.1.6 or
Section 2.3.2.2).
2.3.

Inner TCP Option Processing

The objects that Inner Space places within the TCP Data can be
divided into two types:
In-Order Flow-Controlled Objects: The receiver processes Suffix
Options and the TCP Payload in order, so it might have to buffer
them while waiting for a gap in the datastream to be filled by a
retransmission. Buffering requires flow control, therefore these
will be called In-Order Flow-Controlled objects.
Fire-and-Forget Objects: In contrast, when a segment arrives at the
receiver, it never buffers the padding, InSpace Option and any
Prefix Options; it immediately processes and removes them. The
sender does not need to retransmit these objects if they do not
arrive; it creates them on-the-fly to complement each sent
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segment. If it has to re-send a segment, it will create new ones
relevant to the re-sent segment. Therefore, these will be called
fire-and-forget objects.
The rationale for these choices is given in Section 3.2.6. The
following two subsections lay out the order in which these options
are processed respectively when the sender writes them and when the
receiver reads them.
2.3.1.
2.3.1.1.

Writing Inner TCP Options
Constraints on TCP Fast Open

If an Upgraded TCP Client uses a TCP Fast Open (TFO) cookie
[I-D.ietf-tcpm-fastopen] in an Upgraded SYN-U, it MUST place the TFO
option within the Inner TCP Options, beyond the Data Offset.
This rule is specific to TFO, but it can be generalised to any
capability similar to TFO as follows: An Upgraded TCP Client MUST NOT
place any TCP option in the Outer TCP Options of a SYN if it might
cause a TCP server to pass user-data directly to the application
before its own 3-way handshake completes.
If a client uses TCP Fast Open cookies on both the parallel
connection attempts of a dual handshake, an Upgraded Server will
deliver the TCP Payload to the application twice before the client
aborts the Ordinary Connection. This is not a problem, because
[I-D.ietf-tcpm-fastopen] requires that TFO is only used for
applications that are robust to duplicate requests.
2.3.1.2.

Option Alignment

The sender MUST add ("3 - ((seqno - isn - 1) % 4")) octets of nonzero padding ("Pad" in Figure 2) to align the start of the InSpace
option on a 4-octet word boundary from the start of the datastream,
where "seqno" is the TCP sequence number of the segment, "isn" is the
initial sequence number and ’%’ is the modulo operation.
If the end of the last Inner TCP Option does not align on a 4-octet
boundary, the sender MUST append sufficient no-op TCP options. The
end of the Prefix TCP Options MUST be similarly aligned.
If the sending TCP is applying a block-mode transformation to the TCP
Data (e.g. compression or encryption), the sender might have to add
some padding options to align the end of the Inner Options with the
end of a block. Any yet-to-be-written encryption specification will
need to carefully define this padding in order not to weaken the
cipher.
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Sequence Space Consumption

The sender MUST include all the TCP Data in TCP’s sequence number and
acknowledgement number space, i.e. any padding, the InSpace Option
and any Inner Options as well as the TCP Payload.
Whenever the sender includes non-zero TCP Payload in a segment, it
MUST also include an InSpace Option, whether or not there are any
Inner Options (to enable reconstruction in case of resegmentation).
On the other hand, if the sender includes no
(e.g. ACKs, RSTs), it SHOULD NOT include an
is necessary to send an Inner Option. {ToDo:
is any reason to preclude Inner Options on a

TCP Payload in a segment
InSpace Option unless it
Consider whether there
RST, FIN or FIN-ACK.}

A sender MUST consider the sequence space consumed by InSpace
options, any padding and any Prefix Options as implicitly
acknowledged. Therefore, the sender has no need to hold these items
in its retransmit buffer. A sender MUST hold Suffix Options (and TCP
Payload, of course) in its retransmit buffer until they are
acknowledged.
These rules and those below concerning flow control and pure ACKs
have significant implications, which are discussed alongside their
rationale in Section 3.2.6.
2.3.1.4.

Flow Control Coverage

The sender MUST count Suffix Options and the TCP Payload towards
consumption of the receive window advertised by the remote host.
Nonetheless, the sender MUST NOT count any padding, the InSpace
Option and any Prefix Options towards consumption of the advertised
receive window.
There might be a legacy middlebox on the path that discards segments
containing out-of-window data but does not understand the way the
Inner Space protocol modifies flow control. To traverse such a
middlebox, a sending implementation SHOULD use a modified flow
control algorithm that avoids the send window dropping below a
minimum threshold Snd.Wind.Min (instead of zero). Each sender
unilaterally chooses Snd.Wind.Min to allow for Fire-and-Forget
Objects it might need in flight on its half-connection. The
receiving sides of both half-connections play no part in this
allowance. Section Section 3.2.6.2 discusses the rationale for this
approach.
A reasonable value for the sender to choose for "Snd.Wind.Min" would
be twice the size of the fire-and-forget objects currently in flight.

Briscoe

Expires September 10, 2015

RITE: Reducing Internet Transport Latency

[Page 20]

206

D.2 – Inner Space for All TCP Options

Internet-Draft

Inner Space for all TCP Options

No. 317700

March 2015

This would ensure that a middlebox still considers all the fire-andforget objects are in-window, even if a whole window were lost and
retransmitted.
2.3.1.5.

Presence or Absence of Flow-Controlled Data

There are three types of acknowledgement segment:
1.

An ACK containing no TCP Data is called a Pure ACK;

2.

An ACK
Suffix
Option
Impure

3.

An ACK can be piggy-backed on a segment containing FlowControlled In-Order Objects (either TCP Payload or Suffix
Options).

with no Flow-Controlled Objects (no TCP Payload and no
Options) but some Fire-and-Forget Objects (i.e. an InSpace
and possibly some padding and Prefix Options) is called an
ACK

It is expected that impure ACKs will rarely be necessary. An example
of an Impure ACK is a segment containing no TCP Payload, but still
carrying a message authentication code (MAC) in a Prefix Option in
order to authenticate and protect the integrity of the TCP header of
the ACK.
If an Inner Space TCP implementation currently has no further TCP
Payload or Suffix Options to send, and it receives Impure ACKs, it
MUST NOT itself respond with further impure ACKs, i.e. it MUST NOT
consume further sequence space solely to acknowledge impure ACKs.
Nonetheless, while it has no further TCP Payload or Suffix Options to
send, it MAY cumulatively acknowledge the TCP Data in the impure ACKs
it has received by emitting a pure ACK, but no more often than once
per round trip time (see Section 3.2.6.2 for rationale). If it later
starts sending further Payload Data and/or Suffix Options, it will
cumulatively acknowledge the sequence space of all the TCP Data in
the intervening impure ACKs it has received, as would be expected.
If a sequence of one or more Impure ACKs is dropped, the receiver
will not know whether they were impure. The receiver’s normal ACK
feedback will request a retransmission of the missing sequence space.
By definition, the sender does not hold fire-and-forget options in
its retransmit buffer. Therefore, the sender MUST reconstruct a new
impure ACK of at least the same size as the gap in fire-and-forget
options (if SACK has not been negotiated the sender will only know
the size of the gap up to any subsequent in-order objects). The
sender will include whatever Prefix options are relevant at the time
of retransmission (which might be none). If the size of the new
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Prefix Options is less than the gap to be filled, the sender MUST
make up the shortfall with noop Prefix Options. If the size of the
new Prefix Options is greater than the gap to be filled, no harm will
be done. This is because the receiver discards fire-and-forget
options after processing them, so any overflow will not overwrite
flow-controlled in-order data already in the receive buffer.
2.3.1.6.

Construction Order for TCP Data

The sender constructs the TCP Data in the following order:
1.

It writes any padding, the Inspace Option, Prefix Options, Suffix
Options and Payload Data into the TCP Data of the segment.

2.

It applies any transformation of the data that might be required,
e.g. compression or encryption initiated by a previous control
message applied at the TCP layer.
If SYN=0, and if any such transformation is sensitive to the
delivery order of segments, the padding, InSpace Option and
Prefix Option MUST remain unaltered (because they need to be
processed as soon as they arrive, without waiting to fill gaps
in the sequence space).

3.

If SYN=0, the sender MUST apply the zero overhead message
boundary insertion (ZOMBI) encoding to the segment (see
Appendix A).

2.3.2.

Reading Inner TCP Options

The rules for reading Inner TCP Options are divided between the
following two subsections, depending on whether SYN=1 or SYN=0.
2.3.2.1.

Reading Inner TCP Options (SYN=1)

This subsection applies when TCP receives a segment with SYN=1, e.g.
when the server receives a SYN or the client receives a SYN/ACK.
Before processing any TCP options, unless the size of the TCP Data is
less than 12 octets, an Upgraded Receiver MUST determine whether the
segment is an Upgraded Segment by checking that all the following
conditions apply:
o

The first 4 octets of the segment match Magic Number A;

o

The value of the Length field of the InSpace Option is 2;

o

The value of Magic Number B in the InSpace Option is correct;
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The value of the Sent Data Size matches the size of the TCP Data.

If all these conditions pass, the receiver MAY walk the sequence of
Inner TCP Options, using the length of each to check that the sum of
their lengths equals InOO. The receiver then concludes that the
received segment is an Upgraded Segment.
The receiver then processes the TCP Options in the following order:
1.

Any Prefix TCP options (PrefixOpts in Figure 2)

2.

Any Outer TCP options (OuterOpts in Figure 2);

3.

Any Suffix TCP options (SuffixOpts in Figure 2)

The receiver removes the magic number, the InSpace Option and each
TCP Option from the TCP Data as it processes each.
The receiver MUST NOT count the size of Prefix Options against the
receive window. Strictly it ought to subtract the size of Suffix
Options from the receive window on arrival, then add the size back
again as it removes them. However, when SYN=1, the Suffix Options
will never have to be buffered, so these redundant steps can be
skipped.
Once only the TCP Payload (if any) remains, the receiver holds it
ready to pass to the application. It then emits the appropriate
Upgraded Acknowledgement to progress the handshake (see
Section 2.1.1).
If any of the above tests to find the InSpace Option fails:
1.

the receiver concludes that the received segment is an Ordinary
Segment. It MUST then proceed by processing any Outer TCP
options in the TCP Header in the normal order (OuterOpts in
Figure 2).

2.

If some previous control message causes the TCP receiver to alter
the TCP Data (e.g. decompression, decryption), it reruns the
above tests to check whether the altered TCP Data now looks like
an Upgraded Segment.

3.

If it finds an InSpace Option, it suspends processing the Outer
TCP Options and instead processes and removes TCP Options in the
following order:
1.
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If it does not find an InSpace Option, it continues processing
the remaining Outer TCP Options as normal.

For the avoidance of doubt the above rules imply that, as long as an
InSpace Option has not been found in the segment, the receiver might
rerun the tests for it multiple times if multiple Outer TCP Options
alter the TCP Data. However, once the receiver has found an InSpace
Option, it MUST NOT rerun the tests for an Upgraded Segment in the
same segment.
If the receiver has not found an InSpace Option after processing all
the Outer Options, it emits the appropriate Ordinary Acknowledgement
to progress the handshake (see Section 2.1.1). As normal, it holds
any TCP Payload ready to pass to the application.
2.3.2.2.

Reading Inner TCP Options (SYN=0)

This subsection applies once the TCP connection has successfully
negotiated to use the upgraded InSpace structure.
The receiver processes Prefix Options and Outer Options in the order
they are received. But it processes Suffix Options in the order they
were sent, which is not necessarily the order in which they are
received. The receiver achieves this by processing an arriving
segment with SYN=0 in the following order. (Steps 3 & 6 are included
for completeness even though no current TCP options apply data
transformations):
1.

It buffers the TCP Data in sequence space order along with any
previously buffered data. There might be sequence gaps at this
stage.

2.

It MUST then ZOMBI decode the buffered data Appendix A. If the
stream has not been resegmented, the process is straightforward,
but the following steps also check for the more general case
where resegmentation might have occurred:
A.
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B.

Otherwise, the receiver checks for a 0x0000 marker in the new
segment. It starts at the first 4-octet-aligned word in the
segment (counting from the ISN). If not present, it scans
the TCP Data for the first occurence of such a marker. It
classifies any data before the marker as undecoded
(conceivably it could find no marker, then the whole arriving
segment would remain buffered for later decoding).

C.

Starting from the first marker found, the receiver reads the
SDS field from the InSpace option and runs the ZOMBI decode
algorithm over the extent of the sent data segment. It
repeats this for any following sent segments (which might be
present due to segment coalescing).

The receiver uses each InSpace Option to calculate the extent of
the associated Inner Options (using SOO and InOO).
3.

It applies any order-insensitive transformation of the TCP Data
that might be required, e.g. counter-mode decryption initiated by
a previous control message applied at the TCP layer:

4.

It MUST then remove the InSpace Option and it MUST process and
remove TCP options in the following order:
A.

It processes and removes any Prefix TCP Options. (During the
decoding process the receiver might find Prefix Options on
multiple sent segments within a single newly arrived segment,
due to prior resegmentation.) Note: it does not subtract the
size of Fire-and-Forget Objects from the receive window.

B.

It processes and removes any Outer TCP Options of the newly
arrived segment (note that if an arriving segment contains
multiple sent segments, the receiver processes all the Prefix
Options within it before processing any Outer Options).

C.

It buffers Suffix Options and TCP Payload, subtracting from
the receive window ("Rcv.Wind") accordingly.

5.

It emits an ACK if appropriate (typically using regular TCP ACK
behaviour, but see Section 2.3.1.5 concerning Impure ACKs).

6.

Once gaps (if any) in the datastream have been filled, the
receiver applies any order-sensitive transformation of the TCP
data that might be required, e.g. decompression or decryption
initiated by a previous control message applied at the TCP layer:
A.
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order from the start of one Payload up to the end of the next
set of Suffix Options (which might change the way it
transforms the next segment, e.g. a rekey option).
B.

7.

Having established the extent of the next sent segment, The
receiver returns to step 6A.

It processes and removes any Suffix Options strictly in
datastream order, as illustrated in Figure 4a) in Section 3.2.6.
It adds to "Rcv.Wind" accordingly.

Once only the TCP Payload remains, the TCP receiver passes it to the
application as normal.
2.3.3.

Forwarding Inner TCP Options

Middleboxes exist that process some aspects of the TCP Header. The
present specification defines a new location for Inner TCP Options
beyond the Data Offset, this is intended for the exclusive use of the
destination TCP implementation. Therefore:
o

A middlebox MUST treat any octets beyond the Data Offset as
immutable user-data. Section 3.2.3 explains how the endpoints
will be able to force middleboxes to comply with this rule once
they can authenticate of even encrypt TCP options within the TCP
Data, whereas if they tried to enforce this rule today they would
only damage their own transmissions. Legacy Middleboxes already
do not expect to find options beyond the Data Offset anyway.

o

A middlebox MUST NOT defer data in a segment with SYN=1 to a
subsequent segment.

A TCP implementation is not necessarily aware whether it is deployed
in a middlebox or in a destination, e.g. a split TCP connection might
use a regular off-the-shelf TCP implementation. Therefore, a
general-purpose TCP that implements the present specification will
need a configuration switch to disable any search for options beyond
the Data Offset and to enable immediate forwarding of data in a SYN.
2.4.

Exceptions

{ToDo: Define behaviour of forwarding or receiving nodes if the
structure or format of an Upgraded Segment is not as specified.}
If an Upgraded TCP Receiver receives an InSpace Option with a Length
it does not recognise as valid, it MUST drop the packet and
acknowledge the octets up to the start of the unrecognised option.
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Values of Sent Data Size greater than 2^16 - 21 (=65,515 = 0xFFEB)
octets in a regular (non-jumbo) InSpace Option MUST be treated as the
distance to the next InSpace option, but they MUST NOT be taken as
indicative of the size of the TCP Data when it was sent. This is
because the TCP Data in a regular IPv6 packet cannot be greater than
(2^16 -1 - 20) octets (given the minimum TCP header is 20 octets).
If the size of the TCP Data is greater than 0xFFEB octets, the sender
MUST use a Jumbo InSpace Option (Appendix C.2).
A Sent Data Size of 0xFFFF octets MAY be used to minimise the
occurrence of empty InSpace options without permanently disabling the
Inner Space protocol for the rest of the connection.
2.5.

SYN Flood Protection

An implementation of the Inner Space protocol MUST support the
EchoCookie TCP option [I-D.briscoe-tcpm-echo-cookie]. To indicate
its support for EchoCookie, an Ordinary Client would send an empty
EchoCookie TCP option on the SYN. Support for the Inner Space
protocol makes this redundant. Therefore an Inner Space client MUST
NOT send an empty EchoCookie TCP option on a SYN-U.
The EchoCookie TCP option replaces the SYN Cookie mechanism
[RFC4987], which only has sufficient space to hold the result of one
TCP option negotiation (the MSS), and then only a subset of the
possible values (see the discussion under Security Considerations
Section 7).
3.

Design Rationale
This section is informative, not normative.

3.1.

Dual Handshake and Migration to Single Handshake

In traditional [RFC0793] TCP, the space for options is limited to 40B
by the maximum possible Data Offset. Before a TCP sender places
options beyond that, it has to be sure that the receiver will
understand the upgraded protocol, otherwise it will confuse and
potentially crash the application by passing it TCP options as if
they were payload data.
The Dual Handshake (Section 2.1.1) ensures that a Legacy TCP Server
will never pass on TCP options as if they were user-data. If a SYN
carries TCP Data, a TCP server typically holds it back from the
application until the 3-way handshake completes. This gives the
client the opportunity to abort the Upgraded Connection if the
response from the server shows it does not recognise an Upgraded SYN.
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The strategy of sending two SYNs in parallel is not essential to the
Alternative SYN approach. It is merely an initial strategy that
minimises latency when the client does not know whether the server
has been upgraded. Evolution to a single SYN with greater option
space could proceed as follows:
o

Clients could maintain a white-list of upgraded servers discovered
by experience and send just the Upgraded SYN-U in these cases.

o

Then, for white-listed servers, the client could send an Ordinary
SYN only in the rare cases when an attempt to use an Upgraded
Connection had previously failed (perhaps a mobile client
encountering a new blockage on a new path to a server that it had
previously accessed over a good path).

o

In the longer term, once it can be assumed that most servers are
upgraded and the risk of having to fall back to legacy has dropped
to near-zero, clients could send just the Upgraded SYN first,
without maintaining a white-list, but still be prepared to send an
Ordinary SYN in the rare cases when that might fail.

There is concern that, although dual handshake approaches might well
eventually migrate to a single handshake, they do not scale when
there are numerous choices to be made simultaneously. For instance:
o

trying IPv6 then IPv4 [RFC6555];

o

and trying SCTP and TCP in parallel
[I-D.wing-tsvwg-happy-eyeballs-sctp];

o

and trying ECN and non-ECN in parallel;

o

and so on.

Nonetheless, it is not necessary to try every possible combination of
N choices, which would otherwise require 2^N handshakes (assuming
each choice is between two options). Instead, a selection of the
choices could be attempted together. At the extreme, two handshakes
could be attempted, one with all the new features, and one without
all the new features.
3.2.

Inner Option Space

3.2.1.

Header Extension by Encapsulation

It has been proposed [Briscoe14] that extension of a header (as
opposed to options) at layer X ought not to be located within the
header at layer X, but instead within the layer encapsulated by that
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header (layer X+1), for a selection of principled and pragmatic
reasons:
1.

Implementations of layer X that have not implemented or are not
interested in an extension to layer X need not be bothered with
walking over a load of extensions they do not know or care about.

2.

An extension always requires a new implementation, which can be
coded to know where to look for the extensions it implements;
extensions never need to be located where unmodified code can
find them.

3.

Layer-X middleboxes that do not correctly forward layer-X
extensions are common, but they do tend to forward their layerX+1 payload correctly. Therefore extending layer-X within an
encapsulation is more likely to traverse badly designed
middleboxes.

4.

Extension by encapsulation is not a manifesto for extending layer
X at layer X+1, X+2,... and ever-deeper. Usually a base protocol
design is sound, and an an extension is not permanently necessary
to make it fit for purpose; the extension merely adds something
needed in circumstances not originally conceived. Therefore it
is rare that an extension becomes so ubiquitous that extensions
to the extension become necessary.

5.

Extending layer X within a layer-X+1 encapsulation should not be
confused with an attempt to evade security middleboxes. If an
attack on layer X is encapsulated in layer X+1, security
middleboxes will be reprogrammed to block it. Whereas, if a
useful extension to layer X were encapsulated in layer X+1,
security middleboxes would not be reprogrammed to block it.

6.

If the endpoints of layer X don’t want layer-X middleboxes to
intervene in their layer-X extension, they can encapsulate it
within layer X+1. In contrast, if they want an extension for cooperation with layer-X middleboxes, they can place it in the
layer-X header. Then everything at layer X+1 can be
authenticated and/or encrypted to structure and enforce the
distinction between the types of extension, without having to
selectively authenticate and/or encrypt parts of the layer X
header.

3.2.2.

Non-Deterministic Magic Number Approach

This section justifies the magic number approach by contrasting it
with a more ’conventional’ approach. A conventional approach would
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use a regular (Outer) TCP option to point to the dividing line within
the TCP Data between the extra Inner Options and the TCP Payload.
This ’conventional’ approach cannot provide extra option space over a
path on which a middlebox strips TCP options that it does not
recognise. [Honda11] quantifies the prevalence of such paths. It
reports on experiments conducted in 2010-2011 that found unknown
options were stripped from the SYN-SYN/ACK exchange on 14% of paths
to port 80 (HTTP), 6% of paths to port 443 (HTTPS) and 4% of paths to
port 34343 (unassigned). Further analysis found that the optionstripping middleboxes fell into two main categories:
o

about a quarter appeared to actively remove options that they did
not recognise (perhaps assuming they might be indicative of an
attack?);

o

the rest were some type of higher layer proxy that split the TCP
connection, unwittingly failing to pass unknown options between
the two connections.

The magic number approach ensures that all the TCP Headers and
options up to the Data Offset are completely indistinguishable from
an Ordinary Segment. Therefore, it will be highly likely (but not
certain--see Appendix C.1.4) that the extra Inner Options will always
be forwarded, while the conventional approach would fall far short of
ths ideal.
The magic number approach also ensures that the Inner Options and the
option that points to them are both tucked away beyond the Data
Offset (see Section 2.2.1). This makes it highly likely that the two
will share the same fate--it would be extremely unusual for a
middlebox to treat different parts of the TCP Data selectively.
Typically, if a TCP option were stripped, the concern would only be
lack of function, not safety. But with option space extension, the
concern is serious application corruption. If control options are
placed beyond the Data Offset, and the option that says they are
there gets stripped, it risks control options being passed to the
application as (corrupt) data. Although option stripping can be
detected during the handshake, this consumes round trips and it is
does not guarantee that option stripping will not start part-way
through a connection (e.g. due to a path change). In contrast the
magic number approach is inherently safe.
The downside of the magic number approach is that it is slightly nondeterministic, quantified as follows:
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o

The probability that an Upgraded SYN=1 segment will be mistaken
for an Ordinary Segment is precisely zero.

o

In the currently common case of a SYN with zero payload, the
probability that it will be mistaken for an Upgraded Segment is
also precisely zero.

o

However, there will be a very small probability (roughly 2^{-66}
or 1 in 74 billion billion (74 * 10^18)) that payload data in an
Ordinary SYN=1 segment could be mistaken for an Upgraded SYN or
SYN/ACK, if it happens to contain a pattern in exactly the right
place that matches the correct Sent Data Size, Length and Magic
Numbers of an InSpace Option. {ToDo: Estimate how often a
collision will occur globally. Rough estimate: 1 connection
collision globally every 40 years.}

The above probability is based on the assumptions that:
o

the magic numbers will be chosen randomly (in reality they will
not--for instance, a magic number that looked just like the start
of an HTTP connection would be rejected)

o

data at the start of Ordinary SYN=1 segments is random (in reality
it is not--the first few bytes of most payloads are very
predictable).

Therefore even though 2^{-66} is a vanishingly small probability, the
actual probability of a collision will be much lower.
If a perfect collision does occur, it will result in TCP removing a
number of 32-bit words of data from the start of a byte-stream before
passing it to the application.
3.2.3.

Non-Goal: Security Middlebox Evasion

The purpose of locating control options within the TCP Data is not to
evade security. Security middleboxes can be expected to evolve to
examine control options in the new inner location. Instead, the
purpose is to traverse middleboxes that block new TCP options
unintentionally--as a side effect of their main purpose--merely
because their designers were too careless to consider that TCP might
evolve. This category of middleboxes tends to forward the TCP
Payload unaltered.
By sitting within the TCP Data, the Inner Space protocol should
traverse enough existing middleboxes to reach critical mass and prove
itself useful. In turn, this will open an opportunity to introduce
integrity protection for the TCP Data (which includes Inner Options).
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Whereas today, no operating system would introduce integrity
protection of Outer TCP options, because in too many cases it would
fail and abort the connection.
Once the integrity of Inner Options is protected, it will raise the
stakes. Any attempt to meddle with control options within the TCP
Data will not just close off the theoretical potential benefit of a
protocol advance that no-one knows they want yet; it will fail
integrity checks and therefore completely break any communication.
It is unlikely that a network operator will buy a middlebox that does
that.
Then middlebox designers will be on the back foot. To completely
block communications they will need a sound justification. If they
block an attack, that will be fine. But if they want to block
everything abnormal, they will have to block the whole communication,
or nothing. So the operator will want to choose middlebox vendors
who take much more care to ensure their policies track the latest
protocol advances--to avoid costly support calls.
3.2.4.

Avoiding the Start of the First Two Segments

Some middleboxes discard a segment sent to a well-known port
(particularly port 80) if the TCP Data does not conform to the
expected app-layer protocol (particularly HTTP). Often such
middleboxes only parse the start of the app-layer header (e.g. Web
filters only continue until they find the URL being accessed, or DPI
boxes only continue until they have identified the application-layer
protocol).
The segment structure defined in Section 2.2.1 would not traverse
such middleboxes. An alternative segment structure that avoids the
start of the first two segments in each direction is defined in
Appendix C.3. It is not mandatory to implement in the present
specification. However, it is hoped that it will be included in some
experimental implementations so that it can be decided whether it is
worth making mandatory.
3.2.5.

Framing Segments

A middlebox that splits a TCP connection can coalesce and/or divide
the original segments. Segmentation offload hardware is another
common cause of resegmentation. Inclusion of the marker in the
InSpace Option allows the receiver to reconstruct the original
segment boundaries. The ZOMBI encoding Appendix A removes any
occurrences of the marker other than those at the start of each
segment.
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Superficially, the receiver does not need the sent data size (SDS)
field to find the end of each sent segment; it could scan for the
marker at the start of the next segment instead. However, in the
common case when a stream has _not_ been resegmented, the receiver
will find the marker at the start of the segment, but the next marker
will not have been received yet. The SDS field allows the receiver
to know immediately whether a whole segment has been received as
sent. For the same reason, Minion [I-D.iyengar-minion-protocol] uses
a (different) marker to tag the end of each message. In contrast,
the Inner Space approach uses 2B to declare the original segment
size, which saves having to scan the stream for an end marker.
Equally, one could argue that markers are unnecessary, because the
sequence of sent data size fields from the start of the stream seem
sufficient to find all the segment boundaries. Using markers ensures
that the receiver can pick out segment boundaries immediately on
arrival, which is important for deadlock avoidance (see
Section 3.2.6).
The Sent Data Size is not strictly necessary on a SYN (SYN=1, ACK=0)
because a SYN is never resegmented. However, for simplicity, the
layout for a SYN is made the same as for a SYN/ACK. This futureproofs the protocol against the possibility that SYNs might be
resegmented in future. And it makes it easy to introduce the
alternative segment structure of Appendix C.3 if it is needed.
3.2.6.

Control Options Within Data Sequence Space

Section 2.3 introduced the two types of objects that Inner Space
places within the TCP Data:
In-Order Flow-Controlled Objects:
Payload;
Fire-and-Forget Objects:
Options.

Suffix Options and the TCP

Padding, the InSpace Option and any Prefix

The following two sections address each in turn: i) explaining why it
is useful to introduce in-order flow-controlled TCP options and ii)
explaining why it is feasible to encapsulate fire-and-forget options
within the TCP datastream, despite its reliable ordered semantics.
3.2.6.1.

In-Order Flow-Controlled Options

Including Suffix Options within TCP’s sequence space gives the sender
a simple way to ensure that control options will be delivered
reliably and in order to the remote TCP, even if the control options
are on segments without user-data. By using TCP’s existing stream
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delivery mechanisms, it adds no extra protocol processing, no extra
packets and no extra bits.
The sender can even choose to place control options on a segment
without user-data, e.g. to reliably re-key TCP-level encryption on a
connection currently sending no data in one direction. The sender
can even add an InSpace Option without further Inner Options except a
no-op Suffix option. Then it can ensure that the segment will
automatically be delivered reliably and in order to the remote TCP,
even though it carries no user-data or other TCP control options,
e.g. for a test probe, a tail-loss probe or a keep-alive.
Figure 4a) illustrates control options arriving reliably and in order
at the receiving TCP stack in comparison with the traditional
approach shown in Figure 4b), in which control options are outside
the sequence space. In the traditional approach, during a period
when the remote TCP is sending no user-data, the local TCP may
receive control options E, B and D without ever knowing that they are
out of order, and without ever knowing that C is missing.
a)

__ ____ _______ _
__
|__|____|_______|_|
|__|
:E : D : C
:B:
:A :
________________: :
:
: :__________________: :
|________________|
|__________________|
__
|__| E
|_|__ B
__
|____|D
|__|A
\ /
\ /
________________\/__________________\/
|________________||__________________|
!
!drop
____!__
|_______|C

control

data

b)

control

data

Figure 4: Control options a) inside vs. b) outside TCP sequence
space‘
By including Inner Options within the sequence space, each control
option is automatically bound to the start of a particular byte in
the data stream, which makes it easy to switch behaviour at a
specific point mid-stream (e.g. re-keying or switching to a different
control mode). With traditional TCP options, a bespoke reliable and
ordered binding to the data stream would have to be developed for
each TCP option that needs this capability (e.g. co-ordinating use
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of new keys in TCP-AO [RFC5925] or tcpcrypt
[I-D.bittau-tcpinc-tcpcrypt]).
Including Inner Options in sequence also allows the receiver to tell
the sender the exact point at which it encountered an unrecognised
TCP option using only TCP’s pre-existing byte-granularity
acknowledgement scheme.
Middleboxes exist that rewrite TCP sequence and acknowledgement
numbers, and they also rewrite options that refer to sequence numbers
(at least those known when the middlebox was produced, such as SACK,
but not any introduced afterwards). If Inner Options were not
included in sequence, the number of bytes beyond the TCP Data Offset
in each segment would not match the sequence number increment between
segments. Then, such middleboxes could unintentionally corrupt the
user-data and options by ’normalising’ sequence or acknowledgement
numbering. Fortunately, including Inner Options in sequence improves
robustness against such middleboxes.
3.2.6.2.

Fire-and-Forget Options

The Inner Space protocol allows Fire-and-Forget Options to be
tunnelled within the TCP Data so that they can traverse middleboxes
that would otherwise strip them or somehow normalise their contents.
Two question then arise: i) should Fire-and-Forget Objects (padding,
the InSpace Option and Prefix Options) consume sequence space and ii)
should they be covered by flow control? The answers to these
questions will also be re-usable to multiplex streams within one TCP
connection:
Sequence Space: Ideally, fire-and-forget objects would not consume
sequence space, because they do not need to be retransmitted.
However, many middleboxes expect the TCP sequence number to
increment consistently with the amount of TCP Data. For instance,
a split connection would be likely to ’normalise’ sequence
numbers, being unaware that certain items in the datastream might
be exempt from sequence space consumption.
Therefore, although it is not elegant, the sender has to consume
sequence space for fire-and-forget objects, but it implicitly
considers these octets to be immediately acknowledged. And the
receiver does not have to immediately acknowledge sequence space
consumed solely by fire-and-forget objects; it can defer until it
acknowledges reliably delivered flow-controlled objects--when it
does no harm to cumulatively acknowledge intervening fire-andforget objects as well. This is the underlying principle behind
the normative rules given on sequence space consumption and ACK
withholding in Section 2.3.1.3 and Section 2.3.1.5.
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Flow Control: The sender does not need to count Fire-and-Forget
Objects against the receive window ("Rcv.Wind"), just as it does
not count Outer TCP Options against "Rcv.Wind".This should work
because It is impossible for middleboxes to ’normalise’ the
receive window and flow control, because they cannot know when the
application is releasing data from the receive buffer. Also the
receiver always processes Fire-and-Forget Objects immediately
without buffering them; it could be considered that the receiver
effectively subtracts their size from "Rcv.Wind" then immediately
restores "Rcv.Wind" to its former value.
In fact, as shall now be explained, it has to be _mandatory_ for
the sender not to count fire-and-forget objects against
"Rcv.Wind". It is important for deadlock avoidance that certain
TCP options never consume "Rcv.Wind". Some TCP options
acknowledge data, e.g. SACK or the Data ACK within the Data
Sequence Signal (DSS) sub-option of MPTCP. Other TCP options need
to be applied to all ACKs, e.g. the MAC of tcpcrypt. If an
acknowledgement were to need sufficient advertised receive window
before it could be sent, there would always be a risk of deadlock
if the receiver ever needed the acknowledgement before it could
release more receiver buffer [Raiciu12].
The rule above concerning sequence space is a compromise needed to
traverse middleboxes. So, perhaps predictably, this begets further
compromises. The rule concerning flow-control is principled. So
perhaps predictably, it has to be compromised to traverse certain
middleboxes. The rationale for these compromises is explained below,
referring to the normative rules in the protocol specification where
appropriate:
Sequence Space: If the sender does not retransmit unacknowledged
data after a RTO, some middleboxes will mimic TCP’s retransmission
timeout (RTO) and resend the fire-and-forget data themselves,
which could lead to an ACK storm. Therefore, Section 2.3.1.5
allows a receiver to emit a pure ACK every round trip, just to
keep such middleboxes quiet. In general, allowing TCP to ACK an
ACK can lead to an ACK storm. However, in this case, all that is
allowed is a Pure ACK in response to an Impure ACK, which
immediately terminates any potential for a vicious circle. This
solution even works in the case where both TCP hosts ignore ACKs
unless they are authenticated (which the pure ACK will not be).
No harm will arise if the remote host ignores the pure ACK,
because it is only for the benefit of a middlebox anyway.
If a sequence of one or more Impure ACKs is lost the receiver
cannot suppress retransmission, because it can only decide whether
it needed in-sequence data once it arrives. Therefore, loss of
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fire-and-forget data causes a retransmission that may prove to be
unnecessary. By the rules in Section 2.3.1.5, an ACK would only
include fire-and-forget data in the first place if it was actually
necessary. Therefore, normally retransmission of Impure ACKs will
be required and useful. However, sometimes, the Prefix Option(s)
within the Impure ACK(s) might have become unnecessary. This
inefficiency could just be ignored, or partial reliability could
be added to TCP to address it. The Inner Space protocol does not
prevent partial reliability being added, but it does not require
it either.
Flow Control: Some middleboxes attempt to mitigate scanning or DoS
attacks by reading the window field in the main TCP header (and
the Window Scale outer TCP option if present) and discarding
segments that they calculate contain data that is out-of-window.
Section Section 2.3.1.4 requires the two endpoints to tacitly
agree that the fire-and-forget portion of the TCP Data is exempt
from flow control. A legacy middlebox will not know this, so it
might think data is out-of-window when the endpoints have agreed
it is in-window. Section Section 2.3.1.4 provides a solution to
this problem, which is only necessary if a TCP implementation is
deployed where there is a risk of encountering such middleboxes.
The solution involves the TCP sender denying itself the use of the
bottom of the buffer advertised by the receiver. Normally the
sender stops sending when it calculates the remaining receive
window is zero. Instead, the modified sender sets itself a
threshold (Snd.Wind.Min) to allow for the Fire-and-Forget Objects
it might need in flight, and it stops sending before the receive
window drops below this threshold.
Snd.Wind.Min bytes at the ’left-hand’ end of the receive buffer
are wasted by this solution (to be fair, the middlebox behaviour
is really to blame). An alternative was considered where the
sender and receiver use a new Inner TCP Option to agree a window
offset between themselves, so that middleboxes are not party to
their agreement. Although, this would not waste any of the lefthand end of the receive buffer, it would reduce the maximum
advertised buffer at the right-hand end by the same amount.
Therefore the sender-only solution was chosen, given it is much
simpler, and the sender can continuously adapt how much allowance
it sets aside throughout the connection, rather than having to
commit to a necessarily conservative estimate at the start.
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Deployment Approach

3.3.1.

Substrate Protocol: TCP vs. UDP

Inner Space uses TCP as a substrate protocol, i.e. on the wire, the
headers look like an RFC793-compliant TCP, and there is only a
difference if one looks inside the TCP Data. Other transport
extensibility approaches have used UDP as a substrate protocol, for
instance, to carry SCTP through middleboxes.
In design and implementation terms, it is much easier to turn UDP
into a reliable protocol, than it is to selectively turn TCP into an
unreliable protocol. However, UDP is already blocked on about 15% of
Internet paths {ToDo: ref}, whereas vanilla TCP is still universally
permitted. Therefore, because the goal is middlebox traversal, not
just ease of implementation, Inner Space uses TCP as a substrate.
It may well turn out that Inner Space cannot reach some places that
UDP can. It is expected that applications (or even the TCP stack)
might sometimes have to resort to tryinging UDP as a substrate in
such cases.
3.3.2.

Kernel-Space vs. User-Space

At an earlier stage in the specification of the Inner Space protocol
[I-D.briscoe-tcpm-inner-space] before unordered delivery of Inner
Options was introduced, Inner Options could all be processed in
either user-space or kernel-space. The only exception was the
interactions controlling the handshake on the first segment in each
direction. However, with the addition of unordered delivery of
Prefix Options, the protocol has to be implemented in the kernel,
because the protocol modifies the behaviour of TCP, not just its
payload.
3.4.

Rationale for the InSpace Option Format

The format of the InSpace Option (Figure 3) does not necessarily have
to comply with the RFC 793 format for TCP options, because it is not
intended to ever appear in a sequence of TCP options. In particular,
it does not need an Option Kind, because the option is always in a
known location. In effect the magic number serves as a multi-octet
Option Kind for the first InSpace Option, and the location of each
subsequent option is always known by the marker in the InSpace option
as well as by the offset from the previous one, using the Sent Data
Size field.
Other aspects of the layout are justified as follows:
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Length: Whatever the size of the InSpace Option, the right-hand edge
of the Length field is always located 8 octets from the left-hand
edge of the marker that starts the InSpace Option. From the
Length, the receiver can always determine the layout of the rest
of the option. The length is in 4-octet words because the InSpace
option is always a multiple of 4 octets long, so that any
subsequent Inner TCP Options comply with TCP’s option alignment
requirements.
Sent Data Size: This field is 16 bits wide, which is reasonable
given segment size cannot exceed the limits set by the Total
Length field in the IPv4 header and the Payload Length field in
the IPv6 header, both of which are 16 bits wide.
If the sender were to use a jumbogram [RFC2675], it could use the
Jumbo InSpace Option defined in Appendix C.2, which offers a
32-bit Sent Data Size field. The Jumbo InSpace Option is not
mandatory to implement for the present experimental specification.
Even if it is implemented, it is only defined when SYN=0, given
use of a jumbogram for a SYN or SYN/ACK would significantly exceed
other limits that TCP sets for these segments.
Inner Options Offset: This field is in units of 4-octet words, so
its width is 14-bits. Then, if necessary Suffix Options can be as
large as a maximum sized segment (given 4 * 2^14 = 2^16 octets).
Suffix Options Offset: The InOO field is the same 14-bit width as
the SOO field, and for the same reason. Both the SOO and InOO
fields are aligned 2 bits to the left of a word boundary so that
they can be used directly in units of octets by masking out the
2-bit field to the right.
When SYN=1 the layout of the InSpace Option includes:
Magic Numbers: The 32-bit size of Magic Number A is not enough to
reduce the probability of mistaking the start of an Ordinary SYN
Payload for the start of the Inner Space protocol. A 64-bit magic
number could have been provided by using the next 4-octet word,
but this would be unnecessarily large. Therefore, when SYN=1,
Magic Number B provides 16 more bits of magic number. Otherwise,
these 16-bits would only have to be used for padding to align with
the next 4-octet word boundary anyway.
When SYN=0, the following further considerations determined the
layout of the InSpace Option:
ZOMBI: The ZOMBI field holds an offset that has to be sufficiently
wide to span the extent of a maximum-sized segment of 2^16 bits.
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Given the offset is measured in 2-octet units, this means the
ZOMBI field has to be at least 15 bits wide (see Appendix C.2 for
the size of the ZOMBI field for a jumbogram).
Marker: Given occurrences of the marker are replaced by offsets of
the size of the ZOMBI field, the marker has to be at least as wide
as the ZOMBI field. However, a 16-bit marker is used, because it
is more efficient than having to replace 15-bit markers.
Currently Unused (CU): There are three CU fields in the InSpace
option when SYN=0 that fill odd corners of space. Unfortunately,
this is necessary to ensure 4-octet alignment of the first Inner
Options.
Prefix (P) flag: When there are solely Prefix Options, or solely
Suffix Options, a short-form InSpace Option can be used (Len = 1)
by omitting the last 4-octet word. Then the P flag determines
whether there are solely Prefix Options or solely Suffix Options
in the Inner Options field. Whenever both Prefix and a Suffix
Option are needed on the same segment, even though only 14 more
bits of framing information are needed, the InSpace option has to
grow in steps of 32 bits to maintain 4-octet alignment. Therefore
18 bits have to be assigned as Currently Unused (CU).
4.

Protocol Overhead
The overhead of the Inner Space protocol is quantified as follows:
Dual Handshake:
Latency:
Upgraded Server :
Legacy Server:
are used.
Connection Rate:
where:
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The typical connection rate will inflate by P*D,

P

[0-100%] is the proportion of connections that use extra
option space;

D

[0-100%] is the proportion of these that use a dual
handshake (the remainder use a single handshake, e.g.
caching knowledge of upgraded servers).
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For example, if P=80% and D=10%, the connection rate will
inflate by 8%. P is difficult to predict. D is likely to be
small, and in the longer term it should reduce to the
proportion of connections to remaining legacy servers, which
are likely to be the less frequently accessed ones. In the
worst case if both P & D are 100%, the maximum that the
connection rate can inflate by is 100% (i.e. to twice present
levels).
Connection State: Connection state on servers and middleboxes
will inflate by P*D/R, where
R

is the average hold time of connection state measured in
round trip times

This is because a server or middlebox only holds dual
connection state for one round trip, until the RST on one of
the two connections. For example, keeping P & D as they were
in the above example, if R = 3 round trips {ToDo: TBA},
connection state would inflate by 2.7%. In the longer term, any
extra connection state would be focused on legacy servers, with
none on upgraded servers. Therefore, if memory for dual
handshake flow state was a problem, upgrading the server to
support the Inner Space protocol would solve the problem.
Network Traffic: The network traffic overhead is 2*H*P*D/J
counting in bytes or 2*P*D/K counting in packets, where
H

is (h+60B+12B) where h is the IP header size (assuming the
Ordinary SYN and SYN/ACK have a TCP header packed to the
maximum of 60B with TCP options, they have no TCP Payload,
their IP headers have no extensions and the InSpace Option
in the SYN-U and SYN/ACK-U is 12B). That is H will be 92B
for IPv4 or 112B for IPv6;

J

is the average number of bytes per TCP connection (in both
directions)

K

is the average number of packets per TCP connection (in both
directions);

For example, keeping and P & D as they were in the above
example, if J = 50KiB for IPv4 and K = 70 packets (ToDo: TBA),
traffic overhead would be 0.03% counting in bytes or 0.2%
counting in packets.
Processing:
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InSpace Option on every non-empty SYN=0 segment:
Network Traffic:

The traffic overhead is P*Q*8/F, where

Q

is the proportion of Inner Space connections that leave the
protocol enabled after the initial handshake;

F

is the average frame size in bytes (assuming one segment per
frame).

This assumes an InSpace option adds 8B per segment (i.e. both
Prefix and Suffix Options together on every segment will be
rare). For example, keeping P as it was in the above example
and taking Q=10% and F=750B, the traffic overhead is 0.09%. It
is as difficult to predict Q as it is to predict P.
Processing:
5.

{ToDo: Implementation tests}

Interaction with Pre-Existing TCP Implementations

5.1.

Compatibility with Pre-Existing TCP Variants

It is believed that all TCP options that were designed as Outer
Options can be relocated without alteration as Prefix Options,
because the unreliable unordered semantics are the same as TCP Outer
Options. However, some yet-to-be-defined TCP options might be better
suited to the reliable ordered semantics of Suffix Options.
Specifically, existing or proposed TCP options fall into the
following categories:
Segment-Related: Concerned with the delivery of individual segments
as they arrive at the receiver. Therefore these options MUST NOT
be located as Suffix Options:
*

Timestamp [RFC7323] on SYN=0 segments;

*

SACK [RFC2018];

*

The Data ACK part of the DSS option of Multipath TCP [RFC6824];

*

TCP-AO [RFC5925] if covering TCP Options;

Stream-Related: Controlling delivery of an ordered stream.
Therefore these options SHOULD be located as Suffix Options:
*
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Connection-Related: Controlling the parameters of a connection.
These options can be located either as Suffix, Prefix or Outer
Options:
*

No-op and end of option list [RFC0793];

*

Maximum Segment Size (MSS) [RFC0793];

*

SACK-ok [RFC2018];

*

The timestamp when used on SYN=1 segments to indicate support
for timestamps [RFC7323];

*

Window Scale [RFC7323];

*

Multipath TCP [RFC6824], except the Data ACK part of the Data
Sequence Signal (DSS) option;

*

TCP Fast Open [I-D.ietf-tcpm-fastopen];

{ToDo: The above list is not authoritative. Some TCP options include
suboptions, some of which are discussed below, but others remain to
be fully assessed.}
The specification of any future TCP option MUST state whether it is
designed as a Suffix Option (reliable ordered) or as a Prefix / Outer
Option (unreliable unordered) or "Don’t Care". A TCP option MUST by
default only be used as an Outer or Prefix Option, unless it is
explicitly specified that it can (or must) be used as a Suffix
Option.
The Inner Space protocol supports TCP Fast Open, by constraining the
client to obey the rules in Section 2.3.1.1).
All the sub-types of the MPTCP option [RFC6824] except one could be
located as Suffix or Prefix Options. That is, MP_CAPABLE, MP_JOIN,
ADD_ADDR(2), REMOVE_ADDR, MP_PRIO, MP_FAIL, MP_FASTCLOSE. The Data
Sequence Signal (DSS) of MPTCP consists of four separable parts: i)
the Data ACK; ii) the mapping between the Data Sequence Number and
the Subflow Sequence Number over a Data-Level Length; iii) the
Checksum; and iv) the DATA_FIN flag. If MPTCP were re-factored to
take advantage of the Inner Space protocol, all these parts except
the Data ACK could be located as Suffix Options (the Checksum would
not be necessary).
The MPTCP Data ACK has to remain as a Prefix or Outer Option
otherwise there would be a risk of flow control deadlock, as pointed
out in [Raiciu12]. For instance, a Web client might pipeline
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multiple requests that fill a Web server’s receive buffer, while the
Web server might be busy sending a large response to the first
request before it reads the second request. If the Data ACK were a
Suffix Option, the Web client would have to stop acknowledging the
first response from the server (due to lack of receive window). Then
the server would not be able to move on to the next request--a
classic deadlock.
The TCP authentication option can be configured either to cover TCP
Options or not (when it was defined only Outer Options existed). If
it covers any TCP Options it has to be located as an Outer or Prefix
Option to prevent the possibility of flow-control deadlock (because
it would consume receive window on pure ACKs if it were located as a
Suffix Option).
All sub-options of the tcpcrypt CRYPT option could be located as
Suffix Options. However, as long as the tcpcrypt MAC option covers
the TCP header and Outer Options, it has to be located as an Outer
Option for the same deadlock reason as TCP-AO.
An Upgraded Server can support SYN Cookies [RFC4987] for Ordinary
Connections. For Upgraded Connections Section 2.5 defines a new
EchoCookie TCP option that is a prerequisite for InSpace
implementations, and provides sufficient space for the more extensive
connection state requirements of an InSpace server.
{ToDo: TCP States and Transitions, Connectionless Resets, ICMP
Handling, Forward-Compatibility.}
5.2.

Interaction with Middleboxes

The interaction with the assumptions about TCP made by middleboxes is
covered extensively elsewhere:
o

Section 2.3.3 specifies forwarding behaviour for Inner Options;

o

The following sections explain the Inner Space protocol approach
to middlebox traversal:
*

Section 3.2.1 justifies extending TCP within the TCP Data;

*

Section 3.2.2 justifies the magic number approach;

*

Section 3.2.3 explains why the protocol will remain robust as
middlboxes evolve;

*

Section 3.2.6 justifies including Inner Options in sequence;
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Section 3.2.5) explains how the protocol will remain robust to
resegmentation.

Interaction with the Pre-Existing TCP API

An aim of the Inner Space protocol is for legacy applications to
continue to just work without modification. Therefore it is expected
that the dual handshaking logic and placement of options within the
TCP Data will be implemented beneath the well-known socket interface.
Inner Space implementations will need to comply with the following
behaviours to ensure that legacy applications continue to receive
predictable behaviour from the socket interface:
Querying local port (TCP client): If an application calls
"getsockname()" while the TCP client behind the socket is engaged
in a dual TCP handshake, the call SHOULD block until the local TCP
has aborted one of the connections so it knows which of the two
ports will continue to be used.
Binding to an explicit port: If an application specifies that it
wants the TCP client to use a specific port, the Inner Space
capability can be used, but the dual handshake MUST be disabled,
because the dual handshake has to try two ports. Therefore, if
the app binds to a specific port, the upgraded SYN MUST be tried
first on its own, then if that reveals that the server is not
upgraded, the stack will abort that connection with a RST and use
the same port to send an ordinary SYN. Use of a specific port
might be necessary, for example in the FTP protocol, in a porttesting application or if the application wants to explicitly
control all the handshaking logic of the Inner Space protocol
itself.
Logging: The dual handshake will show up as a specific signature in
logs of network activity. Log formats might not be able to record
two local ports against one socket, so logs might contain
unexpected or erroneous data. Even if logs correctly track both
connection attempts, log analysis software might not expect to see
one socket attempt to use two different ports. {ToDo: All this
needs to be turned into a predictability requirement.}
Note that Inner Space has no impact on queries for the remote port
from a TCP server. If an application calls "getpeername()" while the
TCP server behind the socket is (unwittingly) engaged in a dual
handshake, it will return the port of the remote client, even though
this connection might subsequently be aborted. This is because a TCP
server is not aware of whether it is part of a dual handshake.
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Some applications interrogate the TCP stack to determine the path max
transmission unit (PMTU), e.g. in order to optimize application
message boundaries within the datastream. From the viewpoint of such
applications, TCP options subtract the same amount from the PMTU
whether they are Outer or Inner Options. However, the 8 (or 12)
octet InSpace header and the alignment padding represent extra
overhead. Therefore, for such applications, the TCP stack as seem
through the socket API will seem similar to a tunnel that reduces the
useful size of the PMTU. This could lead to fragmentation until such
applications are updated. Nonetheless, most such applications
already include code to adapt to PMTU reduction by tunnels.
It would be appropriate to enable the Inner Space protocol on a perhost or per-user basis. The necessary configuration switch does not
need to be standardised, but it might allow the following three
states:
Enabled: The stack will enable Inner Space on any TCP connection
that that needs Inner Space for its TCP options. The stack might
still disable the Inner Space protocol autonomously after the
initial handshake if it is not needed.
Forwarding: The Forwarding mode is for TCP implementations on
middleboxes that implement split TCP connections, as discussed in
Section 2.3.3. Forwarding mode is similar to Disabled, except it
forwards data in SYN without deferring it until the incoming
connection is established.
Disabled: Inner Space is not enabled by default on any connections,
except those that specifically request it.
The socket API might also need to be extended for future applications
that want to control the Inner Space protocol explicitly. Experience
will determine the best API, so these ideas are merely informational
suggestions at this stage:
Enabling/disabling Inner Space: As well as the above per-host or
per-user switches, the extended API might need to allow an
application to disable Inner Options on a per-socket basis (e.g.
for testing). A socket might need to be opened in one of three
possible Inner Space modes: i) Enabled; ii) Enabled initially but
can be disabled autonomously by the stack if redundant; iii)
Enabled initially, then disables itself after the SYN/ACK; and iv)
Disabled. It also ought to be possible for an application to
disable Inner Options on-demand mid-connection.
Querying support for Inner Space: An application might need to be
able to determine whether the host supports Inner Space and in
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which mode it is enabled on a particular socket. For instance, an
application might need to choose different socket options
depending on how much space is available, which depends on whether
Inner Space is enabled.
Latency vs Efficiency: A socket that prefers efficient use of
connection state over latency might use the optional explicit
variant of the dual handshake (Appendix D). It is unlikely that a
new option specific to Inner Space would be needed to express this
preference, as many operating systems already offer a similar
socket option.
Logging: Log formats and log analysis software might need to be
extended to distinguish between the deliberate RST within the dual
handshake and an unexpected connection RST.
6.

IANA Considerations
This specification requires IANA to allocate values from the TCP
Option Kind name-space against the following names:
o

"Inner Option Space Upgraded (InSpaceU)"

o

"Inner Option Space Ordinary (InSpaceO)"

o

"ModeSwitch"

Early implementation before the IANA allocation MUST follow [RFC6994]
and use experimental option 254 and respective Experiment IDs:
o

0xUUUU (16 bits);

o

0xOOOO (16 bits);

o

0xMMMM (16 bits);

{ToDo: Values TBA and register them with IANA} then migrate to the
assigned option after allocation.
7.

Security Considerations
Certain cryptographic functions have different coverage rules for the
TCP Header and TCP Payload. Placing some TCP options beyond the Data
Offset could mean that they are treated differently from regular TCP
options. This is a deliberate feature of the protocol, but
application developers will need to be aware that this is the case.
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A malicious host can send bogus SYN segments with a spoofed source IP
address (a SYN flood attack). The Inner Space protocol does not
alter the feasibility of this attack. However, the extra space for
TCP options on a SYN allows the attacker to include more TCP options
on a SYN than before, so it can make a server do more option
processing before replying with a SYN/ACK. To mitigate this problme,
a server under stress could deprioritise SYNs with longer option
fields to focus its resources on SYNs that require less processing.
Each SYN in a SYN flood attack causes a TCP server to consume memory.
The Inner Space protocol allows a potentially large amount of TCP
option state to be negotiated during the SYN exchange, which could
allow attackers to exhaust the TCP server’s memory more easily. The
EchoCookie TCP option (see Section 2.5) allows the server to place
this state in a cookie and send it on the SYN/ACK to the purported
address of the client--rather than hold it in memory. Then, as long
as the client returns the cookie on the acknowledgement and the
server verifies it, the server can recover its full record of all the
TCP options it negotiated and continue the connection without delay.
On the other hand, the server’s responses to SYNs from spoofed
addresses will scatter to those spoofed addresses and the server will
not have consumed any memory while waiting in vain for them to reply.
See the Security Considerations in [I-D.briscoe-tcpm-echo-cookie] for
how the EchoCookie facility protects against reflection and
amplification attacks.
Some security devices block data in an initial SYN segment,
classifying it as the signature of an attack. Attackers might indeed
use data-in-SYN to strengthen the force of a SYN flood attack, but it
has also always been valid for clients to use data-in-SYN for low
latency service as well (today data-in-SYN is used by TCP Fast Open,
but data-in-SYN has been permitted for similar reasons right back to
the days of RFC 793). On its own, data-in-SYN MUST NOT be considered
a sufficient signature of an attack. It can only be considered an
attack signature if seen in combination with other symptoms of a SYN
flood attack. The logic that led to data-in-SYN alone being
considered an attack was probably well-intentioned, but it actually
turns a security device into an attack on innocent low latency
services.
The optional extension for DPI traversal specified in Appendix C.3
might create a new attack vector. The attack was originally proposed
(by David Mazieres) when an earlier draft required the optional
extension to be applied at the start of both half-connections. As
long as the DPI traversal extension no longer applies in the serverclient direction the attack seems less feasible. Nonetheless, the
attack in the server-client direction is described here anyway (in
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case it prompts someone to think of a similar feasible attack in the
client-server direction):
Attack that used to be feasible in the server-client direction: An a
ttacker could have crafted content (e.g. a binary file such as a
graphics object) such that it included the appropriate bits in the
correct positions to match the Inner Space magic numbers and the
expected format of some TCP options. It could have then uploaded
this content to a legacy server for download by other clients
(e.g. a public image archive). Then, if an upgraded Inner Space
TCP client had accessed this legacy server, it would have seemed
as if the server was upgraded. So the attacker could have
theoretically conscripted the server into sending TCP options of
its choice. Although the attacker would have been limited to TCP
options relevant to those previously proposed by the client, some
harm might have been possible. The attacker might also have been
able to contrive the remainder of the content (after removing the
apparent TCP options) to be some form of script or executable.
If the DPI traversal solution is to be used, and a feasible attack is
developed in the client-server direction, a couple of directions to
prevent such an attack could be explored:

8.

o

the magic number would somehow have to be complemented by another
signal, perhaps out of band;

o

the magic number would need to somehow include a cryptographic
hash of material sent by the client, so that an attacker could not
predict it.
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Appendix A.

Zero Overhead Message Boundary Insertion (ZOMBI)

This appendix is normative and mandatory to implement for the Inner
Space protocol. This encoding is relegated to an appendix merely
because it is applicable more generally than for just Inner Space.
Therefore, in a future revision, this appendix might be removed and
replaced by a reference to a stand-alone document.
The Inner Space protocol requires the sender to add a marker in every
segment at the first 4-octet aligned word from the start of the
datastream. Then, even if the stream is subsequently resegmented,
the receiver can recover segments and their associated TCP options as
they were sent. The sender uses the value 0x0000 as the 2-octet
marker at the start of the InSpace option header. It uses the ZOMBI
encoding to remove all other occurrences of 0x0000, treating the
segment as a sequence of 2-octet shorts. Then, a marker will
unambiguously locate the InSpace option at the start of each segment.
From this InSpace option, the receiver can find the length of the
segment. Then it can decode the ZOMBI encoding to return the segment
to its original form.
The sender applies the ZOMBI encoding as follows:
1.

It places 0x0000 in the Marker and the ZOMBI fields of the
InSpace option, and fills all the other fields of the InSpace
option with the relevant sizes and offsets.

2.

Treating the stream as a sequence of 2-octet
the ZOMBI field, it replaces each occurrence
offset (in shorts) to the next occurrence of
beyond the end of the segment when there are
of 0x0000.

shorts,starting from
of 0x0000 with the
0x0000, or to just
no more occurrences

Because an offset can never be zero, this process naturally removes
all occurrences of 0x0000 from the segment.
The receiver reverses the above encoding, assuming the worst case of
a resegmented stream unless it finds otherwise:
1.

If it is buffering undecoded bytes either side of the newly
arrived segment in the sequence space, it coalesces them.
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2.

Scanning two octets at a time aligned on even numbers of octets
from the ISN, it locates the next occurrence of an InSpace option
by locating the next occurrence of 0x0000 in a segment.

3.

Starting at the ZOMBI field, it points a variable (e.g. "ptr") to
a position in the stream, reads the short at that location,
writes 0x0000 into the stream to replace it, then increments
"ptr" by the value just read. It continually repeats the same
read, replace and increment operations at each new location
pointed to by "ptr".

4.

The receiver knows the size of the sent segment from the SDS
field, so that it knows when to stop decoding. If the end of the
received segment is reached before this, it implies the stream
has been resegmented and the next segment has not been buffered
yet. In this case, the receiver stores how much decoding is
left.

5.

If there are more undecoded octets buffered, the process repeats
from step 1.

Below an implementation of the ZOMBI encode and decode algorithms is
given in C. The decode algorithm would be preceded by markerscanning code to find the location of the ZOMBI and SDS fields within
the InSpace option. The SDS field will always be non-zero, therefore
it will never be changed by the encoding, so the receiver can read it
before starting to decode. In case length is odd, a non-zero pseudopadding octet is considered to be appended to the segment while
encoding or decoding (but it is not actually transmitted).
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/* {ToDo: Test}
* ZombiEncode encodes "length" bytes of data
* starting directly after the marker pointed to by "ptr", where:
*
length = sds - pad.
*/
void ZombiEncode(unsigned short *ptr, unsigned short length)
{
const unsigned short *end = ptr + ++length>>1; % /2 rounded up
unsigned short *code_ptr = ++ptr;
% point to ZOMBI
unsigned short code = 0x0001;
while (++ptr < end) {
if (*ptr == 0) {
*code_ptr = code;
code_ptr = ptr;
code = 0x0001;
} else
code++;
}

% initialise after ZOMBI

}
/* {ToDo: Test}
* ZombiDecode decodes "length" bytes of data
* starting after the marker pointed to by "ptr", where
*
length = sds - pad.
* Returns number of shorts still to decode.
*/
short ZombiDecode(unsigned short *ptr, unsigned short length)
{
const unsigned short *end = ptr++ + ++length>>1; % /2 rounded up
while (ptr < end) {
% initialise to ZOMBI
code = *ptr;
*ptr = 0;
ptr += code;
}
return (ptr - end);
}
The ZOMBI encoding always uses a marker that is larger than the
maximum possible segment size. Therefore, for a jumbo segment
Appendix C.2, the sender uses 0x00000000 (4 octets of zeros) as the
marker; it pads the segment to a multiple of 4 octets; and it scans
the stream in 4-octet words, replacing any occurrences of the marker
with the offset in 4-octet words to the next marker.
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The ZOMBI encoding is similar to consistent overhead byte stuffing
(COBS [Cheshire97]). The main difference is that COBS markers are
only one octet. Therefore, in COBS, whenever the distance between
zero-bytes is greater than 0xFE, it has to insert an extra byte into
the stream with the special value of 0xFF. When decoding, 0xFF is
removed rather than replaced by 0x00. Therefore, as well as 2 extra
delimiting octets, COBS introduces a variable number of extra octets,
but no more than 1 in 254 (a more accurate name would have been
_capped_ overhead byte stuffing, because the overhead is variable,
not consistent).
In contrast, ZOMBI introduces a predictable overhead of 4 delimiting
octets per segment (or 5 for odd length segments), with no
unpredictable variation. Therefore, space for the known overhead can
be set aside in the InSpace option, and the ZOMBI encode and decode
operation can be zero-copy, which is not possible with COBS. A more
accurate name for ZOMBI would have been _constant_ overhead message
boundary insertion. Nonetheless, the encoding to replace markers
once the message boundaries have been inserted actually is zero
overhead, so the cool acronym is not totally contrived.
Appendix B.

Generic Connection Mode Switching

This appendix is normative and mandatory to implement for the Inner
Space protocol. This encoding is relegated to an appendix merely
because, in a future revision, this appendix might be removed and
replaced by a reference to a stand-alone document. It defines the
new ModeSwitch TCP option illustrated in Figure 5. This option
provides a facility to disable the Inner Space protocol for the
remainder of a connection. It also provides a general-purpose
facility for a TCP connection to co-ordinate between the endpoints
before switching into a yet-to-be-defined mode.
0
1
2
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3
+---------------+---------------+-----------+-+-+
| ModeSwitch
| Length=3
|Flags (CU) |I|R|
+---------------+---------------+-----------+-+-+

Figure 5: The ModeSwitch TCP Option
The Option Kind is ModeSwitch, the value of which is to be allocated
by IANA {ToDo: Value TBA}. ModeSwitch MUST be used only as an Inner
Option, because it uses the reliable ordered delivery property of
Inner Options. Therefore implementation of the Inner Space protocol
is REQUIRED for an implementation of ModeSwitch. Nonetheless,
ModeSwitch is a generic facility for switching a connection between
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yet-to-be-defined modes that do not have to relate to extra option
space.
The sender MUST set the option Length to 3 (octets). The Length
field MUST be forwarded unchanged by other nodes, even if its value
is different.
The Flags field is available for defining modes of the connection.
Only two connection modes are currently defined. The first 6 bits of
the Flags field are Currently Unused (CU) and the sender MUST set
them to zero. The CU flags MUST be ignored and forwarded unchanged
by other nodes, even if their value is non-zero.
The two 1-bit connection mode flags that are currently defined have
the following meanings:
o

R: Request flag if 1. Request mode is a special mode that allows
the hosts to co-ordinate a change to any other mode(s);

o

I: Inner Space mode: Enabled if 1, Disabled if 0.

The default Inner Space mode at the start of a connection is I=1,
meaning Inner Space is in enabled mode.
The procedure for changing a mode or modes is as follows:
o

The host that wants to change modes (the requester) sends a
ModeSwitch message as an Inner Option with R=1 and with the other
flag(s) set to the mode(s) it wants to change to. The requester
does not change modes yet.

o

The responder echoes the mode flag(s) it is willing to change to,
with the request flag R=0.

o

The half-connection from the responder changes to the mode(s) it
confirms directly after the end of the segment that echoes its
confirmation, i.e. after the last octet of the TCP Payload
following the ModeSwitch option that echoes its confirmation.
Therefore it sends the segment carrying the confirmation in the
prior mode(s) of the connection.

o

Once the requester receives the responder’s confirmation message,
it re-echoes its confirmation of the responder’s confirmation,
with the mode(s) set to those that both hosts agree on and R=0.

o

The half-connection from the requester changes to the mode(s) it
confirms directly after the end of the segment that re-echoes its
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confirmation. Therefore it sends the segment carrying the
confirmation in the prior mode(s) of the connection.
o

The responder can refuse a request to change into a mode in any
one of three ways:
*

either implicitly by never confirming it;

*

or explicitly by sending a message with R=0 and the opposite
mode;

*

or explicitly be sending a counter-request to switch to the
opposite mode (that the connection is already in) with R=1.

The regular TCP sequence numbers and acknowledgement numbers of
requests or confirmations can be used to disambiguate overlapping
requests or responses.
Once a host switches to Disabled mode, it MUST NOT send any further
InSpace Options. Therefore it can send no further Inner Options and
it cannot switch back to Enabled mode for the rest of the connection.
To temporarily reduce InSpace overhead without permanently disabling
the protocol, the sender can use a value of 0xFFFF in the Sent Data
Size (see Section 2.4).
Appendix C.

Protocol Extension Specifications

This appendix specifies protocol extensions that are OPTIONAL while
the specification is experimental. If an implementation includes an
extension, this section gives normative specification requirements.
However, if the extension is not implemented, the normative
requirements can be ignored.
{Temporary note: The IETF may wish to consider making some of these
extensions mandatory to implement if early testing shows they are
useful or even necessary. Or it may wish to make at least the
receiving side mandatory to implement to ensure that two-ended
experiments are more feasible.}
C.1.

Dual Handshake: The Explicit Variant

This appendix is normative. It is separated from the body of the
specification because it is OPTIONAL to implement while the Inner
Space protocol is experimental. It is not mandatory to implement
because it will be more useful once the Inner Space protocol has
become accepted widely enough that fewer middleboxes will discard SYN
segments carrying this option (see Appendix D for when best to deploy
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it). It only works if both ends support it, but it can be deployed
one end at a time, so there is no need for support in early
experimental implementations.
{Temporary note: The choice between the explicit handshake in the
present section or the handshake in Section 2.1.1 is a tradeoff
between robustness against middlebox interference and minimal server
state. During the IETF review process, one might be chosen as the
only variant to go forward, at which point the other will be deleted.
Alternatively, the IETF could require a server to understand both
variants and a client could be implemented with either, or both. If
both, the application could choose which to use at run-time. Then we
will need a section describing the necessary API.}
This explicit dual handshake is similar to that in Section 2.1.1,
except the SYN that the Upgraded Client sends on the Ordinary
Connection is explicitly distinguishable from the SYN that would be
sent by a Legacy Client. Then, if the server actually is an Upgraded
Server, it can reset the Ordinary Connection itself, rather than
creating connection state for at least a round trip until the client
resets the connection.
For an explicit dual handshake, the TCP client still sends two
alternative SYNs: a SYN-O intended for Legacy Servers and a SYN-U
intended for Upgraded Servers. The two SYNs MUST have the same
network addresses and the same destination port, but different source
ports. Once the client establishes which type of server has
responded, it continues the connection appropriate to that server
type and aborts the other. The SYN intended for Upgraded Servers
includes additional options within the TCP Data (the SYN-U defined as
before in Section 2.2.1).
Table 2 summarises the TCP 3-way handshake exchange for each of the
two SYNs in the two right-hand columns, between an Upgraded TCP
Client (the active opener) and either:
1.

a Legacy Server, in the top half of the table (steps 2-4), or

2.

an Upgraded Server, in the bottom half of the table (steps 2-4)

The table uses the same layout and symbols as Table 1, which has
already been explained in Section 2.1.1.
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+------+------------------+--------------------+--------------------+
|
|
| Ordinary
| Upgraded
|
|
|
| Connection
| Connection
|
+------+------------------+--------------------+--------------------+
| 1
| Upgraded Client | >SYN-O
| >SYN-U
|
|
|
|
|
|
| /\/\ | /\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ |
| 2
| Legacy Server
| <SYN/ACK
| <SYN/ACK
|
|
|
|
|
|
| 3a
| Upgraded Client | Waits for response |
|
|
|
| to both SYNs
|
|
|
|
|
|
|
| 3b
|
"
| >ACK
| >RST
|
|
|
|
|
|
| 4
|
| Cont...
|
|
|
|
|
|
|
| /\/\ | /\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ | /\/\/\/\/\/\/\/\/\ |
| 2
| Upgraded Server | <RST
| <SYN/ACK-U
|
|
|
|
|
|
| 3
| Upgraded Client |
| >ACK
|
|
|
|
|
|
| 4
|
|
| Cont...
|
+------+------------------+--------------------+--------------------+
Table 2: Explicit Variant of Dual 3-Way Handshake in Two Server
Scenarios
As before, an Upgraded Server MUST respond to a SYN-U with a SYN/ACKU. Then, the client recognises that it is talking to an Upgraded
Server.
Unlike before, an Upgraded Server MUST respond to a SYN-O with a RST.
However, the client cannot rely on this behaviour, because a
middlebox might be stripping Outer TCP Options which would turn the
SYN-O into a regular SYN before it reached the server. Then the
handshake would effectively revert to the implicit variant.
Therefore the client’s behaviour still depends on which SYN-ACK
arrives first, so its response to SYN-ACKs has to follow the rules
specified for the implicit handshake variant in Section 2.1.1.
The rules for processing TCP options are also unchanged from those in
Section 2.3.
C.1.1.

SYN-O Structure

The SYN-O is merely a SYN with an extra InSpaceO Outer TCP Option as
shown in Figure 6. It merely identifies that the SYN is opening an
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Ordinary Connection, but explicitly identifies that the client
supports the Inner Space protocol.
0
1
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5
+---------------+---------------+
| Kind=InSpaceO | Length=2
|
+---------------+---------------+

Figure 6: An InSpaceO TCP Option Flag
An InSpaceO TCP Option has Option Kind InSpaceO with value {ToDo:
Value TBA} and MUST have Length = 2 octets.
To use this option, the client MUST place it with the Outer TCP
Options. A Legacy Server will just ignore this TCP option, which is
the normal behaviour for an option that TCP does not recognise
[RFC0793].
C.1.2.

Retransmission Behaviour - Explicit Variant

If the client receives a RST on one connection, but a short while
after that {ToDo: duration TBA} the response to the SYN-U has not
arrived, it SHOULD retransmit the SYN-U. If latency is more
important than the extra TCP option space, in parallel to any
retransmission, or instead of any retransmission, the client MAY send
a SYN without any InSpace TCP Option, in case this is the cause of
the black-hole. However, the presence of the RST implies that the
SYN with the InSpaceO TCP Option (the SYN-O) probably reached the
server, therefore it is more likely (but not certain) that the lack
of response on the other connection is due to transmission loss or
congestion loss.
If the client receives no response at all to either the SYN-O or the
SYN-U, it SHOULD solely retransmit one or the other, not both. If
latency is more important than the extra TCP option space, it SHOULD
send a SYN without an InSpaceO TCP Option. Otherwise it SHOULD
retransmit the SYN-U. It MUST NOT retransmit both segments, because
the lack of response could be due to severe congestion.
C.1.3.

Corner Cases

There is a small but finite possibility that the Explicit Dual
Handshake might encounter the cases below. The Implicit Handshake
(Section 2.1.1) is robust to these possibilities, but the Explicit
Handshake is not, unless the following additional rules are followed:
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Both successful: This could occur if one load-sharing replica of a
server is upgraded, while another is not. This could happen in
either order but, in both cases, the client aborts the last
connection to respond:
*

The client completes the Ordinary Handshake (because it
receives a SYN/ACK), but then, before it has aborted the
Upgraded Connection, it receives a SYN/ACK-U on it. In this
case, the client MUST abort the Upgraded Connection even though
it would work. Otherwise the client will have opened both
connections, one with Inner TCP Options and one without. This
could confuse the application.

*

The client completes the Upgraded Connection after receiving a
SYN/ACK-U, but then it receives a SYN/ACK in response to the
SYN-O. In this case, the client MUST abort the connection it
initiated with the SYN-O.

Both aborted: The client might receive a RST in response to its SYNO, then an Ordinary SYN/ACK on its Upgraded Connection in response
to its SYN-U. This could occur i) if a split connection middlebox
actively forwards unknown options but holds back or discards data
in a SYN; or ii) if one load-sharing replica of a server is
upgraded, while another is not.
Whatever the likely cause, the client MUST still respond with a
RST on its Upgraded Connection. Otherwise, its Inner TCP Options
will be passed as user-data to the application by a Legacy Server.
If confronted with this scenario where both connections are
aborted, the client will not be able to include extra options on a
SYN, but it might still be able to set up a connection with extra
option space on all the other segments in both directions using
the approach in Appendix C.1.4. If that doesn’t work either, the
client’s only recourse is to retry a new dual handshake on
different source ports, or ultimately to fall-back to sending an
Ordinary SYN.
C.1.4.

Workround if Data in SYN is Blocked

If a path either holds back or discards data in a SYN-U, but there is
evidence that the server is upgraded from a RST response to the SYNO, the strategy below might at least allow a connection to use extra
option space on all the segments except the SYN.
It is assumed that the symptoms described in the ’both aborted’ case
(Appendix C.1.3) have occurred, i.e. the server has responded to the
SYN-O with a RST, but it has responded to the SYN-U with an Ordinary
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SYN/ACK not a SYN/ACK-U, so the client has had to RST the Upgraded
Connection as well. In this case, the client SHOULD attempt the
following (alternatively it MAY give up and fall back to opening an
Ordinary TCP connection).
The client sends an ’Alternative SYN-U’ by including an InSpaceU
Outer TCP Option (Figure 7). This Alternative SYN-U merely flags
that the client is attempting to open an Upgraded Connection. The
client MUST NOT include any Inner Options or InSpace Option or Magic
Number. If the previous aborted SYN/ACK-U acknowledged the data that
the client sent within the original SYN-U, the client SHOULD resend
the TCP Payload data in the Alternative SYN-U, otherwise it might as
well defer it to the first data segment.
0
1
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5
+---------------+---------------+
| Kind=InSpaceU | Length=2
|
+---------------+---------------+

Figure 7: An InSpaceU Flag TCP option
An InSpaceU Flag TCP Option has Option Kind InSpaceU with value
{ToDo: Value TBA} and MUST have Length = 2 octets.
To use this option, the client MUST place it with the Outer TCP
Options. A Legacy Server will just ignore this TCP option, which is
the normal behaviour for an option that TCP does not recognise
[RFC0793]. Because the client has received a RST from the server in
response to the SYN-O it can assume that the server is upgraded. So
the client probably only needs to send a single Alternative SYN-U in
this repeat attempt. Nonetheless, the RST might have been spurious.
Therefore the client MAY also send an Ordinary SYN in parallel, i.e.
using the Implicit Dual Handshake (Section 2.1.1).
If an Upgraded Server receives a SYN carrying the InSpaceU option, it
MUST continue the rest of the connection as if it had received a full
SYN-U (Section 2.2), i.e. by processing any Outer Options in the
SYN-U and responding with a SYN/ACK-U.
C.2.

Jumbo InSpace TCP Option (only if SYN=0)

This appendix is normative. It defines the format of the InSpace
Option necessary to support jumbograms. It is separated from the
body of the specification because it is OPTIONAL to implement while
the Inner Space protocol is experimental. In experimental
implementations, it will be sufficient to implement the required
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behaviour for when the Length of a received InSpace Option is not
recognised (Section 2.4).
If the IPv6 Jumbo extension header is used, a sender MUST use the
InSpace Option format defined in Figure 8.
All the fields have the same meanings as defined in Section 2.2.2,
except Sent Data Size (SDS), the Inner Options Offset (InOO) and the
Suffix Options Offset (SOO) use more bits, respectively 32, 30 and
30. The Length (Len) field can be either 2, 3 or 4, where binary 00
represents 4.
If Len=3: the last 4-octet word is omitted and the value of SOO is
determined by the P flag as already described in Section 2.2.2.
If Len=2:

it is assumed InOO = SOO = 0.

When reading a segment, the Jumbo InSpace Option could be present in
a packet that is not a jumbogram (e.g. due to resegmentation).
Therefore a receiver MUST use the Jumbo InSpace Option to work along
the stream irrespective of whether arriving packets are jumbo sized
or not.
0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+---------------------------------------------------------------+
|
Marker
|
+-----------------------------------------------------------+---+
|
ZOMBI
|Len|
+-----------------------------------------------------------+---+
|
Sent Data Size (SDS)
|
+-----------------------------------------------------------+-+-+
|
Inner Options Offset (InOO)
CU|P|
+-----------------------------------------------------------+-+-+
|
Suffix Options Offset (SOO)
|CU |
+-----------------------------------------------------------+---+
Figure 8: InSpace Option for a Jumbo Datagram
C.3.

Optional Segment Structure to Traverse DPI boxes

This appendix is normative. It is separated from the body of the
specification because it is OPTIONAL to implement while the Inner
Space protocol is experimental.
In experiments conducted between 2010 and 2011, [Honda11] reported
that 7 of 142 paths (about 5%) blocked access to port 80 if the
payload was not parsable as valid HTTP. This extension to the
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specification has been defined in case experiments prove that it
significantly improves traversal of such deep packet inspection (DPI)
boxes.
This extension places the expected app-layer headers at the start of
the TCP Data in the SYN and in the first data segment in the clientto-server direction:
SYN=1: The sender uses the structure in Figure 9a) on the SYN. The
sender right-aligns the 12-octet InSpace Option at the end of the
segment. Then it right-aligns the Inner Options against the
InSpace Option, all after the end of the TCP Payload and any
padding necessary to align the options on a 4-octet word boundary.
Magic Number A starts 4*3=12 octets from the end of the segment
{ToDo: Magic Number A could be placed at the end of the segment
instead.}. A receiver implementation of this optional extension
MUST check whether Magic Number A is present within the InSpace
option if it does not first find it at the start of the segment.
The start of the Inner Options is therefore 4 * (InOO +3) octets
before the end of the segment, where InOO is read from within the
InSpace Option. Although the InnerOptions are located at the end
of the TCP Payload, they are considered to be applied before the
first octet of the TCP Payload.
SYN=0: The structure of the first non-SYN segment that contains any
TCP Data is shown in Figure 9b).
The receiver will find the second InSpace Option (InSpace#2)
located SDS#1 octets from the start of the segment (plus possible
padding), where SDS#1 is the value of Sent Data Size that was read
from the InSpace Option in the previous (SYN=1) segment that
started the half-connection. Although the Inner Options are
shifted, they are still considered to be applied at the start of
the TCP Data in this second segment.
From the second InSpace Option onwards, the structure of the stream
reverts to that already defined in Section 2.2.1. So the value of
Sent Data Size (SDS#2) in the second InSpace Option (InSpace #2)
defines the length of the remaining TCP Data before the end of the
first data segment, as shown.
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TCP Data
.---------------------------’------------------.
|
Inner Options
|
a) SYN=1
|
.---------’---------.
|
+--------+----------+-------------+-+---------+---------+----------+
| BaseHdr| OuterOpts| Payload
| | PrefOpts| SuffOpts|InSpace#1 |
+--------+----------+-------------+-+---------+---------+----------+
|
DO
|
| |
SOO
|
|
|
‘------------------>|
|P‘-------->|
| Len = 3 |
|
|
|a|
InOO
|<---------’
|d|<------------------’
|
b) First SYN=0 segment
+--------+----------+--------+-+---------+--------+--------+-------+
| BaseHdr| OuterOpts|Payload | |InSpace#2|PrefOpts|SuffOpts|Payload|
+--------+----------+--------+-+---------+--------+--------+-------+
|
DO
|
| |
Len
| SOO
|
|
‘------------------>|
|P‘-------->‘------->|
|
|
|
|a|
|
InOO
|
|
|
|d|
‘---------------->|
|
| SDS#1 |
SDS#2 |
‘------->‘------------------------------------>|
|
|
|

All offsets are specified in 4-octet (32-bit) words, except SDS and
Pad, which are in octets.
Figure 9: Segment Structures to Traverse DPI boxes (not to scale)
It is recognised that having to work from the end of the first
segment makes segment processing more involved. Experimental
implementation of this approach will determine whether the extra
complexity improves DPI box traversal sufficiently to make it
worthwhile.
If it does work, it is believed that this extension will only be
necessary on the initial SYN and the first data segment sent in the
direction from TCP client to server. Therefore, the SYN/ACK and data
segments sent by the TCP server will continue to use the regular
Inner Space segment structure illustrated in Figure 2.
If a TCP client that implements this extension opens a connection
with a server that does not, the client will fall back to ordinary
TCP even though the server would have supported the Inner Space
protocol without the DPI traversal extension. This is because the
server does not look for the magic number at the end of the SYN, so
it behaves like a legacy TCP server responding with an ordinary SYN/
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ACK, which in turn makes the client fall back to ordinary TCP. Such
limited fall-back is considered sufficient to support experiments to
see whether the DPI traversal extension is useful. If it is useful,
a future standards track specification could make support for this
DPI traversal extension mandatory for an Inner Space TCP server, but
still optional for an Inner Space TCP client.
Appendix D.
D.1.

Comparison of Alternatives

Implicit vs Explicit Dual Handshake

In the body of this specification, two variants of the dual handshake
are defined:
1.

The implicit dual handshake (Section 2.1.1) starting with just an
Ordinary SYN (no InSpaceO flag option) on the Ordinary
Connection;

2.

The explicit dual handshake (Appendix C.1) starting with a SYN-O
(InSpaceO flag option) on the Ordinary Connection.

Both schemes double up connection state (for a round trip) on the
Legacy Server. But only the implicit scheme doubles up connection
state (for a round trip) on the Upgraded Server as well. On the
other hand, the explicit scheme risks delay accessing a Legacy Server
if a middlebox discards the SYN-O (some firewalls and middleboxes
discard packets with unrecognised TCP options [Honda11]). Table 3
summarises these points.
+----------------------------------+---------------+----------------+
|
|
SYN
|
SYN-L
|
|
|
(Implicit) |
(Explicit)
|
+----------------------------------+---------------+----------------+
| Minimum state on Upgraded Server |
|
+
|
|
|
|
|
| Minimum risk of delay to Legacy |
+
|
|
| Server
|
|
|
+----------------------------------+---------------+----------------+
Table 3: Comparison of Implicit vs. Explicit Dual Handshake on the
Ordinary Connection
There is no need for the IETF to choose between these. If the
specification allows either or both, the tradeoff can be left to
implementers at build-time, or to the application at run-time.
Initially clients might choose the Implicit Dual Handshake to
minimise delays due to middlebox interference. But later, perhaps
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once more middleboxes support the scheme, clients might choose the
Explicit scheme, to minimise state on Upgraded Servers.
Appendix E.

Protocol Design Issues (to be Deleted before Publication)

This appendix is informative, not normative. It records outstanding
issues with the protocol design that will need to be resolved before
publication.
Data in SYN middlebox traversal: Certain middleboxes do not forward
data in a SYN. The scheme can detect this (by the lack of
acknowledgement of the data on the SYN/ACK). However, it would be
ideal to be able to work round this problem in all circumstances,
not just those in Appendix C.1.4.
Options that alter the main TCP header semantics: Need to include
text to ensure Inner options are used with care where middleboxes
are known to use a main header field, particularly if the
middlebox also understands how a TCP option alters its semantics.
Examples:
WScale:
Easiest to only locate this as an Outer Option - too
many TCP normalisers that check whether a segment is in window
use WS to interpret the Window field.
SACK: A similar but different example is where a middlebox shifts
the ISN, and also shifts all seqno values including in TCP
options, e.g. SACK. Here, if SACK were placed as an Inner
Option, another ’ISN’ option would be needed to detect and
allow for the ISN shift.
Flow-control deadlock: It needs to be proved whether the solution to
flow-control deadlock for acknowledgement-related options also
avoids the risk of deadlock across one or more connectionsplitting middleboxes.
Simultaneous open: If host A sends a SYN-U from port S to D, it
might receive a SYN rather than a SYN/ACK on port S from port D.
Whether the SYN is upgraded or not, it is believed that it will be
possible to define all the cases necessary to fully specify the
simultaneous open case. The number of combinations that have to
be considered becomes quite tiresome, especially if the case of
simulataneous dual handshakes is included. Therefore, these
corner-cases will be addressed in a later revision.
TCP offload: The protocol design is intended to ensure that new TCP
extensions will survive segmentation offload. The InSpace Options
are also intended to provide a robust way for an Inner Space TCP
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to offload the generation or ingestion of TCP segments without
breaking extensibility, but whether it is the best way to
interwork with offload hardware is yet to be determined.
Appendix F.

Change Log (to be Deleted before Publication)

A detailed version history can be accessed at
<http://datatracker.ietf.org/doc/draft-briscoe-tcpm-inner-space/
history/>
From briscoe-...-inner-space-01 to briscoe-...-inner-space-sink-00:
Technical changes:
*

Added choice of in-order and out-of-order TCP option delivery

*

Added padding for 4-octet alignment of options

*

Made InSpace Options for SYN=0 or SYN=1 have the same structure
by i) including magic no / message boundary marker as prefix to
InSpace option and ii) allowing Prefix (out-of-order or fireand-forget) Options in all segments.

*

Changed Sent Payload Size (SPS) field to Sent Data Size (SDS),
to minimise framing arithmetic.

*

Allowed space in the InSpace Option for the SOO field on all
segments (not just SYN=1). Also allowed a choice of Len=1 or 2
when SYN=0 and introduced the P flag if Len=1 to state whether
the Inner Options are all Prefix or all Suffix.

*

Added the Marker and ZOMBI fields to the InSpace Option when
SYN=0.

*

Extended Sequence Space Consumption rules to require the
sequence space of fire-and-forget objects to be coinsidered
implicitly acknowledged.

*

Removed Fire-and-Forget Options from flow control coverage.

*

New rules for new concept of Impure ACKs.

*

Defined Construction Order for writing TCP Data.

*

Extensive changes to processing order when reading Inner
Options with SYN=0.

*

’Compatibility with Pre-Existing TCP Variants’ now categorises
existing TCP options by whether they must be Prefix, Suffix or
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either, and requires future option definitions to make this
distinction. Also added some previously overlooked options
(no-op & EOL) and re-categorised TCP-AO, with explanation
*

When explicit port binding needed, recommended dual handshakes
in series rather than disabling Inner Space.

*

Defined behaviour when app attempts to determine PMTU.

*

Added security recommendation not to block data-in-SYN unless
other signs of SYN flood attack.

*

Discussed the potential new attack vector in the optional DPI
traversal approach, and why it is probably not a concern now
that the approach is only used in the client-server direction.

*

Made ModeSwitch mandatory, not optional.

*

Restructured the InSpace Option for a jumbogram

*

Specified that the optional DPI traversal extension would only
be used in the client-server direction, and restructured to
remain consistent with the changes to the regular InSpace
Option structure.

*

Cleared all Protocol Design Issues, and added some new ones.

Editorial changes:
*

Briscoe

Changes to document structure:
+

Added Wider Implications subsection to Intro, looking
forward to i) a structured control channel for end-to-middle
interaction and ii) new transport services such as
Multiplexed streams, compression and encryption;

+

Added ’Flow Control Coverage’ and ’Construction Order for
TCP Data’ subsections to ’Writing Inner TCP Options’
section;

+

Added ’Header Extension by Encapsulation’ and ’Framing
Segments’ subsections to rationale for Inner Option Space;

+

Split ’Control Options Within Data Sequence Space’ into two
subsections: i) ’In-Order Flow-Controlled Options’ using the
existing text and a new ’Fire-and-Forget Options’
subsection;
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+

Added ’Deployment Approach’, including ’Substrate Protocol:
TCP vs. UDP’, and ’’User-Space vs. Kernel-Space’ to
Rationale section;

+

Promoted Protocol Overhead subsection.

+

Added appendix for ’Zero Overhead Message Boundary Insertion
(ZOMBI)’;

*

Abstract & Introduction: primary goal changed to redesign of
TCP’s extensibility mechanism (ie middlebox traversal as well
as option space).

*

Introduction:
+

Rewrote Introduction to introduce the two difficult
questions that tunnelling TCP options raises: i) immediate
(out-of-order) delivery of certain options and ii)
bootstrapping the inner control channel;

+

Made examples in Intro consistent with those in TCP
Compatibility section (i.e. TCP-AO removed from Inner
Option list).

+

Added MPTCP & tcpinc to ’Motivation for Adoption Now’

*

Terminology: Added definitions of Pure ACKs, Impure ACKs and
Flow-Controlled ACKs.

*

Protocol Spec
+

Upgraded Segment Structure and Format: Reflected technical
changes as above

+

Inner TCP Option Processing: Introduced distinction between
flow-controlled and fire-and-forget options at the start

*

Acknowledged more helpful people.

*

Added refs related to Minion/COBS, HTTP2 and an architectural
paper on Inner Space.

*

Appendices: Expanded rationale for optional DPI traversal fallback if not supported by both ends.

From briscoe-...-inner-space-00 to briscoe-...-inner-space-01:
Technical changes:
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*

Corrected DO to 4 * DO (twice)

*

Confirmed that receive window applies to Inner Options

*

Generalised the cause of decryption/decompression from a
previous TCP option to any previous control message

*

Added requirement for a middlebox not to defer data on SYN

*

Latency of dual handshake is worst of two

*

Completed "Interaction with Pre-Existing TCP Implementations"
section, covering other TCP variants, TCP in middleboxes and
the TCP API. Shifted some TCP options to Outer only, because
of RWND deadlock problem

*

Added two outstanding issues: i) ossifies reliable ordered
delivery; ii) Ideally Outer in Inner.

Editorial changes:
*

Removed section on Echo TCP option to a separate I-D that is
mandatory to implement for inner-space, and shifted some SYN
flood discussion in Security Considerations

*

Clarifications throughout

*

Acknowledged more review comments

From draft-briscoe-tcpm-syn-op-sis-02 to draft-briscoe-tcpm-innerspace-00:
The Inner Space protocol is a development of a proposal called the
SynOpSis (Sister SYN options) protocol. Most of the elements of
Inner Space were in SynOpSis, such as the implicit and explicit
dual handshakes; the use of a magic number to flag the existence
of the option; the various header offsets; and the option
processing rules.
The main technical differences are: Inner Space extends option
space on any segment, not just the SYN; this advance requires the
introduction of the Sent Payload Size field and a general
rearrangement and simplification of the protocol format; the
option processing rules have been extended to assure compatibility
with TFO and one degree of recursion has been introduced to cater
for encryption or compression of Inner Options; The Echo option
has been added to provide a SYN-cookie-like capability. Also, the
default protocol has been pared down to the bare bones and
optional extensions relegated to appendices.
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The main editorial differences are: The emphasis of the Abstract
and Introduction has expanded from a focus on just extra space
using the dual handshake to include much more comprehensive
middlebox traversal. A comprehensive Design Rationale section has
been added.
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Abstract
The Inner Space protocol addresses a number of transport issues. This document outlines some key points of
the protocol that are not directly relevant to RITE, but supplement the material presented in § 5.3 of the body
of the deliverable and aid its understanding. The format and syntax of Inner Space are simple, but provide a
powerful tool for TCP enhancement. Inner Space can make it easier to deploy new transport services and has
special applicability to opportunistic encryption services.

1

Introduction

Please refer to [1], also included in this deliverable in ?? D.3, for details of the Inner Space protocol. This document
explains how Inner Space can facilitate the deployment of new transport services in 2. An overview of the packet
formats and syntax is presented in 3. § 4 describes how Inner Space can aid opportunistic encryption services such as
tcpcrypt.

2

Deployable New Transport Services

The ability to deliver messages within TCP’s data stream but out of order is a powerful addition to TCP. It can be
applied either to data messages or to control options. TCP’s traditional ‘Outer’ Options have always been delivered
immediately they arrive (even if out of order).
When we ﬁrst embedded control options within the data stream, we could only deliver them in-order. This meant
that certain control options could not be located as ‘Inner Options’ if they controlled data ﬂow itself. Otherwise we
would have introduced a real risk of ﬂow control deadlock. This drove us to develop out-of-order delivery. Although it
was initially necessary for control options, we also designed it to be applicable to messages within the user-data, thus
achieving the goal of QUIC, but without the middlebox traversal problems of UDP.
This was not a new idea; it built on TCP Minion [2], but with a streamlined design suitable for hardware optimisation. However critically, unlike Minion, we also included the ModeSwitch control to negotiate new behaviours,
which made it incrementally deployable for existing applications and transports.
The ability to choose whether messages are delivered in order transforms the Inner Space protocol into a container
for any transport service. On the wire it appears identical to TCP, so it should traverse the large majority of
middleboxes. But it can adopt the intended behaviour of other transport protocols, by tunnelling control messages
within the TCP Data.
Table 2.1 lays out the 3 × 3 matrix of possible transport services that can be provided to applications once messages
can be delivered with a choice of ordering. The payload is the ‘message’ in the vertical dimension, and control options
are the ‘message’ in the horizontal.
Payload
Ordered
Unordered
Both

Control Options
Ordered Unordered
Both
Default
(TCP)
TCPbis
(UDP)
UDPbis
(SCTP)
TCP2

Table 2.1: Possible Transport Service Modes Enabled by a Choice of Message Ordering
Each cell of the matrix contains the transport protocol behaviour that the Inner Space Protocol could emulate,
while still traversing middleboxes as easily as vanilla TCP. The Default behaviour is that provided by the simplest
1
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variant of Inner Space, as speciﬁed in the draft published ﬁrst [3]. The three main existing transport protocols (TCP,
UDP and SCTP) appear in the middle column, but they are enclosed in parentheses because it would probably be
pointless to implement solely unordered control options, given TCP’s default semantics make it hardly any harder to
support ordered options as well.
The interesting modes are those in the right-most column, which have been given the interim names ‘TCPbis’,
‘UDPbis’ and ‘TCP2’. TCPbis is the mode speciﬁed in [1] and outlined here. Traditionally TCP control options have
been delivered out of order; outside the sequence space of the TCP Data. The ‘bis’ signiﬁes that Inner Space adds a
choice of ordered control options to TCP And, of course, it adds middlebox traversal and no arbitrary limit on the
space for new options. Similarly UDPbis adds a reliable, ordered control channel to UDP.
The cell labelled TCP2 probably has the most potential. It has not (yet) been speciﬁed, but the foundations for it
are already in place in the TCPbis mode [1]. A separate document to specify the TCP2 mode is planned. It has been
deliberately named TCP2 as a parody of HTTP2, because it provides the same transport services (see below).
In TCP2 mode, a single TCP connection could deliver data in multiple independent streams without the overhead
of multiple connections. If one stream is waiting for a loss to be recovered, this would still allow other streams to make
progress, this avoiding head-of-line blocking. This is the service that Stream Control Transport Protocol (SCTP) is
designed to provide, but has proved diﬃcult to deploy over the public Internet because many middleboxes only forward
packets to ports that already had well-known uses when the middlebox was ﬁrst designed.
Web applications really need a transport that provides a multiplexed stream service within one connection (which is
why they open multiple TCP connections). In the absence of any prospect of SCTP or an equivalent service becoming
widely deployable at the transport layer, HTTP was extended to provide multiplexed streaming at the application
layer (HTTP2 [4]).
Nearly all the additions in HTTP2 are transport capabilities that would ideally have been provided by transport
layer extension, had the transport layer not been log-jammed by middleboxes. The Inner Space protocol actually adds
these new transport capabilities in eﬀectively the same place as HTTP2 (within the TCP Data), but it structures
them separately from the application layer protocol, so that they are not exclusive to HTTP.
Inner Space is also structured so that data transformations such as compression or encryption can easily be
introduced and controlled by TCP options (see later), as a generic facility available to any application layer protocol.
Initiated with the help of RITE participants, the IETF’s TrAnsPort Services (TAPS) working group is now chartered [5]
to map out all the transport services required by applications. Inner Space is a candidate protocol for applications to
negotiate which of these transport services each end wants and understands.

3

Inner Space Protocol: Format and Semantics

Figure 3.1 shows the structure of a Default Mode Inner Space segment in comparison to an ordinary (non-Inner-Space)
TCP segment, shown at the top of the ﬁgure. The segment starts with an ‘InSpace Option’ that is merely a simple
framing header to indicate the size of i) itself, ii) the space for Inner TCP Options, and iii) the TCP Data as it was
when sent. This simple framing header adds an incredible amount of extensibility to TCP, merely by creating a robust
spacious control channel.
Nonetheless for full extensibility, as we have already explained, certain ACK-related control options have to be
delivered out of order; to avoid ﬂow-control deadlock. This requires ’TCPbis’ mode to be turned on.
Figure 3.2 illustrates the structure of a TCPbis segment. The spaces for the two control channels (‘out-of-order’
and ‘in-order’) that were illustrated in Figure 5.3 are visible within the TCP Data as ‘Preﬁx Options’ and ‘Suﬃx
Options’. This requires one more ﬁeld in the InSpace option (the Suﬃx Options Oﬀset or SOO) to specify the size of
the second control channel.
The ‘Preﬁx Options’ and ‘Suﬃx Options’ ﬁelds are merely spaces that can contain existing or new TCP options
(or they may be empty). TCPbis mode deﬁnes the order in which the receiver processes any TCP options within these
ﬁelds as follows:
1. Preﬁx Options: on arrival (out-of-order);
2. Outer Options: on arrival (out-of-order);
3. Suﬃx Options: processed with the datastream (in-order).
The TCPbis mode spec. [1] includes details of other additional steps in the processing order, in order to allow
for possible transformations on the TCP Data, e.g. encryption or compression. Even though no current TCP options
transform the data, one is in the process of deﬁnition (tcpinc), and HTTP2 requires encryption and compression. The
2
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Figure 3.1: Inner Space TCP segment structure (Default Mode, SYN=0)
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Figure 3.2: Choice of In-Order and Out-of-Order TCP Control Options (TCPbis Mode, SYN=0)
processing order has to be speciﬁed carefully because Inner TCP Options might control these transformations (e.g. a
re-key command), but the Inner Options might themselves be transformed because they are within the TCP Data.
As has already been explained, processing Inner Options in order is straightforward. However, processing them out
of order requires a marker so that the receiver can ﬁnd the start of each segment even after a gap and resegmentation.
The ﬁeld labelled ‘Marker’ in Figure 3.2 serves this function. It has to be aligned on a 4-byte word boundary relative
to the start of the stream, which is straightforward (see [1] in Appendix D for details). The marker is always 16 bits
ﬁlled with zeros.
However, 16 zeros are only useful to mark the start of segment if there are no other occurrences of 16 zeros aligned
on a 4-byte boundary within the segment. In TCPbis mode, the sender ensures this is the case by using a simple
encoding to replace any other zeros, as illustrated in Figure 3.3. It starts by placing a pair of zero bytes straight
after the marker (the ﬁeld labelled ‘ZOMBI’ in Figure 3.2). Then it replaces them and any other pairs of zero bytes
with the oﬀset (in 2-byte units) to the next pair of zero bytes, or the end of the segment if there are no more. This
guarantees there will be no other zeros, because an oﬀset can never itself be zero.
We have called this ‘ZOMBI’ encoding, standing for Zero Overhead Message Boundary Insertion. Its overall
overhead is 2 B, not zero, but the name means there is zero additional overhead once the message boundary has been
inserted. The encoding is also very fast to decode at the receiver.
The ZOMBI encoding is an improvement over the Consistent Overhead Byte Stuﬃng encoding (COBS [6]) used
in Minion. COBS uses a single zero byte as the marker, but there is not always enough space for an oﬀset in a single
byte. Therefore, occasionally COBS has to insert a few extra stepping-stone bytes (using another special value) to
reach the next occurrence of zero. Because its output is generally a little larger than its input, COBS has to write an

3
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Figure 3.3: Zero Overhead Message Boundary Insertion (ZOMBI) Encoding
intermediate copy of the segment to memory. In contrast, ZOMBI is a zero-copy encoding, because it never expands
the input (zero-overhead).
To guarantee the zero-overhead property, ZOMBI relies on the size of the marker being large enough for the
maximum oﬀset needed. In the case of TCP segments this is a little less than 216 , because that is the maximum size
of an IP packet (v4 or v6). For jumbograms, ZOMBI simply uses a larger, 4 B, marker (see [1]).
The ﬁrst segment in each direction does not need a marker and it does not need to be ZOMBI encoded, because
TCP always has to deliver it before subsequent segments can be transmitted.

4

TCPcrypt in Zero Rounds with Inner Space

Tcpcrypt [7] uses encryption opportunistically without either end authenticating the other. In the process a session ID
is generated at both ends and if both copies are identical they can both be assured that no-one could have intercepted
their exchanges without the permission of one of them. The two ends can use this session ID to authenticate each
other, but they do not have to. Opportunistic encryption is a new approach to security that deters agencies from
snooping traﬃc, but only if they are sensitive to their activities being exposed.
Tcpcrypt, or similar opportunistic encryption using a modiﬁed form of transport layer security (TLS) within TCP,
is part of the IETF’s eﬀorts to harden the Internet’s protocols against widespread snooping.
Tcpcrypt’s processing requirements are designed to be suﬃciently low that it can be turned on at the operating
system level, and applied to every TCP connection with little noticeable performance penalty. Unfortunately, tcpcrypt
adds an additional round of negotiation to every TCP connection, so the additional latency will be very noticeable.
It is unlikely that many people will choose to trade oﬀ privacy from surveillance for an extra round trip of delay on
every connection, given this would inﬂate completion time by 50–100% for the large proportion of TCP connections
that complete within one round trip.
Figure 4.1 shows how Inner Space could remove the additional round of handshaking currently required by tcpcrypt.
We have speciﬁed the approach in detail in a posting to the IETF’s mailing list for increased TCP security (tcpinc)
and in a presentation to the IETF’s tcpinc working group [8].
Firstly we will focus on Figure 4.1(a), which compares tcpcrypt connection set-up without Inner Space (left) and
with (right). The time taken before secured application data can be sent is shown for tcpcrypt and for our modiﬁed
variant that we call ‘tcpcrypt.v2’.
The problem tcpcrypt has to solve is that keys of the required strength are too large to ﬁt into the space available
for traditional TCP options. Tcpcrypt therefore chooses to embed its key material in the TCP Data (messages ‘INIT1’
and ‘INIT2’). Before it does this, it has to check that the other end supports tcpcrypt (with a tcpcrypt ‘Hello’
message), otherwise a legacy TCP server would deliver the key material to the application and corrupt the data
stream.
With Inner Space, we can optimistically send the keying material embedded within the initial segment, using
modiﬁed key exchange messages. ‘INIT1+’ and ‘INIT2+’. We can dispense with the Hello exchange completely by
overloading the INIT1+ message with the function of checking if the server supports tcpcrypt. If the server’s response
shows no recognition of tcpcrypt, the client aborts the upgraded handshake, as has already been outlined (§ 5.3.5.2).
Tcpcrypt’s ﬁrst round of chatter also serves to agree which public key cipher will be used. We collapse this into
zero rounds by allowing the client to optimistically choose a public cipher, but it still gives a list of other ciphers it
can support if the server prefers. Then in the most likely cases, key agreement can be completed within the TCP
4
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Figure 4.1: Tcpcrypt Handshake Latency Without and With Inner Space
handshake, but if the server chooses an unexpected public cipher technology, key agreement will have to be repeated,
which will take an extra round.
Speciﬁcally, we propose to modify tcpcrypt’s key initialisation message exchanges as follows:
INIT1: sym-cipher-list, N_C, pub-cipher, PK_C
INIT2: sym-cipher, KX_S
INIT1+: pub-cipher-list, sym-cipher-list, N_C, PK_C
INIT2+: sym-cipher, KX_S; MAC<m>
The details of what all these variables mean are not relevant here (they can be found in the tcpcrypt speciﬁcation [7]). The important distinction between the messages is simply that INIT1+ includes a list of public ciphers, not
just one. The ﬁrst cipher-spec in the list identiﬁes which one has been used for the message itself.
Note that the right hand side of Figure 4.1(a) actually shows two scenarios in one. We have so far focused on
the common case where the client sends data ﬁrst. The unusual case where the server sends data ﬁrst is shown in
parentheses as ‘(App data)’. In this admittedly unusual case, Inner Space enables tcpcrypt to start sending secured
data after just half a round.
We now brieﬂy turn our attention to Figure 4.1(b), which illustrates the case where an earlier tcpcrypt session is
resumed within a new TCP connection. Whether or not TCP Fast Open (TFO) is used, tcpcrypt takes one round to
agree to the new keys for the session. With Inner Space, assuming TFO is used, this can be collapsed to zero rounds.
A detailed explanation of the above proposals has been framed as an email and posted to the tcpinc mailing list [9].
As well as cutting latency, Inner Space ensures that tcpcrypt message authentication continues to work even if
segments are coalesced, split or boundaries are otherwise shifted. This is because the receiver reconstructs the original
segment boundaries that the sender used as its units of authentication.
Essentially, Inner Space is a structured decomposition of tcpcrypt, which previously included its own bespoke (but
inadequate) framing protocol elements as well as cryptographic protocol elements. This tied tcpcrypt very tightly to
the current design of TCP’s handshake, making it hard to evolve either tcpcrypt or the TCP handshake. By separating
out framing from cryptography, Inner Space considerably simpliﬁes tcpcrypt. It makes half of tcpcrypt’s sub-options
unnecessary (9 of 18) and simpliﬁes the protocol state diagram by reducing the number of protocol states.
The IETF’s tcpinc working group is still deciding which cryptographic approach to adopt, but it has already
decided that its chosen solution will have to use a framing protocol. The Tcpinc WG is unlikely to use Inner Space
directly (because an implementation is unlikely to be ready in time), however it may well develop a bespoke framing
protocol drawing on ideas from Inner Space.

5
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Conclusion

Through simple encoding of the TCP payload, Inner Space is able to remove current restrictions on TCP option space,
ensure traversal through middle boxes, enable the deployment of new transport services and facilitate application
latency reduction by reducing the chatter between communicating end points.
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E Encouraging ECN usage by End Systems
This appendix includes the following publication related to the work on Encouraging ECN usage by End Systems
(§ 6):
E.1 N. Khademi, M. Welzl, G. Armitage, C. Kulatunga, D. Ros, G. Fairhurst, S. Gjessing, and S. Zander, “Alternative
Backoff: Achieving low latency and high throughput with ECN and AQM,” in Reducing Latency in Internet Access
Links with Mechanisms in Endpoints and within the Network. University of Oslo, 2015, ch. Paper V, PhD Thesis
Abstract: CoDel and PIE are recently proposed Active Queue Management (AQM) mechanisms that minimize
the time packets spend enqueued at a bottleneck, instantiating shallow, 5 ms to 20 ms buffers with short-term
packet burst tolerance. However, shallow buffering causes noticeable TCP performance degradation when a
path’s underlying round trip time (RTT) heads above 60 ms to 80 ms (not uncommon with cross-continental
and inter-continental traffic). Using less-aggressive multiplicative backoffs is known to compensate for shallow
bottleneck buffering. We propose ABE: “Alternative Backoff with ECN”, which consists of enabling Explicit
Congestion Notification (ECN) and letting individual TCP senders use a larger multiplicative decrease factor in
reaction to ECN-marks from AQM-enabled bottlenecks. Using a mix of experiments, theory and simulations with
standard NewReno and CUBIC flows, we show significant performance gains in lightly-multiplexed scenarios,
without losing the delay-reduction benefits of deploying CoDel or PIE. ABE is a sender-side-only modification
that can be deployed incrementally (requiring no flag-day) and offers a compelling reason to deploy and enable
ECN across the Internet.
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Alternative Backoff: Achieving Low Latency and High
Throughput with ECN and AQM

ABSTRACT

absorb transient periods of congestion. Loss-based TCP
algorithms will fill a bottleneck’s available buffer space
before backing-off after the inevitable packet loss (congestion signal). When available buffering is significantly
in excess of requirements the resulting queuing delay
can far outweigh any delay contributed by distance [18].
Two complementary solutions have emerged—Active
Queue Management (AQM) [3] and Explicit Congestion
Notification (ECN) [39]. AQM schemes aim to provide earlier feedback about the onset of congestion, and
thus reduce buffer filling during congestion. ECN delivers congestion feedback by adding new information to
packets in transit, avoiding the detrimental side-effects
of dropping packets to signal congestion [44].
The problem we face is that modern AQM schemes
can interact badly with the traditional TCP response
to congestion notification. A common rule-of-thumb is
to allocate buffering at least equivalent to a path’s intrinsic ‘bandwidth delay product’ (BDP) enabling TCP
to achieve close to 100% path utilisation. Yet the design goal of AQM schemes, such as Controlled Delay
(CoDel) [32, 33] and Proportional-Integral controller
Enhanced (PIE) [35, 36], is to effectively instantiate
a shallow bottleneck buffer with burst tolerance. So
TCP performance suffers once a path’s BDP exceeds the
bottleneck AQM scheme’s effective buffer size, whether
congestion is signalled by packet loss or ECN.

CoDel and PIE are recently proposed Active Queue Management (AQM) mechanisms that minimize the time packets spend enqueued at a bottleneck, instantiating shallow,
5 ms to 20 ms buffers with short-term packet burst tolerance.
However, shallow buffering causes noticeable TCP performance degradation when a path’s underlying round trip time
(RTT) heads above 60 ms to 80 ms (not uncommon with crosscontinental and inter-continental traffic). Using less-aggressive multiplicative backoffs is known to compensate for shallow bottleneck buffering. We propose ABE: “Alternative
Backoff with ECN”, which consists of enabling Explicit Congestion Notification (ECN) and letting individual TCP senders use a larger multiplicative decrease factor in reaction to
ECN-marks from AQM-enabled bottlenecks. Using a mix of
experiments, theory and simulations with standard NewReno
and CUBIC flows, we show significant performance gains
in lightly-multiplexed scenarios, without losing the delayreduction benefits of deploying CoDel or PIE. ABE is a sender-side-only modification that can be deployed incrementally (requiring no flag-day) and offers a compelling reason
to deploy and enable ECN across the Internet.

1.

INTRODUCTION

Recent years have seen increasing mainstream awareness of how critical low latency (delay) is to today’s
Internet and end users’ quality of experience. Expectations are being increasingly driven by interactive applications such as Voice over IP (VoIP), online games, online trading [29] and even time-sensitive, transactional
web-based shopping [25].
The delay experienced by any given packet is heavily
influenced by routing choices (distance), link speeds (serialisation) and queuing (buffering at bottlenecks during periods of congestion). Increasing network speeds
have reduced the relative contribution of serialisation,
and therefore placed more focus on the size and management of bottleneck buffers.
A key influence on end user experience is the way
bottleneck buffering interacts with capacity estimation
techniques of common transport layers. The Internet’s
reliance on statistical multiplexing requires buffering to
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ABE: “Alternative Backoff with ECN”

We propose a novel way of utilizing ECN that enables ECN deployment with a range of ECN marking
behaviours and can be shown to continue to enable low
latency and high throughput even for a High BDP path.
Alternative Backoff with ECN (ABE) can be summarised as follows:
• Upon packet loss, a TCP sender reduces its congestion window (cwnd ) as usual (e.g., NewReno
would reduce cwnd by 50%, CUBIC by 30%).
• Upon receipt of an ECN mark, a TCP sender reduces cwnd by less than the usual response for
loss.
1
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ABE is based on the intuition that meaningful ECN
marks are generated by AQM schemes whose congestion indications are proactively aimed at keeping buffer
occupancy low. An ABE sender thus compensates by
backing off less, reducing the likelihood of the shallow
bottleneck buffer draining to empty. Smaller backoffs
will continue to occur as the AQM continues to react, ensuring the traffic does not build a long standing
queue.
ABE is a straightforward sender-side modification that
may be deployed incrementally, and requires only that
ECN is enabled in both end systems and AQM-managed
bottlenecks along the path. An ABE sender’s behaviour
is simply regular TCP if either the destination or path
do not support ECN. Finally, if an ABE sender’s flow
traverses a bottleneck whose AQM instantiates a relatively deep queue instead, then either packet losses or
successive ECN marks will still ensure the sender continues to back off appropriately.

1.2

tional round-trip times (RTTs). ABE is introduced in
Section 3. Section 4 evaluates ABE using a combination of simulations and real-world experiments; both
Linux and FreeBSD systems, considering CUBIC and
NewReno congestion controllers, were used, which covers the majority of TCP variants actually deployed in
the Internet. Related work is reviewed in Section 5.
Section 6 concludes with a discussion of potential issues
and ideas for future work.

2.

TCP congestion control [21] is based on an Additive
Increase, Multiplicative Decrease (AIMD) mechanism
for controlling the congestion window. A decrease factor β = 0.5 has commonly been used in the congestion
avoidance phase. However, the convergence of AIMD is
due to its multiplicative behaviour, irrespective of the
value of the backoff factor β; there are no major reasons
why the value should be 0.5, and [21] states this choice
was a heuristic, conservative one.
The choice of β may have implications in terms of
link utilisation. To better understand the problem with
AQMs enforcing small queues on long-RTT paths, we
revisit how backoff factor, path characteristics and buffer
space are intertwined.

ECN past and future

RFC 3168 [39] defined ECN in 2001. It describes a
simple marking method, replacing AQM dropping with
ECN marking. Since then it has been widely implemented in hosts, but is not widely used [42]. This can
partly be attributed to early experiences showing incorrect behaviour by a subset of middleboxes resulted in
failure of ECN-enabled TCP connections to 8% of web
servers tested in 2000 [34]. This reduced to < 1% of
web servers tested in 2004 [30], yet in 2011 there were
still a non-trivial number of paths mangling the ECN
field in the IP header [9].
In 2014, extensive active measurements showed the
majority of the top million web servers provided serverside ECN negotiation [42]. Wide client-side support
for ECN-fallback means only 0.5% of websites suffer
additional connection setup latency when fallback per
RFC 3168 is correctly implemented.
Baker and Fairhurst [8] recently recommended deployment of AQM with ECN within the Internet. ECNmarking is now supported by default in CoDel and PIE
within the Linux kernel and is enabled by default in
router firmware, e.g., CeroWRT [1].
In light of increased interest in AQM, ABE provides
a new incentive to deploy and enable ECN more widely.
ABE is a new method to replace the simple TCP response defined in [39]. ECN support has matured to
the point where there is little downside in doing so.

1.3

2.1

TCP backoff, path characteristics and link
utilisation

Consider a bottleneck link with capacity C and DropTail buffer of size b, traversed by a single long-lived TCP
flow. The BDP of the path, C × RTT, will be denoted
by δ. We assume that: (a) the TCP flow is operating in congestion avoidance, following a linear additiveincrease function with parameter α = 1, and multiplicative decrease factor β ∈ (0, 1); (b) transmission is not
limited by a small TCP receiver window. Bottleneck
utilisation will be denoted as U .
Using an argument similar to [6, § 2] but with an
arbitrary value for β, the only way to ensure U = 1 is
with a minimum amount of buffering given by:
b≥δ

1−β
.
β

(1)

With β = 0.5, (1) yields the well-known rule-of-thumb
for buffer sizing: b ≥ δ. The “sweet spot” corresponds
to: b = δ; larger b merely results in a longer queue.
Eq. (1) can be rewritten as
δ
,
(2)
b+δ
where it becomes obvious that, for given path characteristics (δ), a shallower buffer (smaller b) requires a
larger β in order for (2) to hold, i.e., to sustain U = 1.
Figure 1 illustrates the U < 1 case, i.e., when (1)-(2)
do not hold. Buffering permits cwnd to grow up to a
maximum value of δ + b before packet loss occurs.
β≥

Paper structure

The rest of this paper is structured as follows. We motivate ABE in Section 2, showing the inter-relationship
between TCP backoff, bottleneck buffer size and path
BDP, and demonstrating how TCP degrades over CoDel
and PIE bottlenecks at plausible domestic and interna-
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Figure 3: Performance through CoDel and PIE
bottlenecks is significantly degraded over highRTT paths (real-life test).

100

Figure 2: Throughput (Single NewReno flow @
10 Mbps, RTT=100 ms) (model and simulation).

backoff factor and buffer size is illustrated in Figure 2,
showing values given by both (6) and simulation results.

2.2

Since we assume that α = 1, cwnd increases by one
unit per RTT from β(b + δ) to b + δ, the sawtooth has
a slope of 1 and duration between two loss events of
(1 − β) · (b + δ). The maximum amount of data D that
can be sent in one cycle over the link is given by the
area below δ:
D = δ(1 − β)(b + δ)

(3)

(δ − β(b + δ))2
2
Therefore, we can compute U as:
∆cwnd<δ =

(4)

∆cwnd<δ
(δ − β(b + δ))2
=1−
D
2δ(1 − β)(b + δ)

Using AQM with a large path RTT

AQM mechanisms try to reduce the queuing delay
incurred when DropTail buffers are sized according to
(1) (i.e., b ≥ δ when β = 0.5). CoDel’s target delay and
PIE’s Ttarget parameters control how aggressively they
mark or drop packets based on the sojourn time. Small
values of target delay or Ttarget do reduce delay but also
reduce TCP throughput when the RTT is large [23, 40].
The problem is illustrated by Figure 3, showing the
throughput of a single CUBIC flow through a 20 Mbps
bottleneck using CoDel or PIE, both with and without
ECN, as a function of the path’s intrinsic RTT1 ; simulated time was 90 s. Increasing path RTT has a detrimental impact on a CUBIC flow’s throughput through
both CoDel and PIE bottlenecks2 . ECN on its own
provides limited assistance; simply (naively) replacing
drops by marks does not address the problem.
An explanation lies in the way CoDel and PIE both
aim for a buffer of 5-20 ms (see § 4.1 for the AQM parameters used). For a given bottleneck rate, this target
equates to a shallow buffer (b) relative to the BDP (δ)
of an entire path. As path RTT increases, the condition in (1) is increasingly violated and utilisation trends

Dark triangles correspond to periods where cwnd < δ
(i.e., the TCP sender cannot “fill the pipe”). The buffer
is empty, the link is under-utilised, and the amount of
data not sent in a cycle corresponds to the area ∆cwnd<δ
of a dark triangle:

U =1−
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(b) PIE throughput degrades at higher RTT.
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(5)

Considering both the cases U = 1 and U < 1, the
throughput, that is ψ = C × U , is given by:
(
C
if b ≥ δ 1−β
β ,


2
ψ=
(6)
(δ−β(b+δ))
C 1 − 2δ(1−β)(b+δ)
otherwise.

1

CUBIC’s use of β = 0.7 does not alter the key point.
Using DropTail, CUBIC achieves 100% throughput under
the same circumstances, albeit with a well-known spike in
queuing delay.
2

3
4 C,

For b = 0 and β = 0.5, this yields ψ =
in line
with the model in [5]. The relation between utilisation,
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We therefore need a way for end systems to distinguish between the cases of a potentially large DropTail
queue and the often much smaller average queue that is
under control of an AQM mechanism.

Figure 4: Model vs. simulation (NewReno @
20 Mbps); error bars not shown for CoDel because fluctuations were negligible.

3.
below 100%.
Figure 4 compares the median bottleneck utilisation
generated both by simulation and Eq. (5) for a TCP
NewReno flow in congestion avoidance over an AQMcontrolled, 20 Mbps bottleneck with various RTTs and
β. Error bars represent standard deviation.
The results are based on the average sending rate over
five congestion cycles (saw-teeth) of a simulated flow
that lasted 100 cycles. CoDel exhibited negligible variations over multiple runs (too small for error bars), while
PIE’s probabilistic nature created noticeable variations.
At high RTTs with β = 0.9 PIE would sometimes trigger multiple consecutive backoffs immediately after slow
start (dropping cwnd to 37% of δ when RTT=300 ms).
The model (Eq. (5)) was applied by tracking the queue
length at the time of packet loss (i.e., the largest queue
length that CoDel and PIE gave to the flow in each
cycle) and taking the median of these values as b.
Figure 4 illustrates that the AQMs seem to roughly
behave like a shallow DropTail queue: the utilisation
drop with large RTTs is an expected outcome of the
small queue granted to the TCP flow, and a larger β is
needed to increase utilisation.

2.3

RTTmin 213ms

We propose “Alternative Backoff with ECN” (ABE),
a mechanism in which TCP backs off with a new value
βecn > β instead of the default β in response to an
ECN mark, and the back-off in response to loss remains
unchanged.
ABE differs from the recommendation in [39], which
is that ECN marks should be treated the same way
as congestion drops (i.e., same reaction to both at the
TCP sender). An ABE sender’s behaviour is based on
the assumption that an ECN mark is only generated by
an AQM mechanism and therefore the queue is likely
to be significantly smaller than in case of loss (if this
assumption is wrong, another ECN mark or a packet
loss is likely to occur, causing TCP to back off further).
The analysis in § 2 focused on motivating the use of
ABE during congestion avoidance, however, having a
different response to marks at the end of slow start can
also be beneficial, as we will see next.

3.1

ABE in Slow Start

TCP doubles cwnd every RTT during the slow start
phase and enters the congestion avoidance phase after
the first packet loss or mark [39] by halving cwnd (using
β=0.5).3 The rationale behind this is to fall back to the
last cwnd that successfully transmitted all its data.
Depending on how a certain multiple of TCP’s initial
window is aligned with the path BDP and the queue
length, slow start can exceed the available capacity with
an overshoot that may be as large as almost one BDP
or as small as one packet. While halving the rate is
the only way to reliably terminate the overshoot of one

Selecting the right backoff factor

TCP will clearly benefit from larger β when confronted by shallow queues. But we cannot simply raise
β without regard to network conditions. A TCP flow
risks creating a significant standing queue if it uses high
β on a path whose bottleneck queue is large.
Figure 5 illustrates the issue with Linux CUBIC (using β = 0.7 since Linux kernel 2.6.25 in 2008) over
two sizes of DropTail queue. With a bottleneck rate of
10 Mbps and base RTT of 200 ms, a queue of 1/2×BDP
never completely drains whilst a queue of 1×BDP experiences significant and sustained extra delay.
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This is the case for both NewReno and CUBIC. While the
latest implementation of CUBIC includes Hystart [19] (a
mechanism that tries to prevent slow start’s overshoot by
examining the delays of ACK arrivals), if an overshoot happens it causes cwnd to be halved.
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We did not run tests with FQ CoDel [20] because it
shares some of CoDel’s issues, and it may introduce
other issues that are beyond the scope of this paper
(e.g., problems with classifying flows due to use of IPsec
or tunnels such as VPNs).
For CoDel and PIE, in all experiments, we used the
code that was shipped with Linux 3.17.4 and the ns-2
code that is publicly available, and applied the Linux
default parameters everywhere. CoDel’s interval and
target were set to 100 ms and 5 ms, respectively, while
PIE’s target and tupdate were set to 20 ms and 30 ms.
PIE’s alpha is 0.125 and beta is 1.25. A parameter called
max burst is described in [37], with a default value of
150 ms. This parameter allows bursts of a given size
to pass without being affected by PIE’s operation, is
100 ms by default in the simulation code and is hard
coded as such in the Linux implementation. bytemode
was turned off in Linux and accordingly queue in bytes
was disabled in ns-2.
None of the specifications mention the maximum physical queue length – this is not a parameter of the AQM
itself. In the Linux man pages, limit is 1000 packets.
In Linux kernel 3.17.4, packets on ECN-enabled flows
are dropped rather than marked when PIE’s drop/mark
probability exceeds 10%, yet we could find no published
literature providing a rationale for such behaviour. One
might argue it provides a defense against non-responsive,
ECN-enabled flows. However, here we recommend disabling it due to its detrimental impact on well-behaved
ECN-enabled flows4 .
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Figure 6: The effect of overshoot at the end of
slow-start for βecn = {0.5, 0.9} @ 20 Mbps (reallife test).
flow within one RTT, it can create significant underutilisation, depending on how large that overshoot was.
This problem is more pronounced for short flows such as
common web traffic which may terminate with a cwnd
of just above 0.5×BDP, shortly after slow start. Recent
trends [2] show a substantial increase in the length of
short flows, increasing the probability that they terminate not during slow start but rather shortly after it,
during the congestion avoidance phase, making the impact of the choice βecn = β in slow start more profound
(§ 4.4). Also, SPDY and HTTP/2 [10, 41] reuse existing connections for multiple objects, further increasing
the probability of web flows to leave slow start.
This issue is depicted in Figure 6. The solid lines illustrate two single NewReno flows, with intrinsic RTTs of
160 ms and 240 ms, when βecn = β = 0.5 is used. The
flow with RTT=240 ms suffers from under-utilisation:
after slow-start overshoot, a small cwnd results in a slow
increase during congestion avoidance. The flow with
RTT=160 ms was luckier after slow start, but then the
default βecn wastes capacity in congestion avoidance.
Dashed lines in Figure 6 show the same scenarios
with βecn = 0.9. In both cases, cwnd is just below
the BDP soon after slow start, which prevents the bottleneck from severe under-utilisation, reducing the completion time of short flows such as the ones common in
web traffic. However, a large overshoot results in cwnd
being reduced in multiple steps, which increases the latency over multiple RTTs after slow-start (however, the
number of these RTTs is bounded by logβecn (0.5)).
In § 4.4 we evaluate the costs versus benefits of using
a higher βecn at the end of slow start and demonstrate
that its gains are significant.

4.

4.2

Finding the right βecn value requires investigating a
trade-off between latency and throughput. Generally,
the larger the multiplication factor (β) the higher the
throughput, but also the latency. However, the ECN
congestion signal is a notification of the presence of an
AQM mechanism on the bottleneck. The state-of-theart AQM schemes already mark at low buffering thresholds, limiting the latency increase that can be caused by
a larger than standard β.
We investigated this trade-off for different βecn values
for a single long-lived TCP NewReno flow using simulations with CoDel and PIE, and for a set of RTT values
(100 ms, 200 ms and 400 ms) as presented in Figures 7
and 8.
Figure 7 shows that significant gains in throughput
can be achieved as βecn increases with both PIE and
CoDel, especially during the period right after slowstart and for larger RTTs. Moreover, a higher βecn
improves the throughput of longer transfers compared
to βecn =0.5, especially on large RTT paths—e.g. with
an RTT of 400 ms, by 13%, 24% and 31% (CoDel) and
9%, 16% and 37% (PIE) for βecn values of 0.7, 0.85 and

EVALUATION

The experimental setup for both simulations and realworld tests is described in detail in Appendix A.

4.1 AQM algorithms and parameters

4

Both CoDel and PIE were used in all experiments.
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Latency vs. throughput for a single flow

5

See Appendix B for experiments supporting this choice.
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Figure 7: Improvement over βecn =0.5 (bytes departed) for a single NewReno flow @ 10 Mbps.

Figure 8: CDF of queuing delay for a single
NewReno flow @ 10 Mbps.

0.95, respectively.
Figure 8 shows the CDF of queuing delay for the scenario of Figure 7. CoDel is able to keep queuing delay
close to its default target delay parameter of 5 ms for
all ranges of βecn (Figure 8(a)). In case of PIE (Figure 8(b)), the latency distribution becomes somewhat
more heavy-tailed with increasing βecn , although the
90% percentile stays below PIE’s default target of 20 ms
for the range 0.5 ≤ βecn ≤ 0.85. This is due to the
burst-absorbing and random nature of PIE in contrast
to the deterministic dropping policy of CoDel [24].
When RTT=100 ms, while CoDel adds 1 ms/4 ms to
the median/90th percentile for βecn =0.95 compared to
βecn =0.5, PIE adds 18 ms/11 ms to the median/90th
percentile for the same scenario which is slightly significant relative to the intrinsic RTT. However, with βecn
of 0.7 and 0.85, this can be reduced to 2 ms/3 ms and
10 ms/6 ms respectively.
We can deduce that for a NewReno flow, a βecn value
in the range 0.7 ≤ βecn ≤ 0.85 would be an optimal
trade-off between latency and throughput.
We also evaluated the above scenarios for a single
CUBIC flow as presented in Figure 9 and Figure 10.
Similar trends as for NewReno can be observed with
CUBIC with regards to the achieved throughput gain
for the period after slow-start and short flows for 0.7 ≤
βecn although with a less profound gain due to the already aggressive nature of CUBIC’s additive increase
and βecn =0.7 (Figure 9). The trend for the queuing
delay is also similar to that of NewReno (Figure 10).

In terms of long-term throughput the exception is
only for the scenario of CoDel on a path with large RTT
where, surprisingly, an improvement of 5% and 10% can
be gained by choosing βecn of 0.5 and 0.6 instead of the
default 0.7 and using any value of 0.75 ≤ βecn ≤ 0.8 will
decrease the long-term throughput. However using a
higher than default βecn will always lead to a better gain
in throughput for all other RTT scenarios with CoDel
(Figure 9(a)). In case of PIE, the trend in all scenarios
is consistent with NewReno gaining 14% and 19% over
the default βecn for 0.85 and 0.95 values respectively
(Figure 9(b)).
Choosing these βecn values comes at the cost of an
increase in the median/90th percentile of queuing delay equal to 6 ms/3 ms (PIE, βecn =0.85) and 12 ms/5 ms
(PIE, βecn =0.95) and 1 ms/1 ms (CoDel, βecn =0.85) and
3 ms/2 ms (CoDel, βecn =0.95) when RTT=100 ms (Figure 10), which is negligible compared to the gain in
throughput.
We can deduce that for a CUBIC flow, a βecn value
in the range of 0.85 ≤ βecn ≤ 0.95 would be an optimal
trade-off between latency and throughput.
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4.3

Bulk transfers

Figure 11(a) illustrates how increasing βecn (0.5, 0.6,
0.7 and 0.8) allows a FreeBSD NewReno flow to recover
some of the throughput otherwise lost when running
through a CoDel bottleneck at a large RTT. At the
same time, Figure 11(b) shows that the resulting RTT
is basically unaffected.
6
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Figure 9: Improvement over βecn =0.7 (bytes departed) for a single CUBIC flow @ 10 Mbps.

Figure 10: CDF of queuing delay for a single
CUBIC flow on @ 10 Mbps.

We also investigated how βecn affects the time that
similar flows need to converge to a fair rate allocation.
Intuitively, one might believe that using a larger βecn
increases the time needed by a new flow to reach its
fair share because already converged flows would give
up less of their bandwidth when they hit the capacity
limit. This is not necessarily correct. Simplifying, if we
call the rates (or congestion windows) of two flows X
and Y , perfect fairness is achieved if their ratio X/Y is
1. Then, if a congestion event affects both flows at the
∗ βYecn , rendering the
same time, this ratio becomes βX
ecn
value of βecn irrelevant for convergence to fairness. The
ratio will obviously become different if only one flow is
affected – but by this argument, convergence to fairness
should mainly depend on how often each flow is affected,
and not on how often congestion happens in total. In
the absence of a per-flow scheduler like FQ CoDel, this
depends on how queuing dynamics affect flow synchronization, which may itself not depend heavily on the
value of βecn used by all flows.
We measured convergence by calculating Jain’s Fairness Index [22] of the cumulative number of bytes transferred per flow from the time a new flow entered, and
noting the time it took until this index reached a threshold (which, for the graphs presented, was set to 0.95).
We tested using two, four and ten flows with equal
RTTs, starting with a delay of 30 seconds in between,
and did not find any consistent improvement or disadvantage from changing βecn . Therefore we opted to explore the parameter space with a set of more controlled
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Figure 11: Increasing βecn (single NewReno flow
over CoDel bottleneck @ 20 Mbps).
experiments of only two flows, using different capacity
and RTT values for every test (all combinations of 1,
5, 10, 20, 40, 100 Mbps and 10, 20, 40, 60, 80, 160,
240, 320 ms). Figures 12 and 13 show the convergence
time from 485 90-second two-flow experiments (97 for
every beta value, including 0.5; we also tested values
0.55, 0.65, 0.75, 0.85 and 0.95 with similar results and
omit these lines for clarity) each for NewReno and CU7
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BIC. The simulation time was long enough to ensure
convergence in all experiments.
Convergence time is shown as the ratio of the time
taken in an experiment with similar conditions but the
default behaviour of CUBIC (βecn = 0.7) and NewReno
(βecn = 0.5), respectively, i.e. a value of 2 means that
it took twice as long for a flow to converge than the
default case. The distribution is heavy-tailed because
there were some extreme outliers – not only very large
times for the depicted βecn values, but also very small
ones for βecn = 0.5. Some were caused by the initially
explained scheduling (one flow was simply “unlucky” because it was perpetually affected by a congestion mark).
In other cases, the default flow saw slow start ending
at just the right value, creating an outlier for all nondefault values of βecn .
Unsurprisingly, a significantly lower βecn than CUBIC’s default consistently increases its convergence time.
All βecn values can sometimes cause even faster convergence than the default, but for CUBIC no value of βecn
could significantly improve it (generally, less than half of
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2.5

the cases converged faster than the default case). This is
somewhat different with NewReno, where at least with
PIE the value βecn = 0.75 seemed to have consistently
improved convergence.
The point of this evaluation was to see if convergence
time would be significantly (and consistently) harmed
by changing βecn . Our results let us conclude that this
is not the case.
Next, we investigated the long-term impact that flows
with a large βecn value can have on legacy traffic that
does not support ECN. To study the worst case, we
tested CUBIC flows with various βecn values in competition with NewReno flows that do not support ECN.
Figures 14 and 15 show the throughput ratio for various
combinations of 10 flows across a 10 Mbps bottleneck
link using CoDel and PIE. The plotted value was normalized by weighting it with the number of flows in each
8
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Figure 17: Bottleneck queue and cwnd behaviour with one TCP NewReno flow. A large
βecn results in precise cwnd adaptation (file size
2000 KB)

group. Each test lasted five minutes, of which we cut
the first two seconds to remove slow start. We carried
out every test 3 times, using RTTs of 20, 80, 160 and
320 ms; with the largest RTT, this duration included
133 TCP sawteeth.
The difference between CoDel and PIE is marginal,
and generally a larger βecn value increased the throughput ratio, as could be expected. Our goal was to assess
the potential “danger” of upgrading βecn on the Internet.
The increase in the throughput ratio is limited to a factor of 3 for the already quite extreme value of βecn =0.9.
The expected throughput difference is about double for
βecn =0.85, and smaller values seem to be even closer together. This is CUBIC, where βecn =0.8 has been used
on the Internet for several years and βecn =0.7 is now
the default value in the Linux kernel.

ing or just after slow-start (for the selected link speed
and RTT). Therefore changing βecn has no impact on
the performance of very small files.
However, when a file is larger than 700 KB it may experience one or more cwnd reductions after slow-start
overshoot. These consecutive reductions (up to one per
RTT) slow down the sending rate to match the link
speed. In Figure 17, PIE (target delay=20 ms) reduces
the cwnd four times (from 448 packets to 29 packets)
with βecn =0.5 (the cwnd is reduced suddenly as opposed
to a smooth reduction which is shown in the figure with
ns-2). This quickly drains the standing queue developed during the exponential growth. With βecn =0.9, a
larger standing queue is created, and it takes only three
reductions (up to 324 packets) until the file transfer is
completed. When βecn is changed from 0.5 to 0.9 with
CoDel (target delay=5 ms), it results a number of cwnd
reductions from 2 (from 190 packets to 49 packets) to 8
(up to 84 packets).
In both schemes βecn =0.5 brings the cwnd much below the target link rate (the BDP of 83 packets), resulting in poor link utilisation with 100 ms RTT. This
is particularly significant with large RTTs where the
cwnd growth rate becomes very slow. Small reductions
with a large βecn bring the cwnd more precisely to the
bottleneck rate, resulting in better bottleneck utilisation. This yields a better FCT for short flows with a
moderate file size.
In the case of Figure 17, it reduces FCT by 300 ms
with PIE and by 570 ms with CoDel. However, the increased number of ECN-marked packets with βecn =0.9
due to a larger standing queue does not have a negative impact on FCT when used with an ECN-capable
transport.
The improvement in FCT with CoDel is greater for
file sizes below 2000 KB compared to PIE. CoDel overshoots less than PIE and marks earlier, creating a smaller

Short flows

Much of the Internet’s traffic consists of short flows
(i.e. web traffic, e-mails etc). Recent trends show that
the average web page size is increasing but most web
flows still have a size of less than 2 MB [2]. So flows
that do not terminate during slow-start may terminate
shortly after, and the value of βecn at the end of slowstart will have an impact on the load time of the corresponding pages.
We simulated one TCP NewReno (Initial Window=3)
flow over a 10 Mbps bottleneck with different flow sizes
ranging from 500 KB to 2000 KB and a base RTT of
100 ms. Figure 16 shows the percentage reduction in
Flow Completion Time (FCT) for different βecn values
compared to using βecn =0.5. TCP flows started randomly within the first second of simulation time and
the results were averaged over 1000 different seed values.
According to Figure 16, there is a reduction in FCT
when the file size is larger than 700 KB for both PIE and
CoDel. A flow with a size of less than 700 KB ends dur-

RITE: Reducing Internet Transport Latency

400

200

0

File Size (KB)

500

300

100

Figure 16: Percentage reduction in FCT (compared to using βecn = 0.5) with different flow sizes
over a 10 Mbps link with 100 ms base RTT

4.4

2

200

20

00

18

00

16

00

14

00

12

0

10

0

80

60

File Size (KB)

150
100

40

300

5

CoDel: βecn=0.9

TCP Congestion Window (Packets)

βecn=0.6
βecn=0.7
βecn=0.75
βecn=0.8
βecn=0.85
βecn=0.9
βecn=0.95

CoDel

Bottleneck Queue Length (Packets)

Reduction in Flow Completion Time (%)

120

25

25

A

No. 317700
A

E.1 – Alternative Backoff with ECN (ABE)

9

274

RTT=100ms

25

No. 317700

30

30

CoDel

RTT=200ms

-incapable routers and end hosts such that it could be
gradually introduced in the Internet.
“Congestion Exposure” (ConEx) [13], which is based
on Re-ECN [12], uses traffic shapers to hold users accountable for the congestion they cause on the whole
path (as opposed to giving most capacity to the host
running the most aggressive congestion control). ConEx
is gradually deployable, but needs significant changes
to the infrastructure (hosts must be modified to give
information to the network, traffic shapers must be deployed).
Some schemes were defined for use within a preconfigured operator domain. In “Pre-Congestion Notification”
(PCN) [31], the ECN bits are used to inform DiffServ
ingress routers of incipient congestion to better support admission control. Data Center TCP (DCTCP)
[4] is another proposal to update TCP’s ECN response.
This has been shown to offer measurable benefits when
network devices update their ECN marking behaviour.
Only the software in hosts needs to change for DCTCP—
deployment in routers can be achieved via an unusual
configuration of RED to operate on the instantaneous
queue length. However, in contrast to our proposal, this
is only currently considered safe when all network devices along a path use the updated marking rules, and
hence is only enabled by default for network paths with
an RTT less than 10 ms [11], the primary reason why
this has only been specified for Data Center usage.
A recent IETF presentation [27] discussed the possibility of gradually introducing a DCTCP-like scheme
in the Internet; this is very close in spirit to the work
presented in this paper. However, just like DCTCP, it
requires a change to the receiver to more precisely feed
back the number of ECN marks at a greater precision
than today (i.e., more than one signal per RTT). Incorporating such feedback in TCP is ongoing IETF work
[26]. Because marking the instantaneous queue length
provides faster feedback, such an approach should theoretically be expected to perform better than the marking that we propose, provided it can also be combined
with a sender behaviour that strikes the correct balance
between efficiency across updated routers and compatibility across old routers. We regard both this paper and
[27] as necessary investigations of the problem space before a decision can be made regarding an update of the
ECN standard.
Compared to DCTCP, our response to ECN is still
based on a reduction each RTT, rather than per marked
segment, but our method releases the network from the
deployment pre-requisites of DCTCP. However, we note
that a network device configured for DCTCP can also
provide appropriate marking for our method, as can
other router marking policies. This lack of sensitivity
to marking removes a key obstacle to ECN deployment.
The idea of using values of β 6= 0.5 is at the basis of
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βecn

Figure 18: FCT reduction performance with
three (100 ms, 200 ms, 400 ms) different RTTs
(file size 2000 KB)
standing queue. As a result, a large βecn causes less improvement in PIE than in CoDel.
We simulated the same scenario for different RTTs
(100 ms, 200 ms and 400 ms) keeping the file size at
2000 KB. In Figure 18, PIE shows a better performance
for the whole range of RTTs. PIE also randomises
packet drops, making FCT improvement consistent. The
improvement of PIE saturates at βecn near 0.75.
With CoDel, the performance is not consistent for
all RTTs if flow is terminated after the slow-start. It
shows the same number of cwnd reductions for all different seed values due to the deterministic behaviour of
packet drops with a single flow. Because one reduction
with βecn =0.5 is more significant than with βecn =0.9,
results are not consistent with CoDel depending on how
many reductions have occurred and depending on the
mismatch in cwnd under each RTT. Therefore to minimise this impact we randomized the RTT by +/-10 ms
for each selected RTT in our simulations.

5.

RELATED WORK

Since its inception, ECN has attracted much interest
in the research community. One obvious question that
papers have tried to answer was: can we get “more bang
for the bits”? Given that there are two ECN bits in the
IP header, they can be re-defined to distinguish between
multiple levels of congestion [15, 45], or used as defined,
but marked with a different rule that must be known
to the end hosts [43, 38]. LT-TCP [17] proposed using
ECN to distinguish between random packet losses on
wireless links and congestion; NF-TCP [7] suggests using it as a means to detect congestion early and back off
more aggressively than standard TCP, thereby reducing
the delay caused for competing applications. The potential applications are broad – yet, none of these methods were designed to interoperate with the currently
deployed mix of standards-compliant ECN-capable and
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proposals for improving performance of long-lived TCP
flows in high-speed networks. CUBIC is one example of
such congestion controllers tailored to high-speed links,
but other similar schemes can be found in the literature. For instance, H-TCP [28] uses β ∈ (0.5, 0.8), and
the value of β is adapted as a function of measured
minimum and maximum RTTs. In a similar vein, after loss is experienced TCP Westwood [14] sets cwnd to
the product of the estimated available capacity and the
lowest observed RTT—thus, the equivalent β is variable and dependent on network conditions. High-Speed
TCP (HSTCP) [16] adapts β in the range (0.5, 1), with
β taking higher values for larger cwnd above a threshold. In these proposals, the rationale behind the choice
of a larger β is to allow for a faster recovery of cwnd after
loss5 ; something that, with “standard” congestion control, can take many RTTs over paths with large BDP.

6.

AQM scheme can react, before even packets in a natural packet burst are punished by ECN marks or drop.
Such questions concerning AQM tuning should be investigated in future work.
ECN-enabled routers need to protect themselves from
overload by unresponsive traffic. RFC 3168 recommended
routers to avoid high levels of ECN marking, assuming
this was an indication of congestion collapse, and therefore encouraged drop under these conditions, as an appropriate response to overload. However, DCTCP and
other modern AQM schemes use a low marking threshold, where this assumption becomes invalid, and can
significantly impact performance (§ B). We therefore
agree with the recommendation in [8], which encourages
new research into more appropriate overload protection
methods.
The use of ECN must be initiated by the TCP client.
This makes ABE immediately applicable for use cases
where a host updated with ABE initiates a connection
and then transmits data, such as uploads to the Cloud,
Web 2.0 applications, etc. In use cases where a client
initiates a connection for data sent by a server, such
as web surfing, ABE requires the server to be updated.
An example of the expected performance with ECN, but
without ABE is shown in Figure 3. Given such results
and the increasing ability of routers to correctly pass
ECN-enabled packets, no significant disadvantage is to
be expected in this case, and the impact of ABE will
increase as servers introduce support for it.
In conclusion, results have been presented from experiments, theory and simulation that show real benefit can be derived from updating TCP’s ECN response,
and we assert that this can provide a significant performance incentive towards greater use of the ECN across
the Internet.

CONCLUDING REMARKS

This paper proposes and motivates Alternative Backoff with ECN (ABE), a simple change in a TCP sender’s
reaction to observing ECN congestion marks. We show
that ABE can bring important performance improvements, with a low cost in terms of implementation effort. ABE achieves this performance using the ECN
marking specified in RFC 3168 for routers/middleboxes
and the TCP receiver. It also defaults to a conservative behaviour whenever ECN is not supported along
the path, ensuring it is incrementally deployable.
As our results in § 4 show, the choice of βecn is important but not overly critical, in the sense that ABE seems
robust and offers performance improvements across a
range of values of βecn . Setting βecn ∈ [0.7, 0.85] for
NewReno and βecn ≈ 0.85 for CUBIC seems to provide
reasonable trade-offs between latency, throughput and
fairness across a wide range of scenarios.
We expect methods like ABE to encourage usage of
ECN, and as this usage increases, we believe the time
will become ripe to revisit proposals for alternative ECN
marking, along the lines of Section 5. When use becomes widespread, router/middlebox manufacturers will
have an incentive to implement these improved ECN
specifications to further optimise performance. Hosts
using ABE will then also be able to update their βecn .
Our study explored two well-known auto-tuning AQM
methods with their standard pre-set parameter values
(§ 4.1). To limit the problem space, we did not investigate the impact of changing the CoDel and PIE
parameters. We also used the same β value in both
slow start and congestion avoidance. Intuitively, one
may think that using more aggressive AQM parameters
for marking should advocate a higher β value. However, we expect there is a limit to how aggressively an

APPENDIX
A.
A.1

Simulations

All simulations presented in this paper are based on
ns-2.35, using “Linux TCP” updated to use the pluggable congestion controls shipped in Linux kernel 3.17.4.

A.2

Experimental testbed

The results in Figures 3, 5, 6, 11, 12, 13, 14 and
15 were created using a physical testbed of source and
destination hosts in two separate subnets either side of
a PC-based router (the classic dumbell topology).
The 64-bit end hosts6 are booted into FreeBSD 10.1RELEASE or openSUSE 13.2 for NewReno and CUBIC

®

HP Compaq dc7800, 4GB RAM, 2.33GHz Intel Core2
Duo CPU, Intel 82574L Gigabit NIC for test traffic and
82566DM-2 Gigabit NIC for control traffic
6

5

Adaptation of the window-increase parameter α is also used
by these mechanisms for such purpose.
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100(a) Without 10% Dropping Margin

trials respectively. Dynamic TCP state is logged with
SIFTR under FreeBSD (event driven) and web10g under Linux (polled). We use iperf to source and sink traffic, and use tcpdump to capture the traffic actually seen
‘on the wire’ at each host. Modified FreeBSD NewReno
and Linux CUBIC congestion control modules were implemented so that loss-triggered β and ECN-triggered
βecn could be separately set and altered via sysctls.
The two subnets are linked by a 64-bit software router7
based on openSUSE 13.2. The router provides a configurable rate-shaping bottleneck with CoDel or PIE AQM
as required. The router also separately emulates configurable artificial delay in each direction.
Shaping, AQM and delay/loss emulation is on the
router’s egress NIC in each direction. The hierarchical
token bucket (HTB) queuing discipline is used for rateshaping, with the desired AQM queuing discipline (e.g.
pfifo, codel) as leaf node. After the bottleneck stage,
additional (configurable) fixed delay is emulated with
netem. We loop traffic through pseudo interfaces (intermediate function block, or IFB, devices) to cleanly
separate the rate-shaping/AQM from the delay/loss instantiated by netem. This ensures the bottleneck buffering occurs under the control of the selected AQM.
Linux kernel 3.17.4 is used on all hosts and the router.
To get high timer precision for queuing and delay emulation the router’s kernel is patched and recompiled to
tick at 10000Hz.
Each PC has an additional NIC attached to an independent control network. A separate ‘command and
control’ host uses ssh over this control network to coordinate and launch repeated trials. This includes configuration of source and destination hosts (enabling or
disabling ECN, disabling of hardware segmentation offloading, setting specific TCP congestion control algorithms and βecn , etc), configuration of the bottleneck
(rates, path delays, AQM, and ECN on or off), initiation of trials (launching one or more instances of iperf at
particular times with particular iperf parameters) and
subsequent data retrieval from participating machines.
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Figure 19: PIE without and with 10% dropping
threshold (20 long-lived TCP flows).
We turned off PIE’s default drop behaviour for Figure 19(a), which shows that PIE’s drop/mark probability can frequently rise significantly above 10% for βecn >
0.7 flows. We further observed that PIE’s drop/mark
probability would even rise above 10% for βecn = 0.5
flows during normal slow-start. Yet queuing delays remain bounded, as expected of a PIE bottleneck.
Figure 19(b) shows the same experiments with default behaviour re-enabled. PIE’s dropping probability
is controlled under 10% but the queuing delay is increased with larger βecn .
We experience a large number of CE packets with
large βecn in the case of Figure 19(a) and counting them
in the PIE algorithm increases the marking probability.
Hence PIE creates a low queuing delay with responsive TCP flows. In the case of Figure 19(b), large βecn
results in dropping more packets and controlling the
probability. Use of large βecn with less that 10% marking probability increases queuing delay.
It seems clear that a drop/mark probability of 10% is
far too low a threshold to begin dropping ECN-enabled
packets. It is detrimental to short flows (where slow
start is a significant portion of a flow’s overall lifetime)
and to flows using higher βecn (such as flows originating from ABE-enabled senders), and appears to provide
little benefit. Therefore, for the rest of our PIE experiments we disabled this default behaviour.

A key issue is that PIE’s average drop/mark probability can be driven high for reasons that do not indicate a high level of congestion or misbehavior of a nonresponsive TCP flow in the short term. We explore this
with a simulation of a PIE bottleneck carrying 20 longlived TCP flows running for 300 s (all started within the
first second of simulation time) and a short flow starting
after 50 s with different values of βecn .
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